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Abstract

This paper develops a new life cycle model that aims to describe the savings
and asset allocation choices of boundedly rational agents. In this model, agents
make forward-looking decisions without the requirement of anticipating their actual
future decisions. Instead, agents pursue two simple so-called feasibility goals. The
first goal entails assuring feasibility of a certain minimum consumption level in a
future worst-case scenario. The second concerns feasibility of a certain standard of
living in a normal scenario. The feasibility goals framework represents a particularly
natural alternative to the standard rational benchmark model. The framework is
highly tractable and parsimonious. In particular, it is able to explain important
empirical patterns of asset allocation that are puzzling from the point of view of
existing models.
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1 Introduction

Within the last fifteen years it has become common to look at financial life cycle de-

cisions through the lens of what may be dubbed the buffer-stock model of life cycle

saving (Carroll, 1997).1 This represents the modern version of the economic life cycle

model. According to this model, individuals maximize the discounted sum of expected

per-period utilities, while being exposed to non-insurable labor income shocks and while

facing borrowing constraints. This model has been partially successful in that predicted

consumption and savings profiles over the life cycle come relatively close to the respec-

tive empirical observations. The model has been much less successful when it comes to

asset allocation. In this respect, the model is basically unable to explain the data. In

particular, the model predicts that a much higher proportion of the population will own

stocks than is actually observed. Furthermore, it typically also predicts equity portfolio

shares that are substantially higher than observed in the data. Importantly, this holds

for a wide variety of circumstances, including the presence of fixed costs of stock market

participation or the possibility of extreme labor income shocks, among others.2

Taking one step back, a methodological weakness of the modern life cycle model is

its assumption of unlimited rationality (Thaler, 1994). Several findings in the literature

suggest that this assumption may indeed be problematic and cannot easily be justified

by standard arguments such as learning. Allen and Carroll (2001) have explored whether

boundedly rational agents could plausibly learn the life cycle model’s predicted behavior

starting with trial and error. Their finding is staggering: Yes, but it would take about

one million years! Intuitively, the reason is straightforward. There is little opportunity to

learn how much to save and how to invest at the ages of 30, 40, 50 etc. Moreover, positive

or negative feedback from one’s actions at particular ages lags substantially, which further

slows down learning. Lettau and Uhlig (1999) demonstrate that it is even questionable

whether consumers would ever learn to make optimal decisions (in the sense of the stan-

1Representative studies include, among others, Hubbard et al. (1995), Carroll (1997), Laibson et al.
(1998), Cocco et al. (2005), Scholz et al. (2006).

2See Section 7 for a further discussion.
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dard model), since learning may not even asymptotically lead to optimal behavior.

The main reason why decision making is so complex in the case of the modern life cycle

model (henceforth called the standard model) is the latter’s requirement of anticipating

one’s future actual decisions by means of a contingent plan. The model assumes that

agents maximize the discounted sum of expected per-period utilities from consumption.

Suppose that an agent makes a saving or asset allocation decision today. In order to do so,

she is required to anticipate her optimal decisions in any future contingency. Otherwise,

the expected utility terms in the objective function would simply not be defined!3 In

other words, it is not possible to decide on what is optimal today, independently of

deciding on optimal actions in the future for all possible contingencies. In the presence

of a realistic amount of uncertainty, decision making thus becomes extremely complex

and such contingent planning may greatly exceed the capabilities of boundedly rational

agents.4

This paper takes it as given that it is desirable to develop alternative models that offer

a more plausible description of financial life cycle decision making by boundedly rational

agents. The search for such models is also driven by the hope that they would be better

able to explain observed asset allocation choices, while explaining consumption-savings

choices at least equally well.

The approach I pursue is to cut out the main source of complexity in the standard

model, namely the requirement of contingent planning. In particular, I build on the

framework of feasibility goals that is developed in Binswanger (forthcoming). In this

framework, agents care about the feasibility of certain consumption levels in the future, i.e.

that certain choices are contained in future budget sets. However, agents do not determine

3See Binswanger (2008) for a more thorough discussion.

4The importance of this has often been downplayed by referring to the argument that agents do not
actually need to solve this complicated planning problem, but they may behave “as if” they knew how
to solve it. Since Milton Friedman, it is common to refer to the example of a billiard player who may
be very good at directing the movements of the balls, even if he is ignorant of the equations describing
these movements. There is a key difference between life cycle saving and playing billiard, however. While
the billiard player has the opportunity to train under identical circumstances as often as he likes, this
possibility is absent in the case of life cycle saving. You are 30 years old just once. Thus, in the domain
of life cycle saving, people may rather be seen as novice players.
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in advance which bundle to choose out of future budget sets. Put differently, agents are

forward-looking in the sense that when they make choices about current consumption, they

take into account the impact on future budget sets. However, actual future consumption

choices are left completely open. Under these circumstances, the objective function in

the standard model would not be well-defined. However, this paper shows that agents

may still make prudent and forward-looking decisions. For obvious reasons, the model

developed in this paper is dubbed feasibility goals (FG) model.

One major difficulty encountered when developing a new bounded-rationality life cycle

model is that, at first sight, there seem to be many possible ways how to deviate from the

standard model. Thus, while many may agree that the standard model has substantial

weaknesses, economists have been hesitant to propose new models of bounded rationality,

for fear that any particular model they would propose may be seen as arbitrary since not

backed by a set of elegant axioms.

This issue has to be taken very seriously. However, the FG model represents a particu-

larly natural way how to deviate from the standard model. This statement is based on the

following argument. Suppose that we agree that the assumption that agents anticipate

their future decisions in a precise way is unrealistic because of bounded rationality. This

precludes contingent planning and hence the standard model. However, if we still find it

desirable to assume that agents make forward-looking decisions, then we may make the

less demanding assumption that agents are concerned about how their current decisions

affect their future choice sets. In other words, agents may not want to make current

choices that would mean to forgo feasibility of certain future choices that they may find

desirable. Such a framework corresponds exactly to the FG approach put forward in this

paper.5

This paper develops a simple and parsimonious model where agents have two feasi-

bility goals that induce two different motives of saving. The first is to insure that future

5Any other approach would most likely rely on rule-of-thumb behavior. I do not follow the latter
approach since it is desirable to first explore whether we may identify a useful model that deviates less
drastically from the standard model than a rule-of-thumb approach would.
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standards of living may not fall too far below the current one under unfavorable circum-

stances. The second is a desire to achieve a high expected standard of living in the future.

These particular goals are specified in order to induce a particularly simple form of a

risk-return trade-off. The presence of such a trade-off is a necessary requirement for any

sensible model of life cycle saving and asset allocation.

While I will carefully discuss the mathematical form of the simple optimization pro-

grams that determine behavior in case of the FG model, it will ultimately not be solved

analytically. The reason is straightforward. Any specification of a life cycle setup that

is sufficiently realistic to be of practical relevance is necessarily too involved to allow for

an insightful analytical solution. It entails taking into account transitory and permanent

shocks to non-financial income and a multitude of periods. While an analytical solution

of the FG model would in principle be feasible (unlike in the case of the standard model),

the resulting expressions would be too cumbersome to offer any interesting insights. For

this reason, the ultimate aim of this paper is to provide calibrations of the model for a

representative scenario. This is done in a way such that the model’s predictions can be

compared to the predictions of existing models as well as to empirical estimates.

However, the model can be solved analytically in an insightful way for some interesting

benchmark cases. These include a three-period and a stylized infinite horizon setup.

Analytical solutions for these two benchmark cases are contained in a separate paper

(Binswanger, 2008). They highlight the mechanisms at work and show that the qualitative

predictions of the model are highly robust.

When calibrating the FG model, I find that it predicts consumption profiles that closely

resemble the respective profiles predicted by the standard model. However, when it comes

to asset allocation choices, the model is much better able to explain the data. Specifically,

the model can explain why the young typically stay out of the stock market. Second, the

model is consistent with relatively low equity shares for those who do participate in the

market. Third, the model is consistent with the fact that low-income earners tend not

to enter the stock market during their entire life. Finally, conditional on stock market

participation, equity shares increase with permanent income.
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The paper is organized as follows. Section 2 discusses how this paper relates to the

existing literature. Section 3 introduces the FG model. Section 4 shows how behavior

is determined in case of the FG model. Section 5 discusses some methodological issues.

Section 6 explains how the model is calibrated. Section 7 provides a brief overview of some

stylized facts about how consumption, savings, and asset allocation vary over the life cycle.

It also contrasts this facts with the predictions of existing models. Section 8 presents the

calibration results for a baseline calibration of the FG model. Section 9 provides results for

alternative specifications. Section 10 concludes. Some details concerning the calibration

of the model are contained in an appendix.

2 Relationship to Existing Literature

Existing behavioral life cycle models include the mental accounting model of Shefrin and

Thaler (1988), models of hyperbolic discounting (Laibson, 1997), and the loss aversion

model of Bowman et al. (1999). The issue of contingent planning is not addressed

in this literature. Gabaix and Laibson (2000, 2005) provide models of short-cuts that

individuals may use when working through a decision tree, such as removing branches

with low probability. An important difference between the FG model and the models of

Gabaix and Laibson is that the latter deal with decisions where a choice is made only once

at the beginning of a probabilistic event three. In contrast, there is generally a multitude

of subsequent choices to be made in the FG model.

An early attempt to find an alternative to contingent planning models has been made

by Pemberton (1993). In his model, an agent making a current decision simply decides

what share of her available resources to spend now, and what share she will carry forward

into the future in general, without specifying any particular future allocation. In contrast,

in case of the FG model agents plan in a more specific way since they want to assure

feasibility of certain consumption levels at particular dates and in particular states of the

world in the future.

The feasibility goal concept is developed in Binswanger (forthcoming). In Binswanger
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(2008), I derive analytical solutions for the FG model of this paper for certain useful

benchmark cases. These include a three-period setup as well as a stylized infinite-horizon

setup. It is shown that the FG model is highly tractable compared to existing models.

The analytical results are complementary to the simulations contained in this paper since

they allow for a better understanding of the mechanisms behind the simulation results.

Binswanger (2010) analyzes the variation in savings and asset allocation choices across

income groups using a model which may be seen as a static version of the FG model

of this paper. In Binswanger (2007), I discuss the implications income heterogeneity for

pension risk management, using this static version of the model.

3 The FG Model

For simplicity, the basic decision making unit of the model is a household with a constant

number of members.6 I will refer to this household as the “agent.” Let t denote the current

period or, equivalently, current age. Over the agent’s life t runs from T0, where she starts

working, to age T , after which death occurs with certainty. The analysis abstracts from

lifetime uncertainty, since this would raise additional issues that are unrelated to the main

topic of the paper.

At each age t the agent makes three choices. She decides how much to consume, how

much to invest in a risk-free bond, and how much to invest in risky stocks. This is a

prototypical decision problem that has been analyzed in the literature and captures the

nature of financial life cycle decisions in a stylized way.7

Since it is the concept of feasibility that underlies the model to be developed, it is

natural to start with a discussion of intertemporal budget constraints. Denote current

consumption by ct, current bond investments by bt, and current stock investments by st.

The crucial feature of the model is that at age t the decision maker does not know what her

6See Section 9 for a specification of the model where the size of the household changes over time.

7An important omission is housing. The inclusion of housing would not provide any conceptual
difficulties, but it would render the model less parsimonious and less comparable to the existing literature.
It is thus natural to omit housing in a first step.
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future decisions will be at different knots of the event tree. However, she is concerned about

what consumption levels would be feasible in the future. Denote by ct|t+i the (random)

level of consumption that is feasible at a future age t + i, i = 1, 2, . . . , T − t, from the

perspective of age t, given the current level of wealth and given current information about

future income streams. Similarly, denote by bt|t+i, st|t+i the levels of bond and stock

investment that are feasible at time t + i from the perspective of age t. Concerning

subscripts, I apply the convention that t|t + i ≡ t − |i| for i ≤ 0. Thus, t|t = t, for

instance. In accordance with the relevant literature it is assumed that

bt|t+i ≥ 0, st|t+i ≥ 0 (1)

for all t and 0 ≤ i ≤ T − t. This means that borrowing or short-selling of stocks is

excluded. Clearly, future feasible choices depend on scenarios or states of the world that

will materialize. For simplicity, the notation does not make this dependence explicit,

whenever this is not required for avoiding ambiguity.

Denote the constant risk-free real per-period return of bonds by r. Furthermore,

denote risky real per-period stock returns by rs
t . It is assumed that stock returns are

distributed identically and independently (iid) over time.8 Thus, only the realizations of

rs
t depend on time, while the time subscript for the random variable can be dropped. It

is assumed that Ers > r and r > rs min ≥ 0, where rs min ≡ min rs.

At each age t the agent earns an exogenous and possibly risky stream of non-financial

income Yt. This income may be exposed to transitory and permanent shocks and, in

expectation, follow a typical hump-shaped pattern over the life cycle. Thus, the process

for Yt is generally not iid. For the time being, there is no need specify this process any

further. I will make specific assumptions when it comes to the calibration of the model

(see Section 6 and the Appendix). Denote future non-financial income conditional on

8This assumption is not crucial for the behavior of the FG model and could be dropped.
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information at age t by Yt|t+i. The intertemporal budget constraint is then given by

ct|t+i + bt|t+i + st|t+i = Yt|t+i + bt|t+i−1r + st|t+i−1r
s
t ≡ Xt|t+i (2)

for all t and 0 ≤ i ≤ T − t. It is assumed that the agent has unbiased knowledge of

the distribution of future income streams. Furthermore, she is assumed to understand

(at least intuitively) the arithmetics of intertemporal budget constraints. It would be

straightforward to relax these assumptions, but this is beyond scope of this paper.

I turn now to the definition of the two feasibility goals that are at the heart of the

FG model. To this end, it proves convenient to introduce a more compact notation. Let

zt|t+i :=
(

ct|t+i, bt|t+i, st|t+i

)

, 0 ≤ i ≤ T − t denote a choice that is feasible at age t + i

from the perspective of t, and denote the set of all feasible choices at age t + i from the

perspective of t by

Bt|t+i

(

zt|t+i−1, Yt|t+i

)

:=
{

zt|t+i ∈ ℜ3

+ : ct|t+i + bt|t+i + st|t+i ≤ Xt|t+i

(

zt|t+i−1, Yt|t+i

)}

.

where Xt|t+i is defined as in (2).

The first goal is dubbed insurance goal and relates to a precautionary motive of saving.

It is defined as follows.

Definition 1 A current choice (ct, bt, st) satisfies the insurance goal if, for a given se-

quence of nonnegative numbers {αi}
T−t

i=0
(where α0 ≡ 1), there exist b∗t|t+i, s∗t|t+i, b∗t|t+i+1

,

s∗t|t+i+1
(where b∗t|T ≡ 0, s∗t|T ≡ 0), such that

(

αict, b
∗
t|t+i, s

∗
t|t+i

)

∈ Bt|t+i

and
(

αi+1ct, b
∗
t|t+i+1, s

∗
t|t+i+1

)

∈ Bt|t+i+1

for all i with 0 ≤ i ≤ T − t−1 and all values of rs and Yt+i that are taken on with positive

probability, given information available in t. (The latter two random variables are implicit
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in the definition of Bt|t+i).

Achieving the insurance goal means that a specific fraction αi of current consumption

remains feasible i periods ahead in the future in all circumstances. This includes the

worst-case scenario, which corresponds to a sequence of lowest possible values for stock

returns and non-financial incomes.9 In principle, the sequence {αi} is unrestricted and

could even be non-monotonic (except that the elements are to be nonnegative).10 Note

that choices fulfilling ct|t+i ≥ αict in all future contingencies are always feasible if financial

markets provide an asset with a strictly positive minimum return in all possible future

states of the world. Here, this is guaranteed by the existence of a risk-free asset.

The insurance goal captures in a basic way the desire of assuring that the current

standard of living will not deteriorate too much in the future, even in unfavorable states

of the world. Clearly, the formulation of the insurance goal reminds of existing models

of habit formation. However, as will be discussed below in Section 5.1 and 5.3, there are

major differences between the FG model and existing models of habit formation.

The second goal determining behavior in the FG model is dubbed accumulation goal.

The accumulation goal represents a target standard of living that an agent wants to be

feasible from some future age T ∗ on in case that a “normal” scenario evolves.11 This

normal scenario is defined as the branch of the decision tree where every random variable

takes on its expected value, given information at age t. The fact that the accumulation

goal refers to a normal scenario while the insurance goal implicitly refers to a worst-case

scenario introduces a very simple risk-return trade-off.

The accumulation goal captures the desire of enjoying an increasing standard of living,

9This should not be taken too literally. The worst-case scenario should be understood as corresponding
to, say, the first percentile of the respective random variables.

10When it comes to a baseline specification for simulating the model, it is desirable to severely restrict
the flexibility of the model and thus its degrees of freedom. For the baseline specification it will thus be
assumed that αi = (α∗)

i
, 0 < α∗ < 1, which just offers one free parameter. This specification includes

an element of “discounting” since αi+1 < αi. See Section 6 fore a more detailed discussion.

11An agnostic specification that will be used when calibrating the model is T ∗ = T−t

2
. This should be

understood as the expected value of a random variable that is uniformly distributed over the remaining
ages. See Section 9 for a different specification.
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of “becoming rich,” or the desire to save in order “to enjoy a sense of independence and

the power to do things, though without a clear idea or definite intention of a specific

action” (Keynes, 1936).

At this point, it is crucial to realize that a standard of living that will be feasible

from some future age T ∗ > t on generally depends not only on choices made at age t,

but also on savings and asset allocation choices between t and T ∗. This is exactly what

induces the necessity for contingent planning in existing models of intertemporal decision

making. It is the raison d’ être of the FG model that the decision maker does not engage in

contingent planning. This effectively entails the assumption that the decision maker does

not know her future decisions. In particular, she does not anticipate what consumption

and investment choices she will make between t and T ∗ in the normal scenario.

How can a forward-looking individual then nevertheless make sure of not forgoing

feasibility of a certain standard of living from period T ∗ on in a normal scenario? There

is basically one possibility, entailing that the agent ensures feasibility of a particular

hypothetical accumulation scheme that, in turn, leads to feasibility of a particular standard

of living from age T ∗ on. Making current decisions such as not to forgo feasibility of this

accumulation scheme implies not forgoing feasibility of a particular standard of living

from age T ∗ on.

The hypothetical accumulation scheme that underlies the definition of the accumula-

tion goal works as follows. Start with a particular level of current consumption ct. This

fixes the level of age-t savings. Identify now all portfolios, corresponding to different eq-

uity shares, for which the insurance goal is met. Among these portfolios, identify the one

with the highest expected return and thus the highest equity share. Choose the latter

portfolio for starting the hypothetical accumulation scheme.

Making the transition to the following period, assume that stock returns as well as

non-financial income will be drawn according to the normal scenario, i.e. rs
t+1 = Ers,

Yt+1 = EtYt+1. It is now assumed that the hypothetical accumulation scenario entails

replicating the period-t decision. Thus, cn
t|t+1

= ct, where the superscript n indicates

the normal scenario. Furthermore, the agent chooses again the portfolio that maximizes

10



the expected return, subject to achieving the insurance goal. The latter is determined

conditional on the event that the normal scenario has prevailed until period t+1 but may

not prevail any further. Thus, the agent projects a prudent portfolio choice. Iterating an

identical decision process forward in time until age T ∗ and projecting that rs
t+i = Ers,

Yt+i = EtYt+i, 1 ≤ i ≤ T ∗− t, one ends up with a hypothetically feasible level of resources

Xn
t|T ∗ at age T ∗.

The accumulation goal is then defined as Xn
t|T ∗/ (T ∗ − t). The aim of this normalization

is to convert Xn
t|T ∗ into per-period units. This approximates a standard of living that is

feasible from age T ∗ on under the accumulation scheme just discussed, provided that the

normal scenario will materialize. Since the level of the accumulation goal depends on

the initial choice of ct, its value should be understood as a function of ct. An algorithm

discussed below will determine how the agent makes a trade-off between the conflicting

goals of achieving a high ct and a high level of the accumulation goal.

More formally, given a choice ct|t+i, denote In
t|t+i

(

ct|t+i

)

the set of all portfolios
(

bt|t+i, st|t+i

)

that are feasible such that the insurance goal is satisfied for
(

ct|t+i, bt|t+i, st|t+i

)

∈ Bn
t|t+i,

given that the normal scenario has prevailed between t and t+ i. (All superscripts n refer

to the normal scenario.) The set In
t|t+i may be empty for high values of ct|t+i. In this case,

αjct|t+i, 1 ≤ j ≤ T − t− i, may not be reached in the future even if all savings are invested

in bonds.

Given ct|t+i, define
(

b
′

t|t+i, s
′

t|t+i

)

as the element of In
t|t+i

(

ct|t+i

)

with the maximal value

for st|t+i. This represents the portfolio with the highest expected return for which the

insurance goal is still met. If In
t|t+i is nonempty such a portfolio exists. It is assumed that,

given ct|t+i, the agent considers to choose
(

b
′

t|t+i, s
′

t|t+i

)

for the hypothetical accumulation

scenario at age t+i. (It will become clear from the FG algorithm discussed below that In
t|t+i

will always be nonempty along the “optimal” trajectory.) Furthermore, the agent projects

a choice of ct|t+i = ct. The hypothetical wealth accumulation scheme is determined by

Xn
t|t+i+1 = EtYt+i+1 + b

′

t|t+ir + s
′

t|t+iErs. (3)
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The precise definition of the accumulation goal is then as follows.

Definition 2 Take ct ∈ Bt as given. If all sets In
t|t+i (ct), 0 ≤ i ≤ T ∗−t−1, are nonempty,

then the value of the accumulation goal, denoted by at|T ∗, is equal to Xn
t|T ∗/ (T − T ∗).

Otherwise at|T ∗ = 0.

Note that, according to this definition, at|T ∗ is well-defined for all values of ct ∈ Bt.

Overall, behavior in the FG model is determined according to the following algorithm

dubbed FG algorithm.

Definition 3 (FG algorithm) The FG algorithm entails the following steps.

Step 1. Identify the element of Bt with the highest level of ct such that It (ct) is

nonempty. If the resulting value for ct falls short of a target level c̄ ≥ 0, then the agent

implements this choice. Otherwise, the optimal choice is determined by step 2.

Step 2. Choose the element of Bt which maximizes

ln (ct − c̄) + βT ∗−t ln
(

at|T ∗ (ct)
)

, (4)

where 0 < β < 1.

Step 1 just means maximizing ct, subject to meeting the insurance goal. The parameter

c̄ represents a “normal standard of living.” The economic rationale of this parameter is

to account for the fact that people may be concerned about how their standard of living

compares to a reference consumption level (see Clark et al., 2008). This reference level

may reflect the average standard of living in the economy.12 From a mathematical point

of view, this parameter makes decision making non-homothetic. For instance, it implies

that saving rates and the fraction of savings allocated to stocks increase with lifetime

income (see Section 5.2 for a further discussion).

The objective function (4) in step 2 specifies the way in which the agent solves the

trade-off between her goal of enjoying a high level of current consumption and of the

12This suggests that c̄ is likely to increase over time (see Binswanger, 2008, for a further discussion).
In this paper, c̄ is simply treated as exogenous.
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accumulation goal in case that the latter is activated. (Note that the desire to achieve

the insurance goal is implicit in the definition of the accumulation goal.) The parameter

β measures the preference weight the decision maker assigns to the accumulation goal

relative to current consumption. The weight depends on the distance between current

age and the future date T ∗, which is the age the accumulation goal refers to. A further

discussion of the objective function (4) as well as of the question whether the outcome of

the FG algorithm is always well defined is postponed to the next section.

The FG algorithm plays the role of preferences in standard analyses. The decision

maker is assumed to follow the FG algorithm at each age t anew, irrespective of her

earlier choices and plans. This feature of the model reflects an element of procedural

rationality. The question whether this leads to time-inconsistent behavior is discussed in

Section 5.1.

4 Decision Making under the FG Model

This section states the precise mathematical form of the decision problems that determine

optimal behavior under the FG model. This will allow for a better understanding of the

mechanisms of the model. Ultimately, the model will not be solved analytically, for the

reasons mentioned in the introduction. A full analytical solution of the model for the case

of three periods and for an infinite horizon can be found in Binswanger (2008).

The FG model is an optimizing model like any standard model of intertemporal choice.

However, the decision problems that agents solve are conceptually simpler than in the case

of the standard model. Most notably, the decision problems are such that there is no need

to engage in contingent planning.

To begin with, consider behavior in a particular period t in case that it is determined

by step 1 of the FG algorithm. The optimization problem is then to maximize ct subject

to assuring that αict remains feasible in all circumstances in future periods t + i, i =

1, . . . , T − t. Step 1 leads to a choice for which stock investments are zero. The reason is

that minimum stock returns are lower than bond returns. If stock holdings were positive
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and the insurance goal were fulfilled, stocks could be substituted by bonds and, at the

same time, ct could be increased, in a way that the insurance goal would still be fulfilled.13

It is instructive to consider the step-1 problem in the absence of any borrowing con-

straints. The present value of future “habit” consumption levels is given by
∑T−t

i=1
αict/r

i.

An agent’s savings are then determined by how much this amount exceeds the present

value of future minimum income. The latter amounts to
∑T−t

i=1
Y min

t|t+i/r
i, where Y min

t|t+i de-

notes the minimum of Yt+i, given information in period t. Thus, assuming that there

are no (binding) borrowing constraints, the decision maker would maximize ct subject to

bt =
∑T−t

i=1
αict/r

i −
∑T−t

i=1
Y min

t|t+i/r
i and bt + ct = Xt.

In the case of borrowing constraints, the algebra is slightly more involved. Given a

level of current consumption ct, the level of bonds necessary to achieve the insurance goal

is then given by the solution to the recursive equation

bt|t+i = max
{(

bt|t+i+1 + αi+1ct − Y min
t|t+i+1

)

/r, 0
}

,

with bt|T = 0.

If Xt is sufficiently high, then the outcome of step 1 for ct exceeds c̄. In this case,

behavior is determined by step 2 of the FG algorithm, which triggers the accumulation

goal. The latter specifies how a boundedly rational agent aims for a particular future

standard of living in a normal scenario without engaging in contingent planning. Since

the accumulation goal is a function of ct, start by fixing a particular level of this variable.

(The optimal level of ct will be discussed later.) Savings are thus given by Xt − ct.

The hypothetical accumulation scheme that determines the accumulation goal entails

identifying the highest level of st, given st + bt = Xt − ct, that is compatible with meeting

the insurance goal.

A crucial insight is that the highest level of st that is consistent with achieving the

insurance goal is found by assuming that, from the next period on, all savings will be

13To see this more clearly, consider the case where feasibility of αict would have to be achieved entirely

through savings. In the case of stocks, this would require a level of savings of αict/
(

rs min
)i

. In the case

of bonds, it would require savings of αict/ri < αict/
(

rs min
)i

14



invested in bonds, should it turn out that a worst-case scenario materializes. The reason

is straightforward. This will simply minimize the amount of resources required to achieve

the insurance goal because r > rs min. Let us again disregard non-negativity constraints

for bt and st for a moment. In this case, the agent has to make sure of entering the

next period with a level of resources of at least
∑T−t

i=1
αict/r

i−1 −
∑T−t

i=1
Yt|t+i/r

i−1. Thus,

the highest level of st compatible with the insurance goal is then determined by the

equation str
s min +(Xt − ct − st) r =

∑T−t

i=1
αict/r

i−1−
∑T−t

i=1
Yt|t+i/r

i−1, where Xt − ct − st

is just equal to bt and str
s min + (Xt − ct − st) r represents the lowest possible return on

the agent’s portfolio. Clearly, the resulting solution for st is only meaningful if it is

nonnegative. Otherwise, the optimal value of st is zero. An important observation is that

if ct is very high then no nonnegative value of bt and st may fulfill the above equation.14

According to Definition 2, the accumulation goal would take on a value of zero in this

case.

Lemma 1 below states how bt and st are determined taking into account non-negativity

constraints for both bt and st.

Lemma 1 Given a particular level of ct, asset allocation at age t is determined by the

program

max
bt, st

st s. t.

btr + str
s min ≥ b̂t|t+1 (ct) + α1ct − Y min

t|t+1,

ct + bt + st = Xt,

bt, st ≥ 0,

(5)

where b̂t|t+1 is determined by the recursive equation

b̂t|t+j = max
{(

b̂t|t+j+1 + αj+1ct − Y min
t+j+1

)

/r, 0
}

(6)

14To see this, note that in the extreme case where the agent would eat up the entire present value
of (minimum) lifetime resources, there would be clearly no way how the agent could ever achieve the
insurance goal.
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and where b̂t|T ≡ 0; whenever a solution to (5) exists. (Otherwise, we have at|T ∗ = 0.)

Given an optimal choice of ct (see below), the actual portfolio choice in period t is de-

termined by program (5). This portfolio allocation also represents the first step of the

hypothetical accumulation scenario that determines the value of the accumulation goal.

We next have to consider portfolio allocation in period t + 1, according to the hy-

pothetical accumulation scheme. However, for this and all following periods between t

and T ∗, the hypothetical portfolio allocation problem is completely isomorphic to the

actual one in period t. More precisely, the agent hypothetically projects ending up in

period t + 1 with a level of resources Xn
t+1 = btr + stErs + EtYt+1. If T ∗ > t + 1, i.e.

the accumulation goal refers to a future period more than one period ahead, then the

hypothetical accumulation process is continued. In t + 1, consumption is again set to ct

and savings are thus Xn
t+1 − ct. The agent hypothetically projects choosing a portfolio

that maximizes st|t+1, conditional on meeting the insurance goal. Thus, the portfolio is

again determined as stated in Lemma 1, except that indexes have to be interchanged (see

program (9) in Proposition 1 below). This yields a hypothetical portfolio
(

bn
t|t+1

, sn
t|t+1

)

and leads to a level of resources in period t + 2 of Xn
t|t+2

= bn
t|t+1

r + sn
t|t+1

Ers + EtYt+2.

This hypothetical accumulation process is iterated further until period T ∗. Note that in

all periods t + i, 0 ≤ i ≤ T ∗ − t − 1, the hypothetical portfolio choice is such that the

insurance goal is achieved even in the case that the normal scenario may not prevail any

more from period t + i + 1 on (again see program (9) in Proposition 1 below). In period

T ∗, the agent ends up with a level of resources Xn
t|T ∗ . The accumulation goal is then

given by at|T ∗ = Xn
t|T ∗/ (T − T ∗). This is true except in the case where the optimization

problem of the form of (5) has no solution for a particular period t + i. In this case, we

have at|T ∗ = 0, according to Definition 2.

I next turn to some more technical issues. Let us return once more to Lemma 1 and

program (5). Solving the budget constraint for bt and substituting it into the insurance

goal constraint, we get

(

r − rs min
)

st ≤ Xtr − b̂t+1 (ct) − (α1 + r) ct + Y min
t|t+1. (7)
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Suppose that ct becomes sufficiently large. Clearly, b̂t+1 is an increasing function of ct

(see (6)). Thus, the right-hand side of (7) eventually becomes negative. This would imply

that st < 0. (The agent would like to borrow at the rate rs min.) Since this is not feasible,

we must have st = 0 for high levels of ct, assuming that a solution to (5) still exists.

In the opposite case where ct is very low it is the constraint bt ≥ 0 which be-

comes binding. To see this assume that ct = 0. Thus, (7) would imply that st ≤
(

Xtr + Y min
t|t+1

)

/
(

r − rs min
)

. Suppose that this would hold with equality, which would

lead to the unconstrained maximum value of st. This would imply that st > Xt and

hence bt < 0. As a result, the borrowing constraint would be violated. It follows that for

low values of ct the borrowing constraint may be binding.

From (6), b̂t+1 is an increasing function of ct, as already mentioned. Furthermore, b̂t+1

is continuous and piecewise linear in ct. From this and the fact that either the constraint

st ≥ 0 or bt ≥ 0 may be binding, it follows that both bt and st are also continuous and

piecewise linear functions of ct, provided that a solution of (5) exists. This does not

only hold for bt and st, but also for all bn
t|t+i, sn

t|t+i, i = 1, 2, . . . , T ∗ (see program (9) in

Proposition 1 below). As a result, at|T ∗ must also be a continuous and piecewise linear

function of ct in the domain of ct where a solution to the portfolio allocation problems

exists. Otherwise, we have at|T ∗ = 0.

Clearly, at|T ∗ must be a decreasing function of ct. To see this, note first that a higher

level of ct means a lower level of saving in each period from t to T ∗. Furthermore, a

higher ct leads to a (weak) increase of b̂t|t+i, i ≥ 1. In case that neither of the constraints

bt|t+i ≥ 0, st|t+i ≥ 0 are binding, this leads to a higher value of bt|t+i and a lower value of

st|t+i. This follows from the fact that the insurance goal constraint is binding in this case

and that r > rs min.15 Overall, we can conclude that at|T ∗ is indeed a decreasing function

of ct.

Since at|T ∗ is piecewise linear and decreasing in ct, the objective function (4) in step 2

of the FG algorithm is well defined. In particular, it is strictly convex and the outcome

15Suppose that the insurance goal would not be binding. In this case the agent could choose a higher
level of st without violating the insurance goal constraint.
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of step 2 is thus unique. Overall, behavior under step 2 is determined according to the

following proposition.

18



Proposition 1 WHITE SPACE.

1. Under step 2 of the FG algorithm, ct is determined by the program

max
ct

ln (ct − c̄) + βT ∗−t ln
(

at|T ∗ (ct)
)

. (8)

Furthermore, at|T ∗ = Xn
t|T ∗/ (T − T ∗). Xn

t|T ∗ is determined according to the accu-

mulation equation Xn
t|t+i = bn

t|t+i−1
r + sn

t|t+i−1
Er + EtYt+i, i = 1, . . . , T ∗ − t. The

portfolios
(

bn
t|t+i, s

n
t|t+i

)

, i = 0, 1, . . . , T ∗ − t − 1, are determined by the program

max
bt|t+i, st|t+i

st|t+i s. t.

bt|t+ir + st|t+ir
s min ≥ b̂t|t+i+1 (ct) + α1ct − Y n min

t|t+i+1,

ct + bt|t+i + st|t+i = Xn
t|t+i,

bt|t+i, st|t+i ≥ 0,

(9)

where Y n min

t|t+i+1
denotes the minimum of Yt+i+1 conditional on the normal scenario

prevailing until t + i, where Xn
t|t ≡ Xt, and b̂t|t+i+1 is defined as in Lemma 1. If no

feasible solution to (9) exists for at least one i = 0, 1, . . . , T ∗ − t − 1, then at|T ∗ = 0

(see Definition 2).

2. The actual portfolio choice in period t is determined according to (9) for i = 0.

Although the optimization programs determining behavior in case of the FG model may

appear somewhat unusual to economists used to work with the standard model, it should

be reemphasized that behavior under this model is conceptually much simpler than in case

of the standard model. This is evident in the case that behavior is determined by step 1

of the FG algorithm. Also, in case of step 2, the agent effectively only solves a two-period

decision problem in each period, according to (8). He trades off current consumption

against feasibility of a certain standard of living from some future period on in case that

the normal scenario evolves. The level of this feasible standard of living is determined

by a simple hypothetical accumulation process which the agent makes use of to engage
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in forward-looking behavior in the absence of contingent planning. The portfolio choice

underlying the hypothetical accumulation scheme is determined by maximizing expected

returns subject to making a prudent choice that allows the agent to meet the insurance

goal.

5 Some Methodological Observations

This section discusses whether the FG model leads to dynamically inconsistent behavior,

the role of the model’s parameters as well as the differences between the FG and existing

models of habit formation.

5.1 Dynamic Consistency or Inconsistency?

An important issue to be discussed is whether behavior under the FG model is dynamically

inconsistent. At first sight, the answer seems to be dynamic inconsistency. One may put

forward the following argument. According to the agent’s decision calculus in period t,

the level of current consumption ct is crucial for how the agent engages in forward-looking

behavior. This is most salient in case of the hypothetical accumulation scheme underlying

the determination of at|T ∗ . The agent “projects” to consume ct in all periods between t

and T ∗. Furthermore, he aims to achieve the insurance goal in all these periods, which

is again defined relative to ct. However, once period t is passed, ct does not enter the

decision calculus any more.

It is instructive to contrast this with existing models of habit formation, where agents

anticipate that ct will affect their future choices. Suppose that there is a habit state

variable Ht with Ht = δct−1 + (1 − δ) Ht−1, where δ is a parameter that takes on a value

between zero and one. Assume, for the sake of the argument, that the objective function

is Et

∑T−t

i=0
Diu (ct+i − Ht+i) for all t, where D represents a discount factor and u is a von

Neumann-Morgenstern utility function with the usual properties. Clearly, in this case ct

influences not only decisions in period t, but it has also a direct influence on decisions in

later periods t + i via the state variable Ht+i. This differs from the logic of the FG model
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and suggests that the latter leads to dynamically inconsistent behavior.

This argument is flawed, however, since it confounds two conceptually different sets of

variables that influence agents’ decision calculus in case of the FG model. First, there is

the variable ct. Trivially, this represents an actually chosen level of consumption in period

t. However, all variables referring to the future, such as the habit levels αict determining

the insurance goal or the variables related to the accumulation process determining at|T ∗ ,

are not variables that are linked to actual future choices. Rather, these are planning

variables belonging to a set of potential future choices that are feasible, given a particular

current decision. If we treat the FG algorithm as a representation of preferences, then

we may say that agents have preferences over both currently realized consumption and

over future feasibility sets. Clearly, the latter are a function of ct. Therefore, ct plays a

dual role. First, it generates direct utility in period t. Second, it affects future feasibility

sets. We may not conclude from the fact that ct is not of direct relevance any more in

later periods that decision making is dynamically inconsistent. The reason that ct does

not show up any more in later periods is that feasibility sets in later periods are not

a direct function of ct any more. (They depend on ct only indirectly via intertemporal

budget constraints.) This insight is most essential for understanding the philosophy of

the FG model. The conclusion is that the standard notion of dynamic consistency is not

meaningful in case of the FG model. Since there are no contingent plans ex ante, such

plans cannot be violated ex post.

5.2 The Role of the Model’s Parameters

The role of the parameters αi, i = 1, . . . , T − t should have become sufficiently trans-

parent from Section 4. Increasing the level of αi means increasing the minimal level of

consumption that an agent wants to be feasible in a future worst-case scenario i periods

ahead in the future. Thus, this entails a higher level of risk aversion and prudence. This

will generally increase savings and decrease equity shares. The role of the parameter β

becomes clear from (8). A higher β entails a higher weight of the accumulation goal. This
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increases the propensity to save as well as the propensity to engage in risky savings.

The parameter whose role may be least clear at first sight is c̄. This parameter plays

two roles. First, it determines the critical level of Xt that is required to trigger step 2 of

the FG algorithm. Second, c̄ > 0 entails saving rates and equity shares that increase with

Xt, given that step 2 is activated. To see this, consider the case where Xt is such that

it is only slightly higher than the critical level that triggers step 2 of the FG algorithm.

In this case, the chosen level of ct is close to c̄. As a result, the marginal propensity to

consume is very high. When Xt increases, ct will exceed c̄ by more and more. As a result,

the marginal propensity to consume decreases and the desire to achieve a high level of

the accumulation goal becomes stronger. This, in turn, increases the propensity to save

and to invest in high-risk/high-return assets, i.e. stocks.

The parameter c̄ is not linked in any particular way to the concept of feasibility

goals. The model is well defined even for c̄ = 0. The aim of this parameter is to take

into account that an agent may compare his consumption level to a reference point that

reflects a normal standard of living in his social environment.

The role of the three model parameters becomes much clearer if the model is solved

analytically for certain benchmark cases. Such an analysis is carried out in Binswanger

(2008) and the interested reader is referred to that companion paper.

5.3 A Comparison to Existing Models of Habit Formation

Since, on the face of it, the FG model resembles existing models of habit formation, it is in

order to clearly state the main difference between both models. The most crucial difference

is that any existing habit formation model requires contingent planning. The essential

element of the FG model is that agents engage in coarse planning and are concerned

about future feasibility sets as discussed in Section 5.1. In particular, the role of the

“habit levels” αict is to define future feasibility sets that agents want to achieve. Given

that agents are assumed not to anticipate any actual future decisions, any future feasibility

set can only be defined or marked by referring to current decision variables. Habit levels
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such as αict provide a particularly simple way of specifying future feasibility sets that are

useful for determining precautionary savings. Put differently, in the FG model the habit

levels αict provide a “planning device” for boundedly rational agents.

6 Calibrating the Model

For the calibration of the model, I consider a setup where an agent starts working at age

21, retires at the beginning of age 66, and dies with certainty after age 85. The model

is simulated at an annual frequency. The calibration analysis is restricted to working

life since the FG model as presented here does not take into account mortality risk nor

bequest motives. As a result, it is less suited to explaining behavior during retirement.

The parameters of the FG model are the sequence {αi}, β, c̄, and also T ∗. Starting

with the sequence {αi}, I choose αi = (α∗)i as a baseline specification, where 0 < α∗ < 1.

There are two reasons for this specification. First, it is very parsimonious and requires

specification of only one parameter. Second, it captures in a very simple way the idea

that decision makers may be less concerned, or may think less carefully, about negative

events in the far-distant future than in the near future. (This is most likely to happen on

an intuitive or semi-conscious level.) In this sense, the specification of the sequence {αi}

captures a particular element of discounting.

The baseline value for α∗ is set to .96, which is chosen as follows. Binswanger (2010)

provides a cross-sectional analysis of savings and asset allocation based on a static model

corresponding to the FG model in the degenerate case where there are only two periods.

Thus, it is only in the first period where agents make any decisions. By construction,

such a setup does not allow for any variation of consumption, savings or asset allocation

over age. In Binswanger (2010) this static model is calibrated in a stylized way, assuming

that the length of the planning horizon amounts to 30 years. Fitting the model to cross-

sectional data on savings and asset allocation choices, the value obtained for the parameter

corresponding to αi at a time horizon of 30 years is .27.16 In order to impose discipline

16This number should not be interpreted as implying that the consumption level that individuals
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and to limit flexibility, baseline parameter values in this paper are set such that they

correspond to the parameters that best fit cross-sectional data in the case of the static

model. I choose thus a baseline value of α∗ = 0.96 such that (α∗)30 ≈ 0.27. Turning to c̄,

the best-fit value found in Binswanger (2010) amounts to 27,000 year-2001 U.S. dollars.

The parameter β is set to .9.17

The baseline value for the parameter T ∗, representing the age that the accumulation

goal refers to, is set to (t + T ) /2, rounded downwards. This can be understood as the

mean of a uniform distribution over all remaining life ages. It represents thus an agnostic

specification. (See Section 9 for an alternative specification.)

Non-financial income is calibrated following standard assumptions that are outlined

in the Appendix. In the absence of shocks, non-financial income would follow the hump-

shaped profile in Figure 1. There are permanent and transitory multiplicative shocks

to non-financial income. The expected value of both shocks is one and the minimum

realization is assumed to be strictly positive (see Appendix). There is also a medical

expenditure shock M that is realized upon retirement and is fully permanent. This

means that the resources that are available for normal consumption are reduced by a

factor 1−M . The expected value of M is one and its lower bound M is set to 60 percent

in case of the baseline specification.

Real bond returns are assumed to be risk-free and to equal 2 percent per year. Stock

returns are assumed to be iid with an expected annual return of 6 percent and a strictly

positive minimum return (again see the Appendix).

would like to have at all costs during retirement would be only .27 of their working life consumption. See
Binswanger (2010).

17The best-fit annualized value for the cross-section case is .94. While this value leads to modest equity
shares in the static setup, it leads to relatively high equity shares in the dynamic model of this paper
(see Binswanger, 2008). By construction, the static model with a planning horizon of 30 years restricts
people to hold the same portfolio for 30 years. In contrast, the dynamic model with annual periods allows
agents to rebalance their portfolio every year. It is well known that increases in flexibility increase the
willingness to take risks in standard expected utility models (see e.g. Gollier, 2001). The same holds for
the FG model. Thus, a value for β of .94 should be scaled down in order to obtain a suitable counterpart
value for the dynamic model. I thus set the baseline value for β to .90. Remember that β should not be
understood as a genuine discount factor but more narrowly as the annualized preference weight of the
accumulation goal. Thus, a value of .90 does not seem particularly low.
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In the interest of transparency, all simulations are run for the case where, ex post,

non-financial income as well as stock returns always take on their expected values.

7 Empirical Facts and Predictions of Existing Models

Before turning to the calibration results it is useful to have a look at the empirical stylized

facts regarding the variation of consumption/saving and asset allocation choices over the

life cycle. These are contrasted with the predictions of existing life cycle models.

7.1 Empirical Stylized Facts

In a recent study, Fernández and Krueger (2007) explore how consumption expenditures

vary over the life cycle. Their main finding is that consumption expenditures are hump-

shaped over the life cycle. When not controlling for the fact that household size typically

varies over the life cycle, household consumption expenditures take on their peak value

around the late forties. The peak value is about 60 percent higher than consumption

expenditures during the early twenties. From the fifties on, consumption falls steadily,

reaching the level of the early twenties around the age of 65. When filtering out the effect

of changing family size, the hump reduces to about half its size.

Concerning asset allocation behavior, it is instructive to look at how median and mean

equity shares18 vary over age for data referring to a single year. In this way, the slope of

the resulting age profile cannot be distorted by what is known as time effects. Table 1

contains median and mean equity shares for different age groups from the 2004-wave of

the Survey of Consumer Finances (SCF). These equity shares contain direct as well as

indirect equity holdings through mutual funds and retirement accounts. In order to get

insight into the behavior of a typical person within a given age group it is particularly

meaningful to look at the median numbers in the second column of Table 1. The figures

clearly demonstrate that early in their career agents do typically not participate in the

18Equity shares are defined as the ratio of total equity holdings to total financial wealth.
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stock market, which translates into an equity share of zero. Stock market entry occurs

only after age 35. Overall, the profile is increasing except for the last age category. The

maximum equity share amounts to roughly 40 percent during the second half of the fifties.

The same pattern prevails for means, except that they are always strictly positive.19 20

Table 2 presents evidence on the variation of equity shares over income, again based

on the SCF 2004. The table reports median equity shares for particular age/income

cells. The table suggests that, for all age categories, members of the two bottom income

quintiles typically do not participate in the stock market. In contrast, members of the

three upper quintiles do always participate. There is also rather strong evidence that

equity shares increase with income among stock market participants. Note again that

this pattern cannot be distorted by time effects since all data come from the SCF 2004.

Furthermore, cohort effects may lead to a downward distortion in the slope of the equity

share profile within a given column. However, they are unlikely to affect the profile within

a given row.

7.2 Predictions of Existing Models

Existing life cycle models come in several variants. Most importantly in the current con-

text, some more recent studies allow for investments in two different financial assets such

as stocks and bonds. Other studies assume that there is only one investment possibility,

typically a risk-free bond. Since the FG model aims to explain both the general level of

savings and the share of savings invested in stocks (which may be zero), I only discuss

here the predictions of existing life cycle models which allow for both stock and bond

investments.

19One explanation for the pattern in Table 1 may be that younger workers would simply have less
access to employer-sponsored pension accounts. However, it does not seem that this is responsible for
this pattern (see Ameriks and Zeldes, 2004).

20The slope of the true equity share profile may be understated by the figures in Table 1 if older cohorts
are more skeptical towards equity investments than younger ones. It is also important to note that the
joint level of the figures in Table 1 (not their value relative to each other) may be influenced by the
particular year in which they have been observed. However, the respective numbers from the SCF 2001
(not shown) are very similar.
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Such models successfully explain that consumption increases with age up to some peak

level.21 Regarding equity holdings, the performance of existing models is quite disappoint-

ing. Under standard constant relative risk aversion (CRRA) preferences, and taking into

account liquidity constraints and a labor income process such as (10) in the Appendix,

the prediction is that stock market participation is universal. In addition, equity shares

are predicted to be much higher than observed in the data. Specifically, equity shares

are predicted to be close to 100 percent until the age of about 40. Thereafter, they are

predicted to decrease until retirement, where they reach a level of about 50 percent on

average (Cocco et al., 2005). This contrasts with the empirical pattern discussed above.

The prediction that equity shares are far higher than empirical estimates over a large

part of the life cycle is very robust across existing models. Very high equity shares arise

even when taking into account the possibility of very low realizations of labor income or

endogenous borrowing constraints (Cocco et al., 2005), fixed costs of stock market par-

ticipation and Epstein-Zin preferences (Gomes and Michaelides, 2005) or habit formation

(Gomes and Michaelides, 2003, Polkovnichenko, 2007). The conclusion from this is that

the search for models that come closer to explain the data remains an issue.

8 Calibration Results

This section presents the results from simulating the FG model for a baseline specification.

Results for several alternative specifications are presented in Section 9.

Figures 2 and 3 present the results for the baseline case. The solid line in Figure 2

refers to consumption. The dashed line represents non-financial income. The dotted line

represents total income including financial income, which is endogenous since it depends

on the agent’s savings and asset allocation choices. Note that the horizontal axis is

restricted to ages of working life, as the model is less suited for explaining decisions

21However, the peak occurs to late. Empirically, the consumption profile decreases after the age of
50. In contrast, predicted consumption profiles peak only after retirement (see Cocco et al., 2005).
This remains true for many deviations from the standard framework (Cocco et al., 2005; Gomes and
Michaelides, 2003; Polkovnichenko, 2007).
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during retirement.

According to Figure 2, consumption tracks income very closely until the age of 35. At

the beginning of the twenties, current liquidity is not sufficient to finance a consumption

level above c̄ while, at the same time, meeting the insurance goal. Thus, optimal choices

are determined by step 1 of the FG algorithm. The only motive for saving is to achieve

the insurance goal.

At the age of 27 the standard of living c̄ is reached. From then on optimal decisions

are determined by step 2 of the FG algorithm. This means that the accumulation goal

is triggered. As a result, individuals start to participate in the stock market (see Figure

3). However, consumption is still close to c̄, such that the marginal value of an increase

in consumption is still relatively high. This keeps total savings at a relatively low level

until the age of 35. After the age of 35 savings start to increase substantially. While the

gap between non-financial income and consumption narrows after the age of 45, the gap

between consumption and total income, including income from bond and stock holdings,

widens until retirement. Overall, it is immediately evident from Figure 2 that pursuing

the insurance and accumulation goal is sufficient for achieving a very smooth consumption

profile.

Comparing the consumption profile in Figure 2 to the simulation results for the stan-

dard model in Cocco et al. (2005)22 reveals that the FG model comes astonishingly close

to the predictions of the standard model. For both models savings are slightly higher at

the very beginning where young savers accumulate a small “buffer stock.” Savings are

then very low until the age of 35. In both models the gap between consumption and

non-financial income widens from the age of 35 on, peaks around 45 and becomes then

small again.

Figure 3 presents the predicted profile for equity shares.23 Equity shares are defined

as the ratio of total stock holdings to total financial assets, i.e. st/ (bt + st). As already

22See their Figure 3(A).

23The raw outcomes of the simulations for equity shares are slightly wiggling. The equity shares in
Figure 3 are smoothed using a moving average smoothing algorithm.
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mentioned, agents are predicted to stay out of the stock market until the age of 26,

since optimal choices are determined by step 1 of the FG algorithm. Individuals start

to participate in the stock market as the accumulation goal is triggered at the age of 27.

Thereafter, equity shares increase up to 50 percent at the age of 45. From there on they

stay roughly constant until retirement.

The reason for the increase in equity shares between the ages of 27 and 45 is that

the downside risk associated with future income declines substantially over time. In

particular, the effects of a sequence of low realizations of the permanent income shock

accumulate over time (see equation (11) in the Appendix). Hence, the uncertainty about

future income and its downside risk increases with the number of periods that lie between

a current period t and retirement. In this sense, a 25-year old faces more future income

risk than a 45-year old. More things can still go wrong for the 25-year old since he

has more opportunities to pick a long chain of low realizations of the permanent income

shock. It is precisely this effect which leads equity shares to increase until the age of 45.

Remember that the simulations have been run for the case where, ex post, no income

shocks occur, i.e. the shocks always take on their expected values.

After the age of 45 the medical expenditure shock M comes into play. Remember that

agents do not want to let their future feasible standards of living fall below αict, where i

represents the distance between the current and a particular future period. In early ages,

retirement and hence the date of the realization of the medical expenditure shock lie far

ahead in the future, such that αR−t is very low. When agents get closer to retirement,

αR−t increases. This makes agents more prudent and stops equity shares from increasing

further.

The predictions of the FG model come fairly close to the empirical asset allocation

patterns shown in Table 1. This is especially true in comparison to the standard model.

For the standard model, equity shares amount to 100 percent until about the age of 40,

where they start to decrease gradually to 50 percent, which is reached upon retirement

(see Section 7).

Figure 4 shows how the FG model’s predictions with respect to asset allocation differ
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for various levels of permanent income. The solid line corresponds to the baseline case.

The dotted line corresponds to a case where non-financial income is 50 percent lower than

in the baseline case at any age. Similarly, the dashed line correspond to a case where

non-financial income is 50 percent higher than in the baseline case at any given age.

It follows from Figure 4 that the FG model is consistent with the stock holding patterns

that are apparent in Table 2. In particular, if income is 50 percent below the baseline

level, agents will never participate in the stock market. If income is 50 percent higher

compared to the benchmark case, equity shares are higher as well. The ability of the

model to explain that stock market participation and equity shares increase with income

depends crucially on the assumption that c̄ is greater than zero, as discussed in Section

5.2. It is noteworthy that standard workhorse models such as CRRA or Epstein-Zin

preferences predict no variation of saving and asset allocation choices with permanent

income since these preferences are homothetic.

The observation that the FG model is much better able than existing models to ex-

plain the empirical data on asset allocation raises the question whether the FG model

just offers some additional degrees of freedom that are absent in the standard model. The

FG model may indeed be seen as slightly more flexible than the standard model with

CRRA preferences. However, what is crucial in this respect is that existing preference

models have great difficulties in explaining the data even when the flexibility of the setup

is greatly increased, e.g. by assuming Epstein-Zin preferences, habit formation, hetero-

geneous preferences, by including fixed costs of stock market participation, endogenous

borrowing constraints, or by assuming a positive probability of a disastrous labor income

shock, among other possibilities.24

I conclude from this that the favorable performance of the FG model is not due to

a high degree of flexibility. Rather, it is likely to stem from the fact that the logic of

feasibility goals is intuitively compelling to boundedly rational agents. According to the

model, the young may find that they face a high degree of career uncertainty. Thus, they

24See Cocco et al. (2005), Gomes and Michaelides (2003, 2005), and Polkovnichenko (2007).
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engage in the stock market only once this career uncertainty has sufficiently been reduced.

This logic does not correspond at all to the standard model where equity shares are very

high until the age of about 40. The reason is the following. It turns out that the prospect

of facing an increasing labor income profile with a high probability provides a substitute

for risk-free savings in case of the standard model. Hence, the young invest all savings

in stocks (see Cocco et al., 2005, for an illuminating discussion). According to personal

experience of the author, even most economists are rather surprised by this result. So

it is not completely unexpected that people don’t seem to take the logic of the standard

model as an intuitive guideline for their investment behavior.

9 Alternative Specifications

This supplement presents calibrations for some alternative parameter values. In each case,

only one parameter deviates from the baseline version at a time.

Figures 5 and 6 refer to a situation with a higher medical expenditure risk. In partic-

ular, M amounts to .5 (instead of .6). In this case, consumption is lower and therefore

savings are higher than in the baseline case. Furthermore, equity shares decrease after

the age of 45. Figures 7 and 8 show the consumption and equity share profiles for the

case where medical expenditure risk is lower than in the baseline case. In particular, M

amounts to .75. In this case, the consumption profile is shifted upwards. Furthermore,

equity shares continue to increase after age 45.

Figures 9 and 10 refer to the case where c̄ = 0. This is certainly the most parsimonious

specification of the model. In this case, only step 2 of the FG algorithm is relevant.

Consumption is slightly lower than in the baseline case up to the age of about 50 and

higher thereafter. The reason is that agents have accumulated more wealth. Equity

shares are substantially higher than in the baseline case. The young participate in the

stock market right from the beginning, although their equity shares are very low.

Figures 11 and 12 refer to the case where β = .94. This is the best-fit value for β

obtained in Binswanger (2010) for the cross-sectional setting considered there (see Section
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6 in the main paper). Naturally, consumption is slightly higher in this case at later ages

since agents accumulate more wealth.

Figures 13 and 14 show simulations for a specification where c̄ is indexed to family

size. In particular, it is assumed that the household unit consists of one adult person

until the age of 24. At the age of 25 a second adult person with the same age joins the

household unit. The couple is assumed to get a first child at the age of 30 and a second

one at the age of 33. Children leave home at the age of 18, i.e. when the parents are aged

48 and 51, respectively. I use the equivalence scales reported in Fernández-Villaverde and

Krueger (2007) to index c̄ to family size.25 Specifically, I assume that the baseline value of

27,000 year-2001 U.S. dollars refers to two adults and one child. Using equivalence scales,

a profile for c̄ is calculated for the family history described above. This profile is then

used for the simulations shown in Figures 13 and 14. The consumption profile resembles

closely the baseline case. Since c̄ is now lower during the twenties than in the baseline

case, stock market participation occurs from the beginning on. Furthermore, due to the

hump-shaped profile of c̄, equity shares increase beyond the age of 45.

For the baseline case it is assumed that T ∗ = 1/2 t + 1/2 T . Figures 15 and 16 show

simulations for the case where T ∗ = 2/3 t+1/3T . Thus, T ∗ moves closer to t. As a result,

consumption becomes slightly hump-shaped. Equity shares are also hump-shaped in this

case.

Overall, the consumption profiles resemble each other very closely across all specifi-

cations. Furthermore, equity shares are always very low if not zero in the twenties and

increase thereafter.

10 Conclusion

This paper provides a new life cycle framework in which agents do not engage in contingent

planning but pursue simple so-called feasibility goals. Such a feasibility goals framework

represents a particularly natural way how to deviate from the standard rational benchmark

25I follow the authors using the mean equivalence scales reported in their Table 1.
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model.

The paper shows that pursuing such feasibility goals is sufficient for obtaining very

smooth consumption profiles. Predicted consumption profiles are very similar in shape to

the profiles for the standard expected-utility case. In contrast, the pursuance of feasibility

goals leads to a much lower equity exposure than in case of the standard model. In

particular, the FG model is consistent with the fact that low-income earners and many

young do not participate in the stock market. Those who do participate choose relatively

low equity shares. As a result, the FG model is better than existing preference models

at explaining the empirical patterns of stock market participation and the variation of

equity shares over the life cycle.
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Appendix: Calibration of Income Process and Finan-

cial Returns

Non-Financial Income

Non-financial income is thought to include mainly labor income, but also unemployment

benefits or income from Social Security etc. Following Cocco et al. (2005), I assume that

Yt = FtPtVt, (10)

for T0 ≤ t < R, where

Pt = Pt−1Ut. (11)

Ft represents a non-stochastic component of non-financial income that determines the

general shape of this income over the life cycle in the absence of shocks (see Figure 1).

Vt and Ut are mutually independent iid random variables with a mean of one, where

Vt ∈
[

V , V
]

and Ut ∈
[

U,U
]

. Ut represents a shock component which has a permanent

effect on non-financial income. Vt represents a transitory shock component.

Cocco et al. (2005) report estimations for (10), (11), as well as for the standard

deviations of the logs of Vt and Ut.
26 The calibrations here are based on their estimations

for high school graduates. Starting with the assumption that Ut and Vt are distributed

lognormally, I truncate the distributions of Ut, Vt by setting U and V to the first percentile

of their original lognormal distribution. Expected values keep a value of one.27 The

resulting values for U and V are .97 and .81, corresponding to a decline in non-financial

income of 3 and 19 percent, respectively.

During retirement, it is assumed that non-financial income is given by

Yt = ρYR−1Mt, (12)

26See their Tables 1, 2, 3.

27Note that the FG algorithm requires only specification of the minimum and expected values of all
random variables involved.
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The parameter ρ represents a “replacement rate” and is set to .6. Mt ∈
[

M,M
]

represents

a medical expenditure shock. The idea is that the medical expenditure shock reduces the

amount of income that is available for normal spending. The baseline value of M is

set to .6. For simplicity, it is assumed that this shock is realized at age R and is fully

permanent. This means that MR+i = MR for 1 ≤ i ≤ T − R. Furthermore, it is assumed

that EtMR = 1 for T0 ≤ t ≤ R − 1. Clearly, this specification is very stylized. The

advantage of this is that it keeps the simulations transparent. Since the paper focuses

on savings and asset allocation decisions during working life, this stylized specification

should not be seen as problematic.

Bond and Stock Returns

Bond returns are assumed to be risk free and to amount to 2 percent per year. Fur-

thermore, I set annual expected stock returns to 6 percent and their standard deviation

to .157.28 Stock returns are assumed to be iid over time. For a simulation of the FG

algorithm it is necessary to specify minimum stock returns. I do so starting with the

assumption that stock returns are lognormally distributed with a mean and standard

deviation as mentioned above. The distribution is then truncated by setting minimum

stock returns to the first percentile of the original lognormal distribution, while keeping

expected returns at 6 percent.29 The gross minimum return amounts then to .74 per year.

28These assumptions are fairly common. See e.g. Campbell and Viceira (2002).

29Thus, all minimum values of the exogenous random variables of the model, i.e. shocks to non-financial
income and stock returns, are set to the first percentile of their originally assumed distribution.
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Fernández-Villaverde, Jesús, and Krueger, Dirk (2007), “Consumption over the Life

36



Cycle: Facts from Consumer Expenditure Survey Data,” Review of Economics and Statis-

tics, 89(3), pp. 552-565.

Gabaix, Xavier, and Laibson, David (2000), “A Boundedly Rational Decision Algo-

rithm,” American Economic Review, Papers and Proceedings, 90, pp. 433-438.

Gabaix, Xavier, and Laibson, David (2005), “Bounded Rationality and Directed Cog-

nition,” Working Paper.

Gollier, Christian (2001), “What Does the Classical Theory Have to Say about House-

hold Portfolios?” In: Guiso, Luigi, Haliassos, Michael and Jappelli, Tullio (Eds.), House-

hold Portfolios, MIT Press, Cambridge MA, pp. 27-54.

Gomes, Francisco, and Michaelides, Alexander (2003), “Portfolio Choice with Internal

Habit Formation: A Life-Cycle Model with Uninsurable Labor Income Risk,” Review of

Economic Dynamics, 6, pp. 729-766.

Gomes, Francisco, and Michaelides, Alexander (2005), “Optimal Life-Cycle Asset Al-

location: Understanding the Empirical Evidence,” Journal of Finance, 60(2), pp. 869-904.

Hubbard, R. Glenn, Skinner, Jonathan, and Zeldes, Stephen P. (1995), “Precautionary

Saving and Social Insurance,” Journal of Political Economy, 103(2), pp. 360-399.

Keynes, John Maynard (1936), The General Theory of Employment, Interest and

Money, MacMillian, London.

Laibson, David (1997), “Golden Eggs and Hyperbolic Discounting,” Quarterly Journal

of Economics, 112(2), pp. 443-477.

Laibson, David, Repetto, Andrea, and Tobacman, Jeremy (1998), “Self-Control and

Saving for Retirement,” Brookings Papers on Economic Activity, 1998(1), pp. 91-196.

Lettau, Martin, and Uhlig, Harald (1999), “Rules of Thumb versus Dynamic Program-

ming,” American Economic Review, 89(1), pp. 148-174.

Pemberton, James (1993), “Attainable Non-Optimality or Unattainable Optimality:

A New Approach to Stochastic Life Cycle Problems,” The Economic Journal, 103(416),

pp. 1-20.

Polkovnichenko, Valery (2007), “Life-Cycle Portfolio Choice with Additive Habit For-

mation Preferences and Uninsurable Labor Income Risk,” Review of Financial Studies,

37



20(1), pp. 83-124.

Scholz, John Karl, Seshadri, Ananth, and Khitatrakun, Surachai (2006), “Are Amer-

icans Saving ‘Optimally’ for Retirement?” Journal of Political Economy, 114(4), pp.

607-643.

Shefrin, Hersh M., and Thaler, Richard H. (1988), “The Behavioral Life-Cycle Hy-

pothesis,” Economic Inquiry, 26(4), pp. 609-643.

Thaler, Richard H. (1994), “Psychology and Savings Policies,” American Economic

Review, Papers and Proceedings, 84(2), pp. 186-192.

38



Table 1: Equity shares over the life cycle (in percent)

Age Equity share
Median Mean

<30 0 14.3
30-34 0 22.3
35-39 7.9 25.9
40-44 22.5 30.7
45-49 25.9 33.3
50-54 30.0 34.4
55-59 39.5 40.0
60-64 34.0 36.1

Source: Survey of Consumer
Finances 2004.

Table 2: Median equity shares for age-income cells (in percent)

Age Income quintiles
First Second Third Fourth Fifth

<30 0 0 17.6 37.9 34.6
30-34 0 0 26.0 36.5 48.0
35-39 0 0 32.8 40.7 56.9
40-44 0 0 22.9 46.5 53.3
45-49 0 0 17.6 46.7 52.9
50-54 0 0.1 8.4 47.3 51.0
55-59 0 17.0 33.2 43.3 57.5
60-64 0 13.0 24.7 44.8 50.0

Source: Survey of Consumer Finances 2004.
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Figure 1: Non-financial income in the absence of shocks
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Figure 2: Consumption and income
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Figure 3: Equity shares
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Figure 4: Equity shares for various income levels
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Figure 5: Consumption and income, higher medical expenditure uncertainty
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Figure 6: Equity shares, higher medical expenditure uncertainty
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Figure 7: Consumption and income, lower medical expenditure uncertainty
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Figure 8: Equity shares, lower medical expenditure uncertainty
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Figure 9: Consumption and income, c̄ = 0
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Figure 10: Equity shares, c̄ = 0
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Figure 11: Consumption and income, β = 0.94
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Figure 12: Equity shares, β = 0.94
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Figure 13: Consumption and income, c̄ indexed to household size
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Figure 14: Equity shares, c̄ indexed to household size
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Figure 15: Consumption and income, T ∗ = 2/3 t + 1/3 T
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Figure 16: Equity shares, T ∗ = 2/3 t + 1/3 T
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