
  

 

 

Tilburg University

Essays in the economics of education

Fiala, Lenka

DOI:
10.26116/center-lis-2114

Publication date:
2021

Document Version
Publisher's PDF, also known as Version of record

Link to publication in Tilburg University Research Portal

Citation for published version (APA):
Fiala, L. (2021). Essays in the economics of education. [Doctoral Thesis, Tilburg University]. CentER, Center for
Economic Research. https://doi.org/10.26116/center-lis-2114

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners
and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.

            • Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
            • You may not further distribute the material or use it for any profit-making activity or commercial gain
            • You may freely distribute the URL identifying the publication in the public portal
Take down policy
If you believe that this document breaches copyright please contact us providing details, and we will remove access to the work immediately
and investigate your claim.

Download date: 24. May. 2023

https://doi.org/10.26116/center-lis-2114
https://research.tilburguniversity.edu/en/publications/cb2e6205-2e96-43e6-bdb6-e63973f92837
https://doi.org/10.26116/center-lis-2114


N
R

. 6
5

6
IEssays in

 th
e eco

n
o

m
ics o

f ed
u

catio
n

Len
ka Fiala

Essays in the Economics of Education

L E N K A  F I A L A



Essays in the Economics of Education

Proefschrift

Proefschrift ter verkrijging van de graad van doctor aan Tilburg University op
gezag van de rector magnificus, prof. dr. W.B.H.J. van de Donk, in het openbaar
te verdedigen ten overstaan van een door het college voor promoties aangewezen
commissie in de Aula van de Universiteit op vrijdag 10 september 2021 om 10.00
uur door

Lenka Fiala

geboren te Praag, Tsjechië.

1



Promotores: prof. dr. E.E.C. van Damme
Tilburg University

prof. dr. J.J.M. Potters
Tilburg University

Promotiecommissie: prof. dr. A. Dreber-Almenberg
Stockholm School of Economics

prof. dr. T. Buser
University of Amsterdam

prof. dr. L. Borghans
Maastricht University

prof. dr. D. P. van Soest
Tilburg University

c©2021 Lenka Fiala, The Netherlands. All rights reserved. No parts of this thesis
may be reproduced, stored in a retrieval system or transmitted in any form or by
any means without permission of the author. Alle rechten voorbehouden. Niets
uit deze uitgave mag worden vermenigvuldigd, in enige vorm of op enige wijze,
zonder voorafgaande schriftelijke toestemming van de auteur.

2



To my grandpa Aleš, who saw the professor in me long before I entered primary school.

3



Acknowledgements

Great, kid. Don’t get cocky.
– Han Solo

This five1-year journey to a PhD has truly been a rewarding and transformative
experience, one that would not be possible without the help and support of others.

First and foremost, I would like to thank my supervisors Eric van Damme
and Jan Potters. You were there from the very beginning, and you never stopped
believing, even at times when I felt lost and defeated. I can hardly express how
important that was to me. You always had the right questions, and it was through
our mutual disagreements and lively discussions that I learned the most. Perhaps
equally importantly, you somehow managed to turn my perfectionism from an
anxiety-inducing panic into a productive state of mind, and through gentles
nudges helped me grow as a person. I know it wasn’t always easy with me, so
thank you for your patience, and your kindness. Thank you both.

Likewise, I would like to express my gratitude to all my co-authors, all of
whom have taken me on incredible journeys of discovery. Eline v. d. Heijden,
Patricio Dalton, Daan v. Soest, Martin Husovec, Sutanuka Roy, John List, Juanna
Joensen, Sigrid Suetens, and Charles Noussair, thank you. I hope this is not the
end of our learning together. (John and Juanna, Why-not Lenka strikes back!)

Further, I am grateful to the members of my dissertation committee: Anna
Dreber, Thomas Buser, Daan van Soest, and Lex Borgans. I am deeply thankful
for your comments and suggestions, and I promise to do my best to follow your
advice in my future work as well.

I would also like to thank all the current and former faculty members who
provided me with feedback, career advice, and support: Elena Cettolin, Eleonora
Freddi, David Schindler, Jens Prüfer, Gijs v. d. Kuilen, Ben Vollaard, Boris v.
Leeuwen, Cedric Argenton, Aart de Zeeuw, Bas v. Groezen, Mery Ferrando, and
Bert Willems.

Very special thanks to my friend, office-mate, and overall research partner in
crime, Thijs Brouwer. You made even the most stressful days seem bearable, and

1or seven, depending on how you count

4



you always managed to supply enough optimism (or chocolate) for us both. We
should absolutely keep being office-mates, at least virtually.

In loving memory, special thanks to my friend Pepijn Pastoor. You know that
Chapter 2 is your fault, don’t you? I miss you to Old Trafford the Moon and back.

A PhD is a fantastic opportunity to meet people and make new friends; many
thanks to all my fellow nerds from our DnD group (Clemens Fiedler, Liz Beusch,
Peter Brok, Marie le Mouel, Madina Kurmangaliyeva, Manuel Laszlo Mago, Shan
Huang, and Sebastian Dengler), classmates (Frank Leenders, Yi Zhang, Manwei
Liu, Wanqing Zhang, Dorothee Hillrichs, Sophie Zhou, Oliver Wichert, Laura
Capera, Santiago Bohorquez, Takumin Wang, and Mirthe Boomsma), other fellow
UvT PhDs and post-docs (Ana Moura, Lucas Avezum, Albert Rutten, Yi Sheng,
Jierui Yang, Roweno Heijmans, Gulbike Mirzaoglu, Michela Bonani, Angelica
Maineri, Ricardo Barahona, Jan Kabatek, Jan Broulik, YiLong Xu, Gyula Seres,
Julius Rüschenpöhler, Andreea Victoria Popescu, Paul v. Bruggen, Pascal Achard,
and Tung Nguyen Huy), conference buddies and friends from all over the world
(Pol Campos Mercade, Eszter Czibor, Matthias Rodemeier, Jantsje Mol, Sofie Waltl,
Hana Broulikova, Nickolas Gagnon, and many many others), and my lovely circus
friends and mentors (Dina Petrakis, Glenna Kross, Tara Donders, Linsey Kuijpers,
and Boy Looijen).

Frank and Thijs, thank you for the trips, cards, and inside jokes (wiggle, wiggle,
wiggle!). Marie, thank you for always being there for me and giving the best
hugs. Peter, thank you for seeing Captain Marvel in me, and supporting me
on my superhero journey. Tung, thank you for all the tiramisu and creaming
that butter... Jan & Hana, thank you for the brunches and biathlon watch-parties.
Jantsje, congratulations on defending your dissertation on the same day as me,
my now and forever “PhD-sister”! Tara, Linsey, and Boy, thank you for always
having my back. Or legs. Or any other bit, making sure I didn’t kiss the ground...

Of course I cannot forget old friends: thank you for being there for me. Marie
Komrsova, Milan Nemy, Lenka Pavelkova, Jirka Piza, Sarka Strossova, and Jana
Vranova - you make my trips back home all that more special.

Many thanks to the university’s PhD psychologist and counsellor, Annelies
Aquarius, who guided me through my personal Dagobah cave experience.

Also, I would like to thank the administrative support from the Department,
Graduate School, and the University of Chicago. Very special thanks in particular
to Cecile d. Bruijn, Korine Bor, Aislinn Callahan-Brandt, and Diana Smith.

Finally, I thank my family for their heartfelt support and encouragement.
Thank you for not holding on too tight, but also making sure I have a bay to
always come back to after a stormy sail. I love you.

If you are about to put this dissertation away and never read the three chap-
ters, let me end on a semi-scientific joke: Why are randomized controlled trials
considered a “gold standard”? Because they cost a lot of money.

5



Contents

Introduction 8

1 Statistical Role Models 11
1.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
1.2 Literature . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
1.3 Experimental Design . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
1.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31
1.5 Discussion and Conclusion . . . . . . . . . . . . . . . . . . . . . . . 47

2 Fighting Fake News with Reason 54
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54
2.2 Literature . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56
2.3 Experimental Design . . . . . . . . . . . . . . . . . . . . . . . . . . . 57
2.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68
2.5 Discussion and Conclusion . . . . . . . . . . . . . . . . . . . . . . . 79

3 Peers and the Evolution of Skills during Adolescence 86
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86
3.2 Literature . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88
3.3 Data and Field Experiment . . . . . . . . . . . . . . . . . . . . . . . 90
3.4 Peers and Skill Development . . . . . . . . . . . . . . . . . . . . . . 93
3.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120

Conclusion 124

A Statistical Role Models: Appendix 128
A.1 Experimental Instructions . . . . . . . . . . . . . . . . . . . . . . . . 128

B Fighting Fake News: Appendix 142
B.1 Debate Training . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 142
B.2 Measurement . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 145

6



C Peers and the Evolution of Skills: Appendix 148
C.1 Randomization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 148
C.2 Measurement . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 149
C.3 Identification of Cognitive Skills . . . . . . . . . . . . . . . . . . . . 155
C.4 Supplementary Tables . . . . . . . . . . . . . . . . . . . . . . . . . . 159

7



Introduction

Formal education plays a key role in the development of basic skills (Ritchie
& Tucker-Drob, 2018), social capital (Easterbrook et al., 2016; Huang et al., 2009),
and correlates with various measures of (subjective) well-being (Bücker et al.,
2018), and positive health outcomes (Furnée et al., 2008; Hamad et al., 2018).
Overall, the global private rate of return to education equals approximately 9%
(Psacharopoulos & Patrinos, 2018).

Likewise, a wealth of evidence indicates that other forms of education, ranging
from early childhood programs (Camilli et al., 2010; Magnuson et al., 2016), on-
the-job training (Haelermans & Borghans, 2012), to life-long learning (Noble et al.,
2021), result in improved skills, productivity, and well-being.

However, many open questions remain, particularly concerning the effects of
educational policies. In this dissertation, I report the results of three randomized
controlled trials that study the effectiveness of three different interventions with a
focus on cognitive skills and tasks.

In education as well as other fields, randomized controlled trials are considered
the scientific “gold standard”, as they have the potential to yield causal evidence
with high internal validity while limiting a variety of possible biases present in
observational studies. This is accomplished by randomly allocating individuals
into treatment and control groups, which in large enough samples results in these
groups being balanced on both observable and unobservable characteristics. As a
consequence, any difference in outcomes is then attributable to treatment rather
than self-selection or other confounding factors.

In chapter one I study whether the reason why role models change people’s
behavior is because they communicate that a person of a specific identity has
been able to succeed. I use an online experiment2 to isolate the effect of providing
such information about past successful participants (‘statistical role models’) on
subjects’ decision to enter a risky, yet relatively high-paying math task (as opposed
to a safe, low-payoff survey task), and their subsequent performance on the task.
I set my study in the context of gender stereotypes regarding mathematical ability,
a setting applicable either to education or labor market choices. I systematically

2According to the Harrison & List (2004) classification, this experiment is best characterized as
an artefactual field experiment, as it involves tasks similar to those done in a laboratory experiment,
but the subject pool is more diverse.
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manipulate the salience of stereotypes associated with the task, and test the
mechanisms that drive participation and performance in these settings. I find
that while the information and stereotype treatments successfully manipulate
beliefs about aggregate gender success rates, this does not translate into changes
in behavior, leaving both outcomes of interest (self-selection, and performance)
unaffected.

In chapter two I study the effects of a debate and argumentation training for
high school students on two types of skills: reasoning ability, and its application
to media literacy. I find that students’ skills are not affected by the intervention,
but rather, their baseline level of skills is a robust predictor of test scores. In an
exploratory analysis I document no heterogeneous treatment effects on students
who might be expected to use some of the skills taught in the intervention to
engage in motivated reasoning to protect their worldview.

And finally, in chapter three, co-authored with J. S. Joensen and J. A. List, we
discuss the importance of peer spillovers when studying the formation of cognitive
skills. Spillovers are a common, and in practice often unavoidable, confound in
long-term educational interventions where students interact with their friends
who might have received a different treatment. Because ignoring peer effects can
lead to either over- or under-estimation of treatment effects, understanding their
workings is crucial for public policy (Wilkinson et al., 2000).

We use data from a year-long intervention in Chicago that aimed to improve
students’ cognitive and non-cognitive skills. We provide two contributions in this
chapter: First, we elicit pre-existing social networks to describe how students sort
into friendships based on multidimensional skills and characteristics. We find that
friends are positively selected on all dimensions of skills, and most dimensions
of personality traits, and time-use. Second, we analyse the importance of peers
for treatment effect estimates, focusing on the formation of cognitive skills. We
find that our main treatment effect estimates are robust to controlling for peers’
treatment assignment, skills, and position in the school network. However, we
document that heterogeneous treatment effect estimates for students of different
ability levels are very sensitive to how one models peer effects. We conclude that
a structural modeling approach would be desirable to study why certain peers
might matter for treatment spillovers.

I conclude the dissertation by discussing policy implications and recommenda-
tions for future work.
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Chapter 1

Statistical Role Models

I thank my supervisors Jan Potters and Eric van Damme for their advice, as well as
participants of the ESA World Meeting 2020, KVS New Paper Sessions 2021, Annual
Meeting of the French Economic Association 2021, Bavarian Young Economists Meeting
2021, and seminars at Tilburg university, University of Chicago, Stockholm School
of Economics, Vienna University of Economics and Business, Düsseldorf Institute for
Competition Economics, the PhD EVS seminar series, and the ESA job market candidate
seminar series for their helpful comments. Special thanks to Patricio Dalton, Elena
Cettolin, Anna Dreber, Rosemarie Nagel, Ernesto Reuben, and Prachi Jain. Funding from
the Tilburg CentERLab is gratefully acknowledged.

1.1. Introduction

Role model1 interventions have been remarkably effective in changing people’s
aspirations (Beaman et al., 2012), behavior (Porter & Serra, 2020), and educa-
tional attainment (Herrmann et al., 2016). However, the mechanisms why these
interventions have been successful are not well understood. In fact, substantial het-
erogeneity in treatment effects has been documented (Lawner et al., 2019), which
suggests that some properties of the context, sample, or treatment are important for
these policies.

A recent review article by Gladstone & Cimpian (2020) argues that the degree
of similarity between role models and their target audience affects the efficacy
of the intervention. The authors point out that demographic similarity between
teachers and students, for example, might not be sufficient to motivate and convey
a sense of belonging to the students: The students may realize that while some
people like themselves may succeed in a given field, they themselves cannot because
they lack a “deeper similarity”.

1Gladstone & Cimpian (2020) define a role model as an individual who can impact a person’s
achievements and motivations by acting as a successful exemplar.
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In contrast, a rich literature argues that information provision about the actions
of others can be very effective in changing behavior, without the need for any
“deeper similarity” or a specific identifiable role model (e.g., Goldstein et al. (2008);
Venkatesan (1966); Coffman et al. (2017)).

My paper addresses this seeming discrepancy: Is it sufficient to provide infor-
mation about demographically-similar successful “others” (henceforth, ‘statistical
role models’) to change people’s beliefs, behavior, and task performance? For
purposes of this paper, ‘statistical role models’ therefore refers to statistical informa-
tion provided about the outcomes of demographically similar people who have previously
“succeeded” in the context of interest. Demographic similarity refers to people of
the same gender.2 In fact, I combine ideas of both role models and information
provision: I take away all but one aspect of role models that could make them
relatable, and instead broaden role models to a “cohort” rather than a single
individual.

Specifically, I study the effect of providing gender-specific statistical informa-
tion about the success of past participants in a specific task on people’s willingness
to self-select into, and their subsequent performance on that task. Notice that role
models always provide this identity-specific information by default: they com-
municate to their audience that success is achievable for somebody like themselves,
i.e., for somebody who shares certain (observable) characteristics with them. For
example, Kamala Harris communicates that a woman can become a vice-president
of the United States. Importantly, I am able to study the importance of this type
of similarity separate from other components otherwise common in role model
interventions, such as role models’ information provision about the environment
(e.g., payoffs), human capital formation (e.g., by longer-term mentoring), peer
effects (see Bernard et al. (2015) for a discussion), or changes of emotional states
(e.g., by inspiring people to take action or providing hope (Bhan, 2020)).

The effect of demographic similarity of a role model is of policy relevance3,
as it is one of the simplest role model components that does not need to be
communicated by the role models themselves or in person, which makes it
cheaply and easily scalable.

I set my experiment in a context common to many role model interventions:
one with a widely-held stereotype4 (Nosek et al., 2009) that men outperform

2Arguably, a second layer of similarity is that all my subjects participate in the experiment on
the same online platform. However, users of this platform are very diverse in terms of nationality,
age, employment, etc., which prevents similarity on other typical demographic variables.

3Studying the effect of success of somebody sharing an important part of one’s identity seems
particularly relevant today. In the public policy space, we debate the relevance of quotas in order
to provide role models for disadvantaged groups, and on social media Stacey Abrams is celebrated
as a political activist and organizer fighting voter suppression, and a perfect role model for girls
of color.

4The Merriam-Webster dictionary defines a stereotype as “a standardized mental picture
that is held in common by members of a group and that represents an oversimplified opinion,
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women on tests of mathematical ability. Within the experiment, I manipulate
three features of the environment: First and foremost, I employ statistical role
models to communicate to the subjects how well men and women perform on a
mathematical task, focusing on gender as the only known dimension of the role
models’ identity (and hence, the only aspect of the role model others can relate
to). Second, I systematically manipulate the salience of the gender stereotype (by
referencing past research on men’s and women’s math performance) to determine
whether their presence affects the effectiveness of my main treatment. Third, I
vary the task difficulty to assess whether the efficacy of statistical role models
depends on it. I am interested in two outcomes: whether subjects self-select into a
task that is stereotyped to be traditionally “male”, and if so, how well do subjects
perform in this task.

My findings are three-fold: One, both statistical role models and stereotypes
successfully change people’s beliefs about how likely men and women are to
succeed on the math task. Two, neither of these experimental variations affects
either self-selection or performance on the math task. And three, other beliefs
(such as self-confidence), preferences (such as self-reported dislike of mathematics),
and emotions (stress) are likewise unaffected by the treatment manipulations.

Therefore, I conclude that demographic similarity between role models and
their target audience is not sufficient to change behavior when role models are
reduced to this dimension alone. I outline several ways how (statistical) role
model’s relevance could be further studied in future work.

The rest of the paper is organized as follows: In Section 2, I discuss the
known damaging effects of stereotypes on women’s pursuit and performance in
mathematics and science, and relate them to the existing work on role models
as a policy tool to address this problem. I contrast the findings from the role
model literature to those from pure information campaigns, connecting these
two types of interventions. In Section 3, I describe my experimental design and
its connection to the literature. Section 4 presents the results, which are then
discussed in Section 5.

1.2. Literature

1.2.1. Gender Stereotypes in Mathematics and Science

The negative effect of stereotypes, and particularly those regarding women’s
academic competencies in science, has been extensively studied. Particularly,
these views tend to emerge early in life (Bian et al., 2017), are damaging to
women’s self-concept (Ertl et al., 2017), and to their performance on mathematical
or scientific tasks (even though the extent of which is still debated in the literature,

prejudiced attitude, or uncritical judgment”. For the purposes of this paper, I adapt this definition
to strong, widely held beliefs about a person or a thing that might or might not be accurate.
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as more recent papers with larger sample sizes and without ex post test score
adjustments generally find much smaller effects (Doyle & Voyer, 2016; Flore &
Wicherts, 2015; Nguyen & Ryan, 2008; Picho et al., 2013; Shewach et al., 2019;
Stoet & Geary, 2012)). Further, even in cases where stereotypes do not decrease
women’s performance, they can cause other harm, such as stress (Fryer Jr et al.,
2008), or discrimination against women by others, including by other women
(Reuben et al., 2014).

As a result, it is not surprising that the presence of stereotypes correlates with
women’s participation in science (Miller et al., 2015), and that in most countries in
the world we still observe a substantial gender gap in STEM domains (Holman et
al., 2018).5

In light of the concern that due to stereotypes women’s potential is left un-
tapped into, many policy interventions have been tested: As reviewed by Spencer
et al. (2016), these have ranged from reconstrual (where subjects are led to be-
lieve the negative stereotype might not apply, e.g., by pointing out that a test
is not diagnostic of mathematical ability), coping (e.g., through mindfulness or
self-affirmation), to those that create identity-safe environments, e.g., by providing
positive role models. These I discuss next.

1.2.2. Role Models as a Policy Tool

Role models have been extensively studied; in the context of gender gaps in
STEM participation and performance in particular, significant and substantial
positive effects have been documented.

In randomized studies, among the most successful in terms of effect size
have been those of Herrmann et al. (2016) and Porter & Serra (2020), increasing
women’s test scores in chemistry by 0.66 of a standard deviation and women’s
enrollment into an economics major by 9 p.p. (almost a double of the original
rate) respectively. These experiments communicated the experiences of successful
female alumni to students; in the former, in a letter, in the latter, during an in-class
visit. Both of these experiments inspire particular confidence in their results as
the interventions are repeated in two separate samples, serving as independent
replications of the results.

Looking specifically at entry into a math task, in an online, well-powered study,
Meier et al. (2019) show that female (as opposed to male) role models are able to
close the initial gender gap in self-selection of approximately 15 percentage points.
While their study is closely related to my work since it shows successful people in

5Of course, the presence of stereotypes is not the only reason for observing a gender gap in
participation in science: For example, in a recent work by Shan (2020), women in an introductory
economics class who are allocated into study groups where they constitute a gender minority form
negative expectations about their study success, and are more likely to drop out of the course.
This may further perpetuate gender gaps in certain fields.
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order to affect behavior, it differs on two key dimensions: First, their incentive
setting involves competition, thereby requiring the subjects to consider not only
their own ability, but form expectations about the ability of others they will be
paired with. Second, their role model intervention uses videos of identifiable
people and celebrities, thereby introducing several confounding mechanisms
compared to (impersonal) information provision about role models: beyond
communicating the success of a person of a given sex in a competitive setting,
these videos speak to different identities (e.g., Serena Williams as a woman of
color), domains of success (business vs. sport), and may induce different emotions
based on how much the subjects know about the role models, for example.

In natural field experiments, effects of role models have generally been smaller,
yet remained significant (e.g., Riise et al. (2020) show that being (exogenously)
assigned6 to a female general practitioner leads to a 4 p.p. (20%) increase in
STEM interest and a 0.09 sd increase on STEM GPA, and these effects persist
beyond high school). While in these natural settings one might be more concerned
about publication bias or selective reporting of results, smaller effect sizes could
plausibly be a result of less intense role model exposure. Replications of findings
across similar contexts however suggest that more distant role models, such as
characters shown on TV, can indeed shape people’s beliefs or choices (Chong &
Ferrara, 2009; Jensen & Oster, 2009).

1.2.3. Information Provision as a Policy Tool

Since information provision is a natural component of most role model inter-
ventions, it begs the questions whether information delivered on its own can have
an effect on outcomes.

A paper connecting role models and information provision is the field ex-
periment of Nguyen (2008) who compares the provision of statistics about the
environment (returns to education) to an in-person meeting with a role model who
was instructed to share details about their background, education experience, and
current success. Interestingly, the author finds that plain statistics have a larger
effect on schooling outcomes than role models. However, it is unclear why this
is the case: The author reports that the role model results depend on the match
of the role models’ background to that of the target students, suggesting that
other important information is being conveyed on top of statistics, and therefore
demographic similarity (among other things) might be important. This makes it
difficult to find the mechanism for why some role models perform better than
others.

Broadly, one can think of role models as providing two types of information:

6The authors use centralized exogenous re-assignment of patients to GPs for identification.
This re-assignment takes place in situations outside of the patient’s control, e.g., their previous GP
retiring.
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One, by their nature, they can communicate that success is possible for somebody
who looks or is (perceived to be) like them (like in the work of Meier et al. (2019),
for example). Similarly, they can “model” a course of action others might not
have considered possible (or possible for themselves). For example, a TV show
may show a different way of resolving a conflict (Chong & Ferrara, 2009; Jensen &
Oster, 2009). In general, role models can thus provide relevant information for
others to update on regarding possible actions or outcomes. Two, role models
can also choose to communicate additional information about the environment,
such as about the payoffs that might be ex ante unknown (e.g., about one’s future
career prospects (Breda et al., 2020)).

The second type of information provision does not require an explicit role
model, of course: Just like in the paper of Nguyen (2008), information about the
environment can be conveyed in different ways: by a role model, in a booklet, etc.

In fact, in some environments aggregate information provision without role
models has been shown to close gender gaps very effectively: be it in the domain
of asking for higher wages, closing a gap of 30 p.p. (Rigdon, 2012), or a political
engagement gap of 15 p.p. (Preece, 2016). These effects are substantial, suggesting
that information can be a candidate explanation for why role model interventions
succeed.

A special type of information provision concerns information about the choices
of others, commonly referred to as social proof or descriptive norms. Venkatesan
(1966) was among the first to show that people have a tendency to follow what
others are doing, often motivated by a sentiment that if others are doing it, it
must be a sensible course of action (Cialdini et al., 1991). This finding has been
replicated across a variety of contexts, from feedback provision (Vashistha et al.,
2018), and labor market choices (L. C. Coffman et al., 2017), to grocery shopping
(Salmon et al., 2015). Importantly, the manipulation produces larger effects when
it refers to people or situations better representative of the target decision, e.g.,
referring to decisions of others who stayed in the same hotel room is more effective
than referring to decisions of others who stayed in the same hotel as the target
(Goldstein et al., 2008). Likewise, actions of similar “others” are more likely to be
followed than actions of dissimilar “others” (Gino et al., 2009).

1.3. Experimental Design

In this section I first describe the experimental objectives and hypotheses.
Second and third, I discuss my experimental design, and provide a detailed
timeline. Fourth, I provide a list of measures of interest. Finally, I describe the
experimental procedures.
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1.3.1. Experimental Objectives and Hypotheses

The core of my experiment is a choice between a survey and a math task,
and subsequent performance on the math task. The math task is modeled after
Niederle & Vesterlund (2007), asking subjects to sum up two-digit numbers. I
study how different kinds of information provision (about statistical role models
and stereotypes) affect gender differences in this choice and performance, and
investigate possible reasons for these differences.

Main Hypotheses

Following the above discussion, I set out to test whether stripping role models
down to a single component, information provision about demographically-
similar successful others (“statistical role models”), is sufficient to change subjects’
behavior. I study this question in a context of self-selection into and performance
on a math task, and focus on gender as the single known identity dimension of
role models. The information provided concerns gender-specific success rates on
the math task, i.e., the percentage of (self-selected) men/women who managed to
answer all questions on the task correctly.

Based on the work of Goldstein et al. (2008) that shows that people tend to
follow actions of (similar) others, I hypothesize that:

Hypothesis 1a: Gender-specific statistical role models will have a larger effect
on the subjects’ self-selection into the task than aggregate information provision
without gender differentiation.

Related, based on the work of Nguyen (2008) that points to the importance of
role model similarity for educational outcomes, I hypothesize that:

Hypothesis 1b: Conditional on self-selection into the task, gender-specific statisti-
cal role models will have a larger effect on the subjects’ performance on the task
than aggregate information provision without gender differentiation.

Moreover, since underlying gender stereotypes could affect self-selection into
the math task (Miller et al., 2015), I manipulate the salience of these stereotypes to
exercise control over their influence. I hypothesize:

Hypothesis 2: In contexts with more salient gender stereotypes, fewer women
will enter the math task.

I do not formulate a directional hypothesis regarding women’s performance
on the math task, since one could argue that stereotypes could either benefit or
hurt women’s performance: First, if Hypothesis 2 is true, then it could be that
only the most mathematically skilled women self-select into the task, and thus
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they outperform men. Second, it could also be that stronger stereotypes create an
environment that is too stressful (Fryer Jr et al., 2008), and even the self-selected
women perform worse.

Auxiliary Hypothesis

As a deliberate design choice I used an “easy” and “difficult” version of the
task. This is for two main reasons: One, unlike men, women have been shown to
opt out of difficult math tasks (as opposed to easy tasks), even if they perform
equally well on them (Niederle & Yestrumskas, 2008). And two, role models have
been shown to inspire people when their success seems attainable, and demoralize
when it seems unattainable (Lockwood & Kunda, 1997). Hence, I hypothesize:7

Hypothesis 3a: Statistical role models will have a larger effect on the subjects’
self-selection into the task in the “easy” as opposed to the “hard” treatment.

Hypothesis 3b: Conditional on self-selection into the task, statistical role models
will have a larger effect on the subjects’ performance in the “easy” as opposed to
the “hard” treatment.

Mechanisms

I set out to explore possible mechanisms8 that have been proposed in the
literature as relevant for the effect of (statistical) role models, stereotypes or
gender differences in mathematical settings. Details on how I measure the relevant
variables are provided in Section 1.3.4.

As stated in my pre-registration of the experiment9, I decided to focus on two
main mechanisms of interest: self-confidence, and fear of failure. These I discuss
first.

Niederle & Yestrumskas (2008) tease out the mechanism why women might
stay out of a difficult task, and find that self-confidence (belief about being able
to perform well) is crucial, i.e., women tend to have lower self-confidence, and as
a result stay away from certain tasks. Further, Eccles & Wang (2016) find gender
differences in math self-concept (self-reported competence), which suggests there
is scope for role models to address this issue. Therefore, I hypothesize:

Hypothesis 4: Statistical role models will increase women’s self-confidence.

7As pointed out to me by Eric van Damme, one could alternatively argue that a task could be
“too easy”, and thus a role model not necessary.

8Following Flores & Flores-Lagunes (2009), one can think of a mechanism as a causal channel
through which treatment works, i.e., the treatment affects a belief, a preference, or emotion, and it
subsequently results in changed behavior (mediating relationship).

9https://aspredicted.org/vn4gf.pdf
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Subsequently, if I find support for Hypothesis 4, I would expect that exoge-
nously increased self-confidence will decrease the self-selection gender gap.

Fear of failure among women has been well-documented (Borgonovi & Han,
2020), and has been shown to be predictive of their math performance. (Wach et
al., 2015)10 This fear can relate both to failing in the eyes of others, or in the eyes
of self (Nelson et al., 2013), and hence in my experiment I measure the subjects’
concerns about self-image (i.e., a positive self-view of own ability), and group
image (i.e., how others view the ability of one’s group; here: gender).11 Group
image concerns are further consistent with meta-analytic evidence that women
seem to be more concerned about group outcomes than men (Karau & Williams,
1993). In light of this discussion, I hypothesize:

Hypothesis 5a: Stereotypes will heighten women’s self-image concerns.

Hypothesis 5b: Stereotypes will heighten women’s group image concerns.

As a consequence of an increased fear of failure, if I find support for Hypothesis
5a or 5b, I would expect stereotypes to decrease the share of women self-selecting
into the math task. Similarly to the discussion concerning Hypothesis 2, the effects
on performance are ex ante ambiguous depending on the composition of subjects
who self-select into the math task.

I do not formulate an explicit directional hypothesis regarding statistical role
models, as they could either increase fear of failure (by forcing a comparison sub-
jects want to match, increasing self-image concerns), or decrease it (by suggesting
there are many successful individuals, and so one person’s failure will not reflect
badly on their group, decreasing group image concerns).

In addition to these main mechanisms of interest, I collected data on other
possible auxiliary mechanisms. I do not formulate specific hypotheses regarding
these, but I explain the empirical motivation for choosing them.

First, relating both to self-confidence and the fear of failure, social cognitive
theory predicts that beliefs about one’s ability to perform affect stress levels
(Wood & Bandura, 1989). Since both treatments provide information about
other people’s abilities from which individuals can extrapolate about own ability,
stress is likely to play a role in all treatments, increasing under stereotypes and
decreasing under role models. This is in line with the recent work of Fryer Jr et al.
(2008) who find that stereotypes increase stress levels of the stereotyped group.

10One of the possible reasons why fear of failure might be particularly strong for women
in mathematics is that the consequences of failure are especially severe in gender incongruent
domains (Brescoll et al., 2010).

11For privacy reasons I abstract away from self-image concerns related to individual reputation,
as my subjects remain anonymous in the experiment: both to the experimenter, and to each other.
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Depending whether stress is anticipated or not, it could affect both self-selection
(e.g., women are more stressed and thus opt out of the math task more than men),
or performance (e.g., women are more stressed and thus perform worse than
men).

Second, also closely related to the fear of failing, I consider risk aversion. The
math task I use is “risky” in the sense that its payoff depends on performance, and
there are known gender differences in risk taking (Eckel & Grossman, 2008) that
affect self-selection into environments of different payment schemes (Dohmen &
Falk, 2011). Therefore, it is important to measure the subjects’ underlying math
ability and risk aversion. While it is unlikely that my treatments can manipulate
the subjects’ actual math ability, it is possible that they affect my measurement of
it (e.g., by nudging subjects to be more meticulous when filling in their answers).
On the other hand, it is plausible that information about successful role models
may inspire subjects to take more risks in general, which would be then picked
up by my measure of risk aversion.

Third, math performance is not only determined by math ability, but also by
effort. Both (negative) stereotypes and role models have been shown to affect
cognitive performance, including in contexts where there was no scope to affect
underlying ability. This suggests that subjects may change their effort in response
to such treatments. Moreover, there is evidence that stereotypes can actually
motivate greater effort in subjects that is counter-productive (Pennington et al.,
2016), resulting in worse test scores. In line with the literature we would therefore
expect increased effort both under stereotypes and under role models as compared
to the baseline.

Fourth, men and women differ also in their preferences regarding math and
verbal tasks (Eccles & Wang, 2016). Relevant when comparing a math task to
a survey, women report being more interested12 in verbal tasks as compared to
math tasks, which is not true for men. To allow for reporting a preference for one
task over the other, I allow subjects to report a dislike of mathematics. In line
with the literature, we would expect women to report such dislike more often.
Moreover, it is possible that reminding women of the existing stereotype reminds
women of bad past experiences with math tasks, which would then result in fewer
women self-selecting into the math task.

Finally, since my treatment manipulations essentially communicate informa-
tion about (likely) successes of men and women, I measure people’s beliefs about
task success - i.e., beliefs about how well men and women would perform. This
serves two important roles: First, as a manipulation check, since both information
treatments communicate something about aggregate gender performance, and
should thus lead to belief updating by subjects. Second, relating to the motivation
from the introduction and the work by Gladstone & Cimpian (2020), by comparing
these beliefs to self-confidence I can see whether subjects indeed internalize the

12In their study, “interest” included enjoyment of math or verbal tasks.
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information they are provided as relevant to themselves.

Other Design Choices

In my experiment, I take great care to isolate the effect of information provision
about gender specific success rates from all the other potential confounds:

I make sure all the parameters of the environment are known (rules, decision
space, payoffs, non-monetary consequences such as feedback), and the only piece
of information communicated in my role model treatment manipulation is one
about the likelihood of men/women being able to achieve a positive outcome
(success on the math task).

I do not provide information about the rate at which people self-select into the
math task in order to avoid conformity effects along the lines of social proof. This
design choice has a disadvantage, however, since a reported 100% success rate (for
example) may be interpreted differently by subjects based on their expectation
of how many people self-selected to attempt the task in the first place: A perfect
success rate is arguably more impressive for a pool of 20 subjects than 2 subjects.13

Additionally, I reduce the role models’ identity to a single dimension (gender)
in order to minimize confounds stemming from multidimensional identities, or in-
person interaction. Moreover, my intervention does not allow for any transmission
of advice, or learning from the role models.

In contrast to interventions that rely on real-life human beings delivering infor-
mation to an audience, I can ensure complete control over what is communicated
and how. Moreover, because my experiment is one-shot and carries no conse-
quences for the future, I can ensure that decisions are not driven by long-time
considerations that might be difficult to predict and/or measure in the field (e.g.,
women not entering STEM programs because they are concerned about working
at toxic workplaces in the future.)

1.3.2. Experimental Design

I conducted my experiment in three stages:
First, I ran a pre-test (pre-registered at aspredicted.org, #44058) with 669

subjects that served two purposes: One, to obtain benchmark success rates of
subjects on the task to be provided as information to the subjects in the main
experiment. Two, to establish that I have a task where ex ante, men and women
perform equally well, and hence, ability alone cannot be responsible for any
gender gap in task choices.14

13To what extent these beliefs about underlying self-selection drive results is an empirical
matter, and very suitable for future experiments.

14Initially, I tested three types of difficulty levels, but discarded the most difficult one because
on that one men significantly outperformed women. In the two levels of difficulty I ended up
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Second, I ran a pilot version of the main experiment with 161 subjects. All
subjects participated in the “baseline” treatment, and I used data about their
performance as statistical role model information in the subsequent main exper-
iment. The reason why I could not use data from the pre-test as role model
information is because the pre-test had a fundamentally different structure from
the main experiment: it forced subjects to complete the math task, which resulted
in substantially lower success rates not representative of the actual experimental
setting.

Third, I ran the main experiment, making sure that none of the subjects who
participated in either the pre-test or the pilot were able to participate again.

The main experiment consisted of four treatments in a standard 2x2 design,
where I varied two types of information provision settings: Whether gender
stereotypes about math performance were reinforced or not (from now on called
‘stereotypes’ and ‘no stereotypes’), and whether subjects observed gender-specific
information about successful participants from the pilot (‘statistical role models’,
from here on referred to as ‘role models’ for simplicity), see Table 1.1. Orthogonally
to the main treatments, subjects were randomized into either an easy or difficult
version of the math task in 1:3 proportions.15 The easy task consisted of five
sums of three two-digit numbers, whereas the difficult task consisted of five sums
of four two-digit numbers. The experiment was preregistered at aspredicted.org
(#46520).16

Table 1.1: Treatments Overview

No Stereotypes Stereotypes

No Role Models Baseline Stereotypes
Role Models Role Models Interaction

using, men solved on average 4.7 and 3.9 questions correctly while women solved 4.6 and 3.6
respectively. These corresponded to 79% and 39% success rates for men, and 72% and 27% success
rates for women. Gender differences were not statistically significant (p-val > 0.05).

15The reason I recruited more subjects for the difficult version of the experiment is that - in
line with the literature (Lockwood & Kunda, 1997) and my Hypothesis 3a - I expected the role
models to have smaller effects when the task is (too) difficult, and so I would need a larger sample
to observe anyone choosing to complete the task at all.

16Specifically, I pre-registered two main outcomes of interest: task self-selection and task success
(both binary). For mechanisms, I pre-registered self-confidence, self-image and group image as
main ones, and risk aversion, effort, math ability, and stress as secondary. I did not explicitly
pre-register other reasons people were allowed to report as explanations for not pursuing the
math task; for completeness, I present them as well. This does not change the overall picture
as none of the mechanisms shows a treatment effect. In terms of analyses, I pre-registered
that I would use both the Fisher exact test and regression analysis, and investigate gender-
specific effects. I did not preregister explicit regression equations. Finally, I pre-registered three
observation exclusion robustness checks that I report. A pdf of the preregistration is available at
https://aspredicted.org/vn4gf.pdf.
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Following the instructions with treatment manipulation, the experiment con-
sisted of four parts:17 A trial math task all participants had to complete, a choice
between a math task and a survey, a belief elicitation, and a risk preference elic-
itation (see Figure 1.1). In case subjects chose to complete the math task, they
were also asked to choose whether they wanted to receive feedback on their own
performance.

In the next section, I discuss these parts in detail.

Figure 1.1: Structure: Main Experiment. Numbers correspond to parts of the
experiment.

1.3.3. Timeline

The experiment started with a stereotype manipulation that was presented as
a context for the study. The ‘no-stereotype’ treatments (Baseline, Role Models)
cited a finding from a meta-analysis by Hyde et al. (1990), that

... in arithmetic tasks men and women perform equally well.

In contrast, treatments with enhanced stereotyping (Stereotypes, Interaction)
highlighted a different finding from the same paper:

...in adults men substantially outperform women on tests of mathematical
ability.

17One of these parts was randomly selected at the end for payment.
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To make sure that subjects did not skip over this text, they were asked to
recall (and, in case of an incorrect answer, were reminded of) this finding in a
comprehension quiz at the end of the instructions.18

Following this treatment manipulation, subjects learned about the structure of
the experiment,19 as well as all important parameters of the mathematical task
they would face in part 1 (and, in part 2, if applicable). The subjects were told the
average success rates from the pre-test on the task on both difficulty levels, the
payoffs associated with performance, and what the task entailed (“five exercises
where you have to sum up two-digit numbers”).20

The subjects were told they would get paid for the math task (1 GBP) only
if they “succeeded” on it, i.e., calculated all exercises correctly. If in part 2 they
chose to do the survey task, they would receive 0.5 GBP for sure.

After a short comprehension quiz, subjects read a second treatment manip-
ulation, presented as additional information about the math task drawing on
yesterday’s data from the same subject pool. Specifically, the subjects received
statistics about the successful completion of math task by other participants (‘sta-
tistical role models’) in both the easy and the hard version of the task. The ‘role
model’ treatments (Role Models, Interaction) highlighted successful men and
women separately:

Yesterday we had a group where, in part 2,
100% of women and 100% of men who took the easy version of the math
task and
83% of women and 75% of men who took the hard version
succeeded on it.

In contrast, the treatments without (statistical) role models (Baseline, Stereo-
types) provided the same information aggregated over genders, i.e., not allowing
the subjects to identify with formerly successful participants of the same gender
as themselves. This way, all subjects received figures they could anchor on.

18Having such an overt reminder introduces a trade-off: On one hand, I make sure that subjects
are aware of the treatment manipulation, on the other hand, I might be inducing experimenter
demand. To alleviate this concern, I compared treatment effects for men and women who a)
completed this part of the experiment faster than the average participant (and thus likely paid less
attention to the treatment reminder), and b) who provided incorrect vs. correct answers to this
comprehension question. In all cases, treatment effects remained unaffected (i.e., insignificant).

19The subjects were allocated to virtual groups/sessions consisting of 20 people (10 men and
10 women). These groups were relevant during belief elicitation and feedback, but there was no
interaction between members of these groups. Subjects learned they would get feedback about the
performance of men and women on the math task from part 2, both in their group, and in the
experiment overall.

20While it is known that there are gender differences in the propensity to guess on a cognitive
test (Atwater & Saygin, 2020), in my setup, when a subject does not know the answer, it is very
unlikely that he/she will be able to guess correctly the sum. Hence, this is unlikely to be a large
problem in this experiment.
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Yesterday we had a group where, in part 2,
100% of people who took the easy version of the math task and
79% of people who took the hard version
succeeded on it.

Afterwards, part one of the experiment began.

Part 1

The subjects completed a trial math task without feedback which served two
purposes: One, to measure their mathematical ability21 when they were forced to
complete the task, and two, to elicit their self-confidence on a mathematical task
in an incentive compatible way. To do that, I employed the K. B. Coffman (2014)
variation of the “robots” task introduced by Möbius et al. (2007), which is based
on the theoretical framework of Karni (1999).

Part 2

In part two, subjects were reminded about the pre-test success rates, as well as
statistical role models, and were asked to choose and complete their preferred task:
either a math task or a survey. Those who chose to complete the math task had the
(costly) option to request not receiving feedback on their own performance, which
was my incentive-compatible way of measuring self-image concerns.22 Those who
completed the survey were asked a series of questions about their reasons for not
choosing the math task. The reasons included a dislike of mathematics, inability
to perform well on the task, stress, self-image and group image concerns, and
participants were allowed to write in any other additional or alternative reasons
for choosing the survey. All of these were motivated by my earlier discussion of
possible mechanisms of interest in the previous section.

Part 3

In part three, the subjects completed a belief elicitation about the behavior of
others. They were asked about the expected success rates of men and women
on the math task, which served as a manipulation check, and about the reasons
people provided for choosing a survey over the math task, as a cross-validation of
self-reports. An attention check was incorporated into this battery of questions
in order to see whether inattentive subjects influence the results (attenuate the
treatment effects).

21Admittedly, any measurement of mathematical ability can be inherently biased if the negative
stereotype about women’s ability is internalized by the subjects, and thus affects performance
whenever subjects complete mathematical tasks.

22Choosing to avoid feedback cost 0.20 GBP, or about 10% of average earnings from the entire
experiment.
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Part 4

In part four, risk preferences were elicited using the static bomb task by
Crosetto & Filippin (2013) with 61 boxes.

Feedback

Approximately 48h hours later, the subjects were given feedback about their
own performance on the math task (unless they requested otherwise), about the
performance of men and women in their “session” of 20 people (see footnote
19), and the performance of men and women in the entire experiment. At this
moment the subjects were also paid for their participation.

Payment

At the end of the experiment, one of the four parts was randomly selected to
determine the subjects’ payment. The subjects received a show-up fee of 1.25 GBP,
and could earn a bonus depending on their choices and performance.

If part 1 was selected for payment, subjects earned 1 GBP if they answered all
questions on the trial task correctly (or their chosen robot did so in their place).
Subjects who made mistakes or did not finish the task did not receive a bonus.

If part 2 was selected for payment, subjects could either earn 1 GBP if they
chose to do the math task and correctly answered all questions, or they could
earn 0.5 GBP for sure if they chose to complete the survey. As an unannounced
surprise, those who chose to do the math task could receive an additional 0.2 GBP
if they agreed to receive feedback on their own performance on the task.

If part 3 was selected for payment, subjects could earn 0.2 GBP per every
accurate belief answer (where “accurate” was defined as within +/-5 percentage
points of the true value) up to a maximum of 1 GBP.

If part 4 was selected for payment, subjects earned 0.02 GBP per every box
collected as long as the sum of boxes they chose was smaller than the number of
the box containing the bomb. The maximum possible bonus was thus 1.20 GBP
(60 collected boxes out of 61, and bomb placed on position 61).

For complete instructions, see the Appendix.

1.3.4. Variables of Interest

In this section I list the variables I focus on, and describe how they were
measured.

The majority of my measures are elicited in an incentive-compatible way; those
that rely on self-reported values are clearly labeled as such below. Table 1.2
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provides an overview of my measures of interest, in which part of the experiment
they were measured, and how:
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Table 1.2: Variable Measurement

Variable Part How measured

Outcomes:
Math task choice 2 Binary indicator whether the subject chose

to complete the math task or the survey.
Math task success 2 Success on the math task is defined as an-

swering all five questions correctly. Binary
variable. Outcome is only available for sub-
jects who self-selected into the math task.

Mechanisms:
Self-confidence 1 Probability of succeeding (answering all

questions correctly) on the trial math task.
Indicated as a percentage (0–100). Elicited
in the “robots” task.

Self-image: self-reported 2 Agreement on a 1–7 scale with the follow-
ing statement: “I don’t want to get feed-
back about my math performance.” Avail-
able for those who self-selected into the
survey.

Self-image: feedback 2 Binary indicator whether the subjects who
self-selected into the math task chose to re-
ceive (= 1) or avoid (= 0) feedback about
their own performance, i.e., number of
correctly answered questions on the math
task.

Self-image: beliefs 3 Belief on a 1–7 scale about the average re-
sponse of subjects who did not do the math
task to the following statement: “I don’t
want to get feedback about my math per-
formance.”

Group image: self-reported 2 Agreement on a 1–7 scale with the follow-
ing statement: “I don’t want my math abil-
ity to reflect badly on other [men/women].”
Available for those who self-selected into
the survey.

Group image: beliefs 3 Belief on a 1–7 scale about the average
response of participants of the same gen-
der who did not do the math task to
the following statement: “I don’t want
my math ability to reflect badly on other
[men/women].”.
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Variable Part How measured

Mechanisms: (contd.)
Dislike math: self-reported 2 Agreement on a 1–7 scale with the follow-

ing statement: “I don’t like math tasks.”
Available for those who self-selected into
the survey.

Dislike math: beliefs 3 Belief on a 1–7 scale about the average re-
sponse of subjects who did not do the math
task to the following statement: “I don’t
like math tasks.”

Stress: clicks 2 Number of mouse clicks on the math task
page. A subject needs to click a minimum
of 5 times to answer all math questions.
A higher number of clicks indicates inac-
curacy clicking,23 and/or switching back
and forth between problems, and/or idle
“stress” clicking.

Stress: self-reported 2 Agreement on a 1–7 scale with the follow-
ing statement: “I think the task is too stress-
ful.” Available for those who self-selected
into the survey.

Stress: beliefs 3 Belief on a 1–7 scale about the average re-
sponse of subjects who did not do the math
task to the following statement: “I think
the task is too stressful.”

Effort 2 Number of attempted questions on the
math task.

Math ability 1 Number of correctly solved questions on
the trial math task.

Risk aversion 4 Number of boxes selected on the bomb
risk elicitation task, with a lower number
of boxes corresponding to higher risk aver-
sion. Risk neutrality would correspond to
30 boxes. (Recoded for treatment effect
analysis such that risk aversion equals 61
minus the number of collected boxes.)

Task success: beliefs 3 Success probability (as percentage) on the
math task from part 2, elicited separately
for men and women. Subjects estimate the
success rates for the same difficulty level
that they themselves faced. In analyses, I
work with the believed difference between
men and women.
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For easier comparison, I standardize all non-binary measures to have a mean
zero and standard deviation of one such that positive values reflect higher per-
formance, self-confidence, image concerns, stress, effort, ability, as well as risk
aversion.24

Given my experimental timeline, a note on the interpretation of the elicited
measures is in order: Since my treatment manipulation precedes all choices and
behavior such as the risk preference elicitation, these measures may be affected by
treatment manipulation and intermediate outcomes during the experiment. (This
is partially mitigated by the fact that feedback was not provided between parts.)
Therefore, using these measures as control variables could be problematic due
to endogeneity. On the other hand, this does not need to apply universally: For
example, risk aversion has been shown to be relatively stable as a trait (Harrison
et al., 2005), and so should not change in response to treatment, or doing badly
on the trial math task.

1.3.5. Procedures

The experiment was conducted online on the Prolific platform. The experiment
took 16 minutes and the subjects earned 2£ on average.

In total, 2446 subjects took part in the main experiment (split approximately
equally between genders and treatments with ∼610 subjects per treatment cell)25,
corresponding to an ex ante power of 0.8 to detect an effect size of d = 0.25
(Cohen’s d) which corresponds to a decrease in test success of 11 percentage
points.26

23Completion of the task requires the subjects to click on five boxes to enter their answers to
the math problems. If stress causes hand tremble or other inaccuracy, stressed subjects would be
expected to need more clicks to complete the task.

24In all analyses, unless stated otherwise, I standardize and analyse the easy and hard samples
separately.

25In total, 145 more subjects were recruited but dropped out of the study. Of these, 48% were
women (no significant gender difference), and most of the subjects left the study prior to being
randomized into treatments (i.e., at a stage of giving informed consent to participate). This gives
me confidence that attrition is not a concern in this experiment.

26The power calculation was done for a Fisher’s exact test comparison, using female mean
(0.72) and standard deviation (0.45) from their success on the pretest as a starting point. Success
on the math task is defined as having all problems correct. Values from the “easy” version of the
test gave higher required number of participants (305 per gender per treatment) as opposed to the
“medium” version (234) which was used in the main experiment in place of the “difficult” one. For
within-treatment, within-gender, between-difficulty comparisons, this guarantees sufficient power
to detect an effect of d = 0.42, which corresponds to a decrease in test success of 19 percentage
points. The power decreases for the task performance outcome, as self-selection results in a smaller
sample.
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1.4. Results

First, to familiarize the reader with my data, I provide a visualisation and an
overview of the subjects’ (non-standardized) responses in the baseline. Second, I
analyse the treatment effects of statistical role models and stereotypes, and the
channels driving these effects. To study whether a potential channel is responsible
for the observed treatment effects, I first check whether treatments affect any of
the proposed mechanism variables, since otherwise there is no reason to believe
there is a mediation relationship. As there is no treatment effect on either outcome
or any mechanism variable, I do not conduct a mediation analysis.

In all main analyses I use a) the self-reported (unincentivized) measures when
making statements about the subjects who chose to do the survey, b) and the
incentivized (feedback requests) and real-effort (effort, stress - clicks) measures
when making statements about the subjects who chose to do the math task.

I favor the unincentivized survey measures [from part 2] for the first group
about their own behavior over their (incentivized) survey responses about other
people’s behavior [from part 3] as they are likely to better reflect people’s actual
motivations because they do not involve forming beliefs about others. Similarly,
for the second group, I prefer using their actual behavior [from part 2] as opposed
to their survey responses about other people’s behavior [from part 3]. In both
cases, my results are unchanged if I use the incentivized survey measures, as
these are generally highly correlated with the measures from part 2.

1.4.1. Data Visualisation

To provide an overall picture of the main variables prior to looking at specific
treatment effects, I plot the subjects’ task choice (Figure 1.3 on the following
page), and the average success rates on the trial as well as main math tasks
(Figure 1.2 on the next page) in the baseline treatment. Throughout, I use 95%
confidence intervals calculated for each group that is plotted.27 Next, I provide
non-standardized means of all remaining variables, split by gender and task
difficulty.

27I use the Stata cibar command.
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(a) Success Rate on Trial Math Task (b) Success Rate on Main Math Task

Figure 1.2: Performance of men and women on the math task in Parts 1 and 2 in
the Baseline treatment (n=612). Success rate is defined as the share of subjects
who answer all questions correctly out of all subjects who attempt the task. All
subjects complete the Trial task, and a self-selected subsample completes the Main
task.

Figure 1.3: Math Task Self-Selection: Baseline (n=612)

As Figure 1.2 makes clear, there are small gender differences in math perfor-
mance, particularly on the hard task, albeit - likely due to a higher sample size -
only significant on the trial task (Fisher exact test p-val 0.013 on the trial hard task
and 0.085 on the main hard task).28 In line with this slight difference, the easy
and the hard tasks seem to be elicit different responses from the subjects: While
there are no gender differences in task self-selection on the easy task, on the hard

28Note that on the pre-test men and women performed equally well.
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task, men choose to complete the math task significantly more often than women
(75% vs. 62%, Fisher exact test p-val < 0.01), see Figure 1.3. For this reason, I
analyse the easy and hard samples in the rest of the chapter separately.

Overall, as one might expect, we observe higher success rates on the math task
when the task is easier (around 60% on the easy trial task and 85% on the easy
main task, as opposed to 30% on the hard trial task and 60% on the hard main
task), and when subjects have self-selected into the task.

Looking at the proposed mechanism variables (see Table 1.3), two patterns
become obvious: One, self-reported values track the patterns of incentivized
beliefs, suggesting that people do not seem to systematically misreport on these
measures.29 (This can be verified in Figure 1.4 where I plot individual responses to
these four questions in parts 2 and 3. As the figure makes clear, most observations
are on the diagonal or close to it, i.e., the two measures are relatively well-aligned.
This is the case across all treatments, which is why I plot all subjects together.30)
Two, all three measures directly related to task difficulty are in line with what
would be expected: Both genders perform better on the easy trial math task than
the difficult one (math ability), both genders are able to attempt more questions
on the math task when it is easy (effort), and both genders are more stressed
when facing the difficult task rather than the easy task (stress).

Overall, subjects are about 75% confident to perform well on the (trial) math
task (and more confident on the easy task than the hard task). On the hard
task, men are significantly more confident than women. Further, the subjects
are slightly risk averse31, and generally expect men to outperform women on
the task by a few percentage points, esp. on the hard task. Regarding reasons
not to pursue the math task, subjects rank their dislike of mathematics as the
most important factor, followed closely by stress. Group image concerns seem
(significantly) more important for women than men (on the hard task), whereas
self-image concerns are the least important to all subjects. Among the additional
reasons people provide in an open-ended question, math ability, stress/mood, and
preference for a safe payoff are the three most commonly cited by both genders,
and women report being (significantly) more stressed than men (on the hard task).

29We would expect such a pattern if people report truthfully, and expect others to behave
similarly to themselves.

30In all four measures, approximately 1/3 of all observations lies directly on the diagonal, and
in an additional 1/3 of observations these measures differ by only plus or minus one.

31Recall that risk neutrality would correspond to collecting 30 boxes in the experiment.
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Table 1.3: Summary Statistics: Gender Differences

Hard task Easy task

Men Women Men Women

Self-confidence 76.65 70.38 ** 78.88 77.62
(20.17) (21.26) (20.55) (18.81)

Self-image: self-reported 2.73 3.09 3.11 3.42
(1.92) (2.04) (2.17) (2.00)

Self-image: feedback 0.89 0.94 0.91 0.94
(0.31) (0.24) (0.28) (0.24)

Self-image: beliefs 3.20 3.19 3.33 3.44
(1.71) (1.64) (1.77) (1.75)

Group image: self-reported 2.89 4.27 ** 3.20 4.22
(2.12) (2.18) (2.30) (2.18)

Group image: beliefs 3.62 4.16 *** 3.59 4.16
(1.76) (1.67) (1.73) (1.78)

Dislike math: self-reported 4.47 4.97 5.18 5.39
(2.04) (1.97) (1.99) (1.79)

Dislike math: beliefs 4.98 5.34 * 4.93 5.35 **
(1.65) (1.42) (1.70) (1.44)

Stress: clicks 7.10 7.80 * 6.40 7.37
(3.50) (3.89) (3.34) (3.74)

Stress: self-reported 4.45 5.19 *** 4.27 4.58
(1.82) (1.66) (2.00) (1.68)

Stress: beliefs 4.57 4.93 *** 4.16 4.53 *
(1.59) (1.44) (1.63) (1.59)

Effort 4.80 4.77 4.96 5.00
(0.53) (0.57) (0.21) (0.06)

Math ability 3.59 3.35 * 4.42 4.49
(1.40) (1.43) (0.92) (0.82)

Risk aversion 28.55 26.94 29.31 28.06
(12.39) (13.76) (14.16) (13.39)

Task success (M-F): beliefs 1.55 3.01 -0.02 0.46
(14.35) (14.70) (10.34) (11.63)

Values in the table correspond to raw (unstandardized) averages in the baseline.
Standard deviations in parentheses. All self-reported measures are available only
for subjects who chose to complete the survey in part 2, whereas self-image:
feedback, stress: clicks, and effort are only available for those who chose to do
the math task in part 2.
T-test (gender differences): * p-val< 0.05, ** p-val < 0.01, *** p-val < 0.001
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(a) Self-image (b) Group Image

(c) Dislike of Math (d) Stress

Figure 1.4: Part 2 and part 3 within-person correlations (jittered): Reasons for
avoiding math task. (n=691)

Having shown these average responses as benchmarks, I proceed with the
main analysis, using standardized measures for all non-binary variables.

1.4.2. Treatment Effects

To study the effect of treatment D on outcome of interest Y, I estimate the
following type of equation

Yi = α + βDi + εi (1.1)

where β is capturing the causal effect of treatment. With random assignment
and full treatment compliance, I estimate the Average Treatment Effect (ATE)
which coincides with the Average Treatment Effect on the treated (ATT).
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First, I establish that both the provision of statistical role models and the
manipulation of stereotypes affects people’s beliefs regarding average gender
success rates. I consider this evidence that my treatment manipulation was
successful: the subjects read and understood the information they were provided,
and updated their beliefs about others in response.32

While the stereotype treatment manipulation is too weak to change beliefs in
the easy version of the math task,33 it shifts beliefs in predictable directions in
the other treatments: Subjects in the (hard) stereotype treatment expect men to
outperform women (by around 0.4 of a standard deviation), whereas subjects in
the role models treatments expect the opposite (by 0.2-0.3 σ). In the interaction
treatment, the effects approximately average out, resulting in no statistically
significant belief change compared to the baseline (see Figure 1.5 on the next
page).34 There are no significant gender differences in any of the treatment effects
(see Table 1.4 on page 38).

32Neither gender is more likely to make a mistake in the comprehension quiz about gender
differences in math ability based on past research, suggesting that these beliefs are relatively easy
to change, at least in the short run.

33Notice that beliefs in the easy task with stereotypes are statistically indistinguishable from
those in the baseline: people (accurately) believe that on average, men and women perform equally
well on the tasks that allow for self-selection. It is plausible that subjects recognize that the easy
task is simple enough for all adults, regardless of gender, and hence do not update. However, I
did not design the experiment to determine whether this is indeed the reason for the observed
similarity of beliefs.

34These belief changes are primarily driven by the subjects’ beliefs about women’s success rates,
suggesting that the treatments are providing information that is considered more relevant for
women than for men. I thank Jan Potters for this suggestion.
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Figure 1.5: Beliefs about differences in gender success rates, split by treatment and
task difficulty, with 95% confidence intervals. Positive values correspond to the
belief that men outperform women. Baseline not plotted since it was standardized
to be mean zero.
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Table 1.4: Treatment Effects on Beliefs about Success Rates (M-F)

(1) (2) (3)

Stereotypes 0.327*** 0.450*** 0.258**
(0.062) (0.071) (0.084)

Role Models -0.215*** -0.187** -0.190*
(0.058) (0.068) (0.078)

Stereotypes × Role Models -0.112 -0.205* -0.196
(0.088) (0.103) (0.122)

Easy -0.000
(0.093)

Easy × Stereotypes -0.485***
(0.141)

Easy × Role Models -0.113
(0.134)

Easy × Stereotypes × Role Models 0.365
(0.197)

Female 0.009
(0.081)

Female × Stereotypes 0.139
(0.123)

Female × Role Models -0.050
(0.117)

Female × Stereotypes × Role Models 0.171
(0.176)

N 2444 2444 2444

Ordinary least squares regressions with beliefs about gender success rate
difference as the dependent variable, using heteroskedasticity robust stan-
dard errors. Positive values correspond to the belief that men outperform
women.
* p-val< 0.05, ** p-val < 0.01, *** p-val < 0.001

Having established that the treatments have a large and significant effect on
the subjects’ beliefs, I move on to the main outcomes of interest: task self-selection,
and task performance.

Table 1.5 on the next page confirms the earlier picture we saw in the Baseline:
By and large, men and women perform similarly well on the math task, but
women self-select into the hard task at a significantly lower rate. Interestingly,
this is neither worsened nor remedied by either enhanced stereotyping or role
model provision. (Fisher exact test confirms all of these null results, p-val> 0.1.)
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This allows me to address my first three hypotheses of interest:

Table 1.5: Treatment Effects by Task Difficulty

Hard task Easy task

Choice Success Choice Success

Female -0.130** -0.096 0.023 0.043
(0.043) (0.056) (0.070) (0.061)

Stereotypes -0.021 0.003 0.109 -0.042
(0.041) (0.052) (0.065) (0.068)

Role Models 0.027 -0.058 0.093 -0.000
(0.040) (0.052) (0.066) (0.065)

Female × Stereotypes -0.015 0.028 -0.057 -0.061
(0.062) (0.080) (0.092) (0.093)

Female × Role Models -0.039 0.137 -0.113 -0.067
(0.060) (0.078) (0.095) (0.090)

Stereotypes × Role Models -0.006 0.021 -0.117 0.044
(0.057) (0.074) (0.089) (0.092)

Female × Stereotypes 0.118 -0.062 0.095 0.059
× Role Models (0.086) (0.111) (0.129) (0.131)

N 1830 1263 616 492

Ordinary least squares regressions with task performance and task
success as the dependent variables, using heteroskedasticity robust
standard errors.
* p-val< 0.05, ** p-val < 0.01, *** p-val < 0.001

Result 1: The provision of statistical role models does not affect math task
choice or success.

Result 2: Enhanced stereotyping does not affect math task choice or success.

Result 3: The provision of statistical role models does not have differential
effects depending on task difficulty.

In order to find out whether there is no treatment effect because multiple
mechanism variables are affected in opposing directions (which is theoretically
possible) or whether no mechanism variable is affected, I regress the proposed
mechanism variables of interest on the treatment dummies, and investigate het-
erogeneity by task difficulty and gender. I reason that if treatment effects operate
through a particular mechanism, we should detect a significant treatment effect
on that mechanism variable, which could then be used in a mediation analysis.
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I proceed by first showing measures that are common to all subjects (self-
confidence, math ability, and risk aversion), second, look at self-reported measures
from part 2 for subjects who did not do the math task (self-image, group image,
stress, preferences), and third, analyse the behavior of those who did do the math
task (self-image, stress, effort). Afterwards, I come back to my main hypotheses
regarding mechanisms, and discuss my auxiliary results.35

As shown in Table 1.6, the treatments affect neither self-confidence, nor math
ability36, nor risk aversion. However, there are large and significant (between 0.2
and 0.3 σ) gender differences in self-confidence, and math ability on the hard task.

A plausible reason why neither treatment affects self-confidence could be that
the trial task is too diagnostic of one’s ability: Hence, subjects find out their own
ability with near certainty, and therefore only update their beliefs about the ability
of others. I explore this interpretation in Section 1.4.4.

Table 1.6: Mechanisms Affected by Treatment: All Subjects

Hard task Easy task

Self- Math Risk Self- Math Risk
confidence ability aversion confidence ability aversion

Female -0.285** -0.219* 0.038 -0.177 0.009 0.223
(0.092) (0.093) (0.093) (0.161) (0.163) (0.162)

Stereotypes 0.026 -0.024 -0.015 -0.147 -0.144 0.013
(0.092) (0.093) (0.087) (0.174) (0.174) (0.167)

Role Models -0.032 -0.071 -0.002 -0.208 0.062 0.147
(0.090) (0.091) (0.085) (0.186) (0.162) (0.167)

Female × Stereotypes -0.132 -0.021 0.151 -0.036 0.144 -0.295
(0.133) (0.133) (0.128) (0.245) (0.237) (0.224)

Female × Role Models 0.051 0.049 0.122 0.153 0.011 -0.025
(0.131) (0.130) (0.125) (0.247) (0.220) (0.219)

Stereotypes × Role Models -0.026 -0.008 0.023 0.056 -0.037 -0.033
(0.129) (0.130) (0.119) (0.270) (0.245) (0.232)

Female × Stereotypes 0.086 0.140 -0.229 0.182 -0.044 0.099
× Role Models (0.188) (0.187) (0.178) (0.364) (0.327) (0.316)

N 1830 1830 1829 616 616 616

Ordinary least squares regressions with mechanisms as the dependent variables, using heteroskedas-
ticity robust standard errors. Self-image uses feedback requests, stress uses page clicks, and effort
uses the number of attempted problems during the math task.
* p-val< 0.05, ** p-val < 0.01, *** p-val < 0.001

35Notice that, for logical reasons, I have no measure of effort for those who did not do the
math task. For those who did do the math task, I have only their beliefs about others’ group
image concerns: as established previously, these tend to correlate well with self-reported measures.
I prefer not reporting these in the same table as the incentivized/behavioral measures for this
group, nevertheless, there are no treatment effects on this measure either.

36Notice that “math ability” in this context could be re-interpreted as math performance when
not allowing for self-selection.
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Moving on to the effects on those who opt out of the math task, I find no
treatment effects on any of the proposed mechanisms (see Table 1.7). Similarly to
the previous Table, I document large and significant gender differences (around
half of a standard deviation) in group image concerns and stress on the hard task.

Finally, looking at subjects who opted into the math task, I find no gender
differences and no treatment effects on any of the remaining mechanisms (see
Table 1.8).

Table 1.8: Mechanisms Affected by Treatment: Those Choosing Math Task

Hard task Easy task

Self- Stress Effort Self- Stress Effort
image image

Female -0.000 0.224 -0.092 0.041 0.020 0.192
(0.031) (0.114) (0.114) (0.053) (0.186) (0.192)

Stereotypes 0.004 0.020 0.083 -0.047 0.037 -0.056
(0.030) (0.104) (0.096) (0.061) (0.189) (0.239)

Role Models -0.040 0.213 -0.021 0.028 -0.263 0.192
(0.032) (0.109) (0.108) (0.054) (0.163) (0.192)

Female × Stereotypes 0.003 0.173 -0.072 0.035 0.118 0.056
(0.044) (0.173) (0.154) (0.077) (0.268) (0.239)

Female × Role Models 0.073 -0.115 0.129 -0.028 0.405 -0.282
(0.044) (0.176) (0.166) (0.071) (0.241) (0.212)

Stereotypes × Role Models -0.041 -0.153 -0.081 0.110 -0.093 -0.280
(0.047) (0.155) (0.153) (0.072) (0.232) (0.290)

Female × Stereotypes× Role Models 0.038 -0.160 -0.001 -0.066 -0.080 0.370
(0.063) (0.247) (0.236) (0.095) (0.351) (0.303)

Observations 1263 1263 1263 492 492 492

Ordinary least squares regressions with mechanisms as the dependent variables, using het-
eroskedasticity robust standard errors.
* p-val< 0.05, ** p-val < 0.01, *** p-val < 0.001

To summarize these three tables:

Result 4: The provision of statistical role models does not increase women’s
self-confidence.

Result 5: Enhanced stereotyping does not affect women’s fear of failure:
neither self-image concerns, nor group image concerns.

Result 6: Neither treatment affects math ability, risk aversion, stress, prefer-
ences, and effort.

Since none of my proposed mechanism variables is affected by the treatments,
I do not pursue mediation analysis: there is no effect to be mediated, and it
likewise does not seem to be the case that multiple effects are cancelling out.
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The final question to address is whether the gender gap in self-selection into
the hard math task can be explained by controlling for variables where I previously
found gender differences, i.e., whether these controls can decrease the gender gap
and render it statistically insignificant. I focus on the two mechanism variables
that showed significant gender differences for both self-selected subsamples:
self-confidence and math ability.37

As Table 1.9 shows, controlling for either math ability or self-confidence alone
is already enough to explain the gender gap in task self-selection such that the
female dummy is no longer significant, suggesting that these two mechanisms
are likely to be the key reasons why women opt out of the hard math task (as
opposed to group image or stress).38

Table 1.9: Gender Gap in Task Self-Selection

(1) (2) (3) (4) (5)

Female -0.105*** -0.039 -0.029 -0.050 -0.040
(0.018) (0.032) (0.031) (0.031) (0.030)

Hard -0.065* -0.093*** -0.081** -0.101***
(0.026) (0.025) (0.025) (0.025)

Female × Hard -0.089* -0.058 -0.054 -0.035
(0.039) (0.037) (0.037) (0.036)

Self-confidence 0.133*** 0.108***
(0.008) (0.009)

Math ability 0.143*** 0.118***
(0.009) (0.009)

N 2446 2446 2446 2446 2446

Ordinary least squares regressions with task self-selection as the depen-
dent variable, using heteroskedasticity robust standard errors.
* p-val< 0.05, ** p-val < 0.01, *** p-val < 0.001

37While I do have self-confidence and math ability for all subjects, I have no measure of group
image concerns for those who chose to do the math task. Also, while I have stress measures for
both subsamples, it is unclear that they measure the same thing, as expected stress by those opting
out of the task may be very different from the actual experienced stress by those doing the task.
While using elicited beliefs from part 3 about these measures could be justifiable for the group not
doing the math task (as their reports from parts 2 and 3 are highly and significantly correlated,
spearman’s rho of 0.5, p-val <0.000), it does not seem as a strong enough proxy for those doing the
math task, whose stress measure is not significantly correlated with their beliefs (spearman’s rho
of 0.03, p-val >0.2). For this reason, I only consider math ability and self-confidence as explanatory
variables, and leave the other two mechanisms for future research.

38This fits with the work of Cahlíková et al. (2020), who find that women’s performance under
a non-competitive payment scheme does not seem to be negatively affected by stress. Hence, we
would expect the impact of stress on self-selection to be small.
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Taken together, I find that while stereotypes and statistical role models affect
people’s beliefs about how well men and women in general perform on a math task,
this is not sufficient to change people’s decisions and performance. I document
a gender gap in task self-selection for a hard task, which a) is not affected by
treatment, and b) can be explained by gender differences in math ability and
self-confidence. Finally, I provide evidence that there are gender differences in the
reasons why some people opt out of the math task: Specifically, women report
being more stressed and more concerned about group image (i.e., how their own
performance would reflect on other women).

1.4.3. Robustness Checks

Prior to running the experiment, I pre-registered three robustness checks to
exclude the following types of subjects who likely paid insufficient attention to
the experiment:

1. those who had more than 1 incorrect comprehension question at the begin-
ning of the experiment (n=556)

2. those who failed the attention check at the end of the experiment (part 3)
(n=60)

3. those who completed the experiment in under a third of the average com-
pletion time of other subjects (n=16)

As shown in Table 1.10 on the next page, none of these exclusions affects my
results regarding gender gaps and treatment effects. Further, dropping these
observations also does not affect my conclusions about the involved channels
(regressions available upon request).

The number of subjects who failed these quality checks is also informative
about the quality of the online data: Arguably, the most problematic are subjects
who failed the attention check (n=60; 2% of my sample), as this indicates they
answered a question without reading it. Subjects who sped through the experi-
ment in record times (n=16; 0.7% of my sample) are very likely to be problematic
as well, since it is unlikely they could have read all instructions. Finally, subjects
who made mistakes in the comprehension quiz (n=556; 23% of my sample) could,
but do not have to indicate an issue: while those who pay less attention are more
likely to make mistakes in the quiz, it is likewise possible that some subjects
simply need more detailed explanations and once they get feedback about the
mistakes they made they actually provide reliable data. (Of course, these three
categories of subjects overlap; for example, there are three subjects who failed all
three quality checks.)
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Table 1.10: Pre-registered Robustness Checks

Comprehension Attention Time

Self-selection:
Hard task
Female -0.127** -0.137** -0.126**
Treatment effects n.s. n.s. n.s.
N 1419 1783 1819

Easy task
Female 0.053 0.023 0.020
Treatment effects n.s. n.s. n.s.
N 471 603 611

Success:
Hard task
Female -0.089 -0.098 -0.098
Treatment effects n.s. n.s. n.s.
N 997 1234 1256

Easy task
Female 0.017 0.044 0.024
Treatment effects n.s. n.s. n.s.
N 385 485 487

Ordinary least squares regressions with math task self-selection
and success (both binary) as dependent variables, using
heteroskedasticity-robust standard errors. First analysis ex-
cludes all subjects who failed more than one comprehension
question in the experimental instructions. Second analysis
excludes all subjects who failed an attention check at the end
of Part 3 of the experiment. Finally, the third analysis excludes
all subjects who completed the experiment in under 5min 20s
(third of the average completion time). Coefficients on the
female dummy are reported together with their significance
level. Coefficients on treatment effects are not reported as none
are significant on conventional significance levels.
* p-val< 0.05, ** p-val < 0.01, *** p-val < 0.001

1.4.4. Exploratory Analysis

The most surprising result of this paper, namely that my treatments success-
fully manipulate beliefs about others of one’s gender but do not affect beliefs
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about self and own behavior, begs the question why. In this section, I explore
one possible explanation: namely, that my trial task is “too diagnostic” of one’s
ability, i.e., provides subjects with too much certainty regarding their skills on
this task. As a consequence, subjects update their beliefs about others’ behavior,
but recognize that their own ability might not be representative of “others like
themselves” (e.g., by completing only one question in the time limit, a female par-
ticipant might think that her ability is much lower than that of a typical woman),
and hence do not follow the role models’ example.39

Therefore, I narrow my analysis down to subjects without strong priors about
their own ability, and who are the least likely to shift their beliefs in their own
ability. In Table 1.11, I re-run treatment effect estimation for subjects with high
initial uncertainty about their own ability (i.e., approximately 50% confident that
they will successfully complete the math task), and with an intermediate trial test
score (4 correct answers) which arguably provides less clear information than the
subjects completely failing or easily completing the task.

Table 1.11: Treatment Effects: Subjects Uncertain of Own Ability

Task Choice Task Success

Female -0.014 -0.100 0.030 0.500*
(0.099) (0.232) (0.135) (0.219)

Stereotypes 0.228* 0.178 0.023 0.214
(0.099) (0.218) (0.134) (0.285)

Role Models 0.113 0.114 0.023 -0.100
(0.100) (0.241) (0.134) (0.321)

Female × Stereotypes -0.262* 0.037 -0.014 -0.514
(0.131) (0.301) (0.180) (0.325)

Female × Role Models -0.085 0.036 0.013 -0.208
(0.134) (0.313) (0.179) (0.349)

Stereotypes × Role Models -0.204 -0.142 -0.043 0.163
(0.140) (0.310) (0.184) (0.398)

Female × Stereotypes 0.273 -0.022 -0.084 0.016
× Role Models (0.187) (0.419) (0.251) (0.491)

Self-confidence: 40-60% X X X X
Trial task: 4 correct answers X X

N 450 92 256 62

Ordinary least square regressions with task choice or success
as the dependent variable. Heteroskedasticity-robust standard
errors in parentheses.
* p-val< 0.05, ** p-val < 0.01, *** p-val < 0.001

39I thank researchers from DICE for this suggestion.
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However, the loss of observations is substantial, and the estimates are noisy,
not allowing me to conclude with confidence whether either treatment is more
effective for this subgroup. Hence, collection of more data is warranted. A suitable
setup to study this matter further would involve using a trial math task that is
different from the main task of interest, such that good performance on the trial
task is a noisier proxy for performance on the main task. Additionally, it would
be desirable to collect beliefs about own ability both before and after the trial task.

1.5. Discussion and Conclusion

As stated in the introduction, I set out to quantify the effect of knowing that
others sharing (a component of) one’s identity (i.e., those demographically similar)
have succeeded above and beyond aggregate information provision stating that
some people in general have succeeded. I find that while my statistical role models
successfully change people’s beliefs about aggregate gender success rates, this
effect does not spill over into other beliefs (such as self-confidence), emotions
(stress when facing the task), and preferences (dislike of mathematics, image
concerns, risk aversion), and does not seem to inspire improved performance
(math ability) or effort.40 As a consequence, main outcomes of interest, self-
selection and performance on a math task remain unaffected.

Therefore, I conclude that demographic similarity of role models alone (in
the form of statistical role models) is not sufficient to change other’s behavior.
Echoing the discussion in Gladstone & Cimpian (2020), my experiment suggests
that “deeper” similarity of role models might be required (e.g., through more
identity components such as race or socioeconomic status) for an intervention to
be effective. A researcher interested in studying role models’ relevance could for
example add layers of complexity to role models to identify the necessary extent
of similarity required for a role model to affect people’s beliefs or choices. To
illustrate, one could run a horse race between gender, gender and race, and gender
and race combined with a specific background (e.g., first-generation university
student). Alternatively, one could keep demographic similarity fixed, and include
other role model components, such as provision of additional information about
the environment or advice.

Additionally, my experiment highlights the limits to information provision, as
it shows an environment in which information about others is understood, yet
not used to affect the subjects’ own behavior. While I explore one possible reason
why subjects’ behavior is unaffected, collection of more data is necessary to study
this phenomenon.

40This is perhaps especially surprising given that people do not seem to systematically over-
or under- estimate their own performance relative to their (gender) in-group, and so we would
expect these beliefs to move in tandem (Brañas-Garza et al., 2020).
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In particular, one could be concerned that the treatment is not “strong enough”
to convince subjects to change their behavior. When providing information about
the success of others, it is important to strike a balance between a sufficiently
strong signal (e.g., women outperforming men by 8 percentage points), and a
signal that is believable for the subjects. In my pilot study (which I used to
“recruit” statistical role models), men in the aggregate actually outperformed
women by 3 percentage points. When split into 8 virtual “sessions”, women had
higher success rates in three of these sessions. I opted to use the median of these
three outcomes in favour of women in an attempt to find the “right” statistic to
use. Whether this was the optimal signal is fundamentally an empirical matter
that could be tested in a follow-up experiment.

I also document a gender gap in self-selection into the math task, but only in
the hard difficulty. This gap can be explained by controlling for self-confidence
and ability, and hence there does not seem to be an inherent female preference
for not doing math tasks. This is in line with my result that among those subjects
who choose not to do the math task, both genders report equal distaste for
mathematics.

In contrast to past literature (Liu et al., 2019), I do not find a heterogeneous
treatment effect on subjects who are more likely to succeed: Subjects facing the
easy task are just as unresponsive to the treatment as subjects facing the hard
task.41

At the end of the day, role models are an exciting, complex policy tool that
allows for a lot of customization and precise targeting. In order to design policies
that optimize the effect of role models, we have to experiment: both with the
types of information role models provide, and the way they do so. My experiment
is the first step in this research agenda.
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Chapter 2

Fighting Fake News with Reason

I thank my supervisors Jan Potters and Eric van Damme for their advice, as well as
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Advances with Field Experiments 2018, ASFEE 2019, IMEBESS 2019, and seminars
at Tilburg University, University of Economics in Prague, and University of Chicago,
for their helpful comments. Special thanks to debate coaches from the Czech Debate
Association who made this experiment possible.

2.1. Introduction

The late professor of forensics at the University of Vermont, Alfred C. Snider,
advocated debating as a method to deepen one’s thinking. Backed by obser-
vational research (Bellon, 2000) and longitudinal experiments without control
groups (Zare & Othman, 2015), his case seemed solid: Debaters1 were consistently
outperforming non-debaters on tests of cognitive ability, even when controlling for
their observable characteristics (Anderson & Mezuk, 2012; Mezuk et al., 2011). As
summarized in a meta-analysis by Allen et al. (1999), debate and argumentation
programs in general have been associated with significant gains in the students’
critical thinking.

Given the nature of academic debating, such results are relatively uncontrover-
sial: Debate programs by design force students to thoroughly research complex
topics, advocate positions they might not themselves hold, and engage with the
opposing side’s strongest arguments. However, as underscored in the 1999 meta-
analysis, past research on the benefits of academic debating has been done in
self-selected samples, or without proper control groups, casting doubt on whether
the impacts of debating are actually causal, or whether they would materialize for

1In the context of this research, “debaters” are understood to be active participants in debate
programs. These programs are typically extracurricular, and consist of regular coaching, tour-
naments, educational workshops, and other activities relevant to argumentation and/or public
speaking.
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students not inherently interested in these activities. From a policy perspective,
this is an important question: If debating only benefits those who are motivated
to put in effort to both learn and apply critical thinking skills, then if students
generally do not demand such skills, debating becomes impractical and expensive
to be scaled up for the general population.

In order to assess whether debating (i.e., learning and practising skills taught
in debate programs) indeed causally improves students’ critical thinking skills,
I ran a clustered randomized controlled trial. To my best knowledge, I am the
first one to study the benefits of debating in a randomized controlled trial in
a sample that could not self-select into or out of the experiment. In my field
experiment, high school students were taught the basics of argumentation, logical
fallacies, and use and misuse of data to substantiate a point through academic
debating. Subsequently, they were tested on their reasoning ability in general,
and as applied to media (news) literacy.2

There are two reasons why I am specifically interested in whether students
are able to apply their critical thinking to evaluate the realism of news: First, the
spread of false and misleading information has increased over the recent years
(Di Domenico et al., 2021); and scientific research has mirrored this increase (see
Figure 2.1).

Figure 2.1: Number of published academic articles on fake news. Figure from a
review by Di Domenico et al. (2021).

2In text, I use “reasoning ability” and “critical thinking” interchangeably; this is in the spirit
of List’s (2021) definition of critical thinking as skills that facilitate logical and informed decisions.
When discussing media/news literacy, I draw on the discussion in the meta-analysis of Jeong
et al. (2012), and define media literacy as knowledge of the media, awareness of the influence of the
media, and the ability to assess the realism of the media representation of reality. These are of course
very diverse skills; I am mostly interested in the combination of the latter two: whether students
are able to realize and reason whether some information might be misrepresented, and should
be checked. Having multiple proxies for critical thinking skills is in accordance of the policy
recommendations derived in the literature review by McMillan (1987) who argues that critical
thinking consists of multiple components, and its measurement should make use of multiple
instruments to “triangulate” whether an intervention has improved students’ skills.
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Even more importantly, fake news has had significant consequences both on
individual decision making and public policy (Naeem et al., 2020), which makes
it an important phenomenon worthy of further study.

Second, robust empirical evidence indicates that interventions similar to aca-
demic debating such as in-class discussions and analysis of evidence in favour
or against a topic improve media literacy (Jeong et al., 2012). Therefore, there
are good reasons to believe that learning debating techniques may contribute to
students’ media literacy as a concrete application of critical thinking.

My findings are twofold: First, I document no treatment effect on students’
skills (argumentative and logical abilities, and media literacy). Rather, the students’
background characteristics are more robust predictors of outcomes. Second, in an
exploratory analysis of heterogeneous treatment effects, I find that this null result
is robust to controlling for students’ misbehavior during testing, as well as their
beliefs being opposed to the content of the article included in my fake news test.

I note one important caveat regarding my results: My paper focuses on the
supply side of cognitive skills: While my intervention provides the students with
tools to analyse arguments, it does not address the students’ demand for these
skills, and their willingness to apply these skills in practice. I discuss in the
conclusion how these aspects could be integrated in future work.

The rest of the paper is organized as follows: In Section 2, relating to the
existing literature, I explain what features of academic debating make it well
suited to help students improve their critical thinking skills. In Section 3, I
elaborate on my experimental design, and the context of my intervention. I
present the results in Section 4, which I then discuss in Section 5.

2.2. Literature

List (2021) proposes that critical thinking skills consist of two pillars: under-
standing empirical evidence, and one’s ability to engage in abstract reasoning.
This fits well with the definition of media literacy adopted at the National Leader-
ship Conference on Media Literacy, as “the ability to access, analyse, evaluate and
communicate messages in a wide variety of forms” (Aufderheide, 1993), which
essentially requires reasoning to be applied in specific types of contexts.3

Debate training addresses both of the above pillars: First, it explicitly teaches
awareness how facts might be manipulated in order to support a certain point
of view. In fact, Van der Linden et al. (2017) find that such awareness of news
distortion helps people process information correctly, even when presented with
fake information.

3A literature review by Lai (2011) points out that while the term “critical thinking” has been
used more vaguely in education compared to philosophy or psychology, all approaches agree that
argumentation, problem solving, and evaluation of ideas are key pillars of these skills.
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Second, research indicates that people exhibit a persistent tendency (confir-
mation bias) to reject equally logically valid arguments if they support a point of
view that disconfirms their initial beliefs as opposed to confirming them (Čavojová
et al., 2018).4 Even more strikingly, previous training in logic does not mitigate
this effect. Debating as a competitive activity may improve upon standard argu-
mentation training by introducing direct and salient consequences (e.g., losing a
debate) when presenting or defending a logically incorrect argument, and hence
speed up learning.

Tying these points together, a recent meta-analysis by Abrami et al. (2015)
finds that many aspects inherent to the academic debate training I designed
perform best at improving students’ critical thinking: opportunity for dialogue or
discussion, real-life applicability of problems, and mentoring (such as by a debate
coach). Moreover, these are particularly effective when used jointly as part of
one program.5 (For a review and discussion of the use of debating across school
curricula, see the review article by Bellon (2000).)

2.3. Experimental Design

In this section I first describe the experimental objectives and hypotheses. Next,
I discuss my experimental design, paying special attention to randomization and
the content of the intervention. Third, I provide a list of measures of interest, and
details about my data collection. Fourth, I explain why the Czech Republic is a
particularly suitable context to run a randomized trial that teaches argumentation
in a structured way. Finally, I discuss the role of my implementation partners.

2.3.1. Experimental Objectives and Hypotheses

Following the above discussion, I set out to test whether incorporating a debate
program as a mandatory part of a high school curriculum improves students’
critical thinking skills. Based on the existing (primarily observational) literature
regarding such programs, I hypothesize:

4Arguably, debating in favour of a topic may act just like a biased news source, leading debaters
to persuade themselves, i.e., align their views with the side they advocated for (Schwardmann et
al., 2019). In order to avoid my treatment leading to increased partisanship among students, the
field experiment encouraged not only random allocation of students to sides to defend, but also
regular switching of sides: Therefore, students could have first been asked to advocate in favour of
higher taxes, and subsequently against higher taxes. This is important, as in the context of media
literacy specifically, partisan beliefs have been linked to greater tendency to share fake information
(Osmundsen et al., 2020), even though not necessarily believing it (Pennycook & Rand, 2019).

5A literature review by Pithers & Soden (2000) likewise suggests that programs that allow
students to thoroughly study an issue (forming hypotheses, gathering data, debating answers)
would be best suited for enhancing students’ critical thinking.
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Hypothesis 1: Students who receive debate instruction (“treated”) improve their
critical thinking skills relative to the students in the control group.

I measure the critical thinking skills in two ways: on an established stan-
dardized test, GAP (General Academic Prerequisites), that measures quantitative,
verbal, logical, and argumentative skills, and on my own media literacy test, in
which I focus on the students’ ability to analyse an article’s reliability.

By its nature, the treatment would be expected to primarily improve students’
logical and argumentative skills, and possibly verbal skills (such as vocabulary)
to some extent as well. For this reason, in my analysis, as pre-registered, I will
consider two main outcomes of interest: the GAP test total score, and the fake
news test score. Additionally, as a robustness check, I will consider a refined GAP
score that excludes the quantitative portion of the test.

Since quantitative skills (e.g., geometry, algebra) are generally not addressed
during debate training, my intervention would not be expected to affect them (or
at least less so than the other three skills). Therefore, comparing the outcomes of
treated and control students in quantitative skills can serve as a placebo check, i.e.,
whether there is reason to believe that the treatment and control group’s outcomes
diverge over time even in the absence of an intervention. Since assignment
to treatment and control groups is random, there is no reason to expect such
divergence, and thus I hypothesize:

Hypothesis 2: Treated students do not improve their quantitative skills relative to
the control students.6

Alternatively, observing treatment effects on these skills could indicate that
the intervention has unintended consequences (e.g., via student motivation) that
might be important for future study.

I test my hypotheses in a clustered randomized trial in high schools in the
Czech Republic. My treatment consists of workshops covering essential debate
skills, and follow-up materials for teachers, while the control group completes the
school year without any changes to the curriculum (“business as usual”). Students’
skills are evaluated in a pre- and post-test at the beginning and end of the school
year. The details of the intervention are explained in the next subsection.

2.3.2. Design Overview

The field experiment, registered in the AEA RCT registry under AEARCTR-
0001965, was a multi-site clustered intervention. It took place in the school

6A hypothesis positing no effect is admittedly problematic, as testing it becomes a question of
whether my experiment is sufficiently powered. Nevertheless, such a hypothesis is more honest
and fitting of my context.
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year 2017/2018 in 10 high schools (30 classes, 637 students) in Prague.7 Of
these schools, 6 were academic and 4 vocational. At the beginning the school
year (September), all students in participating schools took a pre-test measuring
baseline cognitive skills (GAP test) and background variables. During the school
year, the intervention took place in a form of four workshops with debate coaches,
and mini-sessions with teachers who were provided materials to follow-up on
the workshops.8 A post-test was administered at the end of the school year
(May/June), and measured cognitive skills (GAP test and fake news test).

Neither the GAP test nor the fake news test were (monetarily) incentivized;
instead, students knew they would learn their test scores (number of points scored)
later, and in the case of GAP they would also receive their relative performance
ranking. This ranking is important, since Czech universities use the relative rather
than absolute GAP scores for admission to programs. Hence, students could use
this shortened version of the test as an informative free practice before applying
to universities.

Therefore, I rely on students either being intrinsically motivated to perform
well on my tests, or motivated to outperform their classmates, or interested in
knowing their relative performance in order to see which university programs
they might be eligible for in the future.

7Ex ante, this setup results in a minimum detectable effect size (MDES) of approximately
0.5 under the following assumptions: 80% power, α=0.05, N=24 students per class, J=2 classes
per school, no use of covariates or blocking, intra-class correlation coefficient ρ=0.1. Ex post,
the assumed ρ was too optimistic (given the realized ρ around 0.7), and so the experiment is
under-powered.

8While the four workshops were compulsory for all students, teacher involvement was not
enforced. Hence, I am measuring the combined effect of workshops and teacher encouragement to
build on these workshops.
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Figure 2.2: Timeline of the field experiment.

Randomization

Treatment was randomized on the level of classes within a school. If a given
year consisted of an even number of classes (typically two), a coin flip determined
which class was going to be treated. In the cases with an odd number of classes
greater than one, a coin was flipped for each individual class whether it would be
treated or not, conditional on having at least one treated and one control class.
When randomizing, classes within a year were randomly ordered before being
considered.

Treatment

Throughout the experiment, classes in the control group did not participate
in any debate-related activities. In case control classes and treated classes shared
the same teachers for (some) courses, the teachers were asked not to discuss the
contents of the debate program with the control students.

The treatment consisted of two parts: a series of four9 compulsory workshops
9Due to logistical issues unrelated to the treatment, one school only received three first three
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with a debate coach, and follow-up materials provided to subject teachers adjusted
to their particular course so that they could use debate methods during their
classes.

The four workshops were approximately 2 hours each, and covered i) basics
of argumentation, ii) refutations and responses to opponent, iii) researching a
topic of general interest and using data and evidence to support a claim, and iv)
advanced topics in argumentation such as proposing a plan to address a problem.
These four basic pillars of debate skills were taught to all students.

In these workshops, debate coaches first delivered a short lecture on the topic
(e.g., “these are the different ways you can refute an argument”), and subsequently
helped students practice the material. The practice always consisted of three parts:
individual work (e.g., writing down refutation to a coach’s sample argument,
analysing a conspiracy theory, listing examples of logical fallacies), pair or group
work (e.g., debating with a friend on a given topic, preparing loaded survey
questions to obtain biased answers, drawing a manipulative chart), and a whole-
class activity (e.g., brainstorming different approaches how to argue in favour
of something, playing a debate-based game). The coaches walked around the
room and gave feedback on individual and pair/group work, and moderated the
whole-class activities.

The workshops did not involve formal, structured competitive debates due
to time restrictions, and because these would only actively involve a minority
of the students.10 Instead, the workshops always targeted one part of a debate
(e.g., confronting the opposing side with a counter-argument, evaluating data to
support an argument).

The materials provided to teachers focused primarily on other aspects of
debating, such as public speaking, team work, and peer feedback. The four core
debate skills mentioned above could also be practiced with the materials. (Please
see the appendix for more details on the intervention, and examples of these
materials.) For logistical reasons I did not collect data from the teachers about
their use of these materials.

Overall, the treatment covered all basic concepts that are typically taught
in debate programs, and used similar teaching methods (a mix of lectures and
interactive activities). However, a typical debate program runs for the entirety of a
school year (10 months) and consists of weekly practice sessions in much smaller
groups, and so my treatment intensity is low in comparison.

workshops.
10A full competitive debate in the Karl Popper Debate Style takes a minimum of 46 minutes

and involves 6 active speakers.
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2.3.3. Measures of Interest

I am primarily interested in critical thinking skills, as measured by the General
Academic Prerequisites (GAP) test11,12, and in critical thinking skills as applied
to media literacy, as measured by my “fake news” test. As noted in my pre-
registration, I also collected data on pro-social behavior and competitiveness,
which – for the sake of consistency with the other chapters that focus on cognitive
skills – I do not discuss in detail.13

It has to be noted that background variables (gender, friends, and hobbies)
were only collected during the pre-test, and that in order not to draw attention
to the main purpose of the study (and hence to limit experimenter demand) the
media literacy test was only administered in the post-test.14

11The GAP test is similar in its structure and content to the SAT test, as evidenced by the fact
that students’ scores on these tests tend to be highly correlated (Hucin, 2013).

12There are two main reasons why I chose the GAP test over any other standardized test: First,
it is a test Czech students are familiar with, and are at least partially motivated to perform well
on because this test is commonly used for university admission, and my experiment provides
students with two free opportunities to test their performance. Second, standardized exam scores
like those on SATs have been sown to correlate with various other measures of critical thinking
skills used in education, such as NCLEX-RN tests (Romeo, 2013), or CCTST tests (Facione, 1990).

13I hypothesized that debating could make students overly competitive, and/or more trusting of
others with opposing views. I did not find evidence for either of these hypotheses, and including
these variables as controls when evaluating critical thinking skills does not affect my results.

14While in general it is preferable to have both pre- and post- measures, in this case I opted not
to do so. I was concerned that a test discussing fake news would alter the students’ perception of
the treatment, and shift students’ attention and questions more towards fact-checking as opposed
to reasoning and argumentation, which would deviate from “regular” debate training. In an ideal
world, one could explicitly randomize this aspect of pre-test administration and observe whether
this concern is important; for sample size reasons, I was not able to do this.
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Table 2.1: Outcome Variables

Variable Measurement

General Academic Prerequi-
sites (GAP)

Standardized test similar to SAT or GRE used
for admission to Czech universities; consisted
of four parts: verbal, quantitative, logical, and
argumentative.

GAP Refined Verbal, logical, and argumentative part of the
GAP test; used as a robustness check.

Media literacy Fake news test; consisted of a fact-based sec-
tion (identifying a likely source of news), and
argumentation-based section (reasoning about
the article’s reliability and identifying items for
fact-checking). Administered only in the post-
test. See the Appendix for details.

In order to address some common confounds, I collected two important control
variables: First, in order to verify that peer effects are unlikely to substantially
attenuate observed treatment effects, I asked students whether in general they
have more friends/spend more time with friends from their own class or other
classes. (As discussed in Chapter 3, even when students have a lot of socialization
opportunities outside of their treatment group, treatment spillovers in cognitive
skills seem limited.)

Second, to check for any prior nonrandom treatment exposure, I collected data
on past debate experience. This is theoretically important if students with past
“treatment” exposure are unequally distributed across classes.

Motivated by the literature on motivated cognition mentioned previously
(Čavojová et al., 2018), I measured students’ views on two controversial topics,
the first of which (from the pretest) is relevant for my fake news test. Specifically,
the article the students had to assess discussed a government policy to integrate
immigrant families, and was written from a liberal (i.e., accepting towards these
families) perspective. This allows me to see whether there are heterogeneous
treatment effects depending on the students’ initial views on immigration, which
I study in an exploratory analysis.15

Based on interim feedback from debate coaches, I also collected data on
students’ gender and their misbehavior in response to the post-test (see Table 2.2).

15I do not formulate an explicit hypothesis about the sign of the heterogeneity, as existing
empirical evidence could justify either: Siegel et al. (2014) show that exposure to more diverse
opinions can decrease ideological divisions and increase openness towards opposing points of
view, which would suggest that students with more polarized views could have more to gain from
the treatment. In contrast, if students derive utility from holding certain (fixed) beliefs (Golman et
al., 2017), they might be less responsive to the training.
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Table 2.2: Control Variables

Variable Measurement

Gender Self-reported.
Friends Percentage share of friends in the same class, same

school, or outside of school and time spent with
these friends.

Debater Binary indicator of previous exposure to academic
debating. Students who reported regular partici-
pation in any argumentation-based program (such
as the Debate League run by the Czech Debate
Association or the Model United Nations run by
the Association for International Affairs [AMO])
as one of their hobbies are considered “debaters”.
Students were not explicitly prompted to focus on
argumentation-based activities in their description
of their leisure activities.

Controversial opinions Self-reported answers to the European Values Sur-
vey questions on immigration and gender stereo-
types. Respondents indicate their agreement with
three statements on a scale 1-10. (For details, see
the appendix.)

Post-test sabotage Test-administrator reported data: A student is con-
sidered having “sabotaged” the post-test if he/she
engaged in any of the following: a) refusal to fill in
any part of the post-test, b) provision of deliberately
incorrect/satirical answers (e.g., by stating “a lot”
as a sum of numbers, c) destruction of any part of
the testing materials (e.g., by cutting it into pieces).

For the full text of questions, please see the Appendix.

Throughout, I standardize test scores and self-reported views (“controversial
opinions”) such that they can be interpreted as improvement/increase relative to
the control group in the pre-test in standard deviation units (σ); this is to ease
interpretation of value differences on test score scales that are arbitrary. (For the
fake news test that does not have a pre-test score, I standardize relative to the
control group in the post-test.)

2.3.4. Fake News Test

In order to measure critical thinking as applied to media literacy, I wanted to
develop a test that a) would be easy to understand for high school students, and
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b) would ask students to reason rather than provide true/false statements.
Drawing on two existing tests, I ended up using the following three questions:

1. Which [newspaper/news source] do you think this article comes from?
Which section (news/commentary/letters/...)?

2. Do you consider this article reliable? Explain why or why not.

3. Do you think it is necessary to fact-check any statements from the article?
Explain which statements you would fact-check and how.

The first test I drew on was the analytical part of media literacy evaluation as
proposed by Arke & Primack (2009): asking students to identify the likely sender
of the message (my question 1), and discussing the credibility of the message
(my question 2), including which information may be missing or misleading (my
question 3).

I also inspired my test by the work of Hobbs & Frost (2003) (henceforth HF),
specifically by their first and third items from their text comprehension test:

Table 2.3: Fake News Test vs. Hobbs & Frost Test

My test Hobbs & Frost Test

Do you consider this article reliable?
Explain why or why not.

... describe the main idea of this
broadcast. Use the WHO, WHAT,
WHERE, WHEN, WHY, and HOW
structure to explain the main ideas.

Do you think it is necessary to fact-
check any statements from the arti-
cle? Explain which statements you
would fact-check and how.

Identify three relevant questions,
facts, or pieces of information that
were omitted from the message.

The table compares two items from my media literacy test to their counterparts
in the Hobbs & Frost test from 2003. While my test focuses more on reasoning
(explain why, explain how), theirs focuses more on stating facts (describe ideas,
identify facts). These items correspond to my questions 2 and 3.

While HF’s first item asks subjects to apply a specific structure to describe
the contents of the article, I rephrase the question such that students have to
themselves come up with criteria for evaluating the article, and specifically its
reliability. HF’s third item (“Identify three...”) asks subjects to consider that
the message communicated to them might not be the full story; in contrast, I
ask students to list which parts of the article might be inaccurate, and, just as
importantly, explain how this could be verified.
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Students earned points for factually (question 1), argumentatively and/or
logically (questions 2 & 3) sound answers. For example, a student claiming that
the “article was reliable because it came from a newspaper” was not awarded
points, because not all newspapers report truthfully. In contrast, a student
explaining that “actions of a mayor can be fact-checked by consulting the city
hall’s website together with a local quality newspaper” was awarded points, since
the student demonstrated understanding the importance of comparing multiple
reliable sources of information. Two debate coaches, blinded to treatment status,
independently scored the test. Disagreements in scoring were discussed in order
to reach consensus.

As mentioned in the previous section, the article used in the field experiment
was a transcript of (the beginning of) a video report on three immigrant families
settling in Prague, receiving help from the municipality, and a “strategic plan”
to integrate them in the local community. As such, the contents of the article
suggested support for immigrants, and so together with the pretest elicitation of
students’ views on immigration the test allows me to study treatment heterogene-
ity depending on students’ views regarding the topic of the article they are asked
to analyse.

For more information regarding my test, see the Appendix. For a discussion
how the results of this test compare to the argumentative and logical parts of the
GAP test, see the Results subsection 2.4.2.

2.3.5. Context

The Czech educational setting has two crucial features that make it a suitable
location for this type of an intervention:

First, academic debating in the form of a structured, rule-based competition16

common in other parts of the world remains an obscure extracurricular activity
in the Czech Republic17, and is generally not integrated into school curricula. At
the time of the experiment, there were approximately 200 active high school-aged

16In this competition, two opposing teams typically clash on a given topic, taking turns arguing
for and against a motion. Interaction between teams is highly structured; for example, there
are rules specifying when and for how long teams can ask each other questions. Students are
not allowed to pick a side they would like to defend, and may thus be asked to advocate for a
view they themselves do not hold. An impartial judge evaluates the debate based strictly on the
arguments provided by the debaters, rather than his or her own knowledge of the topic. The goal
of the debate is not to persuade the opposing team, but rather to provide arguments in support of
an assigned position and explain why they are better or more important than points brought up
by the opposition.

17For example, according to the debate membership data from the National Speech and Debate
Association and the Australian Debating Federation, the USA has approximately 26 times more
active debaters per capita than the Czech Republic, and Australia has 58 times as many. Looking
at countries where English is not the students’ native language, Slovakia has approximately three
times as many debate clubs on the high school level per capita than the Czech Republic.
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debaters in the entire country, spread out across approximately 20 debate clubs.
This implies that students in my sample are unlikely to have had prior debate
experience or training, which could bias the results.18

Second, Czech high school students are allocated into fixed classes such that
students within the same grade but in different classes have generally little
interaction: Particularly prior to the final year of high school (i.e., in years from
which I drew my experimental subjects), classes tend not to mix for subjects, and
follow different schedules. It is likewise common for classes to have different
teachers. As a consequence, peer interactions are more common within-classes as
opposed to across-classes, which mitigates peer spillovers between treatment and
control clusters.19

Allcott’s 2015 work indicates that experimental research might over-estimate
the effectiveness of policies if researchers deliberately select to run their inter-
ventions in settings where they expect the largest treatment effects. To address
this concern, the schools I sampled for the experiment were a mix of academic
and vocational. One could argue that either type of school is “more suitable”, as
students in vocational schools have typically worse argumentative skills and have
thus more to gain from the treatment, whereas students in academic schools are
likely to be more receptive to the treatment. It is also important to note that given
the nature of academic debating, students from the academic schools are more
likely to have been exposed to some form of argumentation training before, for
example through academic essays. Therefore, in robustness analyses, I control for
the type of school students attend.

2.3.6. Implementation Partners

The methodology used throughout the experiment was developed in coopera-
tion with the Czech Debate Society, and consulted with a teaching methodology
expert from the Slovak Debate Association. The workshops were taught by top
Czech debate coaches and debaters (12 in total).

The general academic prerequisites test was an adapted and shortened version
of the established test used for Czech university admissions, and was developed
and provided by the SCIO company, the creator of the official test.

18Recent research indicates that debaters in countries like the Czech Republic are likely to
be a self-selected group that differs from the general population both in attitudes and behavior
(Valkering et al., 2018).

19I also provide descriptive evidence that students indeed have more friends and spend more
time with classmates as opposed to other students in their school.
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2.4. Results

I structure this section into three parts: First, I provide basic descriptive
information about my sample, and balance tests. Second, I discuss the treatment
effects on general skills and media literacy. And third, I run two robustness
checks.

Throughout, as pre-registered, I report two main outcomes of interest (GAP
total test score, fake news test score), and one secondary outcome for robustness
(refined GAP score that excludes the quantitative component of the test). Addi-
tionally, I report GAP quantitative test score separately as a placebo check. I did
not have a pre-analysis plan.

2.4.1. Descriptive Statistics

First, I check that my control and treatment classes are balanced on observable
characteristics: gender ratio, class size, students’ prior exposure to debating, and
GAP results from the pre-test. I do not include the type of school since by design,
each school (and thereby each school type) has at least one class in control and
one in treatment. Results are reported in Table 2.4.20

In total, only four students (two per condition) report prior debate experience;
this is reassuring as a sign of no sample contamination. In what follows, I do not
control for debate exposure in regressions as its effect on results is minimal.

20As discussed later in Chapter 3, in clustered class experiments like this one, peer effects
may be important. If I were allowed to collect more extensive data about these students, I would
have focused on peer interactions, and the possibility of treatment spillovers through friendship
networks. This would provide an interesting comparison to the Chicago context, in which students
from different classes interact much more.
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Table 2.4: Balance Tests

Control Treatment Mann- T-test

Variable mean mean Whitney Clustered Not

Gender ratio 0.45 0.44 0.616 0.852 0.363
Class size 23.9 25.6 0.383 0.442 0.002
Debater 0.007 0.006 0.888 0.926 0.932
GAP total pre-test 0.00 0.11 0.724 0.685 0.167

N = 30 clusters, n = 560 students
I perform three types of tests to compare equality of means: A Mann-Whitney-
U-test that compares averages on the level of classes, and t-test with and
without clustering (clustering on the level of classes).
Control and treatment means are reported on the individual level.
Gender ratio is defined as the number of girls in class divided by class size,
including students who indicated their gender as non-binary. Debater refers
to the fraction of students who are classified as “debaters” based on their
self-reported hobbies. GAP results correspond to standardized total scores.

Next, I verify my initial assumption that students in the Czech context are
relatively more likely to interact with peers in their own class as opposed to other
classes within the same school. This is shown in Table 2.5: Given that students
report to spend about half of their time with friends outside of their school, and
these friends form half of their friendship network, the scope for within-school
peer effects is limited. Additionally, friends from the same class tend to be more
than twice as important than friends from other classes, further suggesting that
treatment spillovers are likely to be limited in this setting.21

While students in the control classes tend to have relatively more friends
within their own class, and treated students tend to have relatively more friends
outside of their own school, these differences are not particularly concerning
regarding spillovers, as those would be driven by friends in the same school but
another class.

21Notice that the percentages do not necessarily sum up to 100; this is because some students
created a separate category for friends who no longer attend any school, or spending time alone
or with relatives.
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Table 2.5: Friends in class, in school, and outside of school

Control Treatment Mann- T-test

Variable mean mean Whitney Clustered Not

Share of friends (%):
in class 35.8 30.3 0.419 0.062 0.003
in school 13.6 13.8 0.917 0.895 0.865
outside of school 49.0 56.7 0.110 0.067 0.007

Time spent with friends (%):
from class 29.4 27.4 0.330 0.420 0.290
from school (%) 12.1 12.6 0.724 0.766 0.689
outside of school (%) 53.1 55.6 0.310 0.527 0.312

N = 30 clusters, n = 560 students
I perform three types of tests to compare equality of means: A Mann-Whitney-U-test
that compares averages on the level of classes, and t-test with and without clustering
(clustering on the level of classes).
Control and treatment means are reported on the individual level.

Finally, I provide a descriptive overview of outcome variables from both
treatment and control classes, from the pre- and post-tests. This is reported in
Table 2.6. As the table makes clear, both control and treated students improved
in their logical and argumentative reasoning, while quantitative and verbal skills
remained similar. For readers interested in the raw (unstandardized) total GAP
scores, their distribution is plotted in 2.3.

Table 2.6: Summary Statistics

Control group Treatment group

Pre-test Post-test Pre-test Post-test

GAP scores
Quantitative 0.00 -0.03 0.05 -0.02
Verbal 0.00 0.06 0.12 -0.01
Logical 0.00 0.66 0.09 0.54
Argumentative 0.00 0.39 0.07 0.50
Total 0.00 0.28 0.11 0.26
Refined 0.00 0.46 0.13 0.41

Media Literacy 0.00 -0.01

N = 30 clusters, n = 560 students
Control and treatment means are reported on the individual
level.
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Figure 2.3: Distribution of Baseline (Total) GAP Test Scores (Unstandardized)

2.4.2. Skills

Moving on to the main analysis, I study whether my treatment impacts
students’ skills.

Just like in Chapter 1, I estimate the following type of equation

Yi = α + βDi + εi (2.1)

where β is capturing the causal effect of treatment on an outcome of interest.
With random assignment and full treatment compliance22, I estimate the Average
Treatment Effect (ATE) which coincides with the Average Treatment Effect on the
treated (ATT).

In my analysis, I discuss more general skills as measured by the GAP test, and
media literacy as it is applied to one very specific context.

22I.e., all students allocated to the treated classes receive the treatment, and no students in the
control classes do.
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As Table 2.7 indicates, my treatment does not significantly improve students’
GAP test scores or fake news test scores. These estimates are similar across speci-
fications, and hence robust to the inclusion of control variables.23 For example,
the treatment estimate for media literacy skills ranges between -0.014 and 0.006 of
a standard deviation.

Table 2.7: Treatment Effects: Effect of Debating on Cognitive Skills

Main Outcomes Robustness Placebo

Total Score Media Literacy Refined Score Quant

Regressions w/o Controls:
Treatment -0.028 -0.014 -0.053 0.013

(0.323) (0.194) (0.329) (0.223)

N 30 30 30 30
n 524 524 524 524

Regressions w/ Controls:
Treatment -0.054 0.006 -0.136 0.048

(0.133) (0.134) (0.172) (0.103)
Pre-test score 0.658*** 0.197** 0.597*** 0.383***

(0.074) (0.067) (0.076) (0.034)
Academic school 0.475** 0.293 0.572** 0.511***

(0.123) (0.221) (0.148) (0.117)
Male -0.185* -0.268* -0.276** 0.098

(0.076) (0.121) (0.088) (0.070)

N 29 29 29 29
n 439 439 439 439

Dependent variable is student performance on the GAP test (columns 1, 3, 4) or
the fake news test (column 2). The total GAP test score is used as the “pretest”
score for the fake news test. Standard clustered errors in parentheses.
* p < .05, ** p < .01, *** p < .001

In contrast, baseline ability, and type of school the students attend are robust
predictors of performance.24 This is an intuitive result for two reasons: First,
students are sorted into academic/vocational schools based on a similar test at

23Likewise, the estimates are robust to the inclusion of school fixed effects, even though these
estimates rely on a small number of classes in each school. For this reason, I do not show fixed
effect regressions in the tables.

24Gender does not significantly interact with treatment status; regressions not reported.
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the end of their primary education, and second, one’s skills should be correlated
with one’s past skills. Notice that in the panel with control variables one class and
several other students drop out; this is because one class had no male students
and some students did not indicate their gender.

Checking whether the verbal, logical and argumentative parts of GAP (‘Refined
GAP Score’) measure similar skills to the media literacy test, I find that these
post-test scores are positively and significantly correlated (Spearman’s rho of 0.24,
0.24 and 0.13, respectively, p < 0.01). This suggests that my fake news test seems
to draw on these general skills, yet measures a skill not fully captured by any of
the three GAP components.

Together, I can summarize my results as follows:

Result 1: The debate treatment does not significantly improve students’ critical
thinking skills, leading me to reject Hypothesis 1.

Result 2: I find support for my Hypothesis 2, as quantitative skills are unaf-
fected by the treatment.25

2.4.3. Robustness Checks

Having shown no significant treatment effect on any of the measured skills, I
provide two types of robustness checks: First, I exclude students who deliberately
sabotaged the post-test in either explicit or covert ways. And second, I study
treatment effects specifically on students whose opinions are the most opposed to
the content of the (liberal-leaning) article used in my media literacy test. These
students are - coincidentally - those whose views on immigration diverge the most
from the majority of their peers.26 In what follows, I call these subjects “students
with opposed views”.

Exclusion of Observations

I consider two types of students whose actions may have directly affected
the post-test results: those who systematically filled in nonsensical answers (e.g.,
“hello” instead of a multiple choice answer) or submitted the test early without
paying attention to their answers27 (n=20), or those who damaged the test (e.g.,
shredded it; n=6).

25As discussed above, this result needs to be interpreted with caution, as my experiment can
merely be under-powered to detect any effect.

26In the analysis of Van Hiel & Mervielde (2003), those with the [largest] absolute value of the
difference between the median answer and the individual’s answer are defined as “extremist”.

27Because it is certainly possible to complete the test before the time limit is up, and some top
students did so, I only classify as “saboteurs” those students who both submitted their tests early
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First, I verify that treatment does not cause disproportionate test sabotage
(coefficient 0.008, p> 0.8, N=30, n=524). This is reassuring, since if post-test
behavior was a form of retaliation towards the experimenter, dropping these
observations could bias my results.

These misbehaving students are relatively representative of the sample regard-
ing their number of friends, size of class they come from, or self-reported views
on controversial topics, but tend to be disproportionately male (70%), and had
their post test administered by a female debate coach (100%). By definition, they
perform worse on the GAP or fake news test.

Second, moving on to treatment effects, I exclude these misbehaving students
(who are approximately 5% of my sample). As Table 2.8 makes clear, these
students are not the reason for my null effect of treatment on skills. Treatment
estimates remain insignificant and similar in magnitude, albeit their precision
increases a little. (Inclusion of control variables does not affect the results; not
reported.)

Table 2.8: Treatment Effects: Excluding Misbehaving Students

Main Outcomes Robustness Placebo

Total Score Media Literacy Refined Score Quant

Treatment 0.017 0.030 -0.015 0.051
(0.310) (0.178) (0.317) (0.214)

N 30 30 30 30
n 498 498 498 498

Dependent variable is indicated on top of each column. Standard clus-
tered errors in parentheses. Only regressions without control variables
are reported.
* p < .05, ** p < .01, *** p < .001

Students with Opposed Views

As the final part of my analysis, I ask three questions: Who are the students
with views disagreeing with the message of my fake news test, are they differen-
tially affected by the treatment, and are they disproportionately more likely not to
fill in the media literacy test on which they would have to read and think about
content they might disagree with?

and got negative total scores on their GAP test, implying that they guessed (incorrectly) most of
the time. Notice that the GAP test (just like an SAT) is multiple-choice, and so guessing is possible
and wrong answers carry a penalty. The media literacy test contains only open questions, and so
guessing is difficult to classify, and I do not attempt it.
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Before I can identify who is “opposed” in their views to the article’s message
(or to their classmates’ views), I provide an overview of all students’ opinions.
Notice that the median opinion of students is liberal-leaning (see Figure 2.4), i.e.,
slightly agreeing that immigrants do not take away jobs from natives (answer of
6/10), that the proportion of immigrants will not become a threat (6/10), and that
it is better if immigrants do maintain their customs and traditions (4/10). This
is similar to the overall European Values Survey results from the same year this
study was conducted, in which respondents gave median responses of 6, 5, and 6
(EVS, 2017).28

28The “threat to society” question was not included in the 2017 EVS edition. Instead, I use the
most similar question, whether immigrants make crime problems worse.
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(a) Agreement with: “Immigrants do not take jobs away from natives in a country”

(b) Agreement with: “In the future the proportion of immigrants will not become a threat
to society”

(c) Agreement with: “For the greater good of society it is better if immigrants do not
maintain their distinct customs and traditions but adopt the customs of the country”

Figure 2.4: Students’ Views on Immigration; Pre-test (n=555). 10 stands for full
agreement, 1 for full disagreement with the statement. Median views are colored.

76



Moving on to my first question, I characterize the students who stand out
as the most opposed to the fake news test content.29 The text of my fake news
article was liberal-leaning, i.e., expressing that it is good news that immigrant
families decided to settle in the country. Specifically, I isolate 7%, 14%, and 24% of
students whose views most deviate from the median opinion in the conservative
direction.30

As for their characteristics, students with such opposed opinions are majority
male (73%), more likely to come from a vocational school31, perform approxi-
mately 0.1 standard deviation better on the (total) GAP pre-test than their peers,
and are relatively spread out in small numbers across classes as opposed to being
clustered in a small number of classes (see Figure 2.5).

Figure 2.5: Distribution of Students with Opposed Views across Classes

Second, I re-estimate treatment effects allowing for interaction of treatment
and opposed views. As Figure 2.6 illustrates, whichever cutoff for the subgroup
of students with opposed views I choose, they do not seem to be differentially
affected by the treatment. To some extent, these students perform a little worse
on the fake news test, but the effect is far from significant.32

29The students’ views on immigration were elicited prior to treatment in the pre-tests, and the
media literacy test dealing with the topic of immigration was administered in the post-test.

30These three cutoffs are the closest I can get given the discrete nature of the data to more
“standard” cutoffs of 10%, 15%, and 20%.

31In my sample, 31% of students are from vocational schools. Among the most opposed in
their opinions, this share rises to 36%.

32Regarding control variables, just like in previous analyses, in regressions with controls pre-test
scores and type of school remain significant predictors of performance (results not shown). In
contrast, the number of peers with opposed opinions is neither a large nor a significant predictor
of test scores, suggesting that this type of peer effects is not large in magnitude.
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Figure 2.6: Sensitivity of estimates to subgroup specification; 95% confidence
intervals shown

As a third step, I check whether these students display more defiant behavior
in response to this article, i.e., whether they are a) more likely to sabotage the
post-test (n=26), b) more likely to submit a completely blank media literacy test
(n=32), or c) either of the above. Since the effects are similar for the 7%, 14% and
24% subgroups, I only report the 7% subgroup. This is shown in Table 2.9.
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Table 2.9: Sabotage as a Response to the Fake News Test

Misbehavior Blank test Either

Treatment 0.023 0.038 0.042
(0.035) (0.049) (0.057)

Opposed Opinions (7%) 0.045 -0.021 0.024
(0.078) (0.014) (0.079)

Treatment × Opposed -0.100 -0.038 -0.119
Opinions (7%) (0.083) (0.049) (0.095)

N 30 30 30
n 441 441 441

Dependent variable is indicated on top of each column. Standard
clustered errors in parentheses. Only regressions without control
variables are reported.
* p < .05, ** p < .01, *** p < .001

Echoing the previous results, I find that students with opposed opinions are
neither more likely to deliberately sabotage the post-test, nor submit a blank test,
which is true both for treated and control students. This is interesting, since it
suggests that students with opposed views do not seem to avoid content they
disagree with (e.g., by recognizing it early and stopping reading altogether), and
treatment does not affect this behavior either.

Therefore, I conclude that students exhibit remarkable homogeneity in behavior
despite having quite different views of the text they were asked to analyse, and
therefore very different incentives to engage in motivated cognition (Čavojová et
al., 2018).

2.5. Discussion and Conclusion

In my field experiment, contrary to the predictions of empirical literature
discussed in the introduction, I find that teaching students (or, in some cases more
accurately, making students attend workshops on) basic argumentative and public
speaking competencies does not significantly improve students’ cognitive skills
relative to a control group: neither those measured by standardized tests, nor
those applied to a practical problem of evaluating a news article.

Two broad sets of explanations for this null result come to mind: Either there
are problems with the existing literature, or with my experiment.

Looking at the first explanation, the large effect sizes identified by the prior
literature could have overestimated the effect of debating because self-selection is
notoriously difficult to correct for. While it is possible to match “similar” students
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based on observable characteristics such as grades or background, it is very likely
that unobservables such as motivation, goals and aspirations, or personality traits
may differ between debaters and non-debaters. As a result, debaters might not
be successful because they are debaters; they would have succeeded even in the
absence of the activity because of some other reasons.

Alternatively, the existing literature on the benefits of debating may be suffering
from other problems not related to self-selection. Coming back to the meta-
analysis by Allen et al. (1999), my study highlights two things: First, benefits
of debate programs might not be universal across contexts and student types,
and (theoretically) may even backfire. This is a problem especially if researchers
deliberately choose to conduct studies in contexts where they expect the highest
treatment effects first (Allcott, 2015), since then even meta-analyses paint a biased
picture. Second, even with a sample size larger than any other study included in
the meta-analysis33, my study is ex post under-powered given the point estimates
of my treatment effects. This suggests caution in interpreting the existing literature,
as in small samples, spurious results are more likely34, and could lead to incorrect
policy recommendations.35

The existing literature focusing on media literacy (Jeong et al., 2012) tends
to be more recent, with more control and deliberate randomization, and so
methodological issues are less of a concern. However, these studies tend to
explicitly teach media and text analysis, and subsequently test the exact same
skills. This is very different from (and, arguably, easier for subjects than) teaching
a general skill (e.g., what is a good piece of evidence to support an argument) and
asking subjects to apply it to a specific context (e.g., how could the evidence this
author uses be verified). This means that a direct comparison of my work to this
literature is difficult, because the approaches are fundamentally different. Which
of these approaches is preferred then depends on the intervention’s objective,
whether a specific or broad skill is more important to target.

As for the second broad explanation, it can be argued that my experiment
did not deliver the level of benefits to students one would anticipate because
it did not match the intensity of a “typical” debate training program: Four in-
class workshops together with in-class activities cannot match a competitive
program with weekly training in small groups, regular tournaments, and detailed
personalised feedback.

33The largest study in the meta-analysis is a cross-sectional study with 415 subjects (Howell,
1942).

34Altmejd et al. (2019) show that sample size is an important predictor whether a study
replicates.

35I am not the first to criticize research methodology of critical thinking interventions; for
example, Behar-Horenstein & Niu (2011) in their literature review discuss limitations of past work
concerning sample size, sample representativeness, or lack of control groups. The authors further
note that none of the true experimental studies with random assignment and a proper control
group included in their review yielded a significant improvement in critical thinking skills.
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Similarly, the experiment did not introduce any high-powered incentives
(such as money, grades, or tournament prizes)36 to perform well either during
workshops or on the administered tests. As a consequence, I cannot identify
whether students’ test scores did not increase because students did not learn
anything, or because they did learn something but refused to put effort into the
tests.37

On the other hand, if high program intensity or high-powered incentives
(or high student enthusiasm) are required for the program to yield measurable
benefits, it might not be the most cost-effective solution to improve students’
skills. This is particularly relevant if one considers scaling up debate programs to
schools where students might not be innately interested, and rater than focusing
on learning they might want to come up with creative ways to boycott the program
(like I observed during the post-test).

An interesting observation regarding student learning is that both the treatment
and control group students seem to have improved their argumentative and
logical abilities relative to baseline as measured by the GAP test. Assuming
that cross-cluster spillovers are unlikely given the friendship data I reported, a
possible explanation could be spillovers through teachers: either intentionally,
with teachers deliberately using the supplementary materials in control classes, or
unintentionally, with teachers integrating some debate practices into their teaching
styles. Without data on teacher behavior, I cannot explore this hypothesis further.

My experiment suffered from other shortcomings. The first concerns outcomes:
For example, I only have one pre- and one post- measure of students’ skills (and,
in the case of media literacy, only the post- measure), which does not allow me to
say anything about immediate short-term (e.g., after a workshop) or longer-term
(e.g., after several months) effects, let alone study long-term consequences on
student decisions and other outcomes discussed in the past literature, such as
college applications, motivation, different types of skills, or earnings.

The second important shortcoming of my work concerns implementation: While
it would have been ideal to hire a few (professional) teachers to teach the debate
curriculum (like it was done in Chapter 3), I had to rely on volunteers who, while
experienced debaters, did not have degrees in education, and likely varied in
their teaching styles.38 Likewise, I had no control over what and how the teachers
of the treatment classes taught their students from my curriculum, which can
introduce substantial heterogeneity in results.

36The only incentives the students faced were i) winning and losing during in-class workshops
and activities coupled with praise from debate coaches and/or the teachers, and ii) receiving a
report of their test scores with comparisons how well they did relative to others.

37A lack of effort seems like a natural explanation given the research of Gneezy et al. (2019) who
show that it is possible to substantially increase students’ test scores by providing high-powered
incentives, i.e., by incentivizing effort.

38On the other hand, this way my experiment realistically estimates how effective a scaled-up
program could be when hiring perfect inputs is not feasible (Al-Ubaydli et al., 2020).
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In future work, I hope to address the channels why argumentation training
might not work. Specifically, I plan to focus on the the role of beliefs as valuable
assets to hold onto, even in the face of contradictory logical evidence (Abelson,
1986), and address two previously noted shortcomings of this study: the students’
willingness to apply their skills (demand-side), and the possibility of student
interactions, and hence spillovers.

In order to study the power of motivation on students’ willingness to apply
their skills, I plan to systematically vary the strength of incentives in a laboratory
setting. As an added benefit, laboratory software allows me to measure effort
more precisely, for example by eye-tracking. In order eliminate spillover effects
from both teachers and friends, I will treat students on an individual level as
opposed to group level, and measure their skills before any interaction can take
place.
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3.1. Introduction

Peer interactions may result in substantial treatment spillovers through social
networks, amplifying or dampening the impacts of educational interventions.
Such spillovers are possible both among students who are directly targeted
by the policy (“treated”), or from treated to “control” students who were not
targeted by the policy (Miguel & Kremer, 2004). Not accounting for spillovers
can therefore result in either over- or under-estimation of treatment effects, which
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has important consequences for policy evaluation (Wilkinson et al., 2000) and can
lead to misguided investment priorities.

To illustrate, List et al. (2020) find that neighborhood spillovers from an early
childhood educational intervention make up a substantial portion of the total
treatment effect: Their treatment improved the cognitive test scores of treatment
group children by 0.82σ, but the control group children’s test scores likewise
increased: by a full 0.75σ. Therefore, disregarding social spillovers would have
led to severely underestimated treatment effects.

In this paper, we contribute to the peer spillovers literature by analysing how
treatment effect estimates change as we control for the treatment assignment of
different types of peers. Unlike List et al. (2020), we work with a rich dataset of
social connections that allows us to compare the importance of peers depending
not only on their characteristics, but also the type of relationship they have with
one another. To the best of our knowledge, we are the first to test whether there
are spillovers from an exogenous educational treatment through peer networks.

We focus on adolescence as a particularly sensitive period, a limited window
in development during which the effect of experience on brain function and
growth is particularly strong (Anderson, 2002; Thompson & Steinbeis, 2020),
and individuals are looking for their identity, clarifying who they are and who
they want to become (Burnett et al., 2011). Additionally, the thrust of work in
neuroscience and psychology reveals that adolescence is a key period of peak
neurobehavioral sensitivity to social stimuli (Albert et al., 2013; Burnett et al.,
2011). The brain regions underlying “social processes” continue developing in
important ways at this age, certain problem-solving behaviors emerge during
adolescence (Somerville et al., 2017). Therefore, the literature suggests that the
adolescent years represent an especially acute time to affect dramatic change in
cognitive skills through both individual and social motives.

The empirical analysis in this paper has two parts: First, we provide descriptive
evidence on how students sort into friendships1 and other social connections based
on their observable skills and characteristics. We find that friends are positively
selected on all dimensions of skills, and most dimensions of personality and time
use (i.e., how they spend their leisure time). In contrast, we find negative selection
on school absences and disciplinary infractions.

Second, we compare the magnitude of peer spillovers across different types
of peers and their implications for treatment effects, focusing on the formation
of cognitive skills. Our data allows us to differentiate between friends and peers
who serve as sources of information, and speak to their relative importance in
policy targeting in the spirit of Banerjee et al. (2013).2

1Throughout, whenever we discuss friendship links, we refer to friendships within a school, as
these are the only friendships we observe.

2Banerjee et al. (2013) show the importance of networks for learning in a microfinance
context. They quantify the relative importance of microfinance participants and nonparticipants
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Agnostic about the direction and source of peer effects ex ante, we estimate
three benchmark models, common in the economics of education literature (Sacer-
dote, 2011): the bad apple, linear-in-means, and shining light. These approaches
put different weight on which peers influence others the most: Whether it is the
“bad” or disruptive peers who provide negative externalities to others, whether all
peers matter equally and thus can be averaged out, or whether the “best” peers
provide a good (“shining light”) example or contribute to their friends’ learning.3

We extend the literature on spillover and peer effects in education by including
one other type of important peers: those relied on for educational and social
information by others, whom we hypothesize to be particularly important for
spillovers.

We find that including peers in the model does not change our main policy
conclusion regarding the intervention: None of our treatments significantly im-
proves the average students’ cognitive skills. However, the point estimates of the
treatment effects change considerably across models—up to 0.3 σ—suggesting
that peer effects are empirically important. This is further highlighted in our
exploration of heterogeneous treatment effects that are very sensitive to how we
control for peers.

The rest of the paper is structured as follows: In Section 2, we relate our work
to the existing literature on skill formation, and on peer effects in educational
interventions. In Section 3, we describe the study setting and our experimental
design. Section 4 discusses friendship sorting, and treatment effect estimates.
Section 5 concludes.

3.2. Literature

The prevailing view in the literature is that investments into children’s skills
are critical: Early investments yield long-term gains (Cunha & Heckman, 2007),
particularly for cognitive skills (Barham et al., 2013), and accumulate with the
students’ and their peers’ investments (Henry & Rickman, 2007). Additionally,
both cognitive and non-cognitive skills have been shown to be very persistent over
time (Cunha & Heckman, 2008) and adolescence is found to be a sensitive period
for skill investments (Joensen et al., 2020).

Analyzing how much a specific peer contributes to another student’s skills or
performance in a university environment, Isphording & Zölitz (2020) define a peer
value-added. The authors point out two empirical results: First, there is substantial
heterogeneity in the ability of a student to contribute to their peers’ performance.
Second, many observable characteristics are poor predictors of this value-added.

for information diffusion in social networks, and find that both types of individuals contribute to
overall informedness.

3See e.g., Sacerdote (2011) for an overview of empirical evidence regarding these approaches.
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We relate to their work by studying a peer’s importance based on their skills,
treatment assignment, and position in the social network.4

Similarly, Neidell & Waldfogel (2010) study peer spillovers during childhood.
Relying on value-added models with school fixed effects, the authors find not
only that classmates’ investments in education improve one’s cognitive test scores,
but that these effects persist over time. We relate to this work by considering
whether peers being provided with possibly different types of skill investments
results in any skill production complementarities.

Our paper contributes to this broader literature in two ways: First, we quantify
peer effects for an intermediate age group, i.e., adolescents.5 Second, we differ-
entiate between different types of endogenous peers, and test for heterogeneity
conditional on observable characteristics in a setting with exogenous treatments.6

A rich literature has explored the combination of exogenous and endogenous
peer effects in randomized controlled trials or natural experiments. These studies
typically take advantage of exogenous assignment of students into classes, and
endogenous friend/study group self-selection. In a study similar to ours, Mehta et
al. (2019) combine data on both exogenous (randomly assigned) and endogenous
(friend) peer groups and find that in both cases, having more studious peers
positively affects college grades. This is in line with other papers relying on this
type of identification strategy (Golsteyn et al., 2021; Sacerdote, 2001; Stinebrickner
& Stinebrickner, 2006). Feld & Zölitz (2017) find that the mechanism for academic
spillover effects is group interaction (as opposed to teacher countervailing re-
sponse). We contribute to this literature by having richer data on peer networks
and directly quantifying peer spillovers from a randomized intervention.

Social influence is in general an important mechanism for other types of peer
spillovers in education. For example, family interactions have been shown to
influence choices that are consequential for adult labor market outcomes (Altmejd
et al., 2020; Dustan, 2018; Joensen & Nielsen, 2018).

A natural way to extend the analysis of peer effects is to consider how infor-

4Heterogeneous peer effects across ability levels have been extensively documented in the
experimental literature; see e.g. Burke & Sass (2013); Cooley (2010); Imberman et al. (2012); Lavy
et al. (2012); Tincani (2017).

5To our best knowledge, we are the first to study educational skill spillovers for this age group,
though other types of spillovers have been documented in the literature, for example peer effects
on risky behaviors (Card & Giuliano, 2013). In general, we would expect large peer spillovers for
this age group in particular, as past psychological research indicates that early adolescents (as
opposed to children) seek peer acceptance and popularity, and turn to their peers for advice or
comfort (Gould & Mazzeo, 1982).

6The descriptive part is similar to Kassarnig et al. (2018) who utilise machine learning to
identify which own and peer characteristics from an observational dataset are predictive of academic
performance. They find that class attendance, social media use, and two personality traits
(conscientiousness and self-esteem) have substantial explanatory power for the students’ GPA.
The authors focus on endogenous peer interactions, since their subjects come all from the same
university and are not explicitly exogenously allocated to separate classes.
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mation flows through the social network. A common approach in the literature is
to take advantage of the timing of real-world events such as harvests that allow
for learning (Conley & Udry, 2010) or of the fact that some individuals are more
important for learning in a network than others (Conley & Topa, 2007; Topa, 2001)
for identification. Motivated by this literature, we re-estimate our peer effects
models taking into account how well connected a student is, and hence how
many opportunities they have for interacting with others and learning from them
(Calvó-Armengol et al., 2009).

3.3. Data and Field Experiment

The original purpose of this experiment was to study which interventions are
the best suited to aid skill development during adolescence. In this section we
describe the experimental design, our treatments, and the data we collected in
order to study treatment spillovers. We note that we had not pre-registered any
hypotheses and we had not created a pre-analysis plan for this project.

3.3.1. Study Setting and Experiment Overview

To run the field experiment, we partnered with three public junior high schools
from the suburbs south of Chicago, Illinois. The school makeup is predominantly
low-income as 96%, 94%, and 69% of the children in these schools are eligible
for free or reduced price lunch.7 Standardized test scores indicate that students
in these schools are largely behind the national and state averages. To illustrate,
the percentage of students meeting proficiency standards on the Partnership for
Assessment of Readiness and College and Career (PARCC) tests was 17%, 26%,
and 23% in these schools respectively, while the corresponding percentage for the
entire state of Illinois was 37%.8

We hired two teachers (one male and one female) with Bachelor’s degrees in
education to develop and implement the program, including teaching the classes.
The teachers should be considered “average” in the sense that future scaling of
the program should not be impacted by hiring unrealistic inputs (Al-Ubaydli et
al., 2020).

The study took place during the 2016-17 school year. Students aged 12-14 in
grades 7 and 8 without special education needs were eligible to participate. Of
the 1498 parents, seventeen opted out of the program prior to being randomized
(and all remaining children verbally consented to participate).

In all schools, the school year was split into four academic quarters. Students
were assigned to participate in our intervention for only one quarter (i.e., 10 or

7Free and reduced price school lunch eligibility is based on having a household income at
130% and 185% of the poverty level, respectively.

8Data from the 2017 Illinois Report Card.
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11 weeks), which was the quarter when they would typically attend an elective
health, physical education or study hall class.

At the beginning of the year, we randomized students at the classroom level
(69 classrooms total) to one of our six treatments. Children randomized to one
of our treatments attended a class taught by one of our two teachers twice a
week. Children randomized to the control group continued to attend their regular
elective.

To evaluate the program, students participated in two assessments (at the be-
ginning and end of the program), facilitated by a research coordinator or research
assistant. Each assessment lasted approximately 80 minutes, and was conducted
with a combination of paper- and iPad-based questions. We also collected admin-
istrative data from the schools on the children during our program. Participants
did not receive any monetary incentives for taking part in the intervention.

3.3.2. Treatments

The classes were allocated into one of six treatments (see Table 3.1). Each
intervention resulted in at most 18 contact hours per child (2 hours per week for a
10 or 11-week quarter, minus 4 hours of assessment time).9 More details on the
randomization and institutions are provided in Appendix C.1.

Students in the Control group attended their regular class/study hall without
any adjustments.

Students in the Information treatment received information about college
attendance (such as training and funding options, or campus life), and visited the
University of Chicago on a field trip. We hypothesized this could have helped
students change their aspirations, and possibly form concrete plans how to pay
for college attendance. As a result, students would have a reason to work harder
in school, and thus perform better on tests.

Students in the Cognitive (C) and Non-cognitive (N) treatments followed a
bi-weekly program. The cognitive curriculum focused on math ability, and the
non-cognitive curriculum focused on topics like goal setting, grit, and character
building. We hypothesized that the cognitive curriculum could have helped strug-
gling students catch up in mathematics, whereas the non-cognitive curriculum
could have helped students develop the right study skills to succeed in a variety
of courses.

Students in the Combination class (CN) treatment followed a bi-weekly pro-
gram that included (selected topics from) both a cognitive and a non-cognitive
curricula, with equal amounts of time devoted to each such that the total class
time did not exceed that of the other treatments.

9The exception was the fourth quarter, which had at most 16 contact hours due to 8th grade
graduation.

91



Students in the Combination class with Information (CNI) received both the
content of the Information, and the Combination class treatments. To make sure
that all treatments took approximately the same amount of time, some topics from
the CN treatment were dropped (finding your spark, grit, planning, determining
success).

Table 3.1: Treatment Descriptions

Treatment Description

Control (Control) Attend normally scheduled study hall/class.

Information only (I)
Topics in the information intervention include interests, careers, education,
training, and cost/funding options.
Delivery: 5 lessons and one field trip to the University of Chicago

Cognitive class (C)

Twice a week. Topics covered include order of operations, exponents, probability,
computation with integers, writing equations, ordering fractions, plotting
points and lines, and calculating angle and side measurements.
Delivery: lessons, worksheets, group games, discussions, and post quiz

Non-cognitive class (N)

Twice a week. Topics covered include dreams, purpose, potential, goals, growth
mindset, finding your spark, grit and perseverance, roles, being a good citizen,
self-esteem, respect, building character, identifying and overcoming obstacles,
review and evaluate your plan, and determining success.
Delivery: lessons, worksheets, group games, discussions, and post quiz

Combination class (CN)

Twice a week. Combines selected topics from the cognitive and a non-cognitive
curricula. Lessons from the cognitive curriculum include order of operations,
exponents, probability, and writing equations. Lessons from the non-cognitive
curriculum include dreams, potential, goals, growth mindset, finding your spark,
grit and perseverance, review and evaluate your plan, and determining success.
Delivery: lessons, worksheets, group games, discussions, and post quiz

Combination class & Info (CNI)

Bi-weekly, combines selected topics from the cognitive and a non-cognitive curricula
with the information intervention. Lessons from the cognitive curriculum include
order of operations, exponents, probability, and writing equations. Lessons from the
non-cognitive curriculum include dreams, potential, goal-setting, and growth mindset.
Lessons from the information intervention include interests, career, and education.
Delivery: lessons, worksheets, group games, discussions, post quiz, and one field
trip to the University of Chicago

3.3.3. Data and Evaluation

We focus on academic skills such as reading and math, which we refer to as
cognitive skills, for our treatment spillover estimates. In our descriptive analysis,
we also include the students’ executive functioning, their personality, disciplinary
problems, and time use in order to show that sorting into friendships occurs
across multiple observables, and not only cognitive skills.

Let us now describe these measures in detail. First, we use school records on
the standardized math and reading Measures of Academic Progress (MAP) test
scores. The MAP Math test assesses performance on number sense, estimation
and computation, algebra, geometry, measurement, statistics and probability,
problem-solving, reasoning, and proofs. The MAP Reading test assesses read-
ing comprehension, the capacity to identify literary elements, phonics, word
recognition, and word relationships.
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Second, we administered a four-part National Institute of Health (NIH) Toolbox
measuring the executive functioning (EF). This consisted of the List Sorting
Working Memory test (measuring working memory), Dimensional Change Card
Sort (DCCS) test (measuring cognitive flexibility), Flanker Inhibitory Control
and Attention test (measuring attention and inhibitory control), and the Picture
Sequence Memory Test (PSMT) (measuring episodic memory).

Third, we combine school records and survey data to construct a network of
contacts students already have. We distinguish between exogenously imposed
links (students in the same school, grade, and class), and endogenously formed
links (students listed as sources of social or educational information, and up to
five students listed as friends). Regarding the endogenous links, we aimed to
identify two types of important peers: those likely to connect students from many
different peer groups (sources of information), and those a particular student
interacts with often (friends). The exact wording of these questions is provided in
Appendix C.2 at the end of subsection 4.

Fourth, we use detailed school records on disciplinary infractions and absen-
teeism. Disciplinary infractions include all types of offenses, from severe (e.g.,
weapon possession, violence) to minor (e.g., dress code violations).

Finally, we complement the above with survey data on the students’ big five
personality traits (Gosling et al., 2003; John et al., 1991), grit (Duckworth et al.,
2007), self-control (Tsukayama et al., 2013), and time use (i.e., time spent doing
homework, watching TV, or doing other activities). More details on measurement
are provided in Appendix C.2.

3.4. Peers and Skill Development

In this section, we describe peer networks, how friends flock together based
on multidimensional abilities, and how important peers at the school, class, and
friendship level are for the formation of cognitive and non-cognitive skills.

3.4.1. Data Selection

We were able to match the majority of listed friends to the school records as
shown on the diagonal in Figure 3.1.10 Specifically, we matched all listed friends
for 768 (52%) students, and missed only one friend for another 427 (29%). There
were only 30 (2%) students who listed a positive number of friends but we were
unable to match any of them.

10In this figure, the circle size indicates the proportion of students in that particular category.
For example, the largest circle corresponds to students who listed five friends, and we were able
to identify all five in the school records and match them within our sample (n=465).
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Figure 3.1: Share of students with the number of listed and matched friends

However, there are systematic differences between students whose friends
we were able to match, and those whose we could not. As shown in Table 3.2,
students whose friends we were unable to match are disproportionately more
likely to be male, black, with lower math and reading scores, and with more
disciplinary problems. Additionally, a small sample of students reported very few
friends to begin with; as shown in Table 3.3, these students are more likely to be
male, performing worse on both the cognitive and non-cognitive assessments, and
have very different patterns of time use and different personality traits. Those
who reported no friends at all also have more disciplinary problems.

Notice that there are two types of friends and peers we cannot match, and we
have no way of distinguishing between them: First, we cannot match students
outside of our sample (e.g., from other schools, or from grades within the same
school that are not participating in the experiment). These may also include family
members such as siblings or cousins. Second, we cannot match students who are
not identifiable from the students’ responses. This may be because the students
did not provide a surname while the first name alone does not uniquely identify
a student in the school (e.g., “John”), or because the students misspelled a name
to the extent that multiple students could be meant, or because students used a
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nickname that does not match school records.

Table 3.2: Students with and without Matched Friends

Perfect Matches At Most 1 Mismatch

Variable No Yes No Yes

Characteristics
Female 0.44 0.51 ** 0.37 0.50 ***
Grade 7.50 7.48 7.51 7.49
Black 0.73 0.68 * 0.78 0.69 **
Hispanic 0.19 0.18 0.20 0.18

Cognitive
MAP: Math 0.05 0.18 ** -0.10 0.17 ***
MAP: Reading -0.05 0.15 *** -0.19 0.11 ***

Executive Functioning
NIH: Card Sort -0.01 0.05 -0.05 0.04
NIH: Flanker 0.13 0.09 0.14 0.10
NIH: List Sort 0.04 0.09 -0.00 0.08
NIH: Picture Sequence 0.03 0.14 * -0.06 0.12 **

Personality
Big5: Openness 0.04 0.02 0.02 0.03
Big5: Conscientiousness -0.07 -0.01 -0.07 -0.03
Big5: Extraversion -0.00 0.02 -0.05 0.02
Big5: Agreeableness -0.02 0.02 0.03 -0.01
Big5: Neuroticism 0.10 0.13 -0.02 0.15 *
Grit: Consistency 0.01 0.04 -0.00 0.03
Grit: Perserverance -0.01 0.06 -0.05 0.05
Self-Control -0.11 0.03 * -0.10 -0.02

Time Use
Homework 0.06 0.03 0.05 0.05
Sport -0.02 -0.10 -0.06 -0.06
Friends -0.05 -0.12 -0.05 -0.10
TV 0.04 0.01 0.14 0.00
Internet -0.01 0.08 -0.04 0.05

Disciplinary and Absenteeism
Any disciplinary infractions 0.03 -0.12 ** 0.06 -0.07 *
Number of disciplinary infractions -0.06 -0.16 * -0.04 -0.13
Number of days absent -0.08 -0.07 0.04 -0.10 *

N 713 768 286 1195

The table lists the average baseline values for the sample of peers whose friends we either failed to match,
or we did match. With the exception of background characteristics, all values are standardized. Cognitive,
Executive Functioning, Personality, and Time Use variables are from the pre-test. First two columns split
the sample between those with perfect matching and those without, whereas the second two columns
allow at most one missing friend in the sample of “matched”. N indicated applies to demographic
characteristics and disciplinary records as these are available for the entire sample. We have the fewest
observations for reading scores (676 & 736; 271 & 1141).
t-test p-value indicators; * p < .05, ** p < .01, *** p < .001.
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Table 3.3: Students with and without Listed Friends

(1) (2)

Variable No friends At least 1 Fewer than 3 Three or more

Characteristics
Female 0.32 0.48 * 0.40 0.49 *
Grade 7.61 7.49 7.52 7.49
Black 0.71 0.70 0.66 0.71
Hispanic 0.19 0.18 0.25 0.18 *

Cognitive
MAP: Math -0.23 0.13 ** -0.27 0.17 ***
MAP: Reading -0.33 0.07 ** -0.41 0.11 ***

Executive Functioning
NIH: Card Sort -0.31 0.03 * -0.21 0.04 **
NIH: Flanker -0.04 0.11 -0.05 0.12 *
NIH: List Sort -0.23 0.08 * -0.24 0.10 ***
NIH: Picture Sequence 0.18 0.08 -0.03 0.10

Personality
Big5: Openness -0.04 0.03 -0.21 0.05 **
Big5: Conscientiousness -0.08 -0.04 -0.15 -0.03
Big5: Extraversion -0.50 0.02 ** -0.37 0.05 ***
Big5: Agreeableness -0.46 0.01 ** -0.25 0.03 **
Big5: Neuroticism 0.32 0.11 0.23 0.11
Grit: Consistency 0.10 0.02 0.05 0.02
Grit: Perserverance -0.04 0.03 -0.24 0.05 ***
Self-Control -0.20 -0.03 0.03 -0.04

Time Use
Homework 0.05 0.05 -0.04 0.06
Sport -0.13 -0.06 -0.35 -0.03 ***
Friends -0.60 -0.07 ** -0.57 -0.04 ***
TV -0.08 0.03 -0.28 0.06 ***
Internet -0.18 0.04 -0.28 0.07 ***

Disciplinary and Absenteeism
Any disciplinary infractions 0.21 -0.06 * -0.03 -0.05
Number of disciplinary infractions 0.09 -0.12 * -0.07 -0.12
Number of days absent 0.29 -0.09 ** 0.04 -0.08

N 59 1422 158 1323

The table lists the average baseline values for the sample of peers who reported few or no friends at all, and their
comparison to those who did list friends, regardless whether these were matched or not. With the exception of background
characteristics, all values are standardized. Cognitive, Executive Functioning, Personality, and Time Use variables are from
the pre-test. First two columns split the sample between those with no friends at all and those with at least one, whereas
the second two columns split the sample between those with fewer than three friends as compared to those with more
than three. N indicated applies to demographic characteristics and disciplinary records as these are available for the entire
sample. We have the fewest observations for reading scores (53 & 1359; 144 & 1268).
t-test p-value indicators; * p < .05, ** p < .01, *** p < .001.

3.4.2. Description of Peer Networks

Noting the caveat of some systematically missing data on specific subgroups
of students, we now describe the observed school, class, and friendship network
structures. In Table 3.4 we focus on friends, whom we elicited by asking students
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to list up to five friends they would like to share their lunch period with:11 As
evident from the table, most students list between three and four friends, most
of whom are of the same sex, same race, same ethnicity, and from the same
grade.12 Students have an average of 1.4 reciprocal links with others (i.e., when
they nominate a student as a friend and that student nominates them back); we
refer to these as “inner” friends. Not reciprocated links include both nominations
by and of self; we refer to these as “outer” friends.13

For an overview of the number of inner and outer friends in our matched
sample, see Figure 3.2. As the Figure suggests, it is likely that our elicited network
is incomplete since students were only allowed to nominate five of their friends.
Therefore, we are probably missing weaker, more distant friendship links.

Table 3.4: Friend Characteristics

Variable All Boys Girls Black Hispanic

N top 5 friends 3.5 3.3 3.7 3.5 3.3
N same-sex friends 3.0 2.9 3.2 3.0 2.8
N same-race friends (1) 2.0 2.0 2.0 2.3 1.1
N same-race friends (2) 3.4 3.2 3.6 3.4 3.2
N same-ethnicity friends 2.6 2.5 2.7 2.7 1.3
N same-class friends 1.0 1.0 1.1 1.0 1.0
N same-grade friends 3.3 3.1 3.6 3.3 3.1

N inner friends 1.4 1.2 1.6 1.3 1.4
N outer friends 4.2 4.3 4.2 4.3 3.8

The table provides averages of given characteristics in the pre-test friendship
data. (1) requires exact racial match and only students who report being black
and no other race at the same time are counted as black. (2) treats partial
racial match as a match, and all students who report being black as part of
their identity are counted as black.

11We refer to these five friendship nominations as “top 5 friends”.
12We observe similar patterns for social and educational information sources the students

nominate: The majority of these are of the same sex, same race, same ethnicity, same grade, and
are typically also one of the top friends listed. Only a third of these are from the same class.

13Outer and inner friends are therefore two distinct, non-overlapping categories, since a
friendship is either reciprocated (inner friend), or not (outer friend).
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Figure 3.2: Number of matched inner and outer friends

Looking at the characteristics of students’ friends and connections, Table
3.5 makes it clear that friends are generally positively selected on all types of
cognitive and non-cognitive skills, most personality measures, and time use. This
means that students tend to be friends with others with relatively higher test
scores, higher personality scores in given dimensions, and more time spent on
the listed activities (such as doing homework). In contrast, there is negative
selection on disciplinary problems. An interesting contrast emerges between
connections students choose to get information from about educational or social
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events: Intuitively, students who are relied upon for educational information are
much more strongly positively selected on their (esp. cognitive) skills and more
negatively selected on their disciplinary problems. Conversely, students who are
relied upon for social information are disproportionately more extraverted and
spend more time with friends. This can be seen in the last two columns of the
table.

Table 3.5: Network Characteristics

Friend Source of Info

Variable Inner Outer Top 5 Educ Social

Cognitive
MAP: Math 0.28 0.15 0.21 0.52 0.21
MAP: Reading 0.19 0.09 0.13 0.42 0.15

Non-cognitive
NIH: Card Sort 0.14 0.05 0.11 0.22 0.09
NIH: Flanker 0.21 0.14 0.20 0.25 0.22
NIH: List Sort 0.15 0.11 0.13 0.28 0.16
NIH: Picture Sequence 0.19 0.12 0.16 0.31 0.20

Personality
Big5: Openness 0.08 0.05 0.05 0.09 0.07
Big5: Conscientiousness -0.02 -0.01 -0.01 0.04 0.01
Big5: Extraversion 0.09 0.08 0.12 0.07 0.23
Big5: Agreeableness 0.06 0.02 0.04 0.08 0.04
Big5: Neuroticism 0.16 0.07 0.08 0.26 0.02
Grit: Consistency 0.01 0.03 0.03 0.07 0.03
Grit: Perserverance 0.07 0.11 0.12 0.18 0.15
Self-Control -0.03 -0.04 -0.03 0.05 -0.12

Time Use
Homework 0.05 0.05 0.03 0.13 0.01
Sport -0.01 0.01 0.07 -0.02 0.10
Friends -0.03 -0.01 0.04 -0.10 0.08
TV 0.00 0.05 0.01 0.01 0.03
Internet 0.10 0.05 0.09 0.14 0.10

Disciplinary and Absenteeism
Any disciplinary infractions -0.14 -0.03 -0.04 -0.25 0.04
Number of disciplinary infractions -0.17 -0.11 -0.12 -0.24 -0.06
Number of days absent -0.13 -0.10 -0.09 -0.21 -0.09

N 1015 1417 1392 844 954

The table lists the average standardized values for the sample of peers who were mentioned
as friends or sources of information. Cognitive, Executive Functioning, Personality, and
Time Use variables are from the pre-test. N indicated applies to disciplinary records as
those are available for the entire sample. We have the fewest observations for reading scores
(994, 1413, 1389, 810, 931).
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It is somewhat strange that the selection seems to be stronger on test scores
rather than personality or hobbies, for example. It is possible that this is due to
measurement error: students might not recall accurately how much time they
spend doing different activities, or might attempt to provide “desirable” answers
on the personality survey as opposed to truthful answers. Moreover, part of the
measurement error could be due to the fact that we use the shortened version of
the Big 5 survey (due to time constraints during testing).

Looking closer at friend characteristics, we can leverage the fact that our
friendship elicitation method essentially asks students to “rank” their friends.
Specifically, it seems intuitive that when listing their friends, students would seat
their closest friend directly next to themselves in the picture rather than at the
end of the dining table:

In Table 3.6 we show that friends who appear first on the students’ lists are
in most ways very similar to the other Top 5 friends (Friends 2–5), with one
exception: they are twice as likely to be also listed as sources of either educational
or social information. Notice that inner friends, in general very comparable to Top
5 friends, are actually three times more likely than ‘Friends 2–5’ to be nominated
as sources of information.
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Table 3.6: Best Friend Characteristics

Variable Best Friend Friends 2–5 Inner Friends

Demographics
Inner Friend 0.54 0.51 –
Educ Source of Info 0.29 0.15 0.46
Social Source of Info 0.33 0.15 0.44

Cognitive
MAP: Math 0.26 0.22 0.28
MAP: Reading 0.19 0.16 0.21

Non-cognitive
NIH: Card Sort 0.11 0.11 0.15
NIH: Flanker 0.21 0.19 0.22
NIH: List Sort 0.15 0.16 0.16
NIH: Picture Sequence 0.18 0.16 0.18

Personality
Big5: Openness 0.05 0.05 0.06
Big5: Conscientiousness -0.03 -0.02 -0.02
Big5: Extraversion 0.16 0.13 0.09
Big5: Agreeableness 0.03 0.04 0.06
Big5: Neuroticism 0.16 0.06 0.18
Grit: Consistency 0.01 0.03 0.00
Grit: Perserverance 0.12 0.15 0.08
Self-Control -0.07 -0.05 -0.03

Time Use
Homework 0.02 0.04 0.05
Sport 0.05 0.08 -0.02
Friends 0.05 0.05 -0.02
TV 0.02 0.01 0.01
Internet 0.13 0.11 0.12

Disciplinary and Absenteeism
Any disciplinary infractions -0.03 -0.03 -0.14
Number of disciplinary infractions -0.10 -0.11 -0.17
Number of days absent -0.08 -0.12 -0.13

N 1152 1152 886

The table lists the average share of friends of given demographics, or the average standardized
values for the different types of friends. ‘Best friends’ are those who were listed on the first slot
in the survey, whereas ‘friends 2–5’ are the other top 5 friends listed by the student. Cognitive,
Executive Functioning, Personality, and Time Use variables are from the pre-test. Only students
who listed a friend on the first slot and at least one other friend (both of whom we can identify)
are included in this overview. N indicated applies to disciplinary records as those are available
for the entire sample. We have the fewest observations for time use variables for top 5 friends
(1147, 1147) and reading for inner friends (870).

Given the similarity of ‘Best’ friends to the other ‘Top’ friends, and given that
we can control for friends who are relied on as sources of information directly, we

101



do not single out ‘Best’ friends in our analysis. Instead, we show the robustness
of our estimates to controlling for various subsets of friends and other peers.

Finally, we provide an overview of common centrality measures for each school
in our friendship dataset: closeness, degree, and eigen centrality. Let us briefly
explain what they measure.

Closeness centrality is defined as the average of the shortest path length from a
given node to every other node in the (undirected, i.e., not differentiating between
inner and outer friends) network. Smaller values correspond to shorter average
paths, and thus more central nodes. Intuitively, it can be thought of as how many
“steps away” another person is on average: more central individuals are closer to
others, and thus possibly in a better position to transmit information.

Degree centrality is defined as the total number of edges (links) each node
has in the network. Therefore, higher values correspond to nodes that have more
connections. Here we differentiate between friends who are nominated by a target
individual (“out”, i.e., the person’s top 5 friends) and nominations that a target
individual receives (“in”, i.e., how many other students mention this individual
in their top 5 list).

Finally, eigen centrality can be seen as a more sophisticated version of degree
centrality, because it takes into account not only the number of connections each
node has, but also the importance of these neighbors in the network. Higher
values are indicative of more “important” nodes. For example, a student with five
friends all of whom have five friends would be considered better connected than
a student with five friends all of whom have only two other friends.

For comparability, all three measures are scaled by network size. Closeness and
eigen centrality measures do not differentiate between nominees and nominators,
i.e., treat all connections as symmetric.

As Table 3.7 shows, the three schools are relatively similar on all three measures,
and, as can be seen by looking at the subsample of students who are part of the
largest connected network component, the vast majority of students are part of a
connected within-school network.
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Table 3.7: Networks: Centrality Measures

School #1 School #2 School #3

all connected all connected all connected

Closeness centrality 0.196 0.218 0.221 0.234 0.212 0.225
Degree centrality: in 0.022 0.022 0.021 0.022 0.039 0.039
Degree centrality: out 0.004 0.006 0.001 0.002 0.002 0.004
Eigen centrality – 0.036 – 0.029 – 0.027

N 327 311 739 720 415 403

The table lists closeness, in- and out-degree, and eigen centrality for our three school social
networks. The first column for each school refers to all students, the second column excludes
students who are not part of the largest connected network component. This is because
eigenvector centrality is only defined for connected networks. Closeness defines the distance
between two nodes that are not connected to equal the longest shortest path length observed in
the network plus one.

3.4.3. Treatment Effects

Moving on to estimating the importance of peers for treatment effects on cog-
nitive skills, we proceed in three steps: First, we discuss our empirical framework.
Second, we provide descriptive evidence on the importance of different peers for
own outcomes. And third, we show how sensitive treatment estimates are to the
inclusion of peer effects in modeling.

Potential Outcome Framework

For simplicity of illustration, assume we want to estimate the causal effect of
a binary treatment D (e.g. receiving information about education opportunities
and returns) on the outcome Y (e.g. cognitive skills). Let Di = 1 if the student is
assigned to the information treatment and Di = 0 if the student is not assigned to
the information treatment. For each student i there are two potential outcomes:
Y1i is potential cognitive skills if i is assigned to the information treatment and
Y0i is potential cognitive skills if i is not assigned to the information treatment.
The causal effect of treatment is: Y1i −Y0i. The fundamental evaluation problem
is that we only observe either Y1i or Y0i for an individual at any given point in
time. Therefore, we need to construct counterfactuals for the potential outcome
that we do not observe in order to identify the causal effect. Random assignment
of treatment ensures that Di ‖ Y0i, Y1i. Random assignment and full compliance
imply that the observed E [Y0i | Di = 0] is a good counterfactual for the unobserved
E [Y0i | Di = 1] and the observed differences between treated and untreated iden-
tifies the Average Treatment Effect on the treated (ATT). E [Y1i −Y0i | Di = 1].
Furthermore, random assignment and full compliance also ensure that there is
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no sorting gain such that the average causal effect of treatment does not differ
between those who are assigned to treatment and the average student in the pop-
ulation, E [Y1i −Y0i | Di = 1]−E [Y1i −Y0i] = 0. This implies that the observed
differences between treated and untreated also identifies the Average Treatment
Effect (ATE), E [Y1i −Y0i]. This mean difference is equivalent to δ in the linear
regression of cognitive ability on the treatment indicator:

Yit = α + δDit + Uit (3.1)

Thus δ and can be interpreted as the causal effect of receiving information if (i)
randomization is successful (ii) there is full compliance such that everyone in the
treatment group (Di = 1) received the information and everyone in the control
group (Di = 0) did not receive the information. If there are spillovers from treated
peers, however, then the observed outcomes in the control group may be affected
by treated peers, thus not equal to the untreated potential outcome:14

E [Yi | Di = 0] 6= E [Y0i | Di = 0] (3.2)

or more generally Yi 6= Y0i for those in the control group (Di = 0). Peer spillovers
thus means that we do not observe the untreated outcome for those in the control
group who may receive some information through their social interactions with
treated peers. That is, Yi 6= Yi0 for students who are randomized into the control
group Di = 0 but get some information through their peer networks. We try
to isolate the degree to which this happens through our measurements of peer
relationships and how these measures are related to skill development.

In our context, treatment is randomly assigned at the class level. Since most
friendship networks expand outside the classroom (see Table 3.4), we could still
have peer spillovers through friend networks. To quantify the importance of such
spillovers in this context, we propose to use the data on friendship networks to
quantify spillovers. In order to uncover potential outcomes, we need to make
assumptions on the technology of skill formation; i.e. how inputs produce
cognitive skills (Yi,t+1) in the education production function:

Yi,t+1 = f (Yi,t, Xi,t, Y−i,t, X−i,t) (3.3)

where Yi,t denotes own prior skills, Xi,t denotes own characteristics and inputs
(e.g., time spent doing homework), X−i,t denotes peer characteristics and inputs,
and Y−i,t denotes peer cognitive skills. The the law of motion for skill formation
follows an unknown function f (·) with flexible functional form and dimensionality
of inputs. t and t + 1 refer to pre- and post-assessments respectively.15 We

14The magnitude of these spillovers is ex ante unknown and so our intention is to let the data
speak under various flexible functional forms.

15In future work, we will structurally estimate this function and assess the proper dimension-
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estimate (3.1) while we proxy the education production function (3.3) under
various assumptions about which peers are included, which weight is placed on
peers, and which dimensions of peers matter for skill development.

Peer Effects: Descriptives

As a first check of peer importance, we investigate whether peer characteristics
explain a large share of variation in own characteristics. If peers were random and
not influencing each other, we would expect their characteristics to be orthogonal
to one’s own characteristics. However, if peers sort and influence each other, this
can give us an idea of how strong these effects may be. We are estimating linear
regression models of the forms:

Xi,t = ∑
g∈G

βg

(
1

ng
∑
−i∈g

X−i,t

)
+ εi,t = ∑

g∈G
βgXg,t + εi,t (3.4)

and

Yi,t = ∑
g∈G

βg

(
1

ng
∑
−i∈g

Y−i,t

)
+ εi,t = ∑

g∈G
βgYg,t + εi,t (3.5)

where Xi,t, Yi,t are own characteristics and skills, and X−i,t and Y−i,t is a
vector of corresponding average peer characteristics or skills. g denotes the peer
group, which is one of the four subsets in the full set of peer groups G including
schoolmates, classmates, inner- and outer-friends. ng is the number of peers
in group g. Thus, Xg,t is the average over X−i,t for all peers in group g. We
estimate seven specifications of (3.4) where we vary which peer group averages
are included; i.e., we vary which subset of G is included: Xschool,t, Xclass,t, Xinner,t,
and/or Xouter,t. The adjusted R2 from each of these regressions is reported in
Table 3.8. For example, in column (5), row 1 of Table 3.8, the dependent variable is
a student’s math MAP score, and the two explanatory variables are this student’s
classmates’ and schoolmates’ average MAP math scores.16

Table 3.8 shows that average peer characteristics explain a relatively high
share of own cognitive test scores, disciplinary infractions, and, to some extent,
time spent with friends or doing sport (inner and outer friends specifications).
Comparing columns (2) and (5) for the cognitive measures reveals that school level
variables explain little variation in addition to class variables, while comparing
columns (4) and (7) shows that school and class variables explain little variation

ality of input and output vectors. Uncovering f (·) is key to assess the nature and strength of
peer spillovers in skill formation. For now, we rely on reduced-form analyses that will be the
underpinning of the structural model specification.

16Whenever we regress own variable on group averages of that variable (e.g., from one’s class),
we exclude own variable from the group average calculation.
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in addition to friend variables. For example, the first row shows that for the math
score: school and class average math score jointly explain 12%, inner and outer
friend average math scores jointly explain 25%, and all four peer group averages
(school, class, inner-, and outer-friends) explain 26% of the variation in Math
scores. This underlines the close connection between a student’s own test scores
and the student’s friends’ test scores.17

The total explained variation is relatively large for a cross-sectional regression,
and indicates that information on peer skills and behavior is important for un-
derstanding a student’s skill formation.18 These correlations essentially reflect
the sum of three effects: sorting into relationships, common factors influencing
students in the same group, and peers influencing each other. While we cannot
disentangle the former two, we are able to quantify the latter when we study the
effect of peers exogenously assigned to different treatments in Section 3.4.3.

17This is in line with previous work documenting that exogenous peer groups at the class level
are more important for student achievement than exogenous peer groups at the school level (Betts
& Zau, 2004; Burke & Sass, 2013).

18We report F-test p-values from the corresponding regressions from Table 3.8 in Table C.3 in
the Appendix.
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Table 3.8: Trait Variance Explained by Peers

Variable (1) (2) (3) (4) (5) (6) (7)

Cognitive
MAP: Math 0.00 0.12 0.16 0.25 0.12 0.19 0.26
MAP: Reading 0.04 0.08 0.13 0.24 0.09 0.16 0.24

Executive Functioning
NIH: Card Sort 0.00 0.01 0.03 0.03 0.01 0.03 0.03
NIH: Flanker 0.01 0.02 0.00 0.03 0.02 0.02 0.03
NIH: List Sort -0.0 0.01 0.01 0.02 0.01 0.01 0.02
NIH: Picture Sequence 0.00 0.00 0.01 0.01 0.00 0.01 0.01

Personality
Big5: Openness -0.00 -0.00 0.00 0.01 -0.00 0.00 0.01
Big5: Conscientiousness 0.00 0.00 0.01 0.01 0.00 0.01 0.01
Big5: Extraversion 0.00 0.00 0.04 0.05 0.00 0.04 0.05
Big5: Agreeableness 0.00 0.00 0.00 -0.00 0.01 0.01 0.01
Big5: Neuroticism -0.00 0.00 0.03 0.05 0.00 0.03 0.04
Grit: Consistency -0.00 0.01 0.01 0.01 0.01 0.02 0.02
Grit: Perserverance -0.00 0.00 0.02 0.03 0.00 0.02 0.03
Self-Control -0.00 0.00 0.01 0.01 0.00 0.01 0.01

Time Use
Homework 0.01 0.01 0.03 0.03 0.02 0.04 0.04
Sport 0.00 -0.00 0.04 0.07 -0.00 0.04 0.07
Friends 0.03 0.01 0.01 0.04 0.03 0.04 0.06
TV -0.00 0.00 0.00 0.00 0.00 0.00 0.00
Internet 0.01 0.01 0.01 0.03 0.01 0.02 0.04

Disciplinary and Absenteeism
Any disciplinary infractions 0.05 0.03 0.10 0.17 0.05 0.12 0.17
Number of disciplinary infractions 0.03 0.02 0.02 0.10 0.03 0.04 0.11
Number of days absent 0.02 0.00 0.02 0.03 0.02 0.05 0.05

Explanatory Variables
School average X X X X
Class average X X X X
Inner Friend average X X X X
Outer Friend average X X

N 1481 1481 1015 992 1481 1015 992

The table displays the adjusted R2 from the linear regression model (3.4) where we vary which
peer group averages are included. Outer friends are defined as those nominated by the student
or who nominated the student, while inner friends are those nominated by the student who
also nominated the student back. Specification (1) uses only school average, (2) uses only class
average, (3) uses only outer friend average, (4) uses only inner friend average, (5) uses school
and class, (6) uses school, class, and outer friends, and (7) uses school, class, and inner friends.
N indicated applies to disciplinary records as those are available for the entire sample. We have
the fewest observations for reading scores (1412, 1412, 956, 931, 1412, 956, 931).

107



Treatment Effect Estimates: Peer Characteristics

Before moving on to the treatment effect estimation, we check that our treat-
ments are balanced on observables and pre-treatment measures. This is indeed
the case, as shown in Table 3.9. The only large and significant difference that
stands out is that students in the Non-cognitive treatment report spending more
time doing homework. However, given the number of variables we collected,
one significant difference would be expected to occur by chance, and is thus not
particularly worrying. We note that for logistical reasons there were more classes
in the control and information groups than in the other treatment groups.

Having established that our sample is balanced on observables, we proceed by
first estimating treatment effects without controlling for possible peer spillovers.
This will provide us with a benchmark to compare our estimates to. To streamline
our discussion, we reduce dimensionality to focus on cognitive skills. We describe
the identification and estimation method in greater detail in Appendix C.3. We
estimate equation (3.1), where the dependent variable is cognitive skills, θi,t+1, and
we include a host of controls to proxy the technology of skill formation in equation
(3.3): demographics, past own skills, executive functioning, personality, time use,
and disciplinary variables. Additionally, we allow for heterogeneous treatment
effects for students with different prior skill levels, θit×Dit, in specifications (4)-(8)
in Table 3.10.

Table 3.10 shows that treatment effect estimates are generally stable (remain
insignificant) even though they decrease in magnitude as we include more control
variables. None of the treatments significantly improves students’ cognitive skills
on average, and some point estimates are even negative when we include controls
for personality, time use, and disciplinary infractions; cf. specifications (6), (7),
and (8).19

Interestingly, we observe a relatively strong interaction of past cognitive skills
and the combined (CN) treatment. That is, stronger positive treatment effects for
students with higher baseline skills who were in the Combined treatment. We also
note that the students’ past skills explain a substantial portion of the variation in
skills, as evidenced by comparing the adjusted R2 in columns (2) and (3) of Table
3.10. Thus, adding more controls for other dimensions of skills and inputs does
not explain much of the variation in cognitive skills once prior cognitive skills
are included in the specification. This is also true for math and reading scores.
Therefore, we proceed with specification (3) in Table 3.10 without demographic
controls when analyzing the importance of peers for treatment effect estimates
and in cognitive skill formation in the following sections.

We summarize our benchmark results as follows:
19Since we are primarily interested whether peers are an important sources of spillovers and

the extent that this affects treatment effect estimates, the fact that these “baseline” treatment effects
estimates without peers are not significant is not a problem: in fact, if there are large spillovers
between treatments, naïve treatment effects could very well be estimated to be zero.
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Table 3.9: Balance Table

Treatment Groups

C N CN CNI Info Control F-Test

Cognitive Skills
Cog Factor -0.01 -0.03 0.10 -0.03 0.04 -0.08 0.39

(0.86) (0.85) (0.82) (0.79) (0.92) (0.97) (0.86)
MAP: Math 0.12 0.10 0.29 0.12 0.14 0.00 0.53

(0.88) (0.91) (0.93) (0.83) (0.95) (1.00) (0.76)
MAP: Reading 0.03 0.00 0.16 -0.01 0.13 0.00 0.59

(0.93) (0.87) (0.80) (0.83) (0.95) (1.00) (0.71)
Executive Functioning

NIH: Card Sort 0.03 -0.01 0.01 0.05 0.04 0.00 0.09
(0.93) (1.03) (0.96) (0.98) (0.92) (1.00) (0.99)

NIH: Flanker 0.09 0.22 0.19 0.14 0.08 0.00 1.26
(0.93) (0.89) (0.84) (0.98) (0.98) (1.00) (0.29)

NIH: List Sort 0.12 0.06 0.10 0.00 0.12 0.00 0.81
(1.02) (1.05) (1.06) (0.97) (0.99) (1.00) (0.55)

NIH: Picture Sequence 0.12 0.09 0.14 0.07 0.11 0.00 0.81
(1.05) (1.02) (1.03) (1.06) (1.06) (1.00) (0.54)

Personality
Big 5: Openness 0.08 -0.05 0.06 -0.02 0.08 0.00 1.15

(1.00) (0.94) (0.98) (0.89) (1.02) (1.00) (0.34)
Big 5: Conscientiousness 0.08 0.02 -0.09 -0.13 -0.08 0.00 1.08

(0.94) (0.98) (1.03) (0.99) (1.03) (1.00) (0.38)
Big 5: Extraversion 0.22 -0.08 0.07 -0.10 -0.01 0.00 3.67

(0.93) (1.06) (1.04) (0.96) (0.99) (1.00) (0.01)
Big 5: Agreeableness 0.06 0.08 0.03 -0.03 -0.07 0.00 0.73

(1.05) (0.94) (1.05) (0.94) (0.98) (1.00) (0.61)
Big 5: Neuroticism 0.02 0.12 0.21 0.24 0.16 0.00 1.93

(1.12) (1.11) (1.14) (1.04) (1.11) (1.00) (0.10)
Grit: Consistency 0.06 0.20 -0.02 0.05 -0.06 0.00 1.09

(1.02) (0.98) (1.00) (0.88) (0.96) (1.00) (0.38)
Grit: Perseverance 0.20 0.07 0.06 0.00 -0.06 0.00 3.53

(0.87) (0.95) (0.93) (0.87) (0.94) (1.00) (0.01)
Self-Control -0.08 0.09 -0.04 -0.03 -0.12 0.00 0.77

(1.06) (1.05) (1.08) (1.03) (1.05) (1.00) (0.57)
Time-Use

Homework 0.08 0.29 -0.02 0.12 -0.07 0.00 5.96
(0.93) (0.95) (0.91) (0.92) (1.02) (1.00) (0.00)

Sport 0.02 -0.13 -0.14 -0.14 -0.03 0.00 1.41
(1.00) (0.93) (0.97) (1.04) (0.96) (1.00) (0.23)

Friends 0.04 -0.13 -0.05 -0.20 -0.17 0.00 1.59
(1.02) (1.02) (0.98) (1.02) (1.01) (1.00) (0.18)

TV 0.04 -0.18 0.14 0.06 0.08 0.00 2.32
(1.09) (1.05) (1.03) (1.03) (1.04) (1.00) (0.05)

Internet 0.01 0.01 0.11 0.10 0.01 0.00 0.54
(0.99) (0.99) (0.88) (0.94) (0.98) (1.00) (0.75)

Disciplinary
Any disciplinary infractions -0.16 -0.10 -0.06 -0.01 0.00 0.00 0.67

(0.95) (0.97) (0.99) (1.00) (1.00) (1.00) (0.65)
Number of disciplinary infractions -0.22 -0.18 -0.11 -0.13 -0.11 0.00 1.36

(0.50) (0.64) (0.88) (0.82) (0.70) (1.00) (0.25)
Number of days absent -0.26 -0.18 -0.03 -0.10 0.02 0.00 2.65

(0.80) (0.87) (1.22) (1.14) (1.12) (1.00) (0.03)
Demographics

Female 0.45 0.50 0.48 0.49 0.48 0.46 0.37
(0.50) (0.50) (0.50) (0.50) (0.50) (0.50) (0.87)

Age 12.84 12.86 12.92 12.91 12.91 12.95 0.04
(0.86) (0.92) (0.72) (0.68) (0.89) (0.75) (1.00)

Black 0.74 0.73 0.74 0.74 0.73 0.70 0.17
(0.44) (0.45) (0.44) (0.44) (0.44) (0.46) (0.97)

White 0.11 0.13 0.13 0.11 0.17 0.20 1.21
(0.31) (0.34) (0.34) (0.32) (0.38) (0.40) (0.31)

Hispanic 0.19 0.22 0.17 0.20 0.16 0.19 0.53
(0.40) (0.42) (0.38) (0.40) (0.36) (0.39) (0.75)

N 190 202 214 212 349 314 1481
N Classes 10 10 10 10 15 14 69
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Table 3.10: Treatment Effects on Cognitive Skills: Own Variables

Cognitive Skills (θC
t+1)

(1) (2) (3) (4) (5) (6) (7) (8)

Info Treatment 0.158 0.126 -0.035 -0.056 -0.055 -0.043 -0.045 -0.048
(0.121) (0.090) (0.043) (0.050) (0.050) (0.049) (0.049) (0.049)

Cognitive Treatment 0.113 0.190 0.069 0.070 0.072 0.073 0.072 0.058
(0.157) (0.104) (0.047) (0.049) (0.049) (0.049) (0.049) (0.048)

Non-cognitive Treatment 0.046 0.063 -0.033 -0.038 -0.036 -0.032 -0.038 -0.050
(0.133) (0.084) (0.041) (0.040) (0.041) (0.042) (0.041) (0.040)

Combined Treatment 0.242 0.251 -0.037 -0.094 -0.089 -0.080 -0.080 -0.081
(0.152) (0.133) (0.042) (0.051) (0.051) (0.053) (0.053) (0.052)

Combined & Info Treatment 0.082 0.101 0.004 -0.002 0.000 0.005 0.001 -0.004
(0.152) (0.119) (0.050) (0.050) (0.051) (0.050) (0.050) (0.048)

Info Treatment × θC
t 0.159 0.156 0.152 0.151 0.147

(0.091) (0.091) (0.091) (0.091) (0.087)

Cognitive Treatment × θC
t 0.023 0.022 0.032 0.030 0.032

(0.086) (0.085) (0.086) (0.086) (0.083)

Non-cognitive Treatment × θC
t 0.080 0.071 0.073 0.069 0.074

(0.080) (0.079) (0.077) (0.076) (0.073)

Combined Treatment × θC
t 0.270** 0.266** 0.265** 0.258** 0.254**

(0.094) (0.094) (0.094) (0.094) (0.089)

Combined & Info Treatment × θC
t 0.098 0.094 0.091 0.086 0.081

(0.083) (0.084) (0.082) (0.082) (0.076)

Demographics X X X X X X X
θC

t X X X X X X
θC

t × Treatments X X X X X
Executive Functioning X X X X
Personality X X X
Time Use X X
Disciplinary X

N 1149 1149 1149 1149 1149 1149 1149 1149
Adjusted R2 0.002 0.090 0.808 0.814 0.814 0.817 0.816 0.820

This table shows OLS estimates of derivatives of treatment effects on cognitive skills. The dependent variable is the post-
assessment cognitive skill factor. Standard errors in parentheses, clustered at school/quarter/period level.
* p < .05, ** p < .01, *** p < .001
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Result 1: There are no statistically significant treatment effects on cognitive
skills. Our point estimates range between 0.3 and -0.1σ depending on the control
variables used.

Result 2: The Combined treatment improves cognitive skills by 0.25σ, but more
so for students with higher initial cognitive test scores. Students with low initial
cognitive scores are negatively impacted by the treatment.

Moving on to peer spillovers, we proceed in three steps. First, we control for
(endogenous) peers’ treatment assignment, reasoning that friends and contacts
(sources of information) could benefit from the treatment received by others.20

Second, we include controls for peers’ skills on top of their treatment assignment.
Third and final, we augment this analysis of peer’s skills by controlling for how
“central” different peers are in the social network, as this could be a proxy for the
amount of information they receive from others, or the amount of socialization
they are likely to engage in. This is particularly interesting from a policy-making
perspective, since if some students are better able to “transmit” information
through the social network, they can be prioritized in treatment targeting.

Treatment Effect Estimates: Peer Treatment

In this section, we take the first step of the previously outlined road-map: We
re-estimate the treatment effects controlling for whether specific peers −i ∈ g
have been treated. Since treatment is assigned at the class level, we focus on the
two subsets of friends as sources of spillovers: g ∈ G, where G = {inner, outer}
for the remainder of the paper. Furthermore, we focus on three subsets of this
friend group in which we consider two types of important individual peers: those
who are relied on for educational information and may act as peer role models
or key informants (g = educ), and those who are either the weakest or best in
their friend group in terms of cognitive skills (bad apples, g = bad, and shining
light, g = shine) who may exert externalities by discouraging or encouraging
effort. Additionally, we consider weighting all friends in one’s network equally,
g = inner and g = outer.

Our estimation equation thus takes the following form:

θi,t+1 = α + β0θi,t + δ0Di,t + δ1θi,t × Di,t + δ2Dg,t + εi,t. (3.6)

where Di,t is the vector of treatment group indicators and Dg,t is the corresponding
vector of treatment status for peer(s) −i ∈ g. For g = educ, g = bad, g = shine,
this is simply the treatment group indicator of the peer relied on for education
information, the bad apple and the shining light, respectively. For g = inner and

20Notice that exogenous peers, classmates, are by design assigned to the same treatment.
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g = outer, this is the fraction of inner and outer friends, respectively, in each
treatment group: Dg,t =

(
1

ng
∑−i∈g D−i,t

)
.

As we show in Table 3.11, including peer treatment variables generally de-
creases the treatment effect estimates δ0 in most of our specifications relative to
the no-peer-control benchmark. All estimates remain insignificant on conventional
levels. Remarkably, it does not make much of a difference which endogenous
peer’s treatment assignment we control for.

We again observe a significant interaction of the Combined treatment with
initial test scores. The fact that it remains significant across all peer specifications
gives us confidence in this effect.
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Table 3.11: Treatment Effects on Cognitive Skills: Peer Treatment Assignment

Cognitive Skills (θC
t+1)

(1) (2) (3) (4) (5) (6) (7) (8) (9)

Info Treatment -0.031 -0.029 -0.007 -0.025 -0.036 0.005 -0.014 -0.028 -0.043
(0.057) (0.057) (0.058) (0.059) (0.059) (0.058) (0.058) (0.058) (0.057)

Cognitive Treatment 0.097 0.076 0.103 0.075 0.074 0.115 0.107 0.099 0.093
(0.064) (0.064) (0.062) (0.065) (0.065) (0.061) (0.063) (0.061) (0.063)

Non-cognitive Treatment 0.028 0.025 0.023 0.016 0.010 0.044 0.039 0.020 0.018
(0.063) (0.063) (0.063) (0.066) (0.067) (0.060) (0.062) (0.061) (0.063)

Combined treatment -0.028 -0.027 -0.034 -0.037 -0.040 -0.017 -0.021 -0.054 -0.053
(0.063) (0.066) (0.067) (0.069) (0.068) (0.067) (0.066) (0.065) (0.064)

Combined & Info Treatment 0.054 0.032 0.049 0.024 0.022 0.071 0.061 0.040 0.036
(0.071) (0.069) (0.071) (0.069) (0.071) (0.069) (0.069) (0.068) (0.069)

Info Treatment × θC
t 0.152 0.151 0.148 0.150 0.152 0.149 0.153 0.147 0.148

(0.087) (0.086) (0.088) (0.088) (0.089) (0.087) (0.088) (0.088) (0.089)

Cognitive Treatment × θC
t 0.028 0.018 0.026 0.018 0.015 0.025 0.029 0.028 0.030

(0.087) (0.088) (0.088) (0.088) (0.088) (0.086) (0.086) (0.088) (0.088)

Non-cognitive Treatment × θC
t 0.069 0.062 0.064 0.061 0.064 0.061 0.065 0.069 0.073

(0.083) (0.082) (0.085) (0.084) (0.084) (0.083) (0.082) (0.084) (0.084)

Combined Treatment × θC
t 0.229** 0.231** 0.233** 0.235** 0.232** 0.228** 0.229** 0.228* 0.226*

(0.086) (0.085) (0.087) (0.086) (0.086) (0.085) (0.086) (0.086) (0.087)

Combined & Info Treatment × θC
t 0.131 0.136 0.131 0.137 0.135 0.126 0.127 0.130 0.131

(0.082) (0.082) (0.083) (0.083) (0.083) (0.080) (0.080) (0.082) (0.082)

θC
t X X X X X X X X X

θC
t × Treatments X X X X X X X X X

Educ Peer Treatment X X X X
Inner Friends Treatment X X X
Outer Friends Treatment X X X
Bad Apple Treatment X X
Shining Light Treatment X X
Control for Missing Nominations X X X X X X X X X

N 1232 1232 1232 1232 1232 1232 1232 1232 1232
Adjusted R2 0.803 0.805 0.803 0.804 0.804 0.803 0.803 0.804 0.804

Notes: This table shows OLS estimates of derivatives of treatment effects on cognitive skills. The
dependent variable is the post-assessment cognitive skill factor. Standard errors in parentheses,
clustered at school/quarter/period level.
* p < .05, ** p < .01, *** p < .001

We summarize our results from this analysis as follows:

Result 3: Controlling for peer treatment assignment does not change our conclu-
sion from Result 1: Treatments have no significant effect on cognitive skills.

Additionally, we find more support for our Result 2, i.e., that the Combined
treatment positively interacts with past cognitive skills.
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Treatment Effect Estimates: Peer Skills

Proceeding with the second step of our main analysis, we conjecture that peer
effects might depend on the baseline skills of friends in addition to treatment
assignment. Therefore, as an alternative, we control for peers’ skills (θg,t) on top
of peers’ treatment status (Dg,t) in equation (3.6). Treatment effect estimates are
reported in Table 3.12.

With peers’ skills as additional controls, the treatment effect estimates decrease
in magnitude such that most are small and negative (albeit still insignificant).
The precision of these estimates remains high, even though we lose a substantial
number of observations.

Contrary to previous specifications, we find multiple heterogeneous treatment
effects depending on the students’ initial cognitive skills: across multiple specifi-
cations, we document that treatments positively interact with the baseline level of
skills. This is especially the case for the Cognitive and Combined & Info treatment,
where this interaction is large in magnitude and either significant on the 5% level,
or approaching this significance.

However, there are two reasons why we should not place too much emphasis
on these results just yet, as in these regressions we are losing a lot of observations
and hence power, and none of the results survives any correction for multiple
hypothesis testing. Moreover, when we allow for the number of observations to
differ across specifications (which almost doubles the the number of observations
in half of the models), only the heterogeneous treatment effects of the Combined
and Combined & Info treatments remain.

At the same time, even though these results appear in a selected sample, we
would like to take them seriously and explore whether treatment spillovers could
operate through some peers and not others. Intuitively, one could make the
argument that only the best students are able to teach their peers, which would be
consistent with the fact that we find many of these heterogeneous treatment effects
in regressions with educational and shining light peers (whom we have previously
shown to be, or who by definition are among the brightest students). In future
work, we are therefore planning to explicitly model how more capable peers could
contribute to the skill formation of their friends for example by helping them with
homework.
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Table 3.12: Treatment Effects on Cognitive Skills: Peer Skills & Treatment Assign-
ment

Cognitive Skills (θC
t+1)

(1) (2) (3) (4) (5) (6) (7) (8) (9)

Info Treatment -0.074 -0.062 0.004 -0.037 -0.070 -0.004 -0.048 -0.047 -0.080
(0.087) (0.091) (0.088) (0.101) (0.100) (0.085) (0.086) (0.085) (0.083)

Cognitive Treatment -0.023 -0.052 0.029 -0.040 -0.066 0.044 0.009 -0.008 -0.033
(0.082) (0.096) (0.079) (0.102) (0.102) (0.081) (0.082) (0.081) (0.081)

Non-cognitive Treatment -0.026 -0.028 -0.015 -0.031 -0.045 -0.017 -0.022 -0.037 -0.036
(0.087) (0.083) (0.071) (0.071) (0.072) (0.077) (0.079) (0.077) (0.077)

Combined Treatment -0.118 -0.106 -0.034 -0.087 -0.107 -0.055 -0.100 -0.078 -0.110
(0.090) (0.084) (0.074) (0.079) (0.081) (0.094) (0.091) (0.090) (0.092)

Combined & Info Treatment -0.069 -0.086 -0.064 -0.110 -0.125 -0.037 -0.060 -0.071 -0.077
(0.081) (0.089) (0.076) (0.086) (0.084) (0.082) (0.078) (0.078) (0.076)

Info Treatment × θC
t 0.190 0.159 0.126 0.120 0.138 0.168 0.206* 0.182 0.197*

(0.100) (0.093) (0.108) (0.096) (0.094) (0.110) (0.101) (0.113) (0.097)

Cognitive Treatment × θC
t 0.230* 0.223* 0.195 0.196 0.213 0.200 0.233* 0.244* 0.242**

(0.097) (0.096) (0.113) (0.107) (0.107) (0.104) (0.096) (0.107) (0.090)

Non-cognitive Treatment × θC
t 0.110 0.081 0.082 0.061 0.073 0.118 0.123 0.119 0.112

(0.101) (0.094) (0.100) (0.094) (0.097) (0.105) (0.102) (0.107) (0.096)

Combined Treatment × θC
t 0.200 0.188 0.135 0.127 0.141 0.181 0.209* 0.203 0.204*

(0.101) (0.100) (0.085) (0.083) (0.083) (0.104) (0.100) (0.115) (0.100)

Combined & Info Treatment × θC
t 0.251* 0.204 0.286* 0.227* 0.231* 0.257* 0.265** 0.272* 0.256*

(0.101) (0.105) (0.109) (0.110) (0.108) (0.107) (0.098) (0.110) (0.097)

θC
t X X X X X X X X X

θC
t × Treatments X X X X X X X X X

Educ Peer Treatment × θC
t X X X X

Inner Friends Treatment × θC
t X X X

Outer Friends Treatment× θC
t X X X

Bad Apple Treatment × θC
t X X

Shining Light Treatment × θC
t X X

Control for Missing Nominations X X X X X X X X X

N 508 508 508 508 508 508 508 508 508
Adjusted R2 0.820 0.820 0.823 0.825 0.823 0.816 0.819 0.820 0.821

Notes: This table shows OLS estimates of derivatives of treatment effects on cognitive skills. The
dependent variable is the post-assessment cognitive skill factor. Standard errors in parentheses,
clustered at school/quarter/period level.
* p < .05, ** p < .01, *** p < .001

Taken together, we summarize these analyses into one result and one observa-
tion:

Result 5: Controlling both for treatment assignment and baseline levels of peers’
skills does not affect our Result 1, that there is no main treatment effect on
cognitive skills.

Observation: Controlling both for treatment assignment and baseline levels of
peers’ skills challenges our Result 2 concerning heterogeneous treatment effects in
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the Combined treatment. Specifically, we find that the interaction between past
skills and treatment assignment is not robust and the size and significance of coef-
ficients depend on our specification. Therefore, structural modeling is appropriate
to investigate the possible channels behind these empirical irregularities.

Treatment Effect Estimates: Peer and Network Effects

Finally, as the third step, we ask whether peers’ connectedness in the school
network is important for skill spillovers. To this end, we multiply peers’ treatment
status (Dg,t) in equation (3.6) with their eigen centrality (Eg,t), reasoning that
better connected students will have more frequent and productive interactions
with their peers.21 As shown in Table 3.13, once we control for peers in this way,
treatment effect estimates remain small and insignificant, and this is true across
all specifications.

In contrast to our previous results with peer treatment assignment and peer
skills, the interaction between baseline test scores and the combined treatment
decreases and is no longer significant. This sheds further doubt on our Result 2,
suggesting that more work is required to see whether treatments have differential
effects on students of different ability levels.

21Unfortunately, eigen centrality is only defined for the (largest) connected set of nodes, which
reduces the number of observations we can use for this analysis. As a result, we do not have
enough data to estimate linear-in-means models with the number of treated peers per treatment
and their corresponding average centrality like we did in Table 3.11.
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Table 3.13: Treatment Effects on Cognitive Skills: Peer Network Centrality &
Treatment Assignment

Cognitive Skills (θC
t+1)

(1) (2) (3) (4) (5)

Info Treatment -0.041 0.020 -0.016 -0.016 -0.033
(0.078) (0.079) (0.081) (0.081) (0.079)

Cognitive Treatment 0.011 0.057 0.050 0.025 0.026
(0.078) (0.073) (0.076) (0.078) (0.078)

Non-cognitive Treatment 0.006 0.026 0.007 0.015 -0.000
(0.073) (0.061) (0.072) (0.068) (0.074)

Combined Treatment -0.090 -0.049 -0.089 -0.078 -0.105
(0.104) (0.107) (0.109) (0.108) (0.110)

Combined & Info Treatment 0.000 0.054 0.007 0.024 -0.010
(0.077) (0.076) (0.076) (0.077) (0.077)

Info Treatment × θC
t 0.116 0.109 0.107 0.123 0.099

(0.109) (0.107) (0.114) (0.108) (0.114)

Cognitive Treatment × θC
t 0.100 0.082 0.098 0.094 0.093

(0.112) (0.109) (0.119) (0.112) (0.119)

Non-cognitive Treatment × θC
t 0.035 0.028 0.041 0.038 0.042

(0.104) (0.102) (0.106) (0.102) (0.106)

Combined Treatment × θC
t 0.181 0.168 0.181 0.178 0.175

(0.114) (0.112) (0.116) (0.114) (0.116)

Combined & Info Treatment × θC
t 0.130 0.093 0.112 0.113 0.119

(0.105) (0.100) (0.108) (0.099) (0.107)

θC
t X X X X X

θC
t × Treatments X X X X X

Educ Peer: Treatment × Centrality X X X
Bad Apple: Treatment × Centrality X X
Shining Light: Treatment × Centrality X X

N 708 706 706 706 706
Adjusted R2 0.796 0.795 0.795 0.794 0.795

Notes: This table shows OLS estimates of derivatives of treatment ef-
fects on cognitive skills. The dependent variable is the post-assessment
cognitive skill factor. Demographics include school, gender, race,
ethnicity, and age. Standard errors in parentheses, clustered at
school/quarter/period level. * p < .05, ** p < .01, *** p < .001

Our network analyses thus give rise to final two results:

Result 6: Controlling for network centrality and treatment assignment of peers,
treatment effects remain small and insignificant, consistent with our Result 1.
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Result 7: Putting together our analyses with peer treatment assignment and peer
skills as well as peer network centrality, there is sufficient evidence that our Result
2 concerning heterogeneous treatment effects is not robust, and that further study
is necessary.

Putting all our observations together, we conclude that the treatment effect
estimates, and their interaction with baseline skills in particular are sensitive
to how peer effects are modeled, and that these modeling choices matter for
determining whether the treatments actually improve students’ skills or not.

To convince the reader that our findings are robust, we additionally plot
treatment effect and heterogeneous treatment effect coefficient estimates for an
alternative definition of shining light and bad apple peers: As shown in Figure
3.3, when we consider the ‘best’ and ‘worst’ peers in terms of misbehavior (i.e.,
with the fewest/most disciplinary infractions) rather than cognitive scores, we
find very similar patterns both for treatment and heterogeneous treatment effects.
This is reassuring, since it shows that while peers can be of different “quality”
depending on which of their characteristics we focus on, our conclusions do not
seem to be definition-driven.
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Figure 3.3: Treatment and heterogeneous treatment effect estimates with 95%
confidence intervals from four alternative specifications. Two rank peers based on
their cognitive skills, and two based on their disciplinary infractions.
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3.5. Conclusion

Drawing on rich data of peer networks in three schools, we provide two
contributions: First, we map how students sort into endogenous peer relationships,
and find strong selection on all dimensions: skills, personality, time use, and
disciplinary infractions. Second, we show how sensitive treatment effect estimates
are to the inclusion of different types of peers in modeling. We find that main
treatment effects are robust to controlling for peer treatment assignment and other
peer characteristics, however, we also document that heterogeneous treatment
effects for students of different ability levels are sensitive to peer effect modeling.

Hopefully, future research will dive deeper into the social aspects of the
education production function to uncover the complete nature of how different
aspects of peer relationships and characteristics affect skill formation. Specifically,
we plan to use k-means to classify students into different types of learners based
on how much time they spend on homework, whether they study with friends
or family, and a range of other input measures. Second, we plan to not only
consider the development of cognitive skills, but also non-cognitive (or socio-
emotional) skills. Finally, we plan to estimate the full structural model of how peer
relationships and skills evolve based on the social production technology (3.3),
and focus our attention on highly skilled peers, as our reduced-form estimates
provide suggestive evidence these could be important. Our estimation strategy
will also allow this technology to differ by treatment group in line with Joensen et
al. (2020).
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Conclusion

When conducting randomized controlled trials in the field as opposed to in
the laboratory, one often has to trade off loss of experimental control in exchange
for more diverse subject pools, more realistic settings and choices, and/or larger
scale.22 My three field experiments are no exception. In this section I discuss three
practical challenges I encountered, and propose how these could be addressed.

Non-compliance

While thanks to their nature, none of my field experiments allowed for treatment
non-compliance (as students had to attend their assigned classes, or online subjects
could only participate in one version/treatment of the experiment), both of the
experiments set in schools suffered from evaluation non-compliance, i.e., students
not completing evaluations when they should have. This non-compliance took
two forms: unintentional, and intentional.

Some cases of unintentional non-compliance with treatment evaluation are
unavoidable: For example, students might not participate in tests due to illness,
or they might make mistakes when filling in forms (e.g., forget to fill in their
name). Unintentional non-compliance becomes problematic for policy evaluation
when mistakes or missing data is correlated with treatment status: For example,
when weaker students are more likely to misspell the names of their friends, who
subsequently cannot be matched to school records, these students drop out of
analysis. (This is what we observed in our study from Chapter 3.)

Given enough resources, the scope of such issues can be minimized, e.g., by
collecting post-test data on multiple days in the same class (like in Chapter 3),
or by making all forms and tests as easy to understand as possible. In case of
collecting network data in particular, an alternative to elicit friend networks would
be to provide students with lists of students in other classes, and have them mark
their friends in these lists.

A larger problem, more likely to be non-random and hence more likely to
bias treatment evaluation, is intentional non-compliance by the subjects. Like I

22Sometimes, however, field experiments are better suited to answer certain research questions
and may provide more control (Al-Ubaydli & List, 2015).
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discussed in Chapter 2, such non-compliance may include deliberate reporting of
incorrect information or other forms of test sabotage.23 Just like with unintentional
non-compliance, this introduces bias when it is correlated with treatment status,
or occurs systematically in a specific subgroup of subjects who might be of policy
interest.

Broadly, there are two ways to address misbehaving subjects: “sticks” and
“carrots”. One, it is an option to make misreporting difficult (“sticks”), for example
by only allowing certain forms of answers (e.g., a student can only type in natural
numbers in response to how many friends he has). Alternatively, in collaboration
with research partners, it might be possible to introduce punishment for bad
performance (e.g., bad grades for low test scores).

Second, the researcher may introduce rewards (“carrots”) for accurate answers
or good performance (e.g., pay for performance, or provide students with their
test scores and a percentile comparison with others, which may be valuable
information if students plan to take a similar test later in order to apply to college).
This is what I did in Chapters 1 and 2, even though in the second chapter my
rewards were not sufficiently high to avoid deliberate test non-compliance.24

Importantly, introducing either “sticks” and “carrots” may bias results in other
ways, for example if certain subgroups of students are more likely to respond to
such incentives than others. Somewhat paradoxically, one of the best ways to test
whether a different way of data collection introduces an unexpected bias is to run
(more) experiments (List, 2020).

Peer Spillovers

As we discussed in Chapter 3, in many settings it is realistic to expect that
social interactions will lead to peer spillovers (Ferracci et al., 2014). Depending on
the context, there are three broad types of approaches to spillovers:

One, like I did in Chapter 1, in settings with more experimental control, peer
interaction can be (almost) perfectly prevented. In off-line settings, however, this
might not be possible.

Instead, as a second approach, one can run a study in an environment that
naturally limits social interactions between treated units (like I did in Chapter 2).
An even better, albeit more costly, version of my approach would be to allocate
subjects into clusters that have even fewer ways to interact (e.g., allocate treatment
on the level of schools rather than classes, and work with one school per region
to minimize friend/sibling spillovers). A separate problem then concerns peer
interactions within treated clusters (e.g., students discussing content of tests),
which may or may not be desirable to prevent.

23A separate, similar problem would be deliberate sabotage of the treatment itself, which may
or may not be large depending on the context.

24For another example of how students respond to test-taking incentives, see Levitt et al. (2016).
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A cheaper, third alternative is then to directly measure and quantify peer
spillovers, like we did in Chapter 3. However, our approach is data-intensive, and
would be even more so in contexts where peer networks are expected to change
over time, or where treatment would allow for new socialization opportunities.
We leave this for future research, as we plan to collect follow-up data on our
students’ networks after leaving school.

Defaults and Framing in Measurement

When conducting any experiments, tests, and surveys, researchers necessarily
have to make decisions about not only which questions to ask, but also how.

While I learned in my earlier work (Fiala & Noussair, 2017) that defaults do
not necessarily change people’s decisions in all contexts, the literature at large
suggests that in many contexts, they do, and do so substantially (Madrian & Shea,
2001). Likewise, the way a question is framed can sway answers in a predictable
direction (Steiger & Kühberger, 2018).

Similarly to challenges in measurement, default and framing effects are prob-
lematic mostly when they interact with the treatment: If, for example, students
have spent a year learning about how facts may be manipulated to deceive others,
asking them whether a newspaper article is “reliable” could result in a differ-
ent cognitive response than when control students are asked the same question
(Chapter 2).

Mirroring my proposals for measurement non-compliance, and for peer
spillovers, I believe that subjects’ sensitivity to framing and/or defaults can
be either quantified by systematically experimenting with them (e.g., similarly
to how De Quidt et al. (2018) measure experimenter demand), or minimized by
careful planning: by making sure certain answers not appear more “desirable”,
or by masking aspects of the experimental design if appropriate (de Quidt et al.,
2019).

In the end, in field experiments in particular, careful experimental design is of
the essence: While not all practical challenges can be avoided by clever design,
the extent to which they are likely to affect results can often be measured. In
combination with meticulous data collection and research documentation (Czibor
et al., 2019), we can arrive at reliable treatment estimates that are reproducible,
replicable, and useful for guiding public policy.
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Appendix A

Statistical Role Models: Appendix

A.1. Experimental Instructions

In this section I provide numbered screens in the order the subjects encountered
them. For the Stereotypes, Role model and Interaction treatments, I only list screens
that differed from Baseline and note which treatment they belonged to. Note that
screen numbering is for exposition only; this was not shown to the participants.

Screen 1

You are invited to participate in a study conducted by researchers from Tilburg
University. This study will take approximately 15 minutes to complete, and its
results will be used exclusively for research purposes. All answers that you
provide will be processed anonymously, and cannot be traced back to you. Your
participation is entirely voluntary.

Upon completion of the study you will receive a fixed payment of 1.25 GBP as
a thank you for your time. Furthermore, depending on your answers in the study
you can earn an additional bonus of up to 1.20 GBP.

If you have any remarks or complaints regarding this research, you may
contact the principal investigator using the message function on Prolific, or the
Institutional Review Board of the Tilburg School of Economics and Management
at irb-tisem(at)tilburguniversity.edu.

Do you consent to participate in this study?

• Yes, I consent

• No, I do not consent

Screen 2: Baseline and Role Models

General study information
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This experiment aims to contribute to the rich literature on gender differences
in mathematical ability.

Evidence from a meta-analysis (Hyde, Fennema, & Lamon, Gender Differences
in Mathematics Performance: a Meta-analysis, Psychological Bulletin, vol. 107
(1990), 139-155), covering over three million math test-takers, indicates that in
arithmetic tasks men and women perform equally well.

The present study allows us to see whether, thirty years later, this result still
holds.

Screen 2: Stereotypes, Interaction

General study information
This experiment aims to contribute to the rich literature on gender differences in
mathematical ability.

Evidence from a meta-analysis (Hyde, Fennema, & Lamon, Gender Differences
in Mathematics Performance: a Meta-analysis, Psychological Bulletin, vol. 107
(1990), 139-155), covering over three million math test-takers, indicates that in
adults men substantially outperform women on tests of mathematical ability.

The present study allows us to see whether, thirty years later, this result still
holds.

Screen 3

Please read these instructions carefully.
This experiment consists of four parts. In each part, you can earn a bonus of

up to 1.20 GBP. Only one part, however, has been randomly chosen to determine
your earnings. The part chosen has already been determined and, hence, cannot
be affected by any of the answers that you provide. Therefore, to maximize your
earnings, pay close attention to all four parts of the experiment.

In part 1, you will complete a math task. In part 2, we will ask you to choose
between completing the same math task (with different numbers), and filling out
a survey. In part 3, we will ask you a couple of follow-up questions. In part 4, we
will give you another short task.

On the next page, we will give you more detailed instructions about parts 1
and 2.

Screen 4

Experiment setting:
This experiment takes place in groups of 20 people, of whom 10 are male and
10 are female. You face the exact same decision problems, and follow the same
procedures as everybody else in your group and the entire experiment. About
2500 people participate in this experiment.
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Experimental tasks:
The math task of parts 1 and 2 consists of five exercises where you have to sum
up two-digit numbers. You will succeed on the task if you calculate all five sums
correctly. In each part, if you succeed on the task, you will earn a bonus of 1 GBP,
if you fail, you will receive nothing.

The math task has two levels of difficulty: easy, and hard. The computer
will randomly allocate you to one of these levels; you have no influence over this
process. In both parts, you will face the same difficulty level. Each participant has
a 25% probability of facing the easy version, and 75% probability of facing the
hard version. In part 2, if you choose to do the survey instead of the math task,
you will answer a few questions and receive a bonus of 0.5 GBP regardless of the
answers you provide.

From a past experiment with over 650 subjects we know the following success
rates on the task of part 1:

• Easy – 76% (i.e., about 3 out of 4 people were able to complete the task
successfully)

• Hard – 33% (i.e., about 1 out of 3 people was able to complete the task
successfully)

Before doing the math task, the computer will tell you which difficulty level
you will face. Note that knowing your own level of difficulty tells you nothing
about the difficulty of the task that the others in your group face, as the allocations
are independent.

Feedback will be communicated to you via your Prolific inbox within four
days of your experiment participation. You will receive a message detailing the
success rates of those men and women who chose the math task in part 2 from
your group as well as the success rates of men and women in the experiment
overall. By default, if you choose to do the math task in part 2, you will also
learn whether you succeeded or not. However, you will not receive any feedback
on your performance in part 1, and you will be able to request NOT to receive
feedback on your own performance in part 2. Your payment will be processed at
the same time as the message is sent.

Please complete the following comprehension quiz about the upcoming two
parts.

1.The difficulty of the test I will face in part 1 and 2 is determined randomly and
is the same for both parts. (T/F)
2. In part 2, I will be paid a bonus of 1 GBP for the math task only if I successfully
complete the task. (T/F)
3. I will not learn about the performance of other people on the math task from
part 2. (T/F)
4. Earlier in the study, we have shown you a result from a 1990 study by Hyde et
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al., regarding male and female math performance. What was the result? (a) men
and women perform equally well, (b) men substantially outperform women, (c)
women substantially outperform men

Screen 4b

<Subjects received explanations of all questions they answered incorrectly.>

Screen 5: Baseline, Stereotypes

Part 1
We have been running this experiment on this platform since yesterday; therefore,
we can give you more information about the math task you are going to face.

Yesterday we had a group where, in part 2,

• 100% of people who took the easy version of the math task and

• 79% of people who took the hard version

succeeded on it.

The computer has now generated your difficulty level for parts 1 and 2:
<DIFFICULTY>

In part 1, the task consists of five exercises of summing up two-digit numbers.
You have 60 seconds to complete the task; the countdown will start as soon as
you click Next.

You will earn the bonus only if you answer all five questions on the task
correctly. However, there are “robots” available to help you with this task. We
have 100 different Robots, each with a different math accuracy level. Specifically,
Robot 1 is programmed to solve the task with 1% accuracy, Robot 2 with 2%
accuracy, etc., all the way to Robot 100 that will always solve the task with 100%
accuracy. So, for example, Robot 75 has a 75% chance of succeeding on the task,
and 25% chance of failing.

You have to decide which Robots’ help you would accept with this task.

First, think about how confident you are that you are able to solve all math
questions on the task. You will do this by choosing which Robots you would allow
to solve the task instead of submitting your answer. You will choose an accuracy
threshold (a number between 1 and 100) for your answer such that for any Robot
that has an accuracy greater than or equal to your threshold, you would prefer
to have the Robot answer instead of submitting your answers. For any Robot
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that has an accuracy lower than your threshold, you would prefer to submit your
answers instead.

Essentially, we are asking you to fill in the blank with the number that makes
this statement true for you: “I think I have a ....% chance of answering all questions
correctly. The randomly-drawn robot should answer for me if its accuracy is
greater than that.” You need to write in a number between 1 and 100.

The computer will randomly select a Robot for you. Each Robot is equally
likely to be chosen. If the Robot chosen has an accuracy greater than or equal to
your threshold for the task, the Robot will answer the questions for you. If the
Robot chosen has an accuracy less than your threshold, your answers from this
part will be submitted and you will receive a bonus based upon your answers for
this part.

For example, if you chose 75% as your accuracy threshold, and the Robot
randomly selected for you had an accuracy of 90%, this Robot would answer the
task for you. The Robot would have a 90% chance of getting the questions correct.
If you chose 75% as your accuracy threshold, and the Robot randomly selected for
that question had an accuracy of 20%, your answers would be submitted instead
of the Robot’s.

Because of this, it is in your best interest to write down exactly how likely
you think that all of your answers will to be correct (i.e., if I believe there’s a
75% chance my answers will be correct, I should write down 75.)

You will receive a bonus of 1 GBP if all of your answers are correct - whether
they were yours or a Robot’s.

“I think I have a ....% chance of answering all questions correctly. The randomly-
drawn robot should answer for me if its accuracy is greater than that.” (Please
enter a number between 0 and 100.)

When you are ready to start the task, click Next.

Screen 5: Role Models, Interaction

Part 1
We have been running this experiment on this platform since yesterday; therefore,
we can give you more information about the math task you are going to face.

Yesterday we had a group where, in part 2,

• 100% of women and 100% of men who took the easy version of the math
task and

132



• 83% of women and 75% of men who took the hard version

succeeded on it.

The computer has now generated your difficulty level for parts 1 and 2: <DIF-
FICULTY>

In part 1, the task consists of five exercises of summing up two-digit numbers.
You have 60 seconds to complete the task; the countdown will start as soon as
you click Next.

You will earn the bonus only if you answer all five questions on the task
correctly. However, there are “robot” available to help you with this task. We have
100 different Robots, each with a different math accuracy level. Specifically, Robot
1 is programmed to solve the task with 1% accuracy, Robot 2 with 2% accuracy,
etc., all the way to Robot 100 that will always solve the task with 100% accuracy.
So, for example, Robot 75 has a 75% chance of succeeding on the task, and 25%
chance of failing.

You have to decide which Robots’ help you would accept with this task.

First, think about how confident you are that you are able to solve all math
questions on the task. You will do this by choosing which Robots you would allow
to solve the task instead of submitting your answer. You will choose an accuracy
threshold (a number between 1 and 100) for your answer such that for any Robot
that has an accuracy greater than or equal to your threshold, you would prefer
to have the Robot answer instead of submitting your answers. For any Robot
that has an accuracy lower than your threshold, you would prefer to submit your
answers instead.

Essentially, we are asking you to fill in the blank with the number that makes
this statement true for you: “I think I have a ....% chance of answering all ques-
tions correctly. The randomly-drawn robot should answer for me if its accuracy is
greater than that.” You need to write in a number between 1 and 100.

The computer will randomly select a Robot for you. Each Robot is equally
likely to be chosen. If the Robot chosen has an accuracy greater than or equal to
your threshold for the task, the Robot will answer the questions for you. If the
Robot chosen has an accuracy less than your threshold, your answers from this
part will be submitted and you will receive a bonus based upon your answers for
this part.
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For example, if you chose 75% as your accuracy threshold, and the Robot
randomly selected for you had an accuracy of 90%, this Robot would answer the
task for you. The Robot would have a 90% chance of getting the questions correct.
If you chose 75% as your accuracy threshold, and the Robot randomly selected for
that question had an accuracy of 20%, your answers would be submitted instead
of the Robot’s.

Because of this, it is in your best interest to write down exactly how likely
you think that all of your answers will to be correct (i.e., if I believe there’s a
75% chance my answers will be correct, I should write down 75.)

You will receive a bonus of 1 GBP if all of your answers are correct - whether
they were yours or a Robot’s.

“I think I have a ....% chance of answering all questions correctly. The randomly-
drawn robot should answer for me if its accuracy is greater than that.”

When you are ready to start the task, click Next.

Screen 6

<trial task: subjects answered 5 math questions; timer was shown>
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Figure A.1: Layout of the trial easy task

Screen 7

Part 2
For your convenience, we briefly summarize some information you have already
seen before:

In the past experiment, the success rates of people on the math task (part 1)
were:

• 76% - EASY version
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• 33% - HARD version

Yesterday, the success rates of people on the math task (part 2) were: <previ-
ously provided information repeated>

Please tell us whether you would like to choose the math task or the short
survey. The math task pays 1 GBP if you answer all questions correctly and nothing
otherwise; the survey pays 0.5 GBP to all people who complete it, regardless of
their answers. If you choose the math task, you will also be able to choose whether
or not you would like to receive feedback on your own performance.

• Math task

• Survey

Please click Next to begin your task of choice.

Screen 8

Task A (hard version as an example):
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Figure A.2: Layout of the hard task

Task B:

137



Figure A.3: Layout of the survey. The order of the items was randomized.

If you had other reasons not to choose the math task, please explain them here.

Screen 8b: for those who did Task A

You can now request NOT to receive feedback on your own performance.

If you do not mind getting this feedback, you get an additional bonus of 0.20
on top of what you get for this math task; if you prefer not to get feedback you
have to forego this bonus.

Therefore, if you choose to receive feedback on your performance in part 2,
you will earn 1.20 (if you succeed) or 0.20 (if you fail). If you choose NOT to
receive this feedback, you will earn 1 (if you succeed) or 0 (if you fail).

• I do not want to receive feedback on my performance in part 2

• I want to receive feedback on my performance on the math task

Screen 9

Part 3
Now that you completed your task, we ask you to answer five questions. Specifi-
cally, we ask you to tell us your best estimate of some results from this experiment.

138



You can earn 0.2 GBP for every correct answer you provide.

For each of the first four questions, to be counted as correct, your estimate
needs to be within +/-5 percentage points of the true value. For example, if
you were asked about the share of men (as opposed to women) participating in
this experiment, then, since the true share is 50%, if you answered any number
between 45 and 55%, it would be counted as correct.

Please enter values between 0 and 100.

1. In the experiment overall, many <people of your gender>, <including your-
self - IF APPLICABLE: if the person chose task A>, will have chosen to do
the <your difficulty> math task in part 2. Of these, what percentage do you
think will have succeeded on it?

2. In your group today, what do you think the success rate of <your gender>
on the <your difficulty> math task in part 2 was?

3. In the experiment overall, many <people of the opposite gender> will have
chosen to do the <your difficulty> math task in part 2. Of these, what
percentage do you think succeeded on it?

4. In your group today, what do you think the success rate of <opposite gender>
on the <your difficulty> math task in part 2 was?

In this final question, we ask you to estimate why people in the experiment
chose not to do the math task in part 2. We provided those people who chose to
do the survey with several possible reasons for their choice and asked them how
important they considered these. Specifically, we asked these people: “Please tell
us why you did not choose to do the math task.” They answered on the same
1-7 scale that you see below, with 1 = does not apply at all, 4= neutral, and 7 =
applies perfectly to me.

For each of the reasons below, please estimate the average response of the
participants in the experiment <including yourself - IF APPLICABLE> who chose
not to do the math task in part 2. To get the 0.2 bonus for this question, you need
at least 3 of your estimates to be correct. For example, if you answer “4”, your
answer will be counted as correct if the average was between 3.5 and 4.5.

• I am not good at math tasks

• I don’t like math tasks

• I think the task is too stressful
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• To check you read carefully, please answer “2” on this item.

• I don’t want to get feedback about my math performance

• I don’t want my math ability reflect badly on other people of my gender

Screen 10

Part 4
On the screen below you see a field composed of 61 numbered boxes. Behind one
of these boxes a bomb is hidden; the remaining 60 boxes are empty. The bomb
was randomly placed by a computer, and all boxes have the same probability of
containing a bomb. You do not know where the bomb is.

Your task is to choose how many boxes to collect. Boxes will be collected
in numerical order, starting from 1. So you will be asked to choose a number
between 1 and 60.

If you collect the box in which the bomb is located – i.e., if your chosen number
is greater than, or equal to, the drawn number for the bomb – your bonus for this
part will be zero. If the bomb is located in a box that you did not collect – i.e., if
your chosen number is smaller than the drawn number for the bomb – you will
earn the amount in GBP cents equal to two times the number you have chosen,
with a maximum of 1.20 GBP. (Notice that you should collect at most 60 boxes out
of 61, since one box contains a bomb for sure.) So, if you collect 1 box, you can
earn at most 0.02 GBP, if you collect 2 boxes, you can earn at most 0.04 GBP, etc.

Please indicate how many boxes you would like to collect.

Figure A.4: Bomb task picture
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Screen 11

Thank you for completing the survey. You will be contacted regarding your
payment as soon as possible via the Prolific platform. Please click Next to end the
survey and record your response.

Payment message

Dear participant,

Recently you participated in a Tilburg university experiment. The experiment
has now been completed, and so I can inform you about your earnings as well as
about the aggregate results.

Part <NUMBER> was selected for your bonus payment. <explanation of
earnings>

In part 2, you provided <NUMBER> correct answers.

In your group of 20 people, these were the success rates on the math task from
part 2:
Men: <NUMBER>%
Women: <NUMBER>%

In the experiment overall, these were the success rates on the math task from
part 2:
Men: 68%
Women: 67%

Thank you for participating in this experiment. In case of questions or
concerns you can respond to this message or contact the IRB at irb-tisem(at)
tilburguniversity.edu.
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Appendix B

Fighting Fake News: Appendix

This Appendix is structured as follows: First, I provide an overview of the
debate training I designed and debate coaches helped me implement. As part
of this overview, I include one section of the syllabus from debate workshops,
and one in-class activity from the teacher booklet. Second, I provide the survey
measures I used.

B.1. Debate Training

B.1.1. Overview

The debate training consisted of four 90-minute compulsory workshops, and
was provided to the treated classed free of charge by experienced debate coaches
from the Czech Debate Association. The workshops took place during school
hours, typically replacing Czech language or social science classes.

The first workshop covered an introduction to argumentation. Students learned
how to structure an argument, about types of logical reasoning, explored common
logical fallacies, and participated in interactive team exercises. In the second
workshop students expanded their understanding of arguments by studying
approaches to argument refutation, and participated in an (informal) debate in
pairs. The third workshop focused on the use of evidence to support or refute an
argument. Following a group and pair discussion about reliability of data and
other evidence, debate coaches showed students a presentation with common
ways to manipulate data to obscure real patterns or enhance spurious correlations.
Students also competed in an exercise to create misleading charts and arguments.
(See the next section for a detailed syllabus of the first half of this workshop.) The
fourth workshop consisted of applying the students’ skills to practical problems,
and debating merits of various policies, such as ban on child labor or subsidies
for renewable energy. The students were asked to prepare a structured plan to
address a problem of their choice, and argumentatively support why such a plan
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is desirable.
In addition to the workshops, teachers of the treated classes got a booklet

of complementary exercises to help them integrate debating into their teaching.
These exercises targeted different competencies relevant to debating (e.g., correctly
interpreting graphs, writing an argumentative essay, practising public speaking),
and provided tips how to adapt these exercises to fit different courses. Among
other things, the booklet contained a list of debate topics sorted by course that the
teachers could use. In physics, suggestions included topics surrounding (nuclear)
energy, recycling, or space exploration; in biology, suggestions included vege-
tarianism, climate change measures, protection of endangered species, or ethics
of medical research; in social sciences, suggestions included direct democracy,
universal healthcare coverage, free university education, legalisation of drugs, or
the role of monetary policy. Debate topics were phrased as “motions” for teams to
debate. These motions were designed such that good arguments can be found for
both sides of the debate. To illustrate, these were some of the motions provided:

• This House would ban all fossil fuel vehicles [physics]

• This House supports human cloning [biology]

• This House believes that referendums are harmful to democracy [social
sciences]

• This House believes that central banks should put limits on government
spending [social sciences]

• This House believes that Benjamin (from the Animal Farm) was wrong
[literature]

• This House believes that those who don’t know history are doomed to repeat
it [history]

• This House would ban calculator use in class [mathematics]

Many of the materials were adapted from videos or workshops by the authors
of Many Sides: Debate Across the Curriculum (2002).

B.1.2. Syllabus Example: Workshop 3, Part 1

0:00–5:00: Introduction
Discuss claim of a late professor of forensics, Alfred Snider.

For most people, watching TV news requires less energy than eating a
bowl of cereals.
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What does it mean? Do you agree?

5:00–15:00: Discussion
Lecturer asks students to brainstorm, writes on the blackboard.

Have you ever seen any factually incorrect statements in the media? When and
where? Why do you think the media reported it? Do you think some media systematically
manipulate facts?

15:00–25:00: Types of evidence
Lecturer asks students if (under what circumstances) are the following types of
evidence problematic (i.e., they do not prove anything). Students are allowed to
discuss in pairs, and disagree with each other. Students have to illustrate their
claims by providing examples.

• Example from history

• Example from a different country

• Academic study/research

• Tradition/custom

• Statistics

• ...

25:00–45:00: Video and work in pairs
Lecturer shows students a short clip from Yes, Minister (episode Leading Questions)
on how survey data may be manipulated. This introduces a task for pairs/small
groups: How do we know whether the statistics presented to us are reliable? Do
you think that polls are manipulated in this way? Lecturer walks around and
provides hints, such as:

• How was the data collected? (methodology)

• Who collected this data? (commercial/political interests)

• Is it clear what the data means? (problems with definitions, interpretation)

• ...

Students are subsequently asked to challenge one another: in pairs, use leading
questions to make their partner agree and subsequently disagree with a given
issue. Volunteers then present their poll manipulation in front of the whole class.
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B.1.3. In-class Activity for Teachers Example

Time Pressure Public Speaking
Problem this exercise addresses: Students are unable to give concise descriptions
or explanations; they ramble without direction.

A student is asked to explain a concept that was previously discussed in class. For
example, the difference between a limerick and a haiku. The student is given 20 seconds to
prepare, and then has 90 seconds to explain the concept. Once finished, the class gives
feedback whether the explanation made sense, and whether there was something important
missing. The student then has to incorporate the feedback and repeat the explanation, but
this time in 60 seconds. Again, feedback is collected, and the student explains the concept
one last time, in 30 seconds.

B.2. Measurement

B.2.1. Background

The students were asked to indicate their gender, and answer the following
questions about their friends:

What is the percentage of your friends who are from your class - from your
school but a different class - from outside of school?

What is the percentage of free time that you spend with friends from your
class - from your schools but a different class - from outside of school?

Which hobbies with friends do you regularly engage in?

B.2.2. Fake News Test

The following questions were asked regarding a short article excerpt. Questions
in bold were used for the main analysis.

1. Which [newspaper/news source] do you think this article comes from?
Which section (news/commentary/letters/...)?

2. Do you consider this article reliable? Explain why or why not.

3. Do you think it is necessary to fact-check any statements from the article?
Explain which statements you would fact-check and how.

The article used in the field experiment was an (author-made) transcript of (the
beginning of) a video report on three immigrant families settling in Prague. Avail-
able at http://www.infobaden.cz/2015/09/09/prvni-tri-uprchlicke-rodiny
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-uz-jsou-v-praze-magistrat-prideluje-byty/. This satirical news website is
the Czech equivalent of The Onion, and was not active for a few years prior to the
study, making it unlikely that students would be familiar with it, and much less
so with its actual content.

The text was the following:

First three refugee families in Prague already, municipality assigns flats

[During] the current refugee wave, the Czech Republic has finally managed to [attract]
the first three families from areas affected by Islamic fundamentalists who do not want to
continue their journey to quieter areas of Europe, and have [instead] expressed a desire
to settle in our country. This is a significant breakthrough in the stereotype that the
Czech public’s fear of refugees correlates with the fear of refugees to link their future to the
Czech Republic. The government decided to assign all three families to the competence
of the Prague City Hall which presented the best [proposal] of all interested parties with
an emphasis on the educational dimension of the whole event. The settlement of refugee
families in the capital is subject to a strategic plan developed by the mayor’s team, Adriana
Krnáčová.
...
editor Karel Valeš, 9 September 2015

The test was scored (blinded to treatment status) such that students could
receive a maximum of five points:

On question (1), students could earn two points: One point was awarded if
they correctly identified that the article was a satire or generally did not originate
from a reliable news source. Students who guessed a serious media outlet (e.g.,
the Czech National TV) did not receive a point. An additional point was awarded
if the students recognized that this was a “news” article rather than a commentary,
letter, or other type of communication.

On question (2), students were awarded a point regardless of whether they
answered yes or no, as long as they provided a logically coherent argument to
support their position. For example, a point was awarded when a student wrote “I
do not consider this factual until I verify the source (as the author is not provided)
and confirm the story in other media.”

On question (3), students could earn two points: One was awarded for identi-
fying facts that could be fact-checked (e.g., name of the mayor mentioned in the
article), and one for explaining how these facts specifically could be verified (e.g.,
check on the municipal website who the mayor is). Vague answers (e.g., “I would
google it.”) were not awarded points.
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B.2.3. Controversial Opinions

I used the following questions from the European Values Survey (2008 edition) to
ask students about two controversial topics: immigration (pre-test), and gender
equality (post-test). The post-test part was a decoy in order for students not to
suspect anything prior to filling in the media literacy test.

Immigration:

Students saw two statements, one on the leftmost side of a 1-10 scale, the other on
the rightmost side. Here I separate the two statements with a “//”.

Immigrants take jobs away from natives in a country // Immigrants do not
take jobs away from natives in a country

In the future the proportion of immigrants will become a threat to society
// In the future the proportion of immigrants will not become a threat to
society

For the greater good of society it is better if immigrants maintain their
distinct customs and traditions // For the greater good of society it is better
if immigrants do not maintain their distinct customs and traditions but
adopt the customs of the country

Gender equality:

Students had to indicate their agreement or disagreement with a statement on a
1-10 scale.

A little child suffers if their mother does not stay home with them1

In general, fathers are as well suited to look after their children as mothers

Men should take as much responsibility as women for the home and children

References

Snider, A., & Schnurer, M. (2002). Many Sides: Debate Across the Curriculum.
International Debate Education Association. (ISBN 978-1932716177)

1Adapted from: A pre-school child is likely to suffer if his or her mother works
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Appendix C

Peers and the Evolution of Skills:
Appendix

C.1. Randomization

Randomization was conducted at the classroom level each academic quarter.
The school had already assigned students to class periods. This assignment was
not based on grades or performance. After receiving the class period assignments,
we then assigned classrooms to treatments or to the control group with the goal
of having an equal number of classrooms within each school in each treatment
in each quarter when possible. The number of classes in each quarter at each
school ranged from 4 to 8. In the school with 6 classes in the quarter, we assigned
one class to each of the 5 interventions or to the control. In the school with 4
classes in the quarter, we were unable to assign every treatment in each quarter
but assigned all treatments across all quarters. In the school with 8 classes in
the quarter, we didn’t have the capacity to offer interventions to everyone, so we
assigned 4 classes to one of the 5 interventions, 2 classes to the control group
and two additional classes to the information treatment group. We used data on
demographic characteristics and skills collected at the beginning of the quarter to
confirm balance on observable characteristics.1

Each quarter, we assigned a treatment to a classroom based on an algorithm
that most balanced across treatments (including previously assigned quarters)
on grade, demographics (gender, race, age, ethnicity), executive functioning
scores (four NIH instruments), and cognitive scores (starting in quarter 3 when
standardized scores were first available). This look-back algorithm maximized
balance for the entire project, but resulted in some within-quarter imbalance
due to school constraints (for example, our teachers were only able to teach four

1If parents or children showed any confusion about the program, our research coordinator or
one of our teachers specifically reached out to explain its benefits. Ultimately, no students (whose
parents had not opted out) themselves opted out.
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of eight periods at one school, leaving the others to be assigned the control or
informational treatment only) and because we had to adjust for imbalance of
previous quarters (for example, at one school all 7th graders were in quarters 1
and 2 and 8th graders were in quarters 3 and 4).

C.2. Measurement

In this section, we provide more details on the collected measures of skills and
other inputs.

C.2.1. MAP test scores

We collect standardized Measures of Academic Progress (MAP) math and
reading tests, which are assessments typically used to track student growth
throughout the grades. MAP scores are age-adjusted by the Northwest Evaluation
Association (NWEA) and are standardized so that scores are comparable across
students within that grade at the stage in the school year. MAP tests are computer
adaptive, and were taken by students during school time.

MAP Math

The assessment contains about 52 questions, but since it is computer adaptive
it could be more or fewer than 52 depending on the student’s capabilities. All
questions are multiple choice. In general, the following topics are covered: number
sense, estimation and computation, algebra, geometry, measurement, statistics and
probability, problem-solving, reasoning, and proofs. For middle school students,
the approximate range of math scores is 200-250 nationally. The average math
score in our sample is 209.7, and the three school averages range from 207 in the
lowest performing school to 213.9 in the highest performing school.

MAP Reading

The assessment contains 42 questions across three topics. The Informational
Text section tests reading comprehension. The Foundational Skills and Vocabulary
section tests phonics, word recognition, and word relationships. The final section,
Literature, tests reading comprehension and the capacity to identify literary
elements. For middle school students, the approximate range of reading scores
is 190-240 nationally. The average reading score in our sample is 205.4, and the
three school averages range from 190.4 in the lowest performing school to 211.9 in
the highest performing school.
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C.2.2. NIH scores

We collect four types of executive functioning measures as defined by the
National Institute of Health (NIH) Toolbox. Each of the four test a different
aspect of executive functioning: List sorting (working memory), Dimensional
Change Card Sort (flexibility), Flanker (attention and inhibitory control), and
Picture Sequence Memory Test (episodic memory). We use the uncorrected
standard version of these scores, which relates the student’s score to the nationally
representative sample regardless of age or other demographics.

NIH Toolbox: List Sorting Working Memory Test (List Sorting)

Description: The List Sorting test requires immediate recall and sequencing
of different visually and orally presented stimuli. Pictures of different foods and
animals are displayed with accompanying audio recording and written text (e.g.,
elephant), and the participant is asked to say the items back in size order from
smallest to largest, first within a single dimension (either animals or foods, called
1-List) and then on two dimensions (foods, then animals, called 2-List). The test
takes approximately seven minutes to administer and is recommended for ages
7-85, though it is available for use as young as age 3, if desired.

NIH Toolbox: Dimensional Change Card Sort Test (DCCS)

Description: DCCS is a measure of cognitive flexibility. Two target pictures are
presented that vary along two dimensions (e.g., shape and color). Participants are
asked to match a series of bivalent test pictures (e.g., yellow balls and blue trucks)
to the target pictures, first according to one dimension (e.g., color) and then, after
a number of trials, according to the other dimension (e.g., shape). Switch trials
are also employed, in which the participant must change the dimension being
matched. For example, after four straight trials matching on shape, the participant
may be asked to match on color on the next trial and then go back to shape, thus
requiring the cognitive flexibility to quickly choose the correct stimulus. This test
takes approximately four minutes to administer and is recommended for ages
3-85.

NIH Toolbox: Flanker Inhibitory Control and Attention Test (Flanker)

Description: The Flanker task measures both a participant’s attention and
inhibitory control. The test requires the participant to focus on a given stimulus
while inhibiting attention to stimuli (fish for ages 3-7 or arrows for ages 8-85)
flanking it. Sometimes the middle stimulus is pointing in the same direction as
the flankers (congruent) and sometimes in the opposite direction (incongruent).
Twenty trials are conducted for ages 8-85; for ages 3-7, if a participant scores =
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90% on the fish stimuli, 20 additional trials with arrows are presented. The test
takes approximately three minutes to administer. This test is recommended for
ages 3-85.

NIH Toolbox: Picture Sequence Memory Test (PSMT)

Description: The Picture Sequence Memory Test is a measure developed for
the assessment of episodic memory for ages 3-85 years. It involves recalling
increasingly lengthy series of illustrated objects and activities that are presented
in a particular order on the computer screen, with corresponding audio-recorded
phrases played. The participants are asked to recall the sequence of pictures
demonstrated over two learning trials; sequence length varies from 6-18 pictures,
depending on age. Participants are given credit for each adjacent pair of pictures
they correctly place (i.e., if pictures in locations 7 and 8 are placed in that order
and adjacent to each other anywhere, such as slots 1 and 2, one point is awarded),
up to the maximum value for the sequence, which is one less than the sequence
length. (That is, if 18 pictures are in the sequence, the maximum score is 17 the
number of adjacent pairs of pictures that exist). The test takes approximately
seven minutes to administer.

C.2.3. Personality

We collected measures of several dimensions of personality, which we elicited
through a survey that we conducted both before and after students experienced
treatment classes.

BIG5

The ten item BIG5 inventory is based on the five factor model in Gosling
et al. (2003). This model suggests the following five dimensions of personality:
Openness to experience, Conscientiousness, Extroversion, Agreeableness, and
Neuroticism (OCEAN). The ten items are:

• I see myself as someone who is reserved (quiet, private).

• I see myself as someone who is generally trusting.

• I see myself as someone who tends to be lazy.

• I see myself as someone who is relaxed, handles stress well.

• I see myself as someone who has few artistic interests.

• I see myself as someone who is outgoing, sociable.
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• I see myself as someone who tends to find fault with others.

• I see myself as someone who does a thorough (complete and careful) job.

• I see myself as someone who gets nervous easily.

• I see myself as someone who has an active imagination.

The five possible answers to each item are: (a) Very much like me, (b) Mostly like
me, (c) Somewhat like me, (d) Not much like me, and (e) Not at all like me.

Grit

The eight item grit scale is based on Duckworth et al. (2007), which suggests
the two factors: Consistency of Interest and Perseverance of Effort. The eight
items are:

• New ideas and projects sometimes distract me from previous ones.

• I have been obsessed with a certain idea or project for a short time but later
lost interest.

• I often set a goal but later choose to pursue (follow) a different one.

• I have difficulty maintaining (keeping) my focus on projects that take more
than a few months to complete.

• Setbacks (delays and obstacles) don’t discourage me. I bounce back from
disappointments faster than most people.

• I am a hard worker.

• I finish whatever I begin.

• I am diligent (hard working and careful).

The five possible answers to each item are: (a) Very much like me, (b) Mostly like
me, (c) Somewhat like me, (d) Not much like me, and (e) Not at all like me.

Self-control

The eight item self-control (or reverse impulsive) scale is based on Tsukayama
et al. (2013). The eight items are:

• During the past school year I forgot something I needed for class.

• During the past school year I interrupted other students while they were
talking.
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• During the past school year I said something rude.

• During the past school year I couldn’t find something because my desk,
locker, or bedroom was messy.

• During the past school year I lost my temper at home or at school.

• During the past school year I did not remember what my teacher told me to
do.

• During the past school year my mind wandered when I should have been
listening.

• During the past school year I talked back to my teacher or parent when I
was upset.

The five possible answers to each item are: (a) Almost never, (b) About once a
month, (c) About 2-3 times a month, (d) About once a week, and (e) At least once
a day.

C.2.4. Other Survey Measures

Finally, our analysis also relies on self-reported time use data and peer net-
works data.

Time Use: Homework Hours

We asked two questions to elicit the time spent on homework:

• How many hours do you usually spend studying (including homework) on
a typical school night (Monday through Thursday)?

• How many hours do you usually spend studying (including homework) on
a typical day of the weekend (Friday, Saturday, Sunday)?

Our variable for homework investments is the proportion of non-school hours
that are devoted to homework. To construct it, we first multiply the answer to
the first question by four and the answer to the second by three. Then we take
the sum of the two and divide by 28, assuming a student has approximately four
hours of possible time each day of the week to devote to homework. This measure
takes on a value of at most 1 and is bounded below by 0.
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Time Use: Besides Homework Hours

We also collect the number of hours a student spends on extracurricular
activities, with friends, watching TV, and on the internet. Similar as we did with
homework hours, we ask the student to report the number of hours first for typical
school nights and then for a typical weekend. In constructing a single variable for
each type of time use, we do the same as we do for homework hours by taking
the sum of hours weighted by the number of days corresponding to the question,
and then divide by 28. Below are the questions we asked to elicit time use on
activities besides homework:

• How many hours do you usually spend on scheduled activities (for example,
clubs, sports, lessons) on a typical school night (Monday through Thursday)?

• How many hours do you usually spend on scheduled activities (for example,
clubs, sports, lessons) on a typical day of the weekend (Friday, Saturday,
Sunday)?

• How many hours outside of school do you usually spend with friends on a
typical school night (Monday through Thursday)?

• How many hours outside of school do you usually spend with friends on a
typical day of the weekend (Friday, Saturday, Sunday)?

• Are you allowed to use the internet from a personal computer, laptop,
tablet, or phone at home for non-school activities on school nights (Monday
through Thursday)?

• Are you allowed to use the internet from a personal computer, laptop, tablet,
or phone at home for non-school activities on the weekend (Friday, Saturday,
Sunday)?

• How many hours do you usually spend watching TV, playing video games,
or on the computer for non-school activities on a typical school night (Mon-
day through Thursday)?

• How many hours do you usually spend watching TV, playing video games
or on the computer (for non-school related activities) on a typical day of the
weekend (Friday, Saturday, Sunday)?

Network Data

The network data we collected attempts to identify two broad classes of peers:
those that are important for receiving and spreading information and those that
are the closest friends within the school.
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First, we asked two questions to elicit the peers that are relied on for educa-
tional or social information. This is the wording of the questions we used:

• If you wanted to learn about educational opportunities or career options,
which one of your friends/classmates/peers would you talk to? Please write
the person’s first and last name:

• If you wanted to spread the word about an event you organized (tickets to a
sports game, concert, drama, or fair), which one of your friends/classmates/peers
would you talk to? Please write the person’s first and last name:

Moreover, both of these questions had a yes/no follow-up to verify whether
the nominated students was at the person’s school (and therefore whether it was
possible for us to match the student).

Second, we elicited “top 5 friends” by asking the following question:

• The picture below shows you and your friends at lunch. Please show who
you would like to sit with, by writing their first and last names next to the
chair they would sit at. You can include any of your friends at school even if
they do not currently share your lunch period.

C.3. Identification of Cognitive Skills

This Appendix section provides more details on the factor model we use to
uncover cognitive skills from test scores.
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C.3.1. Factor Model

To estimate treatment effects on cognitive skill development, we must first
identify cognitive skills. We follow Cunha et al. (2010), Heckman et al. (2013), and
Joensen et al. (2020) and formulate a factor model to generate estimates of latent
cognitive skills that account for measurement error. This approach recognizes that
underlying skills are unobservable, since cognitive skills are a latent factor for
which we have M noisy measures. Then we estimate factor distributions using
our collected measures, which here simply are the MAP Math and MAP Reading
test scores.

Let θt denote the vector of skills at age t over the lifetime t = 0, 1, ..., T.2 Let
each measure m ∈ {1, ..., M} of cognitive skills for individual i ∈ {1, ..., N} be
given by:3

Zi,t,m = µt,m + λt,mlnθi,t + εi,t,m (C.1)

where µt,m is the measure-specific intercept at time t and λt,m is the vector of
the measurement “factor loadings” (or “scaling” parameters). The measurement
parameters µt,m and λt,m allow the latent skills to be represented by arbitrarily
located and scaled measures. εi,t,m are the individual measurement errors with
E[εi,t,m] = 0 across individuals for all m and t. We assume these error terms
to be contemporaneously uncorrelated and uncorrelated with the latent factors.
We further assume that the relationship between the latent factors and observed
measures are additively separable and identical across treatment groups (i.e.
treatment does not alter the measurement system).

We normalize the cognitive factor to the MAP Math test score to pin down the
location and scale. Finally, following Agostinelli & Wiswall (2016) and Joensen
et al. (2020), we impose the age-invariance assumption. That is, the relationship
between measures and factors does not change over the relevant time period we
consider. This assumption is without loss of generality in our context, since our
skill measures are designed to consistently compare skill development across
ages.4 The main advantage of this assumption is that it enables identification
of more general skill production functions such that we do not need to impose
additional restrictions on the location and scale of the technology of skill formation
(3.3).

More specifically, we impose the following assumptions for the measurement
system in the initial period.

Assumption 1 (Initial period measurement system assumptions)

2We start collecting data when students are in 7th or 8th grade, which we set to t = 0.
3Note that we currently simply have M = 2, but in future versions of the paper we will include

more measures and increase the dimensionality of the skill vector θ.
4These types of measures are typically called “vertical scales” in psychometrics.
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(i) Cov(ε0,m, ε0,m′) for all m 6= m′

(ii) Cov(ε0,m, θ0′) for all m

That is, (i) measurement errors are contemporaneously uncorrelated and (ii)
measurement errors are uncorrelated with the latent skill vector.

The initial conditions consist of student’s skills at time t = 0, θ0. We normalize
latent skills to a particular measure of skills from that period, since latent skills
do not have a natural scale and location.

Normalization 1 (Initial period normalizations)

(i) E[lnθ0] = 0

(ii) λ0,1 = 1

We use the standardized MAP Mathematics test score that only loads on
cognitive skills as the normalizing measure (m = 1) for cognitive skills (C). Thus,
we have:

Z0,1 = µ0,1 + lnθ0 + ε0,1 (C.2)

where µ0,1 = E[Z0,1] given the normalization E[lnθC
0 ] = 0.

This normalization means that latent skills share the scale of the normalizing
measure such that a one unit increase in latent skills is equal to a one unit increase
in the level of the normalized measure; i.e. ∂Z0,1

∂lnθ0
= 1.

Identification of Initial Conditions

We now consider identification under Assumption 1 and Normalization 1.
First, we need to identify the joint distribution of latent skills and investments in
the initial period, F(θ0).

We identify the factor loadings on the cognitive factor λ0,m from the ratios of
covariances between measures:

λ0,m =
Cov(Z0,m, Z0,m′)

Cov(Z0,1, Z0,m′)
(C.3)

for all m = 2, ..., M, m 6= m′, m 6= 1, m′ 6= 1 as m = 1 is the normalizing measure
for cognitive skills.

Normalization 1 (i) E[lnθC
0 ] = 0 allows us to identify µ0,2, ..., µ0,M from the

expected values of measures:

µ0,m = E[Z0,m] (C.4)
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Then we construct “residual” skill measures from the original raw measures:

Z̃0,m =
Z0,m − µ0,m

λ0,m
(C.5)

such that Z̃0,m identifies the sum of the latent skill and a scaled version of the
measurement error:

Z̃0,m = lnθ0 +
ε0,m

λ0,m
(C.6)

Finally, we apply Kotlarski’s (1967) Lemma to the M residual skill measures,
Z̃0,m, conditional on each level of investment, I0, to identify the distribution of θ0
for any level of investment. This enables us to identify the joint distribution of
latent skills and investments in the initial period, F(θ0).

Following, Agostinelli & Wiswall (2016) we impose the age-invariance assump-
tion. This assumption is without loss of generality in our setting, since our skill
measures are purposely designed to compare skill development as each individual
ages.

Assumption 2 (Measurement function restriction)
µt,m = µ0,m and λt,m = λ0,m for all t > 0 and for each m

Agostinelli & Wiswall (2016) show that under these assumptions on the mea-
surement system, general Known Location and Scale (KLS) production technolo-
gies – like the CES production function – can be estimated without imposing
additional parametric restrictions on the technology. Joensen et al. (2020) use this
approach to show that the skill treatments in this program worked by enhancing
the technology such that investments became more effective in skill production,
rather than increasing investments outside of the program.

Estimation

We run 200 bootstrap repetitions to estimate the measurement system. We
then predict Bartlett factor scores for every student in our sample and use these
scores as measures of latent skill in our analyses.

Table C.1 shows the factor loadings and three indicators of goodness-of fit:
The Tucker-Lewis Index (TLI) and Comparative fit index (CFI) range between zero
to one, with values close to one indicating good fit. The Standardized root-mean-
square-residual (RMSR) also ranges between zero to one, with values close to zero
showing good fit.

Signal and noise components that reflect for each measure the proportion of
the variance attributable to them are reported in Table C.2.
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Table C.1: Factor Loadings for Cog-
nitive Factor

Cognitive Factor

MAP: Math 1.00
MAP: Reading 0.96

TLI 1.00
CFI 1.00
RMSR 0.00

Table C.2: Factor Components Signal
to Noise

Signal Noise

MAP: Math 0.81 0.19
MAP: Reading 0.77 0.23

C.4. Supplementary Tables

In this part we provide a table complementary to Table 3.8 from the main text,
as it lists corresponding F-test p-values.
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