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Introduction

This dissertation is a collection of three independent chapters that aim to better un-

derstand asset pricing models and investor preferences. Leading asset pricing models are

designed to capture stylized facts of the stock market. The models consist of macro-financial

risks and preferences of a representative investor over these risks. Both aspects of the

models are important in explaining investment decisions of investors, and stock market

prices. In the following chapters, I answer three important questions. First, are leading asset

pricing models able to capture variation in variance risk premia? Second, do preferences of

investors vary across horizons? Third, what are the implications of probability weighting—an

important behavioral bias—regarding risk premia as a compensation for variance, skewness

and correlation?

In the literature, three types of models are most successful to capture stylized facts

of the stock market, i.e. the habit model (e.g. Campbell and Cochrane 1999), the rare

disaster model (e.g. Rietz 1988, Barro 2006, Gabaix 2012 and Wachter 2013) and the long-

run risk model (e.g. Bansal and Yaron 2004 and Drechsler and Yaron 2011). However, the

predictions of these models regarding derivative markets are much less studied. Therefore,

this dissertations contributes in that regard to the literature, and provides insights into

which models are best able to describe these financial markets. In the first chapter, I study

the market to invest directly into stock market variance. Because the aforementioned asset

pricing models all feature variance risk as a key component, my analysis allows me to test

their main mechanism to capture stock market prices. In the second chapter, I show that

these asset pricing models also have strong predictions regarding the preferences of investors

across horizons, and I design a framework to study these preferences in the data.

The preferences of investors also play a crucial role in financial markets. Research from

psychology has shown that humans often overweight the probability of rare, high impact

events—such as those of unlikely but extreme financial returns. This behavioral bias is

known as probability weighting, and is a feature of the successful risk-preference specification

called prospect theory by Kahneman and Tversky (1979). Previous research has shown that
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INTRODUCTION

monthly option returns on the S&P 500 can be explained by models that feature probability

weighting. However, how well these preferences are able to explain long-term option prices

is unknown, and studied in the second chapter of this dissertation. Moreover, in the third

chapter, I study the implications of probability weighting for the cross-section of stocks in a

model that features multiple, possibly skewed, assets. In the following, I present a detailed

summary of each of the chapters in this dissertation.

In the first chapter, ‘Variance Discount Rates: What Drives Preferences over Variance

Risk?’, I study time-variation in variance discount rates, defined as the expected returns for

investing in variance risk. I show that variance discount rates drive a significant fraction of

the variation in prices of S&P 500 variance swaps. This analysis offers important insights into

preferences of investors over variance risk. I decompose variation in prices into variation due

to variance expectations and variation due to variance discount rates. Variance expectations

drive most of the variation in short-term variance swaps, whereas variance discount rates

drive most of the variation in long-term variance swaps. I show that prominent asset pricing

models, in which variation in the equity premium originates from variation in variance risk,

have profoundly different predictions regarding the behavior of variance discount rates. None

of the models analyzed are able to match the empirical properties of variance discount rates.

In the second chapter, ‘Behavioral in the Short-run and Rational in the Long-run?

Evidence from S&P 500 Options’, which is joint work with Joost Driessen and Ole Wilms,

we estimate the pricing kernel from options on the S&P 500 index for different horizons and

over time. This allows us to compare short-term and long-term pricing kernels and analyze

their time-series variation. We show that the well documented pricing kernel puzzle—the

non-monotonicity of the pricing kernel—only exists for short horizons. For longer horizons

the puzzle disappears and the level, shape and time-series variation of the pricing kernel are

in line with standard rational asset-pricing models. In contrast, we show that the empirical

features of the short-term kernel can be explained by a behavioral asset-pricing model.

In the third chapter,‘Π-CAPM: An Asset Pricing Model with Probability Weighting’,

which is joint work with Joost Driessen and Sebastian Ebert, we study the asset pricing

implications of probability weighting—the idea that investors overweight rare, high impact

events—by generalizing the mean-variance framework to allow for tail overweighting. Our

model allows for a unique and homogenous pricing equilibrium with multiple investors

and several correlated assets. We find that even a symmetric probability distortion has

asymmetric pricing implications. For example, while the price of a left-skewed asset increases

in skewness and decreases in variance, the price of a right-skewed asset may not. We also

xiv



obtain and empirically validate several novel implications on the option-implied premiums

on variance, skewness, and correlation.

In sum, this dissertation has three main takeaways. First, leading asset pricing models

fail to capture the variation in prices of instruments with direct exposure towards stock

market variance. In each of the models, variance risk is substantially larger than in the

data, and yet, these models struggle to reconcile the size of the empirical risk premium.

Because these variance instruments have a right-skewed payoff, I believe it is interesting

for future research to incorporate a stronger skewness preference into asset pricing models

using insights from behavioral finance. Second, option prices of the S&P 500 indicate that

short- and long-term preferences are substantially different. Short-term preferences are in

line with a behavioral asset pricing model, whereas long-term preferences are in line with

a rational asset pricing model. This difference could result from the fact that speculative

investors with non-standard preferences mostly trade short-term options whereas investor

with standard preferences trade long-term options. I suppose it is interesting to study such

maturity segmentation in option markets more in the future. Third, probability weighting

is able to explain many asset pricing puzzles in the cross-section of stocks regarding risk

premia for variance, skewness and correlation. The next step would be to incorporate these

type of preferences into an otherwise standard asset pricing model.
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Chapter 1

Variance Discount Rates: What Drives Preferences

over Variance Risk?1

1.1 Introduction

In this paper, I analyze time-series variation in expected returns for investing in stock

market variance, which are called variance discount rates. More specifically, I analyze

variation in variance discount rates in the S&P 500 variance swap market. I show that

variation in variance discount rates is important for the pricing of variance swaps, and I test

whether prominent asset pricing models are able to match the observed variation.

The volume in the market for variance has increased significantly over the past decades;

nevertheless, important properties of this market, like the time-variation in variance discount

rates, have received little attention in the literature. One important reason to invest in stock

market variance is that it can provide a hedge against stock market crashes. Moreover, risk

premia in this market are substantial,2 which shows that investors pay a premium to obtain

a positive exposure towards stock market variance.

Variation in variance discount rates is either driven by variation in preferences over

variance risk or by variation in the quantity of variance risk. Therefore, analyzing variance

1First draft: November 2020. First and foremost, I would like to thank my supervisors Joost Driessen,
Sebastian Ebert and Ole Wilms for their invaluable support and guidance. I also thank Lieven Baele, Martijn
Boons, Fabio Braggion, Nicole Branger, Adrian Buss, Stefano Cassella, Julio Crego, Rik Frehen, Jasmin
Gider, Stefano Giglio, Frank de Jong, Friedrich Lorenz and conference/seminar participants at Tilburg
University, Stockholm Business School, Rotterdam School of Management, Paris Dauphine University and
TADC 2021 for helpful comments and discussions on the topic.

2In the literature this phenomenon is referred to as the variance risk premium and documented in
Bollerslev et al. (2009), Kozhan et al. (2013), Dew-Becker et al. (2017), and Aı̈t-Sahalia et al. (2020).
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CHAPTER 1. VARIANCE DISCOUNT RATES

discount rates offers important insights into preferences of investors over variance risk and

into how this risk varies over time. Moreover, in many prominent asset pricing models,

variance risk is a central component and the main driver of variation in the equity pre-

mium. In the models considered in this paper,3 variance risk is driven by time-variation

in consumption disasters or time-variation in large and sudden movements in the agent’s

investment opportunity set. However, the literature has not settled on what the appropriate

way is to incorporate variance risk in an asset pricing model. Analyzing the variation of

variance discount rates allows me to contrast the empirical findings on variance discount

rates with the predictions of these asset pricing models. Therefore, this analysis offers

important insights into how variance risk should be incorporated in asset pricing models. In

sum, my contribution to the literature is twofold.

First, I show that variation in variance discount rates is an important determinant of

variation in S&P 500 variance swap prices. Variance swaps are assets that pay their owner

the sum of daily squared stock market returns and, thus, give a direct exposure toward stock

market variance. Variance discount rates are defined as the expected returns on variance

swaps and equal the premium an investor pays to get exposure toward variance risk. I show

that variation in variance discount rates drives at least 6.9% of the variation in short-term

variance swaps, whereas it drives up to 76.0% of the variation for long-term variance swaps.

Therefore, I find strong evidence that the premium associated with hedging variance risk

varies over time. Furthermore, my results show that there is a predictable component in

variance risk, which drives variation in both short-term and long-term variance discount

rates.

Second, I show that prominent asset pricing models have profoundly different predictions

regarding the pricing of variance risk and, in particular, regarding the variation in prices due

to variance discount rates. In the model by Gabaix (2012), all variation in variance swap

prices is attributed to variation in variance discount rates, both for short-term and long-term

variance swaps. On the other hand, in the model by Wachter (2013) (almost) none of the

variation in variance swap prices is attributed to variance discount rates, while the data shows

that variance discount rates are the main driver of long-term variance swaps. These results

follow from the fact that the model by Wachter (2013) predicts a strong persistence in stock

market variance, whereas the model by Gabaix (2012) predicts that, in absence of disasters,

3I study variance risk in the variable rare disaster model by Gabaix (2012), the time-varying disaster
model by Wachter (2013), and the long-run risk model by Drechsler and Yaron (2011).
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1.1. INTRODUCTION

stock market variance is constant. Finally, the model by Drechsler and Yaron (2011) matches

the empirical result that long-term variance swaps are mostly driven by variance discount

rates. However, when I use the calibration of Drechsler and Yaron (2011), the model predicts

substantially larger variation in short-term variance discount rates than empirically observed.

In sum, these models incorporate variance risk to capture empirical features of the equity

premium; however, the models fail to directly match empirically documented features with

respect to the pricing of variance risk.

I now explain the methodology to study variance discount rates in more detail. In order to

analyze variation in variance discount rates, I derive a log-linear pricing identity for variance

swaps in the spirit of the approach by Campbell and Shiller (1988) for equity. More specif-

ically, I show that the variance swap rate with T months to maturity vs
(T )
t approximately

equals the difference between expected stock market variance E
(T )
rv,t and variance discount

rates E
(T )
vdr,t up to maturity, as follows:

vs
(T )
t ≈ E

(T )
rv,t − E

(T )
vdr,t, (1.1)

where the full derivation and definitions are given in Section 1.2.2. Equation (1.1) offers a key

insight into the pricing of variance risk, as it shows that the variance swap rate is high, either

due to high stock market variance expectations or low variance discount rates. Moreover,

this identity for the variance swap rate is similar to the pricing identity of the price-dividend

ratio, which is presented in Campbell and Shiller (1988), where variance expectations take

the role of expected cash flows and variance discount rates replace stock market discount

rates. In the literature on stock market discount rates, it is standard to model discount rates

or dividend growth using a vector autoregression (VAR). I proceed accordingly and model

stock market variance with a VAR. Using the VAR, I can decompose variation in variance

swap rates into variation due to stock market variance expectations and variation due to

variance discount rates. I document the following stylized facts regarding short-term and

long-term variance swap rates.

First, regarding short-term variance swaps, I document that variation in stock market

variance expectations accounts for, respectively, 123.5% and 87.0% of the total variation in

variance swap rates with one and three months to maturity, whereas variation in variance

discount rates accounts for 6.9% and 31.3% of the total variation.4 Additionally, I find that

4The sum of variation due to stock market variance expectations and variance discount rates does not
equal one, because these components turn out to be positively correlated.
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stock market variance expectations and short-term variance discount rates are positively

correlated. This finding is at odds with economic intuition, which suggests that the premium

to hedge variance risk increases, rather than decreases, during periods of elevated stock

market variance. However, the finding that variance discount rates and stock market variance

expectations are positively correlated is in line with the result in Cheng (2019), who finds

that risk premia in the market for variance tend to decrease during periods of elevated stock

market variance.5 Furthermore, I show that decompositions of short-term variance swap

rates using predictive regressions, which are independent of the VAR, yield very similar

results.

Second, regarding long-term variance swaps, I document that variation in variance dis-

count rates accounts for, respectively, 60.6% and 76.0% of the total variation in 12-month

and 18-month variance swap rates, whereas variation in variance expectations accounts for

48.5% and 28.5% of the total variation. Hence, there is strong evidence for time-variation

in variance discount rates, and this variation accounts for a significant part of the total

variation in variance swap rates. In order for long-term variance discount rates to vary over

time as much as empirically documented, either variance risk should contain a persistent

component or preferences over variance risk need to vary over time and in a persistent way.

Moreover, the fact that short-term variance swaps mostly move due to variance expectations

indicates that stock market variance is highly time-varying and predictable. The result that

variance expectations drive only a small fraction of the variation in long-term variance swaps

indicates, however, that stock market variance is not very persistent. To show robustness of

my results, I show that the decomposition of long-term variance swaps, based on predictive

regressions, yields the same results as those based on the VAR.

After having established the stylized facts of the pricing of variance risk, I compare the

empirical findings to the predictions of prominent asset pricing models. The first model

considered in this paper is the consumption disaster model by Gabaix (2012). The model

builds on the framework of Rietz (1988) and Barro (2006) and adds that the size of the

disaster varies over time. I show that variation in variance swap rates in the model by Gabaix

(2012) is solely driven by variation in variance discount rates. This result follows from the

fact that, in the absence of disasters, stock market variance is constant. However, during

5Lochstoer and Muir (2019) show that a model in which an agent has slow moving beliefs over stock
market volatility can reconcile the evidence of the negative correlation of stock market variance and the
variance risk premium. Slow moving volatility expectations lead the agent to initially underreact to volatility
news followed by a delayed overreaction.
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periods of increased disaster size, the investor is willing to pay an even larger premium to

hold variance swaps, which drives up the variance swap rate.

The second model considered in this paper is the model by Wachter (2013), in which

variance risk is also driven by variation in consumption disaster risk. However, in the model

by Wachter (2013) the disaster intensity, rather than the disaster size, varies over time. I

show that in this model, (almost) all variation in variance swap rates is driven by variance

expectations rather than variance discount rates. In this model, stock market variance is,

even in the absence of consumption disasters, time-varying. This feature, which is not present

in the model by Gabaix (2012), results from the fact that the variance of the stock market

increases in the current level of the disaster intensity. Due to this time-variation in stock

market variance and its persistence, the variation in variance expectations is substantially

larger than the variation in variance discount rates and, thus, the main driver of variance

swap rates.

The third model considered in this paper is the model by Drechsler and Yaron (2011),

who extend the long-run risk framework of Bansal and Yaron (2004) by including jumps. In

this model, variance risk is driven by jumps in the investment opportunity set, rather than

jumps in the consumption process. These jumps appear in the stochastic process governing

the long-run mean consumption growth and in the process governing the variance of the

model. I show that, in line with the data, short-term variance swap rates are driven mostly

by variance expectations and long-term variance swap rates mostly by variance discount

rates. However, due to the relatively high frequency of the jumps in the model and the

large variation in intensity, short-term variance discount rates drive a much larger part of

the variation in short-term variance swaps than empirically observed. Therefore, I conclude

from this analysis that jumps in stock market variance are much less predictable over short

horizons in the data than in the model by Drechsler and Yaron (2011). Furthermore, stock

market variance is more persistent in the model by Drechsler and Yaron (2011) than in

the data, and this follows from the fact that the fraction of variation explained by variance

expectations decreases less in the maturity than empirically observed.

How do variance discount rates relate to stock market discount rates? To analyze this,

I decompose returns on variance swaps into news about future variance and news about

future variance discount rates and decompose stock market returns, following Campbell and

Vuolteenaho (2004), into news about future dividends and news about future stock market

discount rates. I find that the beta of a variance swap is negative, because the correlation

between variance swap returns and stock market returns is strongly negative. First, I show
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that the stock market beta increases from −7.18 for short-term variance swaps to −2.21 for

long-term variance swaps. Second, the low stock market beta is, both for short-term and

long-term variance swaps, mostly explained by the positive correlation between news about

stock market variance and news about stock market discount rates. This result indicates

that during periods of increased stock market variance, stock market discount rates are

revised upward to compensate for the increased risk of investing in the stock market. Third,

I show that news about short-term variance discount rates is positively correlated to news

about stock market discount rates, whereas news about long-term variance discount rates is

negatively correlated to news about stock market discount rates.

Overall, I contribute to three strands of the literature. First, I contribute to the literature

on the variance risk premium. Bollerslev et al. (2009), Kozhan et al. (2013), Dew-Becker

et al. (2017), and Aı̈t-Sahalia et al. (2020) show that this risk premium is, on average, sizable.

Moreover, Bollerslev et al. (2009) show that the variance risk premium predicts future stock

market returns, and Bollerslev and Todorov (2011) show that a substantial fraction of the

equity premium is compensation for variance risk. Giglio and Kelly (2018) document sizable

variation in long-term variance forwards and show that this finding of sizable variation in

long-term assets holds across many asset classes. In this paper, I show that there is sizable

time-variation in expected returns to invest in variance risk. Second, I contribute to the

literature on how to incorporate variance risk in an asset pricing model. Rietz (1988) and

Barro (2006) propose that the equity premium is a compensation for consumption disasters.

Gabaix (2012) and Wachter (2013) show how time-variation in consumption disaster risk is

able to capture time-variation in the equity premium. On the other hand, Drechsler and

Yaron (2011) show that the equity premium and variance risk premium is explained by a

long-run risk model that incorporates jumps in the investment opportunity set, rather than

in the consumption growth process. The decomposition of variance swap rates in this paper

allows me to directly test these mechanisms that drive variance risk in the models. Third

I contribute to the literature on discount rates in various financial markets of which the

importance is stressed in Cochrane (2011). Shiller (1981), Campbell and Shiller (1988),

Campbell and Vuolteenaho (2004), Cochrane (2008), and Campbell et al. (2018) analyze

variation in stock market discount rates. Variation in discount rates for bonds and corporate

credits is analyzed in Fama and Bliss (1987), Campbell and Ammer (1993), and Nozawa

(2017). Johnson (2017) shows that there is predictability in the market for variance swaps,

which indicates that there is some time variation in variance discount rates. I show that,

indeed, variance discount rates vary over time and drive a significant part of the variation
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in variance swap rates.

The remainder of this article is organized as follows. Section 1.2 shows the derivation

of the pricing identity for variance swap rates. Section 1.3 describes the data on variance

swaps, reports the stylized facts on variance swap returns, and reports the results of the

decomposition. Section 1.4 explains the predictions of several asset pricing models regarding

the decomposition of variance swap rates. Section 1.5 concludes.

1.2 Methodology

In this section, I present the methodology to study the time-series variation of variance

discount rates in the S&P 500 variance swap market. A variance swap is a derivative security

that pays the holder of the contract the realized variance of the underlying up to maturity.

Variance swaps are used to manage market variance risk, and the variance discount rates

correspond to expected returns for holding a variance swap.

In the next subsection, I formalize the cash flows of a variance swap and will afterward

derive a log-linear pricing idenity for the variance swap rate in the spirit of the approach by

Campbell and Shiller (1988) for equity.

1.2.1 Variance swap contract

A variance swap pays its holder the realized variance of the underlying from the inception

of the contract up to maturity. At maturity, the holder of the contract pays the variance swap

rate in exchange for the realized variance of the underlying from inception up to maturity.

The payoff of a variance swap at maturity T -periods from origination time t is defined as

follows:

payofft+T =
T∑
i=1

RVt+i − V S(T )
t , (1.2)

where RVt+i is the realized variance over period t + i and V S
(T )
t is the variance swap rate

at time t for a variance swap with maturity T -periods to maturity. Note that a variance

swap can last for several periods, and, therefore, the total realized variance at the end of the

contract equals the sum of the realized variance over each period. The holder of the variance

swap receives the realized variance in exchange for a fixed rate at the end of the contract

and, therefore, hedges variance risk until maturity of the contract. Given a risk-neutral

pricing measure Q, the variance swap rate with T -periods to maturity at time t is given by
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the following:

V S
(T )
t =

T∑
i=1

EQ
t

(
RVt+i

)
, (1.3)

where EQ
t denotes the expectation under the risk-neutral measure conditional on information

available at time t. Therefore, V S
(T )
t corresponds to the risk-neutral expectation of the sum

of realized variances from period t+ 1 until period t+ T .

Next, I define the gross return over period t to t + 1 on a variance swap with T -periods

to maturity, as follows:

R
(T )
t+1 =

V S
(T−1)
t+1 +RVt+1

V S
(T )
t

. (1.4)

The gross return is defined as the investor holding a variance swap with T -periods to maturity

for one period and selling in the period afterward. She buys the variance swap for the

current variance swap rate V S
(T )
t , receives the next period’s realized variance RVt+1, and

sells the variance swap for the next period’s variance swap rate V S
(T−1)
t+1 . The definition of

the return in equation (1.4) corresponds to the return on a variance asset, which pays the

realized variance at the end of each period rather than at the end of the contract. Under

the assumption of no-arbitrage, the price of such an asset equals the variance swap rate

discounted with the T -period risk-free rate to time t, and the realized variance payment

of such an asset is discounted in a similar way. It is possible to show that the logarithm

of the return defined in (1.4) equals the log-return on this variance asset in excess of the

risk-free rate. Moreover, it follows from equation (1.4) that realized variance for returns on

variance swaps is the equivalent to dividend payments for returns on the stock market; that

is, realized variance is the cash flow component of a variance swap.

In the next subsection, I show that it is possible to write the variance swap rate as a

function of the expectation of future stock market variance and variance discount rates. The

derivation is analogous to the derivation of Campbell and Shiller (1988) for equity.

1.2.2 Pricing identity for the variance swap rate

I show in this subsection how to derive the log-linear pricing identity of equation (1.1).

The goal of this exercise is to write the current variance swap rate as a function of expected

variance and variance discount rates only.

The first step in deriving the log-linear pricing identity is to Taylor-expand the log-return
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on the variance swap and obtain the following log-linear approximation:

r
(T )
t+1 ≈ k(T ) + ρ(T ) · vs(T−1)

t+1 +
[
1− ρ(T )

]
rvt+1 − vs(T )

t , (1.5)

where r
(T )
t+1 = log

(
R

(T )
t+1

)
, vs

(T−1)
t+1 = log

(
V S

(T−1)
t+1

)
, rvt+1 = log

(
RVt+1

)
, and vs

(T )
t = log

(
V S

(T )
t

)
.

In the following, unless stated otherwise, I refer to the logarithm of these variables as the

return, variance swap rate, and realized variance. The interpretation of equation (1.5) is as

follows: The return on a variance swap is approximately equal to a linear function of the

next period’s variance swap rate vs
(T−1)
t+1 , realized variance in the next period rvt+1, and the

current variance swap rate vs
(T )
t . k(T ) is the approximation constant and ρ(T ) governs the

relative importance of the next period’s price and the next period’s realized variance in the

calculation of the return of the variance swap. These constants depend on the maturity T

of the variance swap, because the one-period return on a long-term variance swap is mostly

driven by the next period’s variance swap rate rather than the one-period realized variance.

Intuitively, this indicates that ρ(T ) is closer to one for variance swaps with a large maturity. I

show in Section 1.3.3 that ρ(T ) can be estimated using a simple regression and, importantly,

that equation (1.5) approximates the return on a variance swap really well.

In order to write the current variance swap rate as a function of future realized variance

and future returns only, I substitute the next period’s variance swap rate with the following

equation:

vs
(T−i)
t+i ≈ k(T − i) + ρ(T − i) · vs(T−i−1)

t+i+1 +
[
1− ρ(T − i)

]
rvt+i+1 − r(T−i)

t+i+1,

where k(T − i) and ρ(T − i) are the log-linearization coefficients of a variance swap with

T − i-periods to maturity. Next, this equation allows me to substitute the future variance

swap rate vs
(T−i)
t+i in equation (1.5) and iterate forward up to the point that the current

variance swap rate depends on the one-month variance swap rate vs
(1)
t+T−1. The following

holds regarding the one-month variance swap rate: vs
(1)
t+T−1 = rvt+T − r

(1)
t+T , which yields

k(1) = ρ(1) = 0 such that it holds with an equal sign. In the end, the future variance swap

rate is substituted out from equation (1.5) and I obtain the following:

vs
(T )
t ≈ K+

T∑
i=1

[
1−ρ(T − i+1)

]( i−1∏
j=1

ρ(T − j+1)
)
· rvt+i−

T∑
i=1

( i−1∏
j=1

ρ(T − j+1)
)
· r(T−i+1)
t+i ,

(1.6)

where K is a constant and a function of the constants k(T − i) and ρ(T − i) from the
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individual log-linearizations. In the remainder of this paper, I will discard the constant K

from the pricing identity for simplicity and because the focus of this paper is on time-series

variation. The intuition of equation (1.6) is as follows: A high current variance swap rate

vs
(T )
t is either due to high future realized variance rvt+i or low future returns on the variance

swap r
(T−i+1)
t+i . Equation (1.6) holds ex post, but the equation also holds in expectation

conditional on information at time t, as follows:

vs
(T )
t ≈ E

(T )
rv,t − E

(T )
vdr,t, (1.7)

where

E
(T )
rv,t = Et

T∑
i=1

[
1− ρ(T − i+ 1)

]( i−1∏
j=1

ρ(T − j + 1)
)
· rvt+i and (1.8)

E
(T )
vdr,t = Et

T∑
i=1

( i−1∏
j=1

ρ(T − j + 1)
)
· r(T−i+1)

t+i . (1.9)

The intuition of equation (1.7) is similar to before: The current variance swap rate vs
(T )
t is

high either due to high expected realized variance E
(T )
rv or low expected variance discount

rates E
(T )
vdr . Campbell and Shiller (1988) show that the current price-dividend ratio increases

in dividend growth expectations and decreases in stock market discount rates. Therefore,

identity (1.7) for the variance swap rate is similar to the pricing identity of the price-dividend

ratio, where variance expectations take the role of expected cash flows and variance discount

rates replace stock market discount rates. There are two main differences between the

identity of equation (1.7) and the identity in Campbell and Shiller (1988), and these are

due to the fact that a variance swap is a finite cash flow, whereas equity is a perpetual cash

flow. First, variance discount rates in equation (1.9) depend on the maturity of the variance

swap, which is important because Dew-Becker et al. (2017) show that the term structure

variance discount rates is upward sloping. This indicates that expected returns on short-term

variance swaps are much lower than expected returns on long-term variance swaps. Second,

in the derivation of the pricing identity for equity, Campbell and Shiller (1988) assume the

so-called no-bubble condition. This assumption is not needed in case of a variance swap,

because it is a finite cash flow rather than a perpetual cash flow in the case of equity.

In Section 1.3, I take equation (1.7) to the data and decompose the variance swap rate

into variance expectations and variance discount rates for several maturities. This allows me

to show how much of the variation in variance swap rates is due to variance expectations
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and variance discount rates. Furthermore, in the following subsection I derive an equation

to decompose realized returns on variance swaps into news about future variance and news

about future variance discount rates.

1.2.3 Variance swap return decomposition

From the log-linear pricing identity of equation (1.7), it is possible to derive an equation

that shows how returns on variance swaps are decomposed into news about future variance

and news about future variance discount rates. Similar to what Campbell and Vuolteenaho

(2004) do for equity, I calculate changes in expectation of identity (1.7), which yields the

following:

r
(T )
t+1 − Etr(T )

t+1 ≈
(
Et+1 − Et

)[ T∑
i=1

(
1− ρ(T − i+ 1)

)( i−1∏
j=1

ρ(T − j + 1)
)
rvt+i

]

−
(
Et+1 − Et

)[ T∑
i=2

( i−1∏
j=1

ρ(T − j + 1)
)
r

(T−i+1)
t+i

]
= N

(T )
rv,t+1 −N

(T )
vdr,t+1. (1.10)

As previously, equation (1.10) indicates that unexpected returns on a variance swap with

maturity T are associated with news about future variance and news about variance discount

rates. An increase in expected variance is associated with a positive return on the variance

swap, whereas an increase in variance discount rates is associated with a negative return on

the variance swap. The decomposition of returns on variance swaps, rather than variance

swap rates, helps to understand how quickly expectations over realized variance of discount

rates change over time. Furthermore, using this decomposition I analyze which part of the

variance swap return correlates with stock market returns.

In the next section, I first discuss the details of my data and afterward present the

empirical results regarding the decomposition of variance swap rates and variance swap

returns.

1.3 Empirical results

In this section, I present the empirical results of the decomposition of variance swap rates

and variance swap returns. First, I describe my data on variance swaps and present some

sample statistics. Second, I show the results from the decomposition of variance swap rates

into variance expectations and variance discount rates. I decompose the variance swap rate
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in two ways: using predictive regressions—which I call the simple decomposition—and using

the VAR. Third, I decompose returns on variance swaps into news about future variance

and news about variance discount rates and analyze how variance swap returns are related

to stock market returns.

1.3.1 Data

In this paper, I use data on S&P 500 options from January 1996 until June 2019 from

OptionMetrics. Using the methodology described in Kozhan et al. (2013) and discussed more

into details in Appendix 1.6.1, I construct variance swaps with maturities ranging from one

to 18 months. The maturity of 18 months to maturity is the longest for which I can calculate

a variance swap rate every month. I calculate variance swap rates at the end of each month

in the sample and interpolate the variance swap rates linearly, such that the maturity equals

T months. Note that interpolating variance swap rates linearly is equivalent to taking long

posititions in two variance swaps with maturity T1 and T2 such that the weighted average of

the maturities equals T .

I use the methodology of Kozhan et al. (2013), because these variance swaps are most

closely related to the variance swaps that are traded over-the-counter (OTC). In Appendix 1.6.2,

I show that my data on variance swaps is highly similar to data from the OTC market, which

is analyzed in Dew-Becker et al. (2017).

In addition to the pricing information on variance swaps, I obtain data that is used in the

VAR. From the panel of variance swap rates, the first two principal components, pc
(1)
t and

pc
(2)
t , are calculated. pc

(1)
t captures the level in the term structure of variance swap rates,

and pc
(2)
t captures the slope of the term structure of variance swap rates. Furthermore,

realized variance is defined as in Kozhan et al. (2013) and approximately equals the sum

of daily squared returns within a month. Finally, the default spread is obtained from the

Federal Reserve Bank of St. Louis and defined as the difference in yield on BAA and AAA

credit-rated corporate bonds.

1.3.2 Returns on variance swaps

In this subsection, I present sample statistics from the panel of variance swap returns.

Note that I also present sample statistics on the realized variance of the S&P 500, because

realized variance plays the role of the dividend payment in the calculation of the return.

Moreover, I calculate simple returns and log-returns in order to quantify its differences in

12
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the case of variance swaps. The sample statistics of the realized variance and variance swap

returns are shown in Table 1.1. In Table 1.1, sample statistics of monthly realized variance

Table 1.1. The table shows sample statistics of realized variance in Panel A, simple variance
swap returns in Panel B and log variance swap returns in Panel C. The sample statistics of
monthly realized variance in Panel A are scaled to represent the yearly standard deviation.
The mean, standard deviation, yearly Sharpe ratio and the 5%, 25%, 50%, 75% and 95%
quantiles are presented.

Panel A: Realized variance

Maturity Mean SD SR 5% 25% Median 75% 95%

- 0.162 0.095 - 0.068 0.101 0.142 0.188 0.323

Panel B: Simple returns on variance swaps

18 -0.006 0.187 -0.106 -0.231 -0.123 -0.037 0.071 0.317
12 -0.013 0.227 -0.202 -0.269 -0.151 -0.056 0.081 0.346
6 -0.050 0.316 -0.544 -0.363 -0.232 -0.110 0.058 0.480
3 -0.098 0.447 -0.756 -0.477 -0.353 -0.204 0.002 0.581
1 -0.285 0.676 -1.458 -0.779 -0.630 -0.456 -0.193 0.838

Panel C: Log-returns on variance swaps

18 -0.021 0.167 - -0.262 -0.131 -0.037 0.069 0.275
12 -0.034 0.195 - -0.313 -0.164 -0.057 0.078 0.297
6 -0.090 0.264 - -0.451 -0.265 -0.117 0.057 0.392
3 -0.181 0.365 - -0.649 -0.435 -0.228 0.002 0.458
1 -0.572 0.640 - -1.508 -0.995 -0.608 -0.214 0.609

on the S&P 500 and returns on variance swaps with different maturities ranging from one

to 18 months are presented. Panel A presents sample statistics of realized variance scaled to

yearly standard deviation, Panel B presents simple returns on variance swaps, and Panel C

presents log-returns on variance swaps. The mean monthly realized variance over the sample

is equal to 16.2% p.a., with a standard deviation of 9.5%. Furthermore, the distribution of

monthly realized variance is right-skewed, indicated by the quantiles of the distribution.

The first observation from Panel B of Table 1.1 is that, on average, returns on variance

swap returns are negative. This result is in line with a positive variance risk premium for the

market portfolio as in Bollerslev et al. (2009) and Drechsler and Yaron (2011). Economically,

a negative expected return on a variance swap indicates that if an investor wants to hedge

variance risk, she pays a risk premium. The premium the investor pays for holding a variance

swap is decreasing in the maturity of the variance swap. A variance swap with maturity

13
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longer than one month has exposure toward realized variance in the next month and toward

expected variance for the remaining of the contract. Dew-Becker et al. (2017) show that

the premium for hedging realized variance the next month is much larger than for hedging

expected variance, and, therefore, the premium for holding a variance swap is decreasing in

the maturity. Moreover, returns on variance swaps are volatile, as seen in the third column

of Panel B in Table 1.1 and the volatility is decreasing in the maturity of the variance swap.

However, the yearly Sharpe ratio is strongly increasing in maturity, and the yearly Sharpe

ratio for investing in variance swaps with one month to maturity is very low (≈ −1.46), and

similar to what Dew-Becker et al. (2017) find. Furthermore, the distributions of variance

swap returns are right-skewed, indicated by the quantiles of the return distribution.

The sample average of the log-returns on variance swaps in Panel C of Table 1.1 are lower

than the sample average for simple returns in Panel B of Table 1.1. This is driven by the fact

that log-return distributions are less right-skewed than the simple return distributions and,

therefore, is the sample average lower. The distribution of one-month returns is affected the

most by the log-transformation. This result derives from the fact that the approximation of

log-returns is equal to simple returns is close if the volatility of the return is low.6

1.3.3 Simple decomposition of variance swap rates

As a starting point, I test the basic intuition from the pricing identity (1.7): The current

variance swap rate is high either due to high future variance or low future returns on the

variance swap. Therefore, the current variance swap rate should predict future stock market

variance, future returns on the variance swap, or both. In order to do this, I run predictive

regressions of future stock market variance and future returns on the variance swap, with the

current variance swap rate as the predictor. The present value identity (1.6) holds ex post

and, therefore, the coefficients of the following predictive regressions decompose the variance

6Note, log(1 + x) ≈ x for x close to zero.
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swap rate into variance expectations and variance discount rates, as follows:

yrv,t+T =
T∑
i=1

[
1− ρ(T − i+ 1)

]( i−1∏
j=1

ρ(T − j + 1)
)
· rvt+i = arv + brv · vs(T )

t + εrvt+T and

(1.11)

yvdr,t+T =
T∑
i=1

( i−1∏
j=1

ρ(T − j + 1)
)
· r(T−i+1)

t+i = avdr + bvdr · vs(T )
t + εvdr

t+T ,

(1.12)

where rvt+i and r
(T−i+1)
t+i are the realized variance and return of a variance swap during period

t+ i. The difference between the regression coefficients of equations (1.11) and (1.12) should

be approximately one, as follows:

1 ≈ brv − bvdr.

The regression coefficients indicate whether a high current variance swap rate predicts high

future stock market variance or low future returns. Therefore, economic intuition suggests

that brv > 0 and bvdr < 0. Moreover, if brv ≈ 1, it indicates that variation in the variance

swap rate is mostly driven by stock market variance expectations, whereas if bvdr ≈ −1,

it indicates that variation in the variance swap rate is mostly driven by variance discount

rates. Due to the fact that a variance swap is a finite cash flow, these regressions provide a

powerful test if the present value identity holds. This identity holds if I find that, indeed,

the difference between the regression coefficients is close to one. In case of a perpetual cash

flow like equity, the regressions (1.11) and 1.12 do not fully decompose the current price,

because the future price of the asset could be important.

In order to compute yrv,t+T and yvdr,t+T , I need the log-linear approximation coefficients

ρ(T ). I estimate ρ(T ) using a simple regression, which follows from minimizing the squared

error of approximation (1.5). The results of this exercise are presented in Table 1.2. As

expected, the log-linearization coefficient ρ(T ) depends on the maturity of the variance

swap. ρ(T ) increases in maturity, which indicates that the next period’s variance swap rate

is relatively more important than the one-period realized variance for long-term variance

swaps. The second row in Table 1.2 shows that the log-linear approximation of the variance

swap returns is in fact a good approximation, as indicated by the large R2’s. The R2’s range

from 98.24% to 99.96%, with an average of 99.7%.
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Table 1.2. This table shows the regression results of r
(T )
t+1− rvt+1 + vs

(T )
t = k+ ρ

(
vs

(T−1)
t+1 −

rvt+1

)
+ ε

(T )
t+1, for different maturities T . For each maturity, the log-linearization coefficient

ρ(T ) is given as well as the R2 of the regression.

Maturity 1 2 3 4 5 6 7 8 9

ρ(T ) 0 0.634 0.777 0.841 0.876 0.898 0.914 0.925 0.933
R2 100% 98.24% 99.28% 99.57% 99.70% 99.78% 99.82% 99.85% 99.88%

Maturity 10 11 12 13 14 15 16 17 18

ρ(T ) 0.940 0.945 0.950 0.954 0.958 0.961 0.963 0.965 0.967
R2 99.90% 99.91% 99.92% 99.94% 99.94% 99.95% 99.96% 99.96% 99.96%

The next step is to estimate the regression equations (1.11) and (1.12) which decompose

the variance swap rate into variance expectations and variance discount rates. Table 1.3

presents the results. A positive brv indicates that a high variance swap rate predicts high

Table 1.3. This table shows the results of the predictive regressions of equations (1.11)
and (1.12), in which the variance swap rate is the independent variable. t-statistics are
represented in brackets and are computed using Newey-West standard errors with number
of lags equal to T .

Dependent variable: yrv,t+T yvdr,t+T

Maturity brv
(t-stat.)

R2 bvdr
(t-stat.)

R2

18
0.245 0.030 -0.728 0.205
(1.32) (-3.87)

12
0.558 0.142 -0.419 0.080
(3.70) (-2.65)

6
0.833 0.315 -0.168 0.017
(7.00) (-1.38)

3
0.957 0.432 -0.040 0.001

(11.50) (-0.46)

1
1.101 0.577 0.101 0.013

(19.52) (1.79)

future realized variance, whereas a negative bvdr indicates that a high variance swap rates

predicts low future returns on the variance swap. The main result from Table 1.3 is that

variation in short-term variance swaps is mostly attributed to variation in realized variance,

whereas variation in long-term variance swaps is mostly attributed to variation in variance

discount rates. Variation in variance swap rates with maturity less than six months is for at
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least 83.3% attributed to variation in realized variance and only 16.8% due to variation in

variance discount rates. Moreover, these short-term variance swap rates do not predict lower

future variance discount rates with a coefficient significantly different from zero. However, in

Section 1.3.4, where the variance swap rate is decomposed using a VAR, I show that short-

term variance discount rates vary over time as well. The finding of a postive bvdr indicates

that a high one-month variance swap rate predicts a high future return on the variance swap

is at odds with economic intuition. However, the finding could be in line with Cheng (2019),

who shows that the variance risk premium tends to decline during market turmoil. This

finding is explained by falling hedging demand for variance risk during periods when stock

market risk rises.

I now turn to the predictive regressions for long-term variance swaps with maturity of 12

or 18 months. Variation in expected variance accounts for, respectively, 55.8% and 24.5%

of the total variation in variance swap rates with 12 or 18 months to maturity, whereas

variance discount rates account for 41.9% and 72.8% of the total variation. Long-term

variance swap rates predict future returns on the variance swaps negatively and with a

coefficient significantly different from zero. Furthermore, the 18-month variance swap rate

does not predict future realized variance over the lifetime of the contract with a coefficient

significantly different from zero. These findings indicate that long-term variance swap rates

are mostly driven by variation in variance discount rates.

The fact that brv−bvdr is, indeed, close to one for each maturity indicates that the variation

in variance swap rates is effectively attributed to variation in variance expectations and

variance discount rates. The difference between the coefficients of the predictive regressions

lies between 0.973 and 1.001 for each of the considered maturities.

In the following subsection, I specify the VAR and present the results of the decomposition

of variance swap rates.

1.3.4 Decomposition of variance swap rates using a VAR

In this subsection, I show how the variance swap rate is decomposed using a VAR. This

allows me to estimate variance expectations and variance discount rates and analyze its

time-series variation.

The results of the simple decomposition in Table 1.3 show that short-term variance swap

rates do no predict future returns on a variance swap with a coefficient significantly different

from zero. In the analysis using the VAR, I thoroughly investigate the variation in short-term

and long-term variance discount rates. I use the VAR to model variance expectations and
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obtain variance discount rates as a latent variable from the log-linear pricing identity (1.7).

It is convenient to model stock market variance with a VAR, because this allows me to obtain

variance expectations for each period by iterating the VAR forward.

In the benchmark exercise, I focus on the following VAR with four state variables:

zt+1 = Bzt + εt+1 and (1.13)

zt =
(
rvt pc

(1)
t pc

(2)
t DEFt

)′
, (1.14)

where B ∈ R4×4 is a matrix with regressor coefficients and εt+1 ∈ R4×1 is a vector with

errors. The vector zt consists of the following variables: rvt is the log of realized variance,

pc
(1)
t is the first principal component of the panel of log variance swap rates with maturity

from one to 18 months, pc
(2)
t is the second principal component of the panel of log variance

swap rates, and DEFt is the default spread defined as the yield difference between BAA and

AAA credits. For simplicity, and standard in the literature, all the variables included in zt

are demeaned such that the intercepts in the VAR are zero.

The first row in the VAR of equation (1.13) represents the predictive model for stock

market variance. In order to decompose the variance swap rates, I calculate variance

expectations, and, therefore, the remaining variables in the VAR are included based on

its ability to predict stock market variance. pc
(1)
t captures the level of the term structure

of variance swap rates and predicts future stock market variance well. The level of term

strucutre of variance swap rates is highly correlated (≈ 0.93) with the VIX index, which

Drechsler and Yaron (2011) show to be a good predictor of stock market variance. pc
(2)
t

relates to the slope of the term structure of variance swap rates, which is high during episodes

of low stock market variance and low during episodes of elevated variance and, therefore,

able to predict variance. Finally, the default spread DEFt is included in the VAR, which

Campbell et al. (2018) show to predict variation in long-term variance and a well-known

business cycle indicator.

Based on the VAR model, monthly variance expectations for a variance swap with T -

months to maturity equals

E
(T )
rv,t = e′1

((
1− ρ(T )

)
B + · · ·+

(
1− ρ(1)

)
ρ(T )× · · · × ρ(2)BT

)
zt, (1.15)

where e1 ∈ R4×1 is a unit vector with the first element equal to one and the remaining equal

to zero. By the pricing identity (1.7), variance discount rates are a function of variance
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expectations from equation (1.15) and the current variance swap rate, as follows:

E
(T )
vdr,t = E

(T )
rv,t − vs

(T )
t . (1.16)

In this way, I obtain an ex ante estimate of variance expectations over the lifetime of the

variance swap and an estimate of the variance discount rates that price the variance swap.

I use the estimates to decompose variation in the variance swap rate to either variance

expectations of equation (1.15) or variance discount rates of equation (1.16). Before I show

the results of this decomposition, I present the estimation results of the VAR in Table 1.4.

The first row in Panel A of Table 1.4 presents the model for log realized variance each

Table 1.4. This table shows the estimated coefficients of the VAR of equation (1.13) with
t-values in parentheses in Panel A. All variables are normalized to have mean equal to zero,
and pc

(1)
t and pc

(1)
t are additionally standardized to have standard deviation equal to one.

Panel B shows the correlation matrix of the residual vector εt with the standard deviations
on the diagonal. Sample period for the dependent variables is January 1996 – June 2019,
with 282 monthly data points.

Panel A: Coefficients VAR model

rvt pc
(1)
t pc

(2)
t DEFt R2

rvt+1 0.056 0.514 -0.344 0.514 0.589
(t-stat.) (0.73) (7.43) (-7.13) (3.38)

pc
(1)
t+1 0.049 0.856 0.003 0.105 0.847

(t-stat.) (1.02) (20.00) (0.09) (1.11)

pc
(2)
t+1 -0.022 0.151 0.845 -0.022 0.745

(t-stat.) (-0.35) (2.70) (21.77) (-0.18)

DEFt+1 0.013 -0.010 -0.004 0.964 0.936
(t-stat.) (1.34) (-1.11) (-0.66) (48.81)

Panel B: Correlation/Std Matrix of Residuals.

corr/std rvt+1 pc
(1)
t+1 pc

(2)
t+1 DEFt+1

rvt+1 0.627 0.627 -0.484 0.354

pc
(1)
t+1 0.627 0.388 -0.598 0.372

pc
(2)
t+1 -0.484 -0.598 0.505 -0.154

DEFt+1 0.354 0.372 -0.154 0.082

month. In line with expectation, the level of the term structure of variance swap rates

pc
(1)
t predicts next month’s realized variance positively. This result is expected as variance

19



CHAPTER 1. VARIANCE DISCOUNT RATES

swap rates rise during episodes of evelvated stock market variance. The slope of the term

structure of variance swap rates, pc
(2)
t , predicts next month’s realized variance negatively.

This result is in line with expectation due to the fact that the slope of the term structure

is high during periods of low stock market variance. Finally, DEFt predicts future realized

variance positively and is in line with Campbell et al. (2018). The R2 of 58.9% to predict next

month’s variance indicates that most variation is captured. This is an important validation

of the results, given that the model for the realized variance is used to calculate realized

variance expectations. Furthermore, the impulse response functions in Appendix 1.6.3 show

that pc
(1)
t and pc

(2)
t mostly capture variation in short- to mid-term variance, whereas DEFt

captures variation in long-term variance.

The remaining rows in Panel A of Table 1.4 summarize the dynamics of the explanatory

variables in the VAR. The level of the term structure of variance swap rates, pc
(1)
t , is

approximately an AR(1) process with an autoregressive coefficient of 0.86. The slope of

the term structure of variance swap rates, pc
(2)
t , has a similar persistence of 0.85 but is also

predicted with a positive coefficient by the level of the term structure of variance swap rates.

Finally, the default spread, DEFt, is more persistent with an autoregressive coefficient of

0.96. The persistence of the variables indicates whether the variables capture variation in

short- or long-term variance and the implications are similar to the results of the impulse

response functions, as shown in Appendix 1.6.3.

The estimates in Panel A of Table 1.4 are used to calculate variance expectations, using

equation (1.15), and variance discount rates, using equation (1.16). Variation in the variance

swap rate with T -months to maturity is attributed to variation in E
(T )
rv,t, E

(T )
vdr,t or correlation

between E
(T )
rv,t and E

(T )
vdr,t. This intuition follows from the following equation and is obtained

if I calculate the variance of the pricing identity (1.7) for the variance swap rate, as follows:

var
(
vs

(T )
t

)
≈ var

(
E

(T )
rv,t

)
+ var

(
E

(T )
vdr,t

)
− 2 · cov

(
E

(T )
rv,t, E

(T )
vdr,t

)
. (1.17)

The results of the variance decomposition of equation (1.17) using the VAR are presented in

Table 1.5.

The second column of Table 1.5 shows that the variation in variance swap rates decreases

in the maturity of the contract. In line with the results of the simple decomposition in

Table 1.3, most of the variation in short-term variance swaps, with at most six months

to maturity, is attributed to variance expectations and increases from 87.0% for six-month

variance swaps to 123.5% for one-month variance swaps. However, short-term variance

discount rates also drive a part of the total variation in short-term variance swap rates,
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Table 1.5. This table shows the results of the variance decomposition of variance swap rates
using equation (1.17). Note that the (co)variances of the third, fourth, and fifth columns are
scaled with the variance of the second column such that the sum of the three (co)variances
equals one. Standard errors are computed using the Delta method.

T var
(
vs
) var(Erv)

var(vs)
var(Evdr)
var(vs)

−2·cov(Erv,Evdr)
var(vs)

(s.e.) (s.e.) (s.e.)

18 0.219
0.285 0.760 -0.045

(0.204) (0.294) (0.330)

12 0.231
0.485 0.606 -0.092

(0.245) (0.272) (0.352)

6 0.280
0.870 0.313 -0.182

(0.242) (0.154) (0.298)

3 0.350
1.128 0.147 -0.275

(0.189) (0.070) (0.219)

1 0.455
1.235 0.069 -0.304

(0.123) (0.027) (0.139)

which is significantly different from zero. Variation in variance discount rates explains 6.9%

of the total variation in one-month variance swap rates to 31.3% of the variation in six-

month variance swap rates. Interestingly, the covariance between expected variance in the

next month and the one-month variance discount rate is significantly positive. This result

indicates that the variance discount rate increases, rather than decreases, during periods of

elevated stock market variance. The positive covariance between expected variance and the

variance discount rate is in line with Cheng (2019), who shows that the variance risk premium

decreases during periods of elevated stock market variance. The size of the covariance

between expected realized variance and variance discount rates decreases in the maturity

of the variance swap and is no longer significantly different from zero beyond a horizon of

one month.

The variation in long-term variance swap rates with a maturity of 12 or 18 months is

mostly attributed to variance discount rates which drives, respectively, 60.6% or 76.0% of the

total variation. Moreover, variation in variance expectations only drives 48.5% or 28.5% of

the total variation in 12-month or 18-month variance swap rates. Overall, the results from

the decomposition using the VAR of Table 1.5 are remarkably close to the results of the

simple decomposition of Table 1.3. The results from the simple decomposition are model-
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free and, therefore, the similarity of the results suggests that the VAR is correctly specified.

Furthermore, I show in Appendix 1.6.4 that if I do the decomposition using the predictive

regressions or the VAR using a quarterly frequency, the results are highly similar.

Up to this point, I have shown that variation in variance discount rates drives a significant

portion of the variation in variance swap rates. The next step is to analyze the time-

series variation in variance discount rates. In the next figure, I plot the decomposition of

the one-month variance swap rate and the decomposition of the 18-month variance swap

rate. Figure 1.1 plots the decomposition of the variance swap rate (blue line) into variance

Figure 1.1. The figure plots the decomposition of the variance swap rate (blue line) into
variance expectations (dotted line) and variance discount rates (dashed line) over the sample
period. The left graph shows the decomposition of the one-month variance swap rate, and
the right graph the decomposition of the 18-month variance swap rate. The variables are
represented as yearly moving averages. The shaded area corresonds to the NBER recessions.
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expectations (dotted line) and variance discount rates (dashed line). The left graph shows

the demeaned variance swap rate with one month to maturity, and it is clearly visible that

the monthly variance swap rate closely follows expected stock market variance. Moreover,

there is a negative correlation visible between expected variance and the variance discount

rate, which indicates that the discount rate decreases when expected variance increases. As

mentioned, this is not in line with economic intuition, which would suggest that the cost to

hedge variance risk increases rather than decreases when expected variance increases.

The right graph of Figure 1.1 plots the decomposition of the 18-month variance swap

rate (blue line) into variance expectations (dotted line) and variance discount rates (dashed

line). Variance discount rates are a more important determinant of the 18-month variance
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swap rate than they are for the one-month variance swap rate. It follows from the graph that

variance discount rates were relatively high during the period following the financial crisis

in 2008, whereas variance discount rates were relatively low during the period leading up to

the crisis. Moreover, the variation in the short-term variance discount rate (left graph) and

the variation in long-term variance discount rates (right graph) is correlated, which indicates

that there is a common component in the term structure of variance discount rates. In order

to investigate this further, I plot in the following figure the variance discount rates obtained

from the variance swap rates analyzed in the benchmark exercise.

Figure 1.2. The figure plots yearly moving averages of the variance discount rates obtained
from the variance swap rate with one month to maturity (solid grey line), three months to
maturity (dotted black line), six months to maturity (dash-dotted black line), 12 months to
maturity (dashed black line), and 18 months to maturity (solid black line). The grey area
corresponds to NBER recessions.
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Figure 1.2 plots the variance discount rates obtained from the variance swap rate one

month to maturity (solid grey line), three months to maturity (dotted black line), six months

to maturity (dash-dotted black line), 12 months to maturity (dashed black line), and 18

months to maturity (solid black line). The main result from Figure 1.2 is that the time-

variation in term structure of variance discount rates is correlated, such that short-term
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variance discount rates move in the same direction as long-term variance discount rates do.

Overall, the variation in long-term variance discount rates is larger than variation in short-

term discount rates. Interestingly, during the financial crisis of 2008, short-term variance

discount rates decreased, whereas long-term variance discount rates increased. Therefore,

only the price to hedge short-term variance risk decreased during the financial crisis. Finally,

in the periods after the dot-com bubble and after 2015, the size of the variation in short-term

and long-term variance discount rates is similar in magnitude. In the following, I show that

the variation in variance discount rates is large in economic magnitudes.

I show in Figure 1.2 that variance discount rates are correlated for each of the considered

maturities. In the following, I show that this time variation implies economically sizable

differences in the expected returns for investing in a variance swap contract. To show this,

I run the following regressions:

R
(T )
t+1 − 1 = µL + µH−L · 1(T )

vdr,t + εt+1, (1.18)

where, R
(T )
t+1−1 correspond to simple returns on a variance swap with T -months to maturity

and 1
(T )
vdr,t is an indicator function that equals one if E

(T )
vdr,t exceeds its median level over

the sample. Therefore, µL equals the average return on a variance swap during periods of

low variance discount rates and µH−L equals by how much the average return increases

when variance discount rates are high rather than low. Table 1.6 shows the results of

regression (1.18).

There are two main takeaways from Table 1.6. First, during periods of low variance

discount rates, the expected return on a one-month variance swap equals -36.7% per month

and increases to -4.3% per month for 18-month variance swaps. Therefore, during periods

of low variance discount rates—or periods during which hedging variance risk is expensive—

expected returns are negative and economically sizable. Second, expected returns on variance

swaps increase during periods of high variance discount rates. The expected return on a

one-month variance swap increases with 16.7% per month, and the expected return on a

18-month variance swap increases with 7.4% per month. I conclude that the variation in

variance discount rates is, both for short-term and long-term variance swaps, economically

sizable. Interestingly, the estimates indicate that expected return on a variance swap with a

maturity beyond three months is positive during periods of high variance discount rates. In

the following, I investigate which macroeconomic variables predict variance discount rates.

In Table 1.7, I show the estimation results from the regression of some macroeconomic

variables to explain the level of variance discount rates.
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Table 1.6. This table presents the estimates of regression equation (1.18). The second
column indicates the average simple return during periods of low variance discount rates,
and the third column indicates how much the average return increases during periods of high
variance discount rates. t-statistics are represented in parentheses.

Maturity
µL µH−L

(t-stat.) (t-stat.)

18
-0.043 0.074
(-2.75) (3.38)

12
-0.062 0.098
(-3.33) (3.71)

6
-0.105 0.112
(-4.01) (3.01)

3
-0.181 0.167
(-4.87) (3.18)

1
-0.367 0.166
(-6.48) (2.07)

The main point of Table 1.7 is that variance discount rates relate to many other macroeco-

nomic variables which shows that my estimates of variance discount rates are not just noise.

The financial market risk perceptions measure (PV St)
7 defined in Pflueger et al. (2020)

predicts high variance discount rates which indicates that hedging variance risk is relatively

cheap during periods of low perceived risk. The third row indicates that a high default spread

predicts high variance discount rates and this result is not in line with economic intuition

which would predict that during periods of market turmoil (when the default spread is high)

hedging variance risk is relatively expensive. However, this result could be driven by the fact

that the default spread is included in the VAR and, moreover, the default spread is correlated

with other varables in the regression. This is something to be explored more into the future.

Interestingly, the TED-spread is a good predictor of variance discount rates and the results

indicate that during periods of elevated systemic risk (indicated by a high TED-spread),

hedging variance risk is expensive. This result could be driven by the fact that during those

periods dealers of variance swaps are reluctant to sell these contracts or that banks are willing

to pay a large premium to hedge variance risk. In the following, I present evidence that,

7PV St is defined as the book-to-market ratio of low-volatility stocks minus the book-to-market ratio of
high volatility stocks. This measure is high when perceived risk in the stock market is low.
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Table 1.7. This table presents the estimation results of a regression with several macro-
economic variables as the predictors for variance discount rates (E

(T )
vdr,t). The following

variables are included: PV St corresponds to the relative price of volatile stocks which
Pflueger et al. (2020) show to capture financial market risk perceptions, SQ

t corresponds
to risk-neutral skewness implied from option prices with the S&P 500 as the underlying,
DEFt corresponds to the default spread, TEDt corresponds to the TED-spread defined as
the difference between the three-month libor and three-month treasury yield, y

(3)
t corresponds

to the three-month treasury yield, and y
(12)
t − y(3)

t correponds to difference between the 12-
month and three-month treasury yield. Note each of the variables included in the regressions
are scaled to have a mean of zero and volatility of one.

E
(1)
vdr,t E

(3)
vdr,t E

(6)
vdr,t E

(12)
vdr,t E

(18)
vdr,t

PV St 0.379 0.381 0.379 0.288 0.146
(t-stat.) (5.45) (5.21) (5.20) (4.28) (2.63)

SQ
t -0.015 0.006 0.068 0.120 0.107

(t-stat.) (-0.27) (0.11) (1.18) (2.26) (2.46)

DEFt 0.384 0.481 0.684 0.812 0.972
(t-stat.) (4.70) (5.60) (7.99) (10.29) (14.92)

TEDt -0.435 -0.412 -0.413 -0.361 -0.291
(t-stat.) (-6.43) (-5.79) (-5.83) (-5.53) (-5.40)

y
(3)
t 0.509 0.486 0.467 0.515 0.474

(t-stat.) (7.05) (6.41) (6.17) (7.39) (8.24)

y
(12)
t − y(3)

t 0.195 0.143 0.115 0.107 0.131
(t-stat.) (3.83) (2.68) (2.16) (2.19) (3.23)

R2 0.361 0.295 0.299 0.405 0.594

under the current VAR specification, variance expectations and variance discount rates are

obtained effectively.

I run the same predictive regressions of the future variance and future returns on the

variance swap as before, only I use variance expectations and variance discount rates as the

predictive variables. The regressions are specified as follows:

yrv,t+T = γ0,rv + γ1,rv · E(T )
rv,t + γ2,rv ·

(
− E(T )

vdr,t

)
+ urv

t+T and (1.19)

−yvdr,t+T = γ0,vdr + γ1,vdr · E(T )
rv,t + γ2,vdr ·

(
− E(T )

vdr,t

)
+ uvdr

t+T . (1.20)

If variance expectations and variance discount rates are obtained effectively, then variance
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expectations E
(T )
rv,t should only predict future stock market variance and variance discount

rates E
(T )
vdr,t should only predict future returns on the variance swap. Moreover, the regres-

sions are specified such that I should find the following: γ1,rv = 1 and γ2,rv = 0 in the

case of regression equation (1.19) and γ1,vdr = 0 and γ2,vdr = 1 in the case of regression

equation (1.20). Table 1.8 presents the results.

Table 1.8. This table presents the results of the predictive regressions of equations (1.19)
and (1.20) in which the expected realized variance and expected variance discount rates are
the independent variables. t-statistics are represented in parentheses and are computed using
Newey-West standard errors with number of lags equal to T .

Dependent variable: yrv,t+T −yvdr,t+T

Maturity
γ1,rv γ2,rv R2 γ1,vdr γ2,vdr R2

(t-stat.) (t-stat.) (t-stat.) (t-stat.)

18
0.943 -0.007 0.127 0.095 0.956 0.267
(3.61) (-0.03) (0.34) (4.06)

12
1.104 0.124 0.269 -0.089 0.822 0.191
(4.48) (0.58) (-0.34) (3.68)

6
1.016 0.178 0.399 -0.005 0.787 0.118
(7.92) (0.74) (-0.03) (3.13)

3
0.964 0.143 0.479 0.030 0.839 0.077

(13.56) (0.54) (0.45) (3.09)

1
1.043 0.346 0.592 -0.043 0.653 0.045

(17.82) (1.29) (-0.73) (2.63)

Table 1.8 shows the results of two regressions: a regression to predict future stock market

variance in the columns labeled yrv,t+T and a regression to predict future variance swap

returns in the columns labeled −yvdr,t+T . First, from the regression to predict future variance

it follows that, indeed, future variance is predicted by variance expectations and not predicted

by variance discount rates. Moreover, the regression coefficient of variance expectations

γ1,rv to predict future variance is close to, and not significantly different from, one for each

maturity, and this shows that the VAR is able to capture stock market variance beyond

one month. Finally, γ1,rv is not exactly equal to one for the regression with one month to

maturity, because variance discount rates are implied using the current variance swap rates,

which contain information that is not included in the VAR.

Second, from the regression to predict future returns on variance swaps, it follows that,
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indeed, future returns are predicted by variance discount rates and not predicted by variance

expectations. The regression coefficient of variance discount rates to predict future returns

γ2,vdr are fairly close, and not significantly different from, one, and this indicates that variance

discount rates are able to predict future returns on the variance swap for each maturity. In

fact, as indicated by the increasing R2’s, returns on long-term variance swaps are predicted

more effectively by variance discount rates than returns on short-term variance swaps. Again,

this is in line with the result that variation in long-term variance discount rates is larger

than variation in short-term variance discount rates.

In Appendix 1.6.5, I decompose the prices of variance swaps into variation due to up-

and downside variance swap prices. I show in Table 1.16 of Appendix 1.6.5 that this

decomposition is relatively constant for each of the considered maturities. Variance swap

prices are mostly driven by variation in the downside variance swap price, which drives

between 74.2% and 63.4% of the total variation depending on the maturity. The results

suggest that the variation in up- and downside variance premiums is similar.

In the following subsections, I decompose returns on variance swaps. This allows me to

study how quickly variance expectations and variance discount rates move over time and

analyze their correlation with stock market returns.

1.3.5 Decomposition of variance swap returns

In this subsection, I show how to decompose returns on variance swaps into news about

future expected variance and news about future variance discount rates using identity (1.10).

This analysis is similar to what Campbell and Vuolteenaho (2004) do for realized stock

market returns. The decomposition of returns on variance swaps, rather than variance swap

rates, helps to understand how quickly expectations over stock market variance and variance

discount rates change over time.

I show how to use the VAR of equation (1.13) to decompose returns on variance swaps

using identity (1.10). The left-hand side of identity (1.10) corresponds to realizations of

variance swap returns. In order to calculate return realizations using the VAR of equa-

tion (1.13), I assume that all variation in variance swap rates is captured by the first two

principal components of the panel of variance swap rates. This two-factor assumption implies

the following:

vs
(T )
t = β0(T ) + β1(T ) · pc(1)

t + β2(T ) · pc(2)
t . (1.21)
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Simple regressions show that equation (1.21) captures between 99.1% and 99.8% of the

variation, with an average of 99.5% for all variance swap rates with one up to 18 months to

maturity. Therefore, the variation in variance swap rates is accurately captured by the first

two principal components. Under this assumption, realizations of variance swap returns are

defined as follows:

r
(T )
t+1 ≈ k(T ) + ρ(T ) · vs(T−1)

t+1 +
[
1− ρ(T )

]
rvt+1 − vs(T )

t

⇐⇒ r
(T )
t+1 − Etr(T )

t+1 ≈
(
Et+1 − Et

)[
ρ(T )vs

(T−1)
t+1 +

[
1− ρ(T )

]
rvt+1

]
= eL(T )′ · εt+1, (1.22)

where,

eL(T ) =
(

1− ρ(T ) ρ(T )β1(T − 1) ρ(T )β2(T − 1) 0
)′
.

It follows from the definition of eL(T ) that the return realization of a variance swap is a linear

combination of the realization toward stock market variance, the realization toward the first

principal component and the realization toward the second principal component. Vector

eL(T ) depends on the maturity of the variance swap, because the relative importance of

each of the individual realizations toward the variables in the VAR depends on the maturity

and is captured by the constants ρ(T ), β1(T − 1), and β2(T − 1). In sum, the realizations

of variance swap returns follow from the two-factor assumption of equation (1.21) and from

the assumption that log-linear approxmation of the return holds with an equality. I show in

Appendix 1.6.6 that both assumptions indeed hold in the data and realizations of variance

swap returns are obtained effectively. In the following, I define news about stock market

variance and news future variance discount rates.

News about future stock market variance follows directly from the VAR and is defined

as follows:

N
(T )
rv,t+1 = e′1

((
1− ρ(T )

)
+ · · ·+

(
1− ρ(1)

)
ρ(T )× · · · × ρ(2)BT−1

)
εt+1. (1.23)

This definition is very similar to definition of E
(T )
rv,t; however, N

(T )
rv,t depends on the error

term rather than the current level of the state variables. The return identity (1.10) implies

that returns on variance swaps are fully explained by news about variance and news about

variance discount rates. Therefore, news about variance discount rates is defined in the
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following way:

N
(T )
vdr,t+1 = N

(T )
rv,t+1 − eL(T )′ · εt+1. (1.24)

I use news about stock market variance of equation (1.23) and news about variance discount

rates of equation (1.24) to decompose variation in returns on variance swaps. By calculating

the variance of identity (1.10), I obtain the following identity to decompose the variation in

returns, as follows:

var
(
r̄

(T )
t+1

)
≈ var

(
N

(T )
rv,t+1

)
+ var

(
N

(T )
vdr,t+1

)
− 2 · cov

(
N

(T )
rv,t+1, N

(T )
vdr,t+1

)
, (1.25)

where r̄
(T )
t+1 := eL(T )′ · εt+1 is the return realization of a variance swap with maturity T at

time t + 1. Equation (1.25) implies that variation in variance swap returns is attributed to

news about variance, news about variance discount rates, or the covariance between the two.

Table 1.9 presents the results of this decomposition. The first observation of Table 1.9 is that

Table 1.9. This table shows the results of the variance decomposition of variance swap rates
using equation (1.25). Note that the (co)variances of the third, fourth, and fifth columns are
scaled with the variance of the second column such that the sum of the three (co)variances
equals one. Standard errors are computed using the Delta method.

T var(r̄)
var(Nrv)

var(r̄)
var(Nvdr)

var(r̄)
−2cov(Nrv,Nvdr)

var(r̄)

(s.e.) (s.e.) (s.e.)

18 0.023
0.630 0.674 -0.304

(0.274) (0.274) (0.415)

12 0.032
0.966 0.414 -0.380

(0.325) (0.192) (0.420)

6 0.063
1.224 0.123 -0.346

(0.246) (0.063) (0.286)

3 0.115
1.217 0.033 -0.250

(0.124) (0.017) (0.138)

1 0.393
1.000 0.000 0.000

(-) (-) (-)

the variance of variance swap returns is strongly decreasing in the maturity of the variance

swap and equals 39.3% for a variance swap with one month to maturity and equal to 2.3%

for a variance swap with 18 months to maturity. The return on a one-month variance swap is
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solely driven by news about stock market variance, because the variance swap matures in the

next periods and, therefore, is independent of variance discount rates by definition. Variation

in returns on short-term variance swaps is driven by news about stock market variance and

drives, respectively, 122.4% and 121.7% of the total variation in variance swap returns with

six and three months to maturity. This result indicates that variance expectations change

more quickly over time than variance discount rates do. However, even variation in short-

term variance swap returns is driven by news about variance discount rates with a coefficient

significantly different from zero and accounts for 12.3% of the variation in six-month variance

swap returns and 3.3% of the variation in three-month variance swap returns.

Variation in returns of long-term variance swaps is also largely driven by news about

variance and drives 96.6% of the total variation in 12-month variance swap returns and

63.0% of the total variation in 18-month variance swap returns. However, variation in long-

term variance swap rates is driven by a larger fraction due to news about variance discount

rates and drives 67.4% of the total variation in 18-month variance swap returns and 41.4% of

the total variation in 12-month variance swap returns. Interestingly, the covariance between

news about stock market variance and news about variance discount rates is positive for

each maturity and indicates that hedging variance risk becomes less expensive if expected

stock market variance increases.

In Appendix 1.6.6, I show that the results of obtaining the realizations to variance swap

return using equation (1.22) or by including the variance swap return r
(T )
t+1 as an additional

state variable in the VAR yield very similar results. If r
(T )
t+1 is an additional state variable in

the VAR, realizations toward variance swap returns are obtained directly from the VAR. In

the following subsection, I analyze the correlation between returns on variance swaps and

stock market returns. This allows me to decompose the stock market beta of variance swaps.

1.3.6 Decomposition of stock market returns

In this subsection, I decompose stock market returns into news about dividends and

news about stock market discount rates, following Campbell and Vuolteenaho (2004). A

salient feature in the data of stock market returns is the strong negative correlation between

stock market variance and stock market returns, which is also known as the leverage effect.

Therefore, variance swaps have a negative stock market beta and I analyze the drivers of

this negative beta.

In a derivation analogous to Section 1.2, Campbell and Vuolteenaho (2004) derive an
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identity to decompose realizations of stock market returns, as follows:

rt+1 − Etrt+1 ≈
(
Et+1 − Et

)[ ∞∑
i=0

ρi∆dt+1+i

]
−
(
Et+1 − Et

)[ ∞∑
i=1

ρirt+1+i

]
= Ncf,t+1 −Ndr,t+1, (1.26)

where rt+1 is the stock market return, ∆dt+1 dividend growth, and ρ the log-linearization

coefficient. The stock market is a perpetual cash flow, and, therefore, is ρ is constant. The

intuition of identity (1.26) is as follows: Large stock market returns are driven by news about

high dividends or news about low stock market discount rates. In order to decompose the

realizations to stock market returns, I follow Campbell and Vuolteenaho (2004) and model

discount rates using a VAR.

The VAR is similar to before; only Campbell and Vuolteenaho (2004) estimate the model

with an intercept and use the following state variables:

zt =
(
rt TYt PEt V St

)′
, (1.27)

where TYt is the term yield spread, PEt is the log price earning ratio, and V St is the small-

stock value spread. The model is estimated on a monthly sample from January 1929 to

December 2018. Table 1.10 presents the estimation results.

Table 1.10. This table shows the coefficients of the VAR of equation (1.13) with state
variables of equation (1.27), and a vector with intercepts c. The t-values of the coefficients
are denoted in parentheses, sample period for the dependent variables is January 1929 –
December 2018, with 1080 monthly data points.

Coefficients VAR model

c rt TYt PEt V St R2

rt+1 0.064 0.101 0.004 -0.015 -0.012 0.025
(t-stat.) (3.59) (3.35) (2.06) (-3.26) (-2.27)

TYt+1 -0.026 0.067 0.938 -0.004 0.053 0.897
(t-stat.) (-0.29) (0.44) (90.28) (-0.16) (2.04)

PEt+1 0.025 0.511 0.001 0.992 -0.003 0.991
(t-stat.) (2.10) (25.07) (0.76) (320.99) (-0.83)

V St+1 0.019 0.011 0.000 -0.001 0.989 0.979
(t-stat.) (1.14) (0.40) (0.14) (-0.12) (203.71)
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The estimates of the VAR model in Table 1.10 are very similar to the estimates reported

in Campbell and Vuolteenaho (2004). This is expected, because I extend the original sample

by 17 years. Using the estimates of Table 1.10 and ρ = 0.951/12, as in Campbell and

Vuolteenaho (2004), news about dividends Ncf,t+1 and news about stock market discount

rates Ndr,t+1 are defined as follows:

Ncf,t+1 =
(
e′1 + e′1ρB

(
I − ρB

)−1
)
εt+1 and (1.28)

Ndr,t+1 = e′1ρB
(
I − ρB

)−1
εt+1. (1.29)

Over the sample period January 1996 until December 2018, I estimate N
(T )
rv,t+1, N

(T )
vdr,t+1,

Ncf,t+1, and Ndr,t+1. In Figure 1.3, I plot each standardized news term over the sample

period from stock market returns and returns on a 12-month variance swap. Furthermore,

Table 1.11 presents the correlation coefficients of the variables over the sample period.

Table 1.11. This table represent the estimated correlation matrix of N
(12)
rv,t , N

(12)
vdr,t, Ncf,t,

and Ndr,t over the sample period from January 1996 – December 2018.

Correlation Matrix

N
(12)
rv,t N

(12)
vdr,t Ncf,t Ndr,t

N
(12)
rv,t 1.000 0.302 -0.166 0.566

N
(12)
vdr,t 0.302 1.000 0.021 -0.069

Ncf,t -0.166 0.021 1.000 0.266
Ndr,t 0.566 -0.069 0.266 1.000

The first graph of Figure 1.3 plots news about variance, the second graph plots news

about variance discount rates, the third graph plots news about dividends, and the fourth

graph plots news about stock market discount rates. The first and fourth graphs show that

during episodes of large stock market variance, stock market discount rates tend to increase.

This result is supported by the evidence in the correlation matrix of Table 1.11, which shows

that the correlation coefficient between news about variance and news about stock market

discount rates is positive.

A salient feature of stock market returns is the negative correlation between realized

returns and realized stock market variance, and, therefore, returns on variance swaps and

stock market returns are negatively correlated. Therefore, the stock market beta of variance

swaps is also negative. Using the decomposition of variance swap returns and stock market

returns, I analyze which parts of the variance swap return and stock market return drive the
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Figure 1.3. The figure plots yearly moving averages of N
(12)
rv,t , N

(12)
vdr,t, Ncf,t and Ndr,t over the

sample period from January 1996 – December 2018. Each of the news terms is standardized
with its standard deviation. The shaded area corresponds to the NBER recessions.
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low stock market beta. I define the stock market beta for variance swaps in the following

way:

Nrv,t+1 −Nvdr,t+1 = α + βM
(
Ncf,t+1 −Ndr,t+1

)
+ ut+1. (1.30)

The stock market beta βM of a variance swap is decomposed into four covariances, all divided
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by var
(
Ncf,t+1 −Ndr,t+1

)
, as follows:

βM =
cov
(
Nrv,t+1, Ncf,t+1

)
var
(
Ncf,t+1 −Ndr,t+1

) +
cov
(
Nrv,t+1,−Ndr,t+1

)
var
(
Ncf,t+1 −Ndr,t+1

) +
cov
(
−Nvdr,t+1, Ncf,t+1

)
var
(
Ncf,t+1 −Ndr,t+1

)
+

cov
(
Nvdr,t+1, Ndr,t+1

)
var
(
Ncf,t+1 −Ndr,t+1

) = βrv,cf + βrv,dr + βvdr,cf + βvdr,dr.

Therefore, I decompose βM into four covariances: the covariance between news about vari-

ance and news about dividends, the covariance between news about variance and news about

stock market discount rates, the covariance between news about variance discount rates and

news about dividends, and the covariance between news about variance discount rates and

news about stock market discount rates. Table 1.12 presents the result of this decomposition.

Table 1.12. This table shows the results of βM , estimated using regression equation (1.30)
in the second column for several maturities. The remaining columns show how this βM is
decomposed into covariance between realized variance and dividends βrv,cf, realized variance
and market discount rates βrv,dr, variance discount rates and dividends βvdr,cf and variance
discount rates, and stock market discount rates βvdr,dr.

T
βM βrv,cf βrv,dr βvdr,cf βvdr,dr

(t-stat.) (t-stat.) (t-stat.) (t-stat.) (t-stat.)

18
-2.210 -0.230 -1.446 -0.072 -0.462

(-14.02) (-2.35) (-9.01) (-0.74) (-1.75)

12
-2.759 -0.352 -2.200 -0.029 -0.178

(-15.89) (-2.42) (-9.79) (-0.34) (-0.75)

6
-4.004 -0.562 -3.656 0.017 0.196

(-16.71) (-2.36) (-10.29) (0.28) (1.16)

3
-5.237 -0.639 -4.996 0.031 0.366

(-15.78) (-2.00) (-10.13) (0.72) (3.47)

1
-7.183 0.097 -7.281 0.000 0.000
(-9.79) (0.20) (-7.76) (-) (-)

First, Table 1.12 shows that βM increases in the maturity of the variance swap and

increases from −7.18 for a variance swap with one month to maturity to −2.21 for a variance

swap with 18 months to maturity. Second, this negative βM is mostly attributed for each

maturity to βrv,dr and corresponds to the correlation between news about variance and news

about stock market discount rates. This result indicates that during periods of large stock
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market variance, stock market discount rates are revised upward to compensate for the

increased risk of investing in the stock market. Third, the βM of variance swaps with a

maturity beyond one month is driven with a coefficient significantly different from zero by

βrv,cf and corresponds to the negative correlation between news about variance and news

about dividends. This result shows that during episodes of increased stock market variance,

dividends expectations are revised downward. Finally, the sign of the correlation between

news about variance discount rates and news about stock market discount rates changes from

positive for short-term variance discount rates to negative for long-term variance discount

rates.

In the next section, I discuss the implications of several prominent asset pricing mod-

els with respect to the pricing of variance risk. In particular, I show the results of the

decomposition of variance swap rates in each of the considered models.

1.4 Variance risk in asset pricing models

In this section, I discuss the predictions of several prominent asset pricing models with

respect to the pricing of variance risk. I discuss the implications of the following three

models: the variable rare disaster model by Gabaix (2012), the time-varying rare disaster

model by Wachter (2013), and the long-run risk model by Drechsler and Yaron (2011). These

models are able to match some empirical results on the pricing of variance risk. Dew-Becker

et al. (2017) show that the model by Gabaix (2012) matches the empirical results on the

term structure of risk premia of variance risk, Seo and Wachter (2019) show that the model

by Wachter (2013) matches the implied volatility slope on S&P 500 options, and the model

by Drechsler and Yaron (2011) is designed to match the empirical results on the variance

risk premium by Bollerslev et al. (2009).

I show that the models considered in this paper have profoundly different predictions

regarding the decomposition variance swap rates. The model by Gabaix (2012) predicts that

all variation in variance swap rates is attributed to variation in variance discount rates. On

the other hand, the model by Wachter (2013) predicts that (almost) all variation in variance

swap rates is attributed to variance expectations rather than variance discount rates. This

difference follows from the fact that stock market variance is very persistent in the model

by Wachter (2013), and this feature is not present in the model by Gabaix (2012). The model

by Drechsler and Yaron (2011) predicts that, in line with the data, short-term variance swaps

are mostly driven by variance expectations, whereas long-term variance swaps are mostly
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driven by variance discount rates. However, variation in short-term variance swaps is in the

model by Drechsler and Yaron (2011), driven by a larger fraction due to variance discount

rates than empirically observed. This results from the fact that the variation in variance risk

in the model by Drechsler and Yaron (2011) is large and too predictable.

In the following subsections I briefly discuss the details of each of the models and provide

insights into the drivers of variance risk. Furthermore, in Subsection 1.4.4 the results of the

asset pricing models are discussed.

1.4.1 Variable disaster risk and CRRA preferences

The first model I consider is the variable rare disaster model of Gabaix (2012). I use the

following specification from Dew-Becker et al. (2017):

∆ct+1 = µc + σcεc,t+1 + Jc,t+1,

Lt+1 =
(
1− ρL

)
L̄+ ρLLt + σLεL,t+1 and

∆dt+1 = ησcεc,t+1 − Lt · 1Jc,t 6=0,

where εc,t+1, εL,t+1 ∼ N(0, 1) and Jc,t+1 is the jump process (rare disaster). The state variable

Lt captures the exposure of the dividend process toward the rare disaster, and this exposure

varies over time. During times when Lt is large, the stock market is affected more by

consumption disasters than when Lt is low. The rare disaster process is modeled as a

compound Poisson process and is defined as follows:

Jt =
Nt∑
i=1

ξi,t, where Nt ∼ Poisson(λt) and ξi,t ∼ N
(
µd, σd

)
. (1.31)

Note that in the model by Gabaix (2012) λt = λ; that is the jump intensity does not vary

over time. The representative agent in the model has power utility preferences with risk

aversion parameter γ, which yields the following stochastic discount factor:

Mt+1 = δ
(Ct+1

Ct

)−γ
,

where δ is the utility discount rate. I use the calibration from Dew-Becker et al. (2017),

which is calibrated to match the risk premium on one-month variance swaps, and is given

in Table 1.23 of Appendix 1.7.1.
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In order to obtain an equation for the realized stock market variance, I use the following

log-linear stock market return approximation:

rm,t+1 ≈ κ0 + κ1pdt+1 − pdt + ∆dt+1, (1.32)

where κ0, κ1 are log-linearization constants and I use the follow approximation: pdt ≈ z0 +

z1Lt. The stock market return is then driven by two Gaussian shocks
(
εc,t+1 and εL,t+1

)
and a

jump shock
(
Lt·1Jc,t 6=0

)
. I follow Dew-Becker et al. (2017), who assume that, in the absence of

a disaster, the shocks to consumption and the variable disaster have a deterministic variance.

In the case of a disaster occurring, Dew-Becker et al. (2017) assume that the largest daily

decline in the value of the stock market is F%. Under these assumptions, realized variance

over the next period equals the following:

RVt+1 = κ2
1z

2
1σ

2
L + η2σ2

c + F · Lt1Jc,t 6=0, (1.33)

where the first two summands correspond to the variance from the consumption process and

variable rare disaster process, and the last summand is the realized variance from the jump

process.

Equation (1.33) offers a first insight into the drivers of variance risk in the model by

Gabaix (2012). Realized variance depends on whether the consumption disaster hits the

economy. Given that the consumption disaster is a (very) undersirable outcome of the

agent, she is willing to pay a large price to hedge this risk. Furthermore, it follows from

equation (1.33) that the disaster size Lt drives variation in expected stock market variance.

The variance swap rate at time t with T months to maturity is computed as the sum of

risk-neutral realized variances of equation (1.33), as follows:

V S
(T )
t =

T∑
t=1

EQ
t

(
RVt+i

)
= T · v0 + v1

T∑
i=i

Et
(
Lt+i−1

)
, (1.34)

where v0 = κ2
1z

2
1σ

2
L + η2σ2

c is the diffusive variance and v1 = F · EQ
(
1Jc 6=0

)
. These equations

show that the size of the disaster Lt also drives the risk premium embedded in the variance

swap rate.

In Subsection 1.4.4 the stylized facts regarding variance swap rates and the variation of

variance swap rates in the model by Gabaix (2012) are discussed. In the following subsection,

I briefly discuss the details of the model by Wachter (2013).
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1.4.2 Time-varying disaster risk and Epstein-Zin preferences

In this subsection, I discuss a discrete version of the model by Wachter (2013). Similar

to Gabaix (2012), the consumption disaster risk varies over time. However, in the model

by Wachter (2013), the disaster intensity, rather than the disaster size, varies over time.

Furthermore, the agent in the model has preferences as in Epstein and Zin (1989), rather

than CRRA preferences.

Consumption and dividend growth in the model are given by

∆ct+1 = µc + σcεc,t+1 + Jt+1 and

∆dt+1 = η∆ct+1,

where εc ∼ N(0, 1) and Jt is a compound-Poisson as in equation (1.31) of the model

by Gabaix (2012). However, in this model the intensity of the consumption disaster is

time-varying and follows the following square-root process:

λt+1 = φλt + (1− φ)µλ + σλ
√
λtελ,t+1,

where ελ,t ∼ N(0, 1). The investor has Epstein-Zin utility with elasticity of intertemporal

substitution (EIS) equal to one and, therefore, is the log-utility given by

vt = (1− β)ct +
β

1− α
logEt exp

(
vt+1(1− α)

)
,

where β is the utility discount rate and γ = 1 − α is the risk aversion parameter. The

calibration of the model is from Dew-Becker et al. (2017) and is given in Table 1.23 of

Appendix 1.7.2.

An equation for the realized variance in the model by Wachter (2013) follows from the

log-linear market return which is given by

rm,t+1 ≈ κ0 + κ1pdt+1 − pdt + ∆dt+1,

where κ0, κ1 are log-linearization constants for the log-market return and pdt is the log price-

dividend ratio and is approximately linear in the state variable: pdt ≈ z0 +z1λt. Under these

assumptions, realized variance in this model given by

RVt+1 = η2σ2
c + κ2

1z
2
1σ

2
λλt − FηJt+1, (1.35)
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where the first two summands correspond the variances of the diffusive shocks εc,t+1 and ελ,t+1

and the last summand corresponds to the realized variance from the consumption disaster.

Equation 1.35 offers a first insight into the pricing of variance risk in the model by Wachter

(2013). The first summand of equation (1.33) is constant over time; however, the second

summand scales with the level of the intensity of the consumption disaster. This results

from the fact that the disaster intensity follows a square-root process, which indicates that

future variance of the disaster intensity scales with the current level of the disaster intensity.

Therefore, even in the absence of consumption disasters, stock market variance is time-

varying in this model. This result is different from the model by Gabaix (2012) in which the

variance of the stock market only varies if a disaster hits the economy. The third summand

of equation (1.35) corresponds to the stock market variance that follows from the disaster

process.

Variance swap rates are computed as the risk-neutral expectation of the sum of realized

variances of equation (1.35) of period t+ 1 until t+ T , as follows:

V S
(T )
t =

T∑
t=1

EQ
t

(
RVt+i

)
= T · v0 + v1

T∑
i=1

EQ(λt+i−1), (1.36)

where v0 = η2σ2
c and v1 = κ2

1z
2
1σ

2
λ−Fη exp

(
−αµd+ 1

2
ασ2

d

)
(µd−ασ2

d). Due to the Epstein-Zin

preferences of the agent, the risk-neutral dynamics of the disaster intensity are different from

the real-world dynamics in the sense that states with low lifetime utility, which correspond

to states with high disaster intensity, receive a larger risk-neutral probability. This yields

the agent a premium for instruments that offer protection against states in which disaster

intensity is high, and this feature is not present in a model with CRRA preferences.

In Subsection 1.4.4 the stylized facts regarding the pricing of variance risk of the model

by Wachter (2013) are discussed. In the following subsection, I briefly discuss the details of

the model by Drechsler and Yaron (2011).

1.4.3 Long-run risk

In this subsection, I discuss the long-run risk model by Drechsler and Yaron (2011).

This model is a generalization of the long-run risk model by Bansal and Yaron (2004)

in order to incorporate stylized facts regarding the variance risk premium. The model is

generalized in the sense that the long-run mean consumption growth and the stochastic

volatility incorporate jump shocks. Moreover, the long-run mean of the stochastic volatility

40



1.4. VARIANCE RISK IN ASSET PRICING MODELS

process varies over time. The agent in the model has Epstein-Zin preferences, as is standard

in long-run risk models. An important difference between the long-run risk model and

the previously discussed consumption disaster models is that there are no consumption

disasters in the long-run risk model. However, the state variables, which govern the future

consumption growth rate and future consumption volatility, are exposed to jump risk.

Drechsler and Yaron (2011) specify the state vector of the economy as a VAR with

Gaussian and jump shocks, as follows:

Yt+1 =


∆ct+1

xt+1

σ̄2
t+1

σ2
t+1

∆dt+1

 = µ+ FYt +Gtzt+1 + Jt+1, (1.37)

where, µ is a vector with the means of each state variable, F is specified as follows:

F =


0 1 0 0 0

0 ρx 0 0 0

0 0 ρσ̄ 0 0

0 0 (1− ρ̃σ) ρσ 0

0 φ 0 0 0

 , (1.38)

GtG
′
t is the variance-covariance matrix, zt+1 ∼ N(0, I) is a vector of Gaussian shocks, and

Jt+1 is a vector of jump shocks. Jumps are compound-Poisson as in equation (1.31) with

intensity λt, which can vary over time, similar to the model by Wachter (2013). Drechsler

and Yaron (2011) consider a specification with jumps in xt and σ2
t , where Jx,t is compound

normal distributed and Jσ,t is compound gamma distributed.

The first and last element of Yt are the consumption and dividend growth, respectively.

These processes have a time-varying mean, which is driven by the persistent process xt, the

second element of Yt. The third element of Yt is the long-run mean σ̄2
t of the stochastic

volatility process σ2
t , the fourth element of Yt.

The variance-covariance matrix, GtG
′
t, which governs the stochastic volatility of the

41



CHAPTER 1. VARIANCE DISCOUNT RATES

model, and the jump intensity, λt, are affine in the state variable σ2
t :

GtG
′
t = h+Hσσ

2
t and

λt = l0 + l1σ
2
t ,

and, therefore, all variation in either the jump intensity or stochastic volatility is driven by

σ2
t .

The representative agent in the model has Epstein-Zin utility for which the stochastic

discount factor is given by

mt+1 = θ log δ − θ

ψ
∆ct+1 + (θ − 1)rc,t+1,

where θ = 1−γ
1− 1

ψ

, δ is the utility discount rate, γ is the risk aversion, ψ is the EIS, and rc,t+1,

the return on wealth. Drechsler and Yaron (2011) solve a log-linear version of the model and

use pdt+1 ≈ A0,m +A′mYt+1, which says that the log price-dividend ratio is linear in the state

variables. Under these conditions is the log-linearized market return, written as follows:

rm,t+1 = r0 +
(
B′rF − A′m

)
+B′rGtzt+1 +B′rJt+1, (1.39)

where A0,m, A′m, r0 and B′r are given in equations (8) and (9) of Drechsler and Yaron (2011).

Realized variance during period t+ 1 is equal to

RVt+1 = B′rhBr +B′rHσσ
2
tBr +B′rJt+1J

′
t+1Br. (1.40)

The assumption underlying this realized variance equation is that the Gaussian shocks zt+1

occur diffusively during period t+ 1, while jumps happen on a single day.

Equation (1.40) offers a first insight into the pricing of variance risk in the model by

Drechsler and Yaron (2011). The first summand corresponds to the constant variance coming

from the Gaussian shocks in the model. The second summand corresponds to the stochastic

variance coming from the Gaussian shocks for which the variance is governed by the state

variable σ2
t . Finally, the third summand corresponds to the realized variance coming from

the jump realizations in the state variables xt and σ2
t . Similar to the model by Wachter

(2013) is time-variation in the realized variance coming from stochastic variance of Gaussian

shocks and from the jump shocks.

The variance swap rate at time t with maturity T is computed as the risk-neutral
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expectation of the realized variance of equation (1.40), as follows:

V S
(T )
t =

T∑
t=1

EQ
t

(
RVt+i

)
= T · v0 + v1

T∑
t=1

EQ
t

(
σ2
t+i−1

)
,

where,

v0 = B′rhBr and v1 = B′rHσBr + l1 ·B′rΨQBr.

In the last equation, ΨQ is a matrix that has the risk-neutral variance of the disaster

realization on the diagonal and corresponds to equation (21) of Drechsler and Yaron (2011).

In order to derive these equations, I used l0,x = l0,σ = 0 and l1,x = l1,σ from the calibration of

Drechsler and Yaron (2011). The full calibration of the model is from Drechsler and Yaron

(2011) and presented in Table 5 of their paper.

In the following subsection, I present the predictions of the previously discussed asset

pricing models with respect to the pricing of variance risk in combination with what I found

in data.

1.4.4 Results from asset pricing models

In this subsection, I compare the results regarding the pricing of variance risk in the data

to the predictions of the previously discussed asset pricing models. In each of the models the

following stylized facts are calculated: the expected returns on variance swaps, the standard

deviation of variance swap returns, variance of the variance swap rates, and how this variation

is attributed to realized variance expectations and variance discount rates. These results from

the models are obtained from a simulation study.8 Furthermore, in Appendices 1.7.1—1.7.3

I show that the decomposition of variance swap rates is stable across the simulation sets.

In the following, I show the results from the decomposition of variance swap rates

in each of the considered models. I focus on the results from the simple decomposition

in Subsection 1.3.3 and run the analogous predictive regressions in each of the models.

Figure 1.4 plots the results.

Figure 1.4 plots how much of the variation in variance swap rates is attributed to variance

expectations (variance discount rates) in the left (right) graph. I show the results from the

8For each model, 1,000 independent simulation sets of a time-series with 1,000 data points are obtained.
On the basis of these simulation sets, each of the considered statistics is calculated.
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Figure 1.4. The left (right) figure plots how much of the variation in variance swap rates is
driven by variance expectations (variance discount rates) in the data (solid line), the model
by Gabaix (2012) (dashed line), the model by Wachter (2013) (dash-dotted line), and the
model by Drechsler and Yaron (2011) (dotted line). The grey area corresponds to a 95%
confidence interval. The results are plotted for variance swap rates with 1, 3, 6, 12, and 18
months to maturity. The y-axis corresponds to how much of the variation is attributed to
variance expectations or variance discount rates in percentages.
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data (solid line) as well as the predictions of the models. In the model by Gabaix (2012)

(dashed line), (almost) none of the variation in variance swap rates is driven by variation

in realized variance expectations. Instead, variance discount rates drive all the variation in

variance swap rates, as indicated by the right graph of Figure 1.4. The time-variation in the

disaster size only affects the realized variance, conditional on a disaster hitting the economy.

Given that this probability is low (1% p.a.), expected stock market variance only increases

marginally when the disaster size increases. However, given that this consumption disaster

is highly undesirable for the investor, variance discount rates adjust accordingly when the

disaster size increases. In order to match the observed variation in short-term variance swap

rates, the model has to incorporate some form of stochastic volatility.

The model by Wachter (2013) (dash-dotted line) predicts the exact opposite: (Almost) all

of the variation in variance swap rates is driven by variation in realized variance expectations.

This result is driven by the heteroskedastic nature of the disaster intensity process; that is

high levels of the disaster intensity scale future variance of the disaster intensity upward.

Therefore, stock market variance varies, even in the absence of disasters, over time. At the

same time, high levels of the disaster intensity correspond to low variance discount rates;

however, variation in variance discount rates drives a much smaller fraction in the total
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variation in variance swap rates, as seen in the right graph of Figure 1.4. Even if realizations

in which the consumption disaster hits the economy are excluded, the variation in 18-month

variance swap rates due to variance discount rates only increases to 6%. Therefore, even in

the absence of consumption disasters, the model by Wachter (2013) is not able to match the

data. Overall, the results from the decomposition in the model by Wachter (2013) show that

stock market variance is too persistent in this model, which is driven by the persistence of

the disaster intensity.

In the model by Drechsler and Yaron (2011) (dotted line), and in line with the data, most

of the variation in short-term variance swap rates is driven by realized variance expectations,

whereas long-term variance swap rates are driven mostly by variance discount rates. How-

ever, the right graph of Figure 1.4 shows that the fraction explained by variance discount

rates is considerably larger in the model by Drechsler and Yaron (2011) than observed in the

data. In the data the variation due to variance discount rates of the one-month variance swap

rate is close to zero (even negative), whereas in the model by Drechsler and Yaron (2011),

variance discount rate variation accounts for 36% of the variation in one-month variance swap

rates. The variation in short-term variance discount rates is considerably larger in the model

by Drechsler and Yaron (2011), because variation in variance risk is sizable and it varies in a

predictable way. At the same time, the model is not able to capture the empirical result that

the attribution of the variation in variance swap rates due to variance expectations strongly

decreases in maturity. This result indicates that stock market variance is more persistent in

the model than empirically observed, which is driven by the persistence of the state variables

that govern the variance in the model (σ̄t and σt).

In the following, I show the results of the total variation of variance swap rates in the

data and in the considered asset pricing models. Figure 1.5 plots the results.

Figure 1.5 plots the term structure of the variance of variance swap rates in the data

(solid line) and in each of the asset pricing models. The model by Gabaix (2012) (dashed

line) predicts a flat term structure of the variance of variance swap rates, and its level is much

lower than empirically observed. All variation in the model by Gabaix (2012) is driven by

variation in the disaster size, and therefore, the variance of the stock market is only affected

conditional on the disaster hitting the economy. Given that this probability is low (1%

p.a.), variance swap rates only move marginally due to variation in stock market variance

expectations. Due to the CRRA preferences in the model, the agent invests myopically such

that she does not price shocks that affect the investment opportunity set, and, therefore,

the term structure of the variance of variance swaps rates is flat. Furthermore, in the model
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Figure 1.5. The figure plots the term structure of the variance of variance swap rates in the
data (solid line), the model by Gabaix (2012) (dashed line), the model by Wachter (2013)
(dash-dotted line), and the model by Drechsler and Yaron (2011) (dotted line). The grey
area corresponds to a 95% confidence interval. The variance of variance swap rates with 1,
3, 6, 12, and 18 months to maturity. The y-axis corresponds to monthly volatility.
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by Gabaix (2012) all variation in variance swap rates is driven by variance discount rates,

and, therefore, it follows that the size of the variation due to variance discount rates is

relatively small.

The model by Wachter (2013) (dash-dotted line) overstates the empirically observed

variation in variance swap rates. One of the reasons is that the disaster intensity process is

very persistent, and, therefore, the unconditional variance of the disaster intensity is large,

which drives most of the variation in variance swap rates. Another reason is that the process

of the disaster intensity is heteroskedastic such that it scales with the level of the disaster

intensity. This effect yields that, if the current disaster intensity is high, future variance of

the disaster intensity is high. Together, the large persistence and heteroskedastic nature of

the disaster intensity make variance swap rates too volatile compared to the data.

The model by Drechsler and Yaron (2011) (dotted line) is best able to match the data

on the term structure of variance of variance swap rates. Especially for long-term variance
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swap rates, the model by Drechsler and Yaron (2011) matches the data surprisingly well.

However, the model generates slightly less variation in short-term variance swap rates than

observed empirically. This result indicates that the variation in stock market variance is

larger in the data than in the model by Drechsler and Yaron (2011).

In the following, I analyze the predictions of the models with respect to the expected

return on variance swaps and volatility of variance swap returns. Figure 1.6 plots the results.

Figure 1.6. The left (right) graph plots the term structure of expected returns (return
volatility) on variance swaps in the data (solid line), the model by Gabaix (2012) (dashed
line), the model by Wachter (2013) (dash-dotted line), and the model by Drechsler and
Yaron (2011) (dotted line). The grey area corresponds to a 95% confidence interval. The
results are shown for variance swaps with 1, 3, 6, 12, and 18 months to maturity. The y-axis
corresponds to monthly returns.
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Figure 1.6 shows the term structure of expected returns (return volatility) on variance

swaps in the left (right) graph. I show the results from the data (solid line) as well as

the predictions of the models. In the left graph, I show that the model by Gabaix (2012)

(dashed line) is able to match the strongly upward sloping term structure of expected returns

on variance swaps found in the data. Overall, the expected returns in the model are only

slightly lower compared to the data, and this could be resolved by adjusting the calibration,

for example, decrease the average disaster size. The fact that the model by Gabaix (2012)

is able to capture the term structure risk premia on the pricing of variance risk is in line

with the findings of Dew-Becker et al. (2017). In the right graph, I show that the model by

Gabaix (2012) (dashed line) predicts a stronger downward sloping term structure of return

volatility on variance swaps than empirically observed. The model predicts a larger return
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volatility on variance swaps with one month to maturity and a lower return volatility for

variance swaps with maturity beyond one month. A potential reason for this pattern is the

fact that, conditional on a disaster not hitting the economy, the model by Gabaix (2012)

does not have time-varying stock market volatility. Furthermore, an explanation for the

large one-month return volatility is the severity of the consumption disaster (−30%) in the

current calibration, which makes the return on the one-month variance swap, and thus the

return volatility, (extremely) large, if a disaster hits the economy.

In the left graph of Figure 1.6, I show that the model by Wachter (2013) (dash-dotted line)

is not able to capture the (extreme) low expected returns on short-term variance swaps, and,

therefore, it cannot match the empirical term structure of expected returns. The main reason

is that the mean consumption disaster in the calibration by Wachter (2013) (−15%) is much

smaller than in the calibration by Gabaix (2012) (−30%). In the calibration by Wachter

(2013), the mean disaster intensity is increased; however the left graph of Figure 1.6 shows

that increasing the mean disaster size has a much larger effect on the expected returns of

variance swaps. Interestingly, the expected returns for long-term variance swaps are quite

similar to the data in the model by Wachter (2013). In the right graph, I show that the

model by Wachter (2013) (dash-dotted line) predicts a larger return volatility on one-month

variance swaps than empirically observed. Again, this result indicates that the mean of

the consumption disaster is too extreme (−15%) or the frequency too large (3.55% p.a.).

However, from the left graph it follows that this model cannot match the expected return on

one-month variance swaps. A potential solution is to increase the size of the consumption

disaster. This will, indeed, attenuate the mispricing in terms of expected returns on short-

term variance swaps; however, at the same time the return volatility on short-term variance

swaps will increase and thus exacerbate the discrepancy between the data and the model.

Beyond a maturity of one month, the model by Wachter (2013) predicts only slightly lower

return volatility compared to the data.

I show in the left graph of Figure 1.6, that the model by Drechsler and Yaron (2011)

(dotted line) is not able to capture the strong upward sloping term structure of expected

returns, and, in particular, the model does not predict the (extreme) low expected returns

for short-term variance swaps. Moreover, the model has the opposite prediction for long-

term variance swaps, as the expected returns are lower than empirically observed. Therefore,

simply increasing the agent’s risk aversion will alleviate the mispricing at short horizons, as

the expected return will decrease; however, it will exacerbate the mispricing at long horizons.

The reason for this mispricing at the short horizon is that jumps in the long-run risk are
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not sufficiently severe to capture the empirically observed risk premium. In the right graph

of Figure 1.6, I show that the model by Drechsler and Yaron (2011) (dotted line) predicts a

larger return volatility than empirically observed, both for short-term and long-term variance

swaps. This results from the fact that in order for this model to generate a variance risk

premium, the jumps in the volatility process σ2
t and long-run consumption mean xt have

to be sufficiently frequent and large. If the jumps appear in either of these state variables,

volatility of the stock market spikes and results in a large return volatility for short-term

variance swaps. The return volatility for long-term variance swaps is also large and this

is driven by the persistence and volatility of the long-term volatility σ̄t and volatillity σt

processes.

1.5 Conclusion

I show that variance discount rates vary over time, which indicates that during some

periods investors worry more about variance risk than during others. Moreover, the variation

in variance discount rates drives a significant part of the variation in prices in the market for

variance and, in particular, for longer horizons. Short-term variance swap rates are driven

by variation in variance expectations, whereas long-term variance swap rates are mostly

driven by variation in variance discount rates. Interestingly, prominent asset pricing models

in which variance risk drives variation in the equity premium have profoundly different

predictions regarding the decomposition of variance swap rates. The disaster model by

Gabaix (2012) predicts that all variation in variance swap rates is attributed to variation in

variance discount rates. On the other hand, the disaster model by Wachter (2013) predicts

that all variation is attributed to variance expectations, and this is driven by the fact that this

model incorporates a strong persistence in stock market variance. This feature is not present

in the model by Gabaix (2012). The long-run risk model by Drechsler and Yaron (2011)

predicts, in line with the data, that most of the variation in short-term variance swaps is

driven by variance expectations, whereas most of the variation in long-term variance swaps is

driven by variance discount rates. However, due to the large variation in short-term disaster

risk, short-term variance discount rates move more of the variation in short-term variance

swaps than empirically observed.

In sum, this paper presents new key stylized facts about the market for variance risk. I

show that these stylized facts pose a challenge for state-of-the-art asset pricing models, and

augmenting the asset pricing models to better describe the pricing of variance risk is thus
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an interesting avenue for future research.

1.6 Appendix: Additional empirical results

1.6.1 Variance swaps in Kozhan et al. (2013).

The realized variance of a variance swap entered at time t with maturity T is caluclated

in the following way:

RV
(T )
t =

T∑
j=1

[
2
(
ert+j − 1− rt+j

)]
, (1.41)

where rt+j is daily log return realized on day t + j. Note that equation (1.41) is similar to

the sum of squared daily returns as r2 ≈ 2
(
er − 1− r

)
. The variance swap rate is defined as

the the risk-neutral expectation of the realized variance specified in equation (1.41). Kozhan

et al. (2013) show how to calculate the variance swap rate with maturity T at time t from

option prices, as follows:

V S
(T )
t =

2

B
(T )
t

[∫ F
(T )
t

0

P
(T )
t (K)

K2
dK +

∫ ∞
F

(T )
t

C
(T )
t (K)

K2
dK

]
, (1.42)

where B
(T )
t is the risk-free bond price at time t with maturity T , F

(T )
t is the forward price

at time t with maturity T and P
(T )
t (K) and C

(T )
t (K) are prices of European put and call

options at time t with maturity T and strike price K.

Kozhan et al. (2013) show how to approximate equation (1.42) using a finite number of

available put and call options. Given the set of available option prices P
(T )
t (Ki) and C

(T )
t (Ki)

for 0 ≤ i ≤ N where prices are mid points from bid and ask quotes, Kozhan et al. (2013)

compute variance swap rates as follows. Define the following function:

∆I(Ki) =


Ki+1−Ki−1

2
, for 0 ≤ i ≤ N (with K−1 := 2K0 −K1, KN+1 := 2KN −KN−1)

0, otherwise.
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Then the variance swap rate is computed as follows:

V S
(T )
t ≈ 2

∑
Ki≤F

(T )
t

P
(T )
t (Ki)

B
(T )
t K2

i

∆I(Ki) + 2
∑

Ki>F
(T )
t

C
(T )
t (Ki)

B
(T )
t K2

i

∆I(Ki). (1.43)

Options on the S&P 500 expire every month on the third Friday. Using linear interpolation,

I calculate variance swap rates that expire on the last trading day of each month. The linear

interpolation works in the following way: Variance swap rates with maturity T1 < T and

T2 > T are calculated by equation (1.43); then the variance swap rate with maturity T is

constructed as follows:

V S
(T )
t = αV S

(T1)
t + (1− α)V S

(T2)
t ,

where T = αT1 +(1−α)T2. With the data from OptionMetrics I calculate a panel of variance

swap rates with one month up to 18 months to maturity.

1.6.2 Compare synthetic variance swaps to OTC variance swaps

In this section, I compare the data on synthetic variance swaps that are obtained from

option pricing to the data on variance swaps from the OTC market. The data on variance

swaps from the OTC market is from Dew-Becker et al. (2017). Their sample covers the

period from December 1995 to September 2013 and variance swap rates up to a maturity of

12 months. During the period from January 1996 to September 2013, I observe a synthetic

variance swap rate obtained using my methodology and a variance swap rate from the actual

OTC data. I plot these rates in following graphs for one, three, six, and 12 months to

maturity, which are the maturities of my benchmark analysis.

Overall, Figure 1.7 provides strong evidence that the synthetic variance swap rate is very

similar to the swap rate in the OTC market. This indicates that the option market and the

variance swap market are integrated markets and contain the same information regarding

the pricing of variance risk. Notable differences include the difference in the one-month swap

rate during the financial crisis and the difference in the 12-month swap rates during the first

years of my sample. Furthermore, the average correlations between synthetic and OTC swap

rate of the four maturities equals 0.991.
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Figure 1.7. This figure plots the synthetic variance swap rate and OTC swap rate from Dew-
Becker et al. (2017) for four maturities. The top-left graph plots the one-month swap rate,
the top-right graph plots the three-month swap rate, the bottom-left graph plots the six-
month swap rate, and the bottom-right graph plots the 12-month swap rate.

1998 2000 2002 2004 2006 2008 2010 2012
0

0.005

0.01

0.015

0.02

0.025

0.03

0.035

0.04

V
ar

ia
nc

e 
sw

ap
 r

at
e

One month to maturity

Synthetic variance swap rate
OTC variance swap rate

1998 2000 2002 2004 2006 2008 2010 2012
0

0.01

0.02

0.03

0.04

0.05

0.06

0.07

0.08

0.09

0.1

V
ar

ia
nc

e 
sw

ap
 r

at
e

Three months to maturity

Synthetic variance swap rate
OTC variance swap rate

1998 2000 2002 2004 2006 2008 2010 2012
0

0.05

0.1

0.15

V
ar

ia
nc

e 
sw

ap
 r

at
e

Six months to maturity

Synthetic variance swap rate
OTC variance swap rate

1998 2000 2002 2004 2006 2008 2010 2012
0

0.05

0.1

0.15

0.2

0.25

V
ar

ia
nc

e 
sw

ap
 r

at
e

12 months to maturity

Synthetic variance swap rate
OTC variance swap rate

1.6.3 Impulse response functions of the VAR

In this subsection, I show the impulse response function of stock market variance in

response to a change of each of the other variables in the VAR of equation (1.13). The

impulse responses are presented in Figure 1.8.

Figure 1.8 plots the impulse response functions of stock market variance for a horizon up

to 36 months. The top-left graph shows that there is very little persistence in stock market

variance, if the current level increases. The top-right graph shows that an increase in pc(1)

increases future stock market variance up to 10 months forward. The bottom-left graph
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Figure 1.8. This figure plots the monthly impulse response functions of stock market
variance in response to a change of the variables in the VAR. The scale of the y-axis is in
standard deviation of stock market variance, where each of the variables increases by one
standard deviation at time 0. The top-left graph plots the responses to a change in rv,
the top-right graph plots the responses to a change in pc(1), the bottom-left graph plots the
responses to a change in pc(2), and the bottom-right graph plots the responses to a change
in DEF .
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shows that an increase in pc(2) decreases future stock market variance and the shock is more

persistent than a shock in pc(1). Finally, the bottom-right graph shows that shocks towards

DEF are the most persistent and, therefore, affect long-term stock market variance.

53



CHAPTER 1. VARIANCE DISCOUNT RATES

1.6.4 VAR using quarterly data

In this subsection, I estimate the VAR based on data with a quarterly rather than monthly

frequency. I do this to alleviate concerns that the estimates based on monthly frequency

overstate the persistence of the variables and, therefore, create a bias in the variance expec-

tations. The VAR is used to calculate quarterly stock market variance expectations and for

this reason the variance swap rate with three months to maturity is the shortest maturity

considered in this exercise. Table 1.13 presents the estimation results.

Table 1.13. This table shows the estimated coefficients of the VAR of equation (1.13)
with t-values in parentheses. All variables are normalized to have mean equal to zero, and
pc

(1)
t and pc

(1)
t are additionally standardized to have standard deviation equal to one. The

sample period for the dependent variables is March 1996 to June 2019, with 94 quarterly
data points.

Coefficients VAR model

rvt pc
(1)
t pc

(2)
t DEFt R2

rvt+1 -0.031 0.468 -0.267 0.448 0.459
(t-stat.) (-0.17) (3.07) (-3.28) (1.66)

pc
(1)
t+1 -0.013 0.750 0.003 0.104 0.585

(t-stat.) (-0.07) (5.02) (0.04) (0.40)

pc
(2)
t+1 -0.108 0.294 0.696 0.140 0.619

(t-stat.) (-0.60) (1.99) (8.82) (0.54)

DEFt+1 0.024 -0.025 -0.007 0.847 0.709
(t-stat.) (0.46) (-0.59) (-0.33) (11.50)

Overall, the estimation results based on quarterly frequency are very similar to the

results based on monthly frequency. Variance expectations and variance discount rates are

calculated using these estimates and by adjusting equations (1.15) and (1.16) accordingly.

Table 1.14 presents the results.

The results of the decomposition of variance swap rates in Table 1.13 are remarkably

close to the results of Table 1.5. Therefore, my results are robust whether the frequency of

the VAR is monthly or quarterly. Finally, I also decompose the variance swap rate using the

predictive regressions of equations (1.11) and (1.12). Table 1.15 presents the results.

The similarity between the results of Table 1.3 and Table 1.15 indicate that the results

of predictive regressions are robust to decreasing the frequency to the quarterly level.
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Table 1.14. This table shows the results of the variance decomposition of variance swap
rates using equation (1.17), based on the VAR estimated on quarterly data. Note that the
(co)variances of the third, fourth, and fifth columns are scaled with the variance of the second
column such that the sum of the three (co)variances equals one.

T var
(
vs
)

var(Erv)
var(vs)

var(Evdr)
var(vs)

−2·cov(Erv,Evdr)
var(vs)

18 0.220 0.218 0.665 0.117

12 0.227 0.434 0.505 0.060

6 0.274 0.824 0.206 -0.030

3 0.348 1.021 0.085 -0.107

Table 1.15. This table shows the results of the predictive regressions of equations (1.11)
and (1.12) in which the variance swap rate is the independent variable. The frequency of
the data is quarterly. t-statistics are represented in parentheses and are computed using
Newey-West standard errors with number of lags equal to 1

3
· T .

Dependent variable: yrv,t+T yvdr,t+T

Maturity brv
(t-stat.)

R2 bvdr
(t-stat.)

R2

18
0.240 0.029 -0.741 0.218
(1.21) (-3.76)

12
0.540 0.129 -0.452 0.092
(3.32) (-2.71)

6
0.836 0.303 -0.162 0.016
(5.48) (-1.04)

3
0.964 0.417 -0.036 0.001
(8.05) (-0.30)
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1.6.5 Variation in upside and downside variance swap prices

In this section, I show how the price of a variance swap can be decomposed as the sum

of an upside and downside variance swap. In addition, I show that most of the variation in

variance swap prices is attributed to variation in downside variance swap prices.

I start by showing how to decompose the variance swap as in Kozhan et al. (2013), into

the sum of an upside and downside variance swap. As shown in Kozhan et al. (2013), the

payoff of the variance swap is given by:

g(rt,T ) = 2(ert,T − 1− rt,T ),

where rt,T is the log-return on a forward contract from time t to maturity T . The payoff of

the upside and downside variance swap are defined as follows:

gu(rt,T ) = 2(ert,T − 1− rt,T ) · 1(rt,T ≥ 0) and (1.44)

gd(rt,T ) = 2(ert,T − 1− rt,T ) · 1(rt,T < 0), (1.45)

where 1(·) is an indicator function. Using the formula from Bakshi and Madan (2000), I

show that the prices of the payoff functions (1.44) and (1.45) are given by:

V S
(T )
u,t =

2

B
(T )
t

[∫ ∞
F

(T )
t

C
(T )
t (K)

K2
dK

]
and

V S
(T )
d,t =

2

B
(T )
t

[∫ F
(T )
t

0

P
(T )
t (K)

K2
dK

]
,

such that V S
(T )
t = V S

(T )
u,t + V S

(T )
d,t . Note, by Proposition 1 of Kozhan et al. (2013) there

exists a unique trading strategy that perfectly hedges the payoff functions (1.45) and (1.44).

However, the inclusion of the indicator function in the payoff functions makes this trading

strategy infeasible to implement without strong assumptions on the process of the underlying.

Therefore, I will only focus in this analysis on the prices of the upside and downside variance

swap which is a combination of the cashflow and the discount rate.

My definition of the upside and downside variance swap is similar to Andersen and

Bondarenko (2009) and Baele et al. (2019). While these papers focused on the average

upside and downside variance premium for a maturity of one month, my analysis focuses on

time-series variation in upside and downside variance swap prices and I include maturities
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from one-month up to 18 months. Moreover, in some other studies, the conditioning is

different in the pricing equation than in the calculation of the realized payoff. For instance,

Kilic and Shaliastovich (2019) and Dew-Becker et al. (2017) use a similar specification for

the upside and downside variance swap price, but in order to calculate realized payoff they

condition on intraday or daily returns. Hence, their realized payoff conditions on a different

set of events compared to the pricing equation, for which the condition is whether the stock

price at maturity is above or below the current forward price. This blurs the comparison of

the realized payoff and price of the upside and downside variance swap, and, therefore, does

not identify the upside and downside variance discount rate well.

I derive an identity to decompose variation in the variance swap price into variation

due to the upside and downside variance swap price, in the following way (I suppressed the

constants):

vs
(T )
t = log

(
V S

(T )
u,t + V S

(T )
d,t

)
≈ ρ1(T )vs

(T )
u,t + (1− ρ1(T ))vs

(T )
d,t ,

⇐⇒ 1 ≈
cov(vs

(T )
t , ρ1(T )vs

(T )
u,t )

var(vs
(T )
t )

+
cov(vs

(T )
t , (1− ρ1(T ))vs

(T )
d,t )

var(vs
(T )
t )

(1.46)

=: bu + bd.

The coefficients bu and bd are estimated in two stages, in the first stage I estimate ρ1(T ) using

a simple regression and in the second stage bu and bd are estimated with a simple regression

using ρ1(T ) from the first stage. Similar to before, the sum of the coefficients should be close

to one, and if this is the case it indicates that this log-linear approximation is, in fact, a

good approximation. The results these second-stage regressions are presented in Table 1.16.

The main result from Table 1.16 is that the main driver of variation in the variance swap

price is the downside variance swap price. This result makes sense, because an important

determinant of the variance swap price is crash risk. Overall, the importance of the downside

variance swap price increases in the maturity of the variance swap (except for the one-month

variance swap). Finally, the sum of the coefficients bu and bd is very close to one, which

indicates that the log-linear approximation is a good approximation for the log-price of the

variance swap.
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Table 1.16. In this table the results of the decomposition of the variance swap price into the
upside and downside variance swap price are presented. The definition of the coefficients bu
and bd are given in equation (1.46). The t-statistics of the coefficients are given in parentheses
and are calculated using Newey-West standard errors with 50 lags.

Dependent variable: ρ1(T )vs
(T )
u,t (1− ρ1(T ))vs

(T )
d,t

Maturity bu
(t-stat.)

R2 bd
(t-stat.)

R2

18
0.256 0.859 0.742 0.980

(19.18) (57.96)

12
0.275 0.865 0.722 0.978

(16.58) (45.13)

6
0.368 0.886 0.634 0.956

(20.74) (50.42)

3
0.371 0.923 0.635 0.970

(22.96) (56.47)

1
0.314 0.957 0.687 0.991

(27.06) (64.09)

1.6.6 VAR with five variables

In this section, I show that adding the variance swap return to the VAR yields very similar

results, as in Section 1.3.5. The VAR of equation (1.13) is estimated using the following state

variables:

zt =
(
r

(T )
t rvt pc

(1)
t pc

(2)
t DEFt

)′
,

where r
(T )
t are the returns on a variance swap with T -periods to maturity. Therefore, to

decompose the returns of different maturities using identity (1.10), the VAR has to be re-

estimated for each maturity. In this appendix, I show the estimation results of the VAR

with returns on 12-month variance swaps r
(12)
t and the results of the decomposition. The

estimation results of the VAR are in Table 1.17.

The inclusion of r
(12)
t into the VAR does not alter the models of the four other variables

much. Only r
(12)
t positively predicts the default spread in the next period. Low returns on

12-month variance swaps are predicted by a large level of the term structure of variance swap

rates pc
(1)
t and a large slope of the term structure of variance swap rates pc

(2)
t .
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Table 1.17. This table shows the estimated coefficients of the VAR of equation (1.13) with
t-values in parentheses. All variables are normalized to have the mean equal to zero, and
pc

(1)
t and pc

(1)
t are additionally standardized to have the standard deviation equal to one. The

sample period for the dependent variables is January 1996 to June 2019, with 282 monthly
data points.

Coefficients VAR model

r
(12)
t rvt pc

(1)
t pc

(2)
t DEFt R2

r
(12)
t+1 0.018 0.017 -0.043 -0.047 0.064 0.085

(0.26) (0.71) (-2.02) (-3.13) (1.42)
rvt+1 0.357 0.029 0.511 -0.308 0.523 0.594

(1.53) (0.38) (7.24) (-6.15) (3.49)

pc
(1)
t+1 -0.039 0.037 0.863 -0.002 0.106 0.848

(-0.27) (0.76) (19.76) (-0.07) (1.13)

pc
(2)
t+1 0.260 -0.016 0.133 0.869 -0.017 0.746

(1.39) (-0.25) (2.34) (21.64) (-0.14)
DEFt+1 0.092 0.008 -0.012 0.002 0.967 0.938

(3.06) (0.78) (-1.28) (0.36) (46.63)

Using the estimates of this VAR, N̄
(T )
rv,t is obtained, as follows:

N̄
(T )
rv,t = e′2

((
1− ρ(T )

)
+ · · ·+

(
1− ρ(1)

)
ρ(T )× · · · × ρ(2)BT−1

)
εt,

where e2 is vector of zeros and the second element a one (as rvt is the second element in zt).

Furthermore, N̄
(T )
vdr,t is using this VAR obtained in the following way:

N̄
(T )
vdr,t = N̄

(T )
rv,t − e′1 · εt.

The results of the decomposition of variance swap returns are shown in Table 1.18.

Note that the decomposition of the variance swap returns with 12 months to maturity is

obtained using the estimates of the VAR of Table 1.17. To decompose the returns on variance

swaps with T months to maturity, the VAR is re-estimated with r
(T )
t as a state variable.

Overall, the results of Table 1.18 are very similar to the results of the decomposition using

only four state variables represented in Table 1.9.

Furthermore, each of the decomposition objects in identity 1.10 are directly compared

using the methodology with five variables in the VAR and the method with only four
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Table 1.18. This table shows the results of the variance decomposition of variance swap
rates using equation (1.25). Note that the (co)variances of the third, fourth, and fifth
columns are scaled with the variance of the second column such that the sum of the three
(co)variances equals one. Standard errors are computed using the Delta method.

Maturity var
(
e′1εt
)

var
(
N̄

(T )
rv,t

)
var
(
N̄

(T )
vdr,t

)
-2cov

(
N̄

(T )
rv,t , N̄

(T )
vdr,t

)
18 0.026

0.593 0.542 -0.134
(0.265) (0.224) (0.348)

12 0.035
0.893 0.369 -0.262

(0.307) (0.165) (0.379)

6 0.064
1.172 0.152 -0.324

(0.236) (0.068) (0.276)

3 0.123
1.151 0.037 -0.188

(0.147) (0.014) (0.156)

1 0.378 1.000 0.000 0.000

variables. The results of the comparison are represented in the next table.

Table 1.19. This table shows the results of the comparison between the method in which
the variance swap return is modeled directly in the VAR and the method in which the
realization is obtain using equation (1.22). e′1εt, N̄

(T )
rv,t , and N̄

(T )
vdr,t correspond to the variables

obtained using the VAR with five variables. eL(T )′εt, N
(T )
rv,t , and N

(T )
vdr,t correspond to the

variables obtained using the VAR with four variables.

Maturity corr
(
e′1εt, eL(T )′εt

)
corr

(
N̄

(T )
rv,t , N

(T )
rv,t

)
corr

(
N̄

(T )
vdr,t, N

(T )
vdr,t

)
18 0.963 0.998 0.940
12 0.981 0.998 0.952
6 0.986 0.999 0.917
3 0.990 0.999 0.767
1 0.987 0.987 -

The correlations in Table 1.19 are all very high except for the correlation of the revised

discount rate expectations of variance swap returns with a maturity of three months. How-

ever, the variance of this object is very small, and, therefore, a tiny deviation yields large

changes in correlation as indicated by the large correlations in the other columns.

60



1.7. APPENDIX ASSET PRICING MODELS

1.7 Appendix asset pricing models

In the following subsections, I discuss more results from the models considered in this

paper. In Section 1.4, I discuss the implications of the models based on 1,000 independent

simulation sets with a time-series of 1,000 data points. In the following, I analyze the varia-

tion in the variance decomposition of variance swap rates across the independent simulation

sets to assess the stability of the results from the model.

1.7.1 Variable disaster risk and CRRA preferences

The calibration of the model by Gabaix (2012) is from Dew-Becker et al. (2017) and

given in the following table.

Table 1.20. Calibration of the model by Gabaix (2012).

Parameter Value Parameter Value

µc 0.01/12 σc 0.02/
√

12
µd −0.3 σd 0.15
L̄ − log(0.5) σL 0.04
ρL 0.871/12 η 5
β 0.961/12 γ 7
λ 0.01

12

Note that in the calibration of Dew-Becker et al. (2017) the risk-aversion is raised to 7

in order to match the Sharpe ratio on one-month variance swaps.

In the following, I present more details of the results from the simulation study for the

model by Gabaix (2012). First, I present sample statistics of realized variance and variance

discount rates in the model. The results of this simulation study are represented in the

following table.

Table 1.21 confirms the finding of Figure 1.6 that the model by Gabaix (2012) is able to

capture the strongly increasing term structure of expected variance swap returns documented

in the data. Moreover, Table 1.21 shows that the volatility of variance swap returns varies

a lot across simulation sets, and this results from the fact that the probability of a disaster

is small (1% p.a.). If no disasters occur in a simulation set, the volatility of variance swap

returns is very low. Finally, I conclude from Table 1.21 that the model by Gabaix (2012) is

not able to capture the dynamics of empirical stock market volatility.

In the following, I decompose variance swap rates in the model by Gabaix (2012) for each
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Table 1.21. This table presents sample statistics of the realized variance and variance
discount rates in the model by Gabaix (2012). The mean, standard deviation and Sharpe
Ratio of the 18-, 12-, 6-, 3-, and 1-month simple variance discount rates are presented. The
second column consists of the empirical result, and the third, fourth, and fifth columns
represent the 5%, 50%, and 95% quantile of the simulation study, respectively.

Statistic Data Model

Est. 5% 50% 95%

Realized variance

E
(
RV
)

0.162 0.115 0.116 0.117
σ
(
RV
)

0.095 0.000 0.021 0.043

Variance discount rates

E
(
r(18)

)
-0.006 -0.024 -0.021 -0.017

σ
(
r(18)

)
0.187 0.021 0.056 0.109

SR
(
r(18)

)
-0.106 -4.091 -1.278 -0.572

E
(
r(12)

)
-0.013 -0.037 -0.032 -0.025

σ
(
r(12)

)
0.227 0.021 0.080 0.161

SR
(
r(12)

)
-0.202 -5.976 -1.326 -0.578

E
(
r(6)
)

-0.050 -0.075 -0.063 -0.050
σ
(
r(6)
)

0.316 0.023 0.155 0.319
SR
(
r(6)
)

-0.544 -11.028 -1.362 -0.584

E
(
r(3)
)

-0.098 -0.150 -0.127 -0.099
σ
(
r(3)
)

0.447 0.028 0.308 0.636
SR
(
r(3)
)

-0.756 -17.644 -1.370 -0.585

E
(
r(1)
)

-0.285 -0.451 -0.380 -0.296
σ
(
r(1)
)

0.676 0.068 0.926 1.905
SR
(
r(1)
)

-1.458 -22.305 -1.366 -0.585

simulation set seperately. Table 1.22 presents the results.

Table 1.22 shows that the result of Figure 1.4 is stable across the simulation sets. In

particular, short-term variance swap rates are solely driven by variance discount rates, and

this number is very similar across simulations, and, therefore, it is strong evidence that the

model is not in line with the data.

In the following subsection, I discuss the results for the model by Wachter (2013).
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Table 1.22. This table presents the results of the simple variance decomposition of variance
swap rates in the data and in the model by Gabaix (2012). The results of the data are from
Table 1.3, with standard errors in parentheses. The regression coefficients of the model are
estimated for each simulation set, and the mean and standard deviation of the regression
coefficients are represented in the table.

Maturity Data Model

brv bvdr brv bvdr

18
0.245 -0.728 0.002 -0.985

(0.185) (0.188) (0.028) (0.125)

12
0.558 -0.419 0.002 -0.989

(0.151) (0.158) (0.028) (0.101)

6
0.833 -0.168 0.002 -0.994

(0.119) (0.122) (0.028) (0.069)

3
0.957 -0.040 0.002 -0.997

(0.083) (0.086) (0.027) (0.047)

1
1.101 0.101 0.002 -0.998

(0.056) (0.056) (0.027) (0.027)

1.7.2 Time-varying disaster risk and Epstein-Zin preferences

In this subsection, the calibration of the model is given as well as some details from the

simulation study. The calibration of the model is given in Table 1.23.

Table 1.23. This table shows the calibration of the model by Wachter (2013).

Parameter Value Parameter Value

µc 0.0252/12 σc 0.02/
√

12
µd −0.15 σd 0.10
µλ 0.0355/12 σλ 0.067/12
φ exp(−0.08/12) β exp(−0.012/12)
η 2.6 γ 4.9 = 1− α

Note that in the calibration of Dew-Becker et al. (2017) the risk-aversion is raised to 4.9

in order to match the Sharpe ratio on one-month variance swaps as closely as possible.

In the following, I present more details of the results from the simulation study for the

model by Wachter (2013). First, I present sample statistics of realized variance and variance

discount rates in the model. The results of this simulation study are represented in the

63



CHAPTER 1. VARIANCE DISCOUNT RATES

following table.

Table 1.24. This table presents sample statistics of the realized variance and variance
discount rates in the model by Wachter (2013). The mean, standard deviation, and Sharpe
ratio of the 18-, 12-, 6-, 3-, and 1-month simple variance discount rates are presented. The
second column consists of the empirical result, and the third, fourth, and fifth columns
represent the 5%, 50%, and 95% quantile of the simulation study, respectively.

Statistic Data Model

Est. 5% 50% 95%

Realized variance

E
(
RV
)

0.162 0.094 0.123 0.168
σ
(
RV
)

0.095 0.028 0.048 0.073

Variance discount rates

E
(
r(18)

)
-0.006 -0.015 -0.010 -0.005

σ
(
r(18)

)
0.187 0.080 0.101 0.179

SR
(
r(18)

)
-0.106 -0.556 -0.357 -0.097

E
(
r(12)

)
-0.013 -0.019 -0.014 -0.005

σ
(
r(12)

)
0.227 0.084 0.118 0.256

SR
(
r(12)

)
-0.202 -0.721 -0.412 -0.075

E
(
r(6)
)

-0.050 -0.032 -0.024 -0.007
σ
(
r(6)
)

0.316 0.086 0.183 0.502
SR
(
r(6)
)

-0.544 -1.284 -0.464 -0.048

E
(
r(3)
)

-0.098 -0.060 -0.045 -0.009
σ
(
r(3)
)

0.447 0.074 0.338 1.008
SR
(
r(3)
)

-0.756 -2.674 -0.459 -0.031

E
(
r(1)
)

-0.285 -0.173 -0.127 -0.018
σ
(
r(1)
)

0.676 0.045 0.993 3.058
SR
(
r(1)
)

-1.458 -12.294 -0.442 -0.019

Table 1.24 confirms the finding of Figure 1.6 that the model by Wachter (2013) is not

able to capture the strongly increasing term structure of expected variance swap returns

documented in the data. Moreover, Table 1.24 shows that also in the model by Wachter

(2013) the volatility of variance swap returns varies a lot across simulation sets, and this

results from the fact that the probability of a disaster is, on average, small (3.55% p.a.). If

no disasters occur in a simulation set, the volatility of variance swap returns is very low.

Finally, I conclude from Table 1.21 that the model by Wachter (2013) does a better job than
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the model by Gabaix (2012) of capturing the empirical dynamics of stock market volatility.

In the following, I decompose variance swap rates in the model by Wachter (2013) for

each simulation set separately. Table 1.25 presents the results.

Table 1.25. This table presents the results of the simple variance decomposition of variance
swap rates in the data and in the model by Wachter (2013). The results of the data are from
Table 1.3, with standard errors in parentheses. The regression coefficients of the model are
estimated for each simulation set, and the mean of the regression coefficients is represented
in the table with the standard deviation in parentheses.

Maturity Data Model

brv bvdr brv bvdr

18
0.245 -0.728 0.973 -0.037

(0.185) (0.188) (0.040) (0.040)

12
0.558 -0.419 0.963 -0.033

(0.151) (0.158) (0.029) (0.032)

6
0.833 -0.168 0.954 -0.033

(0.119) (0.122) (0.021) (0.024)

3
0.957 -0.040 0.950 -0.039

(0.083) (0.086) (0.019) (0.020)

1
1.101 0.101 0.948 -0.052

(0.056) (0.056) (0.018) (0.018)

Table 1.25 confirms the finding of Figure 1.4 that variance swap rates are driven by

variance expectations in the model by Wachter (2013). Moreover, this result is very stable

across the simulation sets, as indicated by the low standard deviation of brv. Therefore, this

is strong evidence that the model is not in line with the data because my analysis shows

that long-term variance swaps are mostly driven by variance discount rates.

In the following subsection, I discuss the results for the model by Drechsler and Yaron

(2011).

1.7.3 Long-run risk

The calibration is from Table 5 of the paper by Drechsler and Yaron (2011), and I use the

calibration in which jump shocks in the xt process follow a compound-Poisson in combination

with a normal distribution.

In the following, I present more details of the results from the simulation study for the
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model by Drechsler and Yaron (2011).9 First, I present sample statistics of realized variance

and variance discount rates in the model. The results of this simulation study are represented

in the following table.

Table 1.26. This table presents sample statistics of the realized variance and variance
discount rates in the model by Drechsler and Yaron (2011). The mean, standard deviation,
and Sharpe ratio of the 18-, 12-, 6-, 3-, and 1-month simple variance swap returns are
presented. The second column consists of the empirical result, and the third, fourth, and
fifth columns represent the 5%, 50%, and 95% quantile of the simulation study, respectively.

Statistic Data Model

Est. 5% 50% 95%

Realized variance

E
(
RV
)

0.162 0.157 0.169 0.187
σ
(
RV
)

0.095 0.051 0.087 0.134

Variance discount rates

E
(
r(18)

)
-0.006 -0.036 -0.026 -0.014

σ
(
r(18)

)
0.187 0.191 0.276 0.387

SR
(
r(18)

)
-0.106 -0.654 -0.333 -0.128

E
(
r(12)

)
-0.013 -0.045 -0.032 -0.015

σ
(
r(12)

)
0.227 0.232 0.343 0.488

SR
(
r(12)

)
-0.202 -0.659 -0.326 -0.109

E
(
r(6)
)

-0.050 -0.063 -0.043 -0.017
σ
(
r(6)
)

0.316 0.304 0.477 0.734
SR
(
r(6)
)

-0.544 -0.686 -0.314 -0.084

E
(
r(3)
)

-0.098 -0.089 -0.060 -0.020
σ
(
r(3)
)

0.447 0.394 0.671 1.144
SR
(
r(3)
)

-0.756 -0.736 -0.309 -0.064

E
(
r(1)
)

-0.285 -0.176 -0.116 -0.027
σ
(
r(1)
)

0.676 0.708 1.352 2.697
SR
(
r(1)
)

-1.458 -0.820 -0.292 -0.036

Table 1.26 confirms the finding of Figure 1.6 that the model by Drechsler and Yaron

(2011) is not able to capture the strongly increasing term structure of expected variance

swap returns documented in the data. Moreover, it shows that the model predicts, for each

9I thank Friedrich Lorenz for sharing the codes to solve the model.
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maturity, a volatility of variance swap returns, which is larger than observed empirically.

Finally, I conclude from Table 1.21 that the model by Drechsler and Yaron (2011) does a

good job of capturing the empirical dynamics of stock market volatility.

In the following, I decompose variance swap rates in the model by Drechsler and Yaron

(2011) for each simulation set separately. Table 1.27 presents the results.

Table 1.27. This table presents the results of the simple variance decomposition of variance
swap rates in the data and in the model by Drechsler and Yaron (2011). The results of the
data are from Table 1.3, with standard errors in parentheses. The regression coefficients of
the model are estimated for each simulation set and the mean of the regression coefficients
are represented in the table with the standard deviation in parentheses.

Maturity Data Model

brv bvdr brv bvdr

18
0.245 -0.728 0.349 -0.560

(0.185) (0.188) (0.105) (0.108)

12
0.558 -0.419 0.412 -0.502

(0.151) (0.158) (0.105) (0.107)

6
0.833 -0.168 0.506 -0.418

(0.119) (0.122) (0.097) (0.098)

3
0.957 -0.040 0.567 -0.379

(0.083) (0.086) (0.087) (0.086)

1
1.101 0.101 0.615 -0.385

(0.056) (0.056) (0.075) (0.075)

Table 1.27 confirms the finding of Figure 1.4 that short-term variance swap rates are

driven by variance expectations and long-term variance swap rates by variance discount

rates. Moreover, this result is stable across the simulation sets, as indicated by the low

standard deviations of brv and bvdr. Therefore, this is strong evidence that the model predicts

a variation in short-term variance discount rates, which is substantially larger than observed

empirically.
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Chapter 2

Behavioral in the Short-un and Rational in the

Long-run? Evidence from S&P 500 Options1

2.1 Introduction

Starting with the seminal work of Aı̈t-Sahalia and Lo (2000) and Jackwerth (2000),

many studies have used option pricing information to estimate pricing kernels for the U.S.

equity market.2 The main finding in this literature is that the pricing kernel is not strictly

downward sloping when it is projected on the equity index return. Depending on the time

period, Aı̈t-Sahalia and Lo (2000), Jackwerth (2000) and Rosenberg and Engle (2002) either

find the pricing kernel to have a U-shape or that the pricing kernel has an upward sloping

region. Both of these findings are in contrast to a monotonically decreasing pricing kernel as

predicted by classical finance theory. The result of a non-monotonic pricing kernel is often

referred to as the “pricing kernel puzzle”. In this paper, we present evidence that the non-

monotonicity of the pricing kernel is a unique feature of the short-term one-month pricing

kernel—the maturity that is usually analyzed in the literature. For horizons beyond one

month, we show that the puzzle gradually disappears and the level, shape and time-series

variation of the pricing kernel are in line with standard rational asset-pricing models. In

contrast, we show that the time-series variation of the short-term pricing kernel is relatively

large compared to the long-term pricing kernel, and more consistent with a behavioral asset

1First draft: October 2019. This chapter is based on joint work with Joost Driessen and Ole Wilms. We
thank Lieven Baele, Nicole Branger, Adrian Buss, Sebastian Ebert, Stefano Giglio, Jens Jackwerth, Semyon
Malamud, Ben Matthies, Tobias Sichert, Kaushik Vasudevan and conference/seminar participants of Tilburg
University, SITE 2018 and EFMA 2021 for helpful comments and discussions on the topic.

2See Cuesdeanu and Jackwerth (2018b) for an overview of this literature.
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pricing model based on cumulative prospect theory.

Our first contribution is that we use options with maturities beyond one month to

estimate the pricing kernel for different horizons and this allows us to analyze its term

structure.3 In line with existing empirical work, we find the one-month pricing kernel to be

U-shaped. The U-shape implies that investors are willing to pay more than the expected

value for securities paying in bad states and in good states of the economy—a feature that

is hard to reconcile with rational asset-pricing models. We show that standard asset-pricing

models produce a monotonically decreasing pricing kernel when projecting the pricing kernel

onto the market return.4 To compare short-term and long-term pricing kernels, develop the

concept of a forward kernel which does not depend on any short-term information.5 In

contrast to the results on the short-term kernels found in the literature, we show that for

horizons beyond one month, the empirical pricing kernel is not U-shaped and approaches

to be monotonically downward sloping. The evidence suggests that investors are highly

sensitive towards large good or bad returns for short horizons, whereas for longer horizons

investors are only sensitive towards large negative returns. Hence, the pricing kernel puzzle

vanishes for longer horizons and we show that the shape and level of the long-term pricing

kernel is well in line with the predictions of standard pricing models.

Our second contribution is that we analyze the time-series variation of the short-term

and long-term pricing kernel and compare this with the predictions of asset-pricing models.

For this we calculate the average pricing kernel in good and bad times according to the level

of the Chicago Fed National Activity Index (CFNAI). We show that the time-series variation

is most pronounced for the short-term pricing kernel, while the time-series variation of the

long-term kernel is significantly smaller. Standard rational asset-pricing models predict only

little time-series variation in the pricing kernel and are therefore in line with the dynamics of

the empirical long-term pricing kernel. We show that in terms of the shape and magnitude

of the time-series variation, theoretical asset-pricing models match the data of the long-term

pricing kernel well. In contrast, we find relatively large time-series variation in the short-

3Cuesdeanu and Jackwerth (2018a) show that the pricing kernel puzzle is less pronounced in the pricing
kernel with a horizon of two and three months.

4In particular, we consider the habit formation model of Campbell and Cochrane (1999), the rare disaster
model of Wachter (2013), the long-run risks model of Bansal and Yaron (2004), and the time-varying recovery
model of Gabaix (2012).

5We refer to the one-month pricing kernel as the short-term pricing kernel and to the expected forward
pricing kernel with horizon longer than six months as the long-term pricing kernel.
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term pricing kernel and show that, surprisingly, the U-shape is stronger in good times than in

bad times.6 The stronger U-shaped pricing kernel indicates that investors are more sensitive

towards large negative and positive returns in good times. Hence, we present evidence that

the short-term pricing kernel is not only puzzling from a theoretical perspective due to its

shape but also due to its dynamics over time.

In an additional analysis, we provide evidence that the empirical features of the short-

term pricing kernel, both its shape and time-series variation, are in line with a behavioral

asset pricing model that incorporates cumulative prospect theory preferences as in Tversky

and Kahneman (1992). One aspect of cumulative prospect theory is probability weight-

ing and this helps to reconcile the evidence of the short-term pricing kernel. Probability

weighting is explained as the tendency of humans to overweight the probability of rare, high

impact events—such as those of unlikely but extreme financial returns. The implications of

probability weighting are studied in numerous economic and financial settings.7 Due to the

overweighting of unlikely but extreme stock market retuns the pricing kernel is U-shaped

and, moreover, it drives time-series variation in the pricing kernel which is similar to what

we observe in the data.

We thus document important differences between the short-term and long-term pricing

kernel. In order to jointly explain the patterns of both the short-term and long-term kernel

one would need an asset-pricing model where our result of the U-shaped short-term pricing

kernel and monotonically decreasing long-term pricing kernel arises endogenously. One direc-

tion could be a model with maturity segmentation in the option market and heterogeneous

investors. Speculative investors with non-standard preferences could mostly trade short-term

options whereas investors with standard preferences trade long-term options. However, it

would be crucial to know why the rational investors do not offset the mispricings in short-

term options which are induced by the investors with non-standard preferences. We leave it

to future research to examine the presence and potential reasons for such segmentation in

option markets.

6Cuesdeanu and Jackwerth (2018a) also document that the pricing kernel has a more pronounced U-
shape in times of low volatility, but their focus is mainly to document the non-monotonicity of the pricing
kernel in different subsamples, and they do not compare their empirical pricing kernels to kernels implied by
asset-pricing models.

7Probability weighting was formalized in Kahneman and Tversky (1979) and theoretical work has pointed
to its importance for portfolio choice (Bernard and Ghossub 2010), insurance behavior (Bernard et al. 2015),
asset prices (Barberis and Huang 2008), gambling decisions (Barberis 2012), and the variance premium (Baele
et al. 2019), among many others.
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Our empirical procedure to estimate the pricing kernel is conceptually similar to, among

others,8 Aı̈t-Sahalia and Lo (2000). Aı̈t-Sahalia and Lo (2000) exploit the result of Breeden

and Litzenberger (1978) to estimate the risk-neutral distribution and model the underlying

distribution non-parametrically. Our method uses a discrete-state analogue of the result

of Breeden and Litzenberger (1978), to capture the risk-neutral distribution of the S&P

500. Using options on the S&P 500 is standard in the literature, as it is a reasonable and

commonly-used proxy for the market return and the options are among the most liquid

traded options. We estimate the pricing kernel using portfolios of options called butterfly

spreads. The prices of butterfly spreads capture the dynamics of the risk-neutral distribution.

Roughly speaking, the pricing kernel follows from the quotient of the price of the butterfly

spread and the expected payoff, i.e. the expected return of the butterfly spread. In order

to calculate the expected payoff, we need to model the returns of the underlying S&P 500

index. We assume a skewed t-distribution with time-varying volatility. An advantage of our

method is that the proxy we use for the risk-neutral distribution is an investable portfolio,

which facilitates economic interpretation. Given our methodology, we estimate the pricing

kernel as a function of the market return. We do this for each day in our sample period, and

for different horizons, ranging from one to twelve months.

The remainder of this paper is organized as follows. Section 2.2 describes the literature

to which we contribute into more details. In Section 2.3 we explain our methodology, define

the forward pricing kernel and discuss the data used in this paper. In Section 2.4 we present

our findings. The results are compared to the predictions of rational asset-pricing models in

Section 2.5 and to a behavioral asset-pricing model in Section 2.6. Section 2.7 concludes.

2.2 Related Literature

There is a large literature that uses option pricing data to extract information about the

pricing kernel. Aı̈t-Sahalia and Lo (2000), Jackwerth (2000) and Rosenberg and Engle (2002)

document that the empirical pricing kernel is not monotonically declining and exhibits an

upward sloping region or has U-shape depending on the sample period. Chabi-Yo (2012)

and Song and Xiu (2016) confirm the earlier results over longer sample periods. Recently,

Sichert (2019) argues that the earlier finding of only a violation of monotonicity is due to

8Jackwerth (2000), Rosenberg and Engle (2002), Polkovnichenko and Zhao (2013) and Song and Xiu
(2016) all use conceptually the same method as ours to estimate the pricing kernel.
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the fact that the nonparametric models of the underlying models are unable to adequately

capture stock market volatility. If volatility is modeled appropriately the pricing kernel

is consistently U-shaped. All of the aforementioned studies use the result of Breeden and

Litzenberger (1978) to obtain an estimate of the risk-neutral distribution and model the

real-world return distribution using parametric or nonparametric methods.

Chabi-Yo et al. (2007) and Bakshi et al. (2010) try to reconcile the findings of the non-

monotonic pricing kernel with either a regime-switching model or a model with disagreeing

investors. Christoffersen et al. (2013) show that a reduced form pricing kernel, which allows

for a U-shape due to the negative price of variance risk, captures the option pricing data

well. Polkovnichenko and Zhao (2013) estimate probability weighting functions from option

data and find that the empirical probability weighting functions are such that investors over-

weight small probabilities as in prospect theory by Kahneman and Tversky (1979). Baele

et al. (2019) show that a model with probability weighting can reconcile a U-shaped pricing

kernel and explains the returns on put/call options and the variance premium well.

This paper also contributes to the literature on the term structures of risk premiums.

Dew-Becker et al. (2017) focus on the pricing of realized volatility and shocks to expected

future volatility, and find that investors pay a premium to hedge shocks to realized short-

term volatility, whereas hedging shocks to expected long-term volatility costs much less or

nothing. We refer to van Binsbergen and Koijen (2017) for a recent overview of the literature

and evidence on term structures for other asset classes.

Linn et al. (2017) argue that the violation of monotonicity documented by earlier work

in this literature is spurious. The pricing kernel follows from the real-world and risk-neutral

distribution, and, as the risk-neutral distribution is derived from options, it incorporates all

information upon time t. In some of the earlier mentioned studies, the real-world probability

density is estimated non-parametrically on a sample of past data and therefore unable

to capture all information available on time t. Linn et al. (2017) argue that if both the

real-world and risk-neutral distribution contain all information on time t, the violation of

monotonicity disappears. However, Cuesdeanu and Jackwerth (2018a) show that even when

the pricing kernel is estimated using forward-looking data only, it is still U-shaped. In line

with Cuesdeanu and Jackwerth (2018a), we find a U-shaped short-term pricing kernel even

when we condition the real-world probability distribution on forward-looking information,

the VIX in our case. The level of VIX is forward-looking as it represents the integrated risk-

neutral volatility over the following month. We run several specifications of our volatility

model, e.g. adding lagged volatility or squared VIX term, however our results are unaffected.
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2.3 Methodology

In this section, we explain the methodology to estimate the pricing kernel from option

pricing data. In the following subsections, we explain the details of our estimation procedure

and define the forward pricing kernel, which allows us to analyze the effects of the horizon

on the pricing kernel. Afterward, we describe our model of the S&P 500 return distribution

which we need to estimate the pricing kernel and describe the option pricing data with the

S&P 500 as the underlying.

2.3.1 Estimation of the pricing kernel

The method to estimate the pricing kernel follows from the seminal result by Breeden

and Litzenberger (1978). Breeden and Litzenberger (1978) show that the price of an Arrow-

Debreu security is equal to the second derivative of a call option with respect to its strike:

AD(K,T ) = lim
∆K→0

c(K + ∆K,T ) + c(K −∆K,T )− 2c(K,T )

(∆K)2
=
∂2c(K,T )

∂K2
, (2.1)

where AD(K,T ) represents the price of an Arrow-Debreu security that pays one if the stock

price at maturity T equals the strike K. Moreover, c(K,T ) represents the price of a call

option with strike K and maturity T . The numerator of equation (2.1) corresponds to a

portfolio of call options with maturity T and consists of long one call option with strike

K + ∆K, long one call option with strike K−∆K and short two call options with strike K.

This portfolio of options is called a butterfly spread with strike K, spread ∆K and maturity

T .

It follows from equation (2.1) that a butterfly spread is approximately equal to an Arrow-

Debreu security. To obtain intuition for this result, consider Figure 2.1 which plots the payoff

of a butterfly spread with strike Ki and spread ∆K as a function of the price of the underlying

at maturity. The payoff of a butterfly spread is largest if the price of the index at maturity

ST equals the strike K so that the payoff equals ∆K. If the price of the index at maturity

is smaller (larger) than K, the payoff of the butterfly spread decreases linearly and equals

zero if ST ≤ K − ∆K (ST ≥ K + ∆K).9 If the spread ∆K of the butterfly is small, the

Arrow-Debreu security is approximated well by the butterfly spread. Therefore, the pricing

9The payoff function of a butterfly spread is represented by max
(
0,∆K − |ST − K|

)
. Furthermore, a

butterfly spread can also be constructed from put options rather than call options.
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kernel is well identified for the interval on which the butterfly spread has a positive payoff.

Given that we estimate the pricing kernel from butterfly spreads, it makes the proxy for

the risk-neutral distribution an investable portfolio which facilitates economic intuition. If

the expected return on a butterfly spread is low, it indicates that the pricing kernel for

the interval on which the butterfly spread has a positive payoff is high, and vice versa. We

obtain the pricing kernel from the proxy for the risk-neutral distribution in combination with

a model for the probability distribution of the underlying.

Figure 2.1. The figure plots the payoff of a butterfly spread with strike Ki and spread ∆K
as a function of the price of the underlying at maturity. The dashed lines show the bounds
bj−1, bj, bj+1 and bj+2.
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In the following, we discuss the details of the estimation procedure. The pricing kernel

follows from the classical asset pricing equation for a butterfly spread: p = E(mX), where

p is the price of the butterfly spread, m is the pricing kernel and X is the payoff of the

butterfly spread. In order to solve for the pricing kernel, we discretize the payoff space such

that we have a finite number of states (J) and we denote the pricing kernel in state j by

mj. We first discuss the details of this discretization and afterwards explain how it can be

applied to estimate the pricing kernel.

Assume that we observe a total number of I butterfly spreads which have price pi, strike

Ki, spread ∆K and maturity T . Without the loss of generality, we discretize the outcome

space in this example such that the butterfly spread has a positive payoff in three of the
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total J states and a payoff of zero in the other states. We illustrate the discretization of this

butterfly spread with strike Ki and spread ∆K in Figure 2.1. The discretization works as

follows: we assume that the payoff of butterfly spread i in state j equals the expected payoff

over the interval from bj to bj+1:

xi,j =

∫ bj+1

bj

Xi(ST ) · f(ST )dST , (2.2)

where Xi(ST ), bj and bj+1 correspond to the payoff function and bounds in Figure 2.1 and

f(ST ) is the probability density function of the index at maturity ST . Thus, the discretization

implies that the price of butterfly i equals the sum of the payoffs in each state multiplied

with the corresponding pricing kernel:

pi = xi,j−1mj−1 + xi,jmj + xi,j+1mj+1,

where the payoff in each of the states is calculated using equation (2.2). We proceed

analogously for each of the I butterfly spreads.

The price of each of the observed butterfly spreads is written as a function of the payoff

in each state multiplied by the corresponding pricing kernel corresponding in that state. We

assume that the number of observed butterfly spreads I equals the number of states J such

that the market is complete and hence, the pricing kernel is unique. Formally, the pricing

kernel follows from the following system of equations:

p1

p2

...

pI−1

pI


=



x1,1 x1,2 x1,3 · · · 0

0 x2,2 x2,3 · · · 0
...

...
. . .

...
...

0 · · · xI−1,J−2 xI−1,J−1 0

0 · · · xI,J−2 xI,J−1 xI,J


·



m1

m2

...

mJ−1

mJ


, (2.3)

where we assume that all of the butterfly spreads with spread ∆K have a positive payoff in

three states and, thus, there are only three nonzero elements in each row of the expected

payoff matrix. If the number of states J equals the number of butterfly spreads I, then the

expected payoff matrix in equation (2.3) is a square matrix. Hence, the matrix is invertible

such that we can solve for the pricing kernel.

In order to calculate the expected payoff of a butterfly spread in a certain state using

equation (2.2), we have to model the distribution of the S&P 500 at maturity of the butterfly
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spread. The details of how we model this distribution are discussed in Section 2.3.3. Before

that we introduce the forward pricing kernel in the next subsection, which is a central object

of interest in this study.

2.3.2 The forward pricing kernel

In this subsection, we describe how to derive the forward pricing kernel from the option

pricing data which allows us to study the term structure of the pricing kernel. Using forward

pricing kernels, we can separately analyze pricing kernels for different horizons and identify

the effect of the horizon on the pricing kernel. First, we demonstrate the approach using an

example of the two-period forward pricing kernel and afterwards we generalize the method

to any horizon T .

Using the methodology described in Section 2.3.1, we can estimate the T -period pricing

kernel mt,T at each time t, for options maturing at time T . Given that we have butterfly

spreads with different maturities available on a given trading day, we are able to estimate the

one-period pricing kernel mt,1 and the two-period pricing kernel mt,2 from butterfly spread

prices pt,1 and pt,2 with one and two periods to maturity, respectively. The one-period and

two-period pricing kernels are estimated using the following equations:

pt,1 = Et
(
mt,1Xt+1

)
, pt,2 = Et

(
mt,2Xt+2

)
, (2.4)

where Xt+i is the payoff of a butterfly spread at time t + i. We estimate the one-period

and two-period pricing kernel as a function of the one-period and two-period return. The

pricing kernels are unique under the assumption of market completeness and, therefore, the

two-period pricing kernel depends on the one-period pricing kernel. The goal of our analysis

is to isolate the variation in the pricing kernel which is driven by the horizon. For this, we

need the two-period pricing kernel to be independent of the one-period pricing kernel. In

the following, we show how to derive the two-period forward pricing kernel in such a way

that we extract the variation of the one-period pricing kernel.

We derive the one-period forward pricing kernel from the one-period and two-period

pricing kernel by rewriting the pricing equation (2.4) for pt,2 in the following way:

pt,2 = Et
(
mt,2Xt+2

)
= Et

(
mt,1pt+1,1

)
= Et

(
mt,1 · Et+1

(
mt+1,1Xt+2

))
= Et

(
mt,1 ·mt+1,1Xt+2

)
,
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where pt+1,1 is the price of a one-period butterfly at time t + 1. As we assume complete

markets, the pricing kernels are unique and, therefore, we can write the two-period pricing

kernel as follows:

mt,2 = mt,1 ·mt+1,1. (2.5)

Using the methodology described in Section 2.3.1, we can estimate the one-period pricing

kernel mt,1 and the two-period pricing kernel mt,2 from one-period and two-period butterfly

spreads. These pricing kernels are a function of the return realized over one period and the

return realized over two periods, respectively. To compute the forward pricing kernel for the

second period mt+1,1, we rewrite equation (2.5) in the following way:

mt+1,1

(
rt,t+1, rt+1,t+2

)
=
mt,2

(
rt,t+1 · rt+1,t+2

)
mt,1

(
rt,t+1

) , (2.6)

where rt,t+1 = St+1

St
and rt+1,t+2 = St+2

St+1
. It follows from equation (2.6) that the forward

pricing kernel is dependent on the return in the first period and the return in the second

period. To obtain the two-period forward pricing kernel as a function of the return in the

second period only, we calculate the expectation of mt+1,1 with respect to the first period

return, conditional on the return in the second period. Thus, we define the expected forward

pricing kernel in the second period as follows:

mF
t,2

(
rt+1,t+2

)
= Et

(
mt+1,1

(
rt,t+1, rt+1,t+2

)∣∣rt+1,t+2 = r
)

=

∫ ∞
0

mt,2(rt,t+1 · r)
mt,1(rt,t+1)

· ft
(
rt,t+1

∣∣rt+1,t+2 = r
)
drt,t+1, (2.7)

where ft
(
rt,t+1

∣∣rt+1,t+2 = r
)

denotes the return distribution in the first period conditional on

information at time t and the return in the second period rt+1,t+2 being equal to r. To be

precise, mF
t,2 is the one-period forward pricing kernel in the second period and the expectation

is calculated using information available at time t. All forward pricing kernels we consider

have a horizon of one-period, therefore we omit the horizon subscript.

Equation (2.7) can be generalized in the following way. Let mF
t,T be the expected T -period
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forward pricing kernel at time t which we define as:

mF
t,T

(
rt+T−1,t+T

)
= Et

(
mt+T−1,1

(
rt,t+T−1, rt+T−1,t+T

)∣∣rt+T−1,t+T = r
)

=

∫ ∞
0

mt,T (rt,t+T−1 · r)
mt,T−1(rt,t+T−1)

ft
(
rt,t+T−1

∣∣rt+T−1,t+T = r
)
drt,t+T−1, (2.8)

where ft
(
rt,t+T−1

∣∣rt+T−1,t+T = r
)

denotes the (T − 1)-period return distribution conditional

on time t and the return in period T , rt+T−1,t+T , being equal to r. In the following we refer

to mF
t,T as the T -period forward pricing kernel.

The T -period forward pricing kernel is dependent on the one-period return T periods

forward. Therefore, the forward pricing kernel can be used to compare the sensitivity of

investors towards one-period risk with the sensitivity of investors towards one-period risk, T

periods forward. This comparison is appropriate as the one-period return distribution and

the one-period return distribution T -periods forward are arguably very similar. The forward

pricing kernel we obtain from butterfly spreads on the S&P 500 is thus a tool to assess the

preferences of investors towards one-period risks, T -periods forward. Different from what

the name might suggest, the forward pricing kernel is not able to directly price forward

securities. However, as we show later, the forward pricing kernel can be used to assess the

performance of asset-pricing models to explain the financial market data. To calculate the

expectation in the forward pricing kernel, we need a model for the return distribution of the

S&P 500. The details of this model are discussed in the following subsection.

2.3.3 Return distribution of the S&P 500

In order to estimate the pricing kernel using the methodology described in Section 2.3.1,

we have to model the return distribution of the S&P 500. We assume that the S&P 500

follows a skewed t-distribution. This distribution is able to capture two stylized facts of index

returns, namely that index returns are left-skewed and heavy-tailed. Moreover, we use the

VIX-index10 to predict the future volatility of S&P 500 returns such that our return model

is able to capture the time-variation in return volatility. Hence, we assume the following

10The level of the VIX equals the risk-neutral volatility in the coming month and is calculated from
options on the S&P 500 with maturity close to one month using the model-free approach by Britten-Jones
and Neuberger (2000).
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model for the return distribution of the S&P 500:

rt,t+T = µT + σt,t+T · εt,t+T ,

σt,t+T = αT + βTV IXt,
(2.9)

where rt,t+T are T -month returns with mean µT , conditional volatility σt,t+T and the error

εt,t+T ∼ SKST(0, 1, ξT , vT ). SKST(0, 1, ξT , vT ) denotes a standardized skewed-t distribution

where parameter ξT governs the skewness of the distribution and vT corresponds to the

degrees of freedom of a Student’s t-distribution. ξT captures skewness of the distribution in

the following way: the probability mass to the right of the mode divided by the probability

mass to the left equals 1
ξ2
T

. Therefore, if ξT < 1 the distribution is left-skewed and if ξT > 1

the distribution is right-skewed. The details of the skewed-t distribution are discussed in

Appendix 2.8.1. Note that the parameters of the return model (2.9) depend on the horizon

T and hence we estimate the model desperately for each horizon T .

We model the conditional volatility of returns as a function of the VIX-index as Drechsler

and Yaron (2011) show that the VIX-index predicts future volatility well. In this way, we

capture the time-varying nature of stock market volatility which is an important determinant

for the prices of options and, therefore, also for the prices of butterfly spreads. As our baseline

model, we consider a linear model for volatility. In addition, we show that adding a squared

VIX term to the model, such that volatility is given by

σt,t+T = αT + βTV IXt + γTV IX
2
t , (2.10)

does not affect our results. We also considered other models for volatility by including for

example lagged realized volatility and find that the models yield very similar outcomes. We

scale the yearly VIX level to the corresponding maturity, when we estimate the model. We

use the model (2.9) for the return of the S&P 500 as our benchmark model to estimate the

T -month pricing kernel.

In Section 2.3.2, we explained how we estimate the T + 1-month forward pricing kernel

from the T + 1-month pricing kernel and T -month pricing kernel. The return model (2.9)

allows us to estimate the T+1-month pricing kernel and the T -month pricing kernel. In order

to estimate the T + 1-month forward pricing kernel, we have to calculate the expectation

with respect to the T -month return, conditional on time t and the return in month T + 1.

In the simplest setup, we would assume independence of S&P 500 returns. However, this

assumption is quite restrictive and, given the persistence of the stock market variance, it
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does not hold in the data. In order to take this persistence in stock market variance into

account, we assume the following return dynamics:

rt+T,t+T+1 = µ1 + σt+T,t+T+1 · εt+T,t+T+1, (2.11)

σt+T,t+T+1 = α1 + β1V IXt+T , (2.12)

V IXt+T = µσ,T + λT · (V IXt − µσ,T ) + ρ1,T · εt,t+T + ρ2,T · ε2t,t+T + σu,T · ut,t+T , (2.13)

where εt,t+1 ∼ SKST(0, 1, ξ1, v1), εt,t+T ∼ SKST(0, 1, ξT , vT ) and ut,t+T ∼ N(0, 1). We

assume that all error terms are i.i.d. and the dependence between the T -month return

distribution rt,t+T and one-month return distribution T -months forward rt+T,t+T+1 follows

from the model of the V IXt+T . Moreover, the parameters of the distributions for rt,t+1 and

rt+T,t+T+1 are the same except for the parameters of the VIX process. While the volatility

of rt,t+1 depends on V IXt, the volatility of rt+T,t+T+1 depends on V IXt+T . The intuition of

the T -month return distribution, conditional on the return in month T + 1 is as follows. If

rt+T,t+T+1 (the return in month T + 1) is large in magnitude, it is more likely to be drawn

from a distribution with large volatility and the volatility of rt+T,t+T+1 depends, as seen in

equation (2.12), on V IXt+T . In order for the V IXt+T to increase, εt,t+T has to be large

in magnitude, which implies that the realizations of rt,t+T are more likely to be large in

magnitude. In this way, the persistence of stock market volatility is taken into account.

The model for the V IXt+T is similar to the volatility model in the exponential generalized

autoregressive conditional heteroscedasticity (EGARCH) model of Nelson (1991). In this

model, the conditional volatility of the return increases if past volatility is large, which

corresponds to V IXt+T in our case, or if the innovation towards the return is large in

magnitude, which corresponds to ε2t,t+T in our case. The EGARCH model allows for an

asymmetric term in the volatility model, εt,t+T in our case, which is able to capture the

leverage effect. In the following, we first describe the data we use in this paper and afterward

we present the estimation results of the return model.

2.3.4 Data

We use European options with the S&P 500 as the underlying (symbol SPX) from

OptionMetrics. The sample ranges from 01-1996 to 05-2016 and we use daily observations

of the option prices. Moreover, we obtain the term structure of interest rates, the dividend

yield and prices of the S&P 500 index from OptionMetrics. In order to mitigate noise in the

option pricing data, we use the kernel smoothing algorithm of OptionMetrics to construct the
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daily volatility surface. This algorithm interpolates the implied volatility of options across

the delta and maturity of all options available on each trading day. In the estimation of the

pricing kernel, we use this interpolated volatility surface to calculate prices of options and

thus to calculate prices of butterfly spreads. Furthermore, we only use out of the money

option prices from the volatility surface, because these options are traded the most.

2.3.5 Estimation of the S&P 500 return model

In this subsection, we present the estimation results for the return model discussed in

Section 2.3.3 and evaluate its performance. First, we estimate the parameters of the return

distribution (2.9) using maximum likelihood on a sample of T -month overlapping returns of

the S&P 500 from 1990 to 2016. Second, we estimate equation (2.13) that governs V IXt+T

making use of the estimates we obtained in the first step. In Section 2.4, we focus on the

one-month pricing kernel, the six-month forward pricing kernel and the 12-month forward

pricing kernel. To estimate the one-month pricing kernel, we use the one-month return model

for the S&P 500. The T + 1-month forward pricing kernel follows from the T + 1-month

pricing kernel and T -month pricing kernel, which we determine using the T + 1-month and

T -month return distribution. In order to derive the T + 1-forward pricing kernel, we use the

T -month return distribution conditional on the return in month T + 1. Therefore, in the

main exercise we model S&P 500 returns with one, five, six, 11 and 12 month to maturity and

the five-month and 11-month conditional return distribution. The results of the estimation

are reported in Table 2.1.

The average return estimate µT in Panel A of Table 2.1 increase in the maturity T

of the return. Even though the VIX-index equals the risk neutral volatility derived from

options with one month to maturity, it does capture time-variation of the volatility for

return distributions with maturities beyond one month, indicated by the positive estimate

of βT . Moreover, in combination with the negative estimate of αT for short horizons, we find

that the overall level of the VIX is larger than the realized volatility of the S&P 500 index

and this holds in particular for short horizons. This finding is in line with Bollerslev et al.

(2009) and known in the literature as the variance risk premium. The estimates for ξT show

that the return distribution is left-skewed for each horizon11 and as ξT increases in T , we find

11The estimate ξ1 = 0.7022 indicates that the ratio of the probability mass to the left of the mode to the
probability mass to the right of the mode equals 1

ξ21
≈ 2. Therefore, the economic magnitude of this left-skew

is sizable.
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Table 2.1. The table reports in Panel A the maximum likelihood estimates of model (2.9).
The parameters are estimated using T -month overlapping returns of the S&P 500 from
1990-2016. Panel B reports the estimates for the VIX process (2.13) for different T .

Panel A

T µT αT βT ξT vT

1 0.0058 −0.0066 0.8488 0.7022 14.0911
5 0.0337 −0.0090 0.8055 0.7751 7.6392
6 0.0400 −0.0060 0.8054 0.7568 6.1238
11 0.0790 0.0296 0.6483 0.8026 6.5666
12 0.0867 0.0434 0.5977 0.8027 6.3923

Panel B

T µσ,T λT ρ1,T ρ2,T σu,T

5 0.0517 0.5105 −0.0094 0.0049 0.0120
11 0.0505 0.3522 −0.0084 0.0060 0.0157

evidence that the left-skew of the distribution is less pronounced for longer horizons. Lastly,

for each of the maturities we find evidence of fat tails given that the degrees of freedom vT

are rather small for each maturity.

In Panel B of Table 2.1 we present the estimates of the V IXt+T process of equation (2.13).

µσ,T approximately equals the average V IXt+T scaled to monthly volatility.12 λT > 0

indicates that there is persistence in the V IXt+T process and, as expected, λT decreases with

the horizon of V IXt+T . As ρ1,T < 0, V IXt+T increases (decreases) if returns over T -periods

are negative (positive)—a phenomenon also known as the leverage effect. Furthermore, as

ρ2,T > 0, V IXt+T increases if the realized return of the first T -months is large.

In the following, we assess the performance of the one-month return distribution of the

S&P 500. For this, we calculate the expected payoffs of butterfly spreads using the our

estimated model and compare this distribution to the realized payoff on the butterfly spreads.

Using option pricing data, we construct butterfly spreads with a spread of ∆K = 10 and

one-month to maturity over the full sample period. Figure 2.2 plots the time-series averages

of the expected payoff and the realized payoff of the butterfly spreads. The expected payoff

is calculated using two models of the underlying return distribution: our linear benchmark

model (2.9) and model (2.10) which adds a squared VIX term to the volatility dynamics

12To be precise: E
(
V IXt

)
= µσ,T +

ρ2,T
1−λT

.
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(captured by γT ).13.

Figure 2.2. The figure plots the time-series averages of realized payoff and expected payoff
of S&P 500 butterfly spread with a maturity of one month and ∆K = 10 as a function of
the moneyness of the butterfly spreads. The solid line shows the time-series average of the
realized payoff of the butterfly spreads. The dashed line depicts the time-series average of
the expected payoff calculated using the return model (2.9) and the dot-dashed line shows
the expected payoff for the model with a squared VIX term (2.10). Results are shown for
the full sample from 1996-2016.
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The solid line in Figure 2.2 shows the time-series average of the realized payoffs of the

butterfly spreads. The dashed line depicts the time-series average of the expected payoff of

the butterfly spreads calculated using the return model (2.9) and the dot-dashed line shows

the time-series average of the expected payoff calculated using the return model where a

squared VIX term is added to the conditional volatility model. There are two important

takeaways from Figure 2.2. First, the model-implied expected payoff matches the realized

payoff of butterfly spreads quite well, indicating that we capture the underlying distribution

13The parameter estimates for the model including the squared VIX term are presented in Table 2.3 of
Appendix 2.8.2
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accurately. Second, the expected payoff of the butterflies hardly changes when a squared

VIX term is added to the volatility equation. The only difference is that the squared term

in the volatility equation makes expected volatility lower during episodes of extreme values

of the VIX.

2.3.6 Numerical details of the estimation procedure

In the following we describe the numerical details for our estimation approach. We use

the kernel smoothing algorithm of OptionMetrics14 to construct the volatility surface up to

a delta of (−)0.1% on each trading day in our sample and up to a maturity of 12 months.

The number of butterfly spreads we use to estimate the pricing kernel equals 20 and is stable

over time and across maturities. We set the spread of the butterfly spread ∆K equal to the

difference in the strike of a call option with a delta of 0.35 and a call option with a delta of

0.50. This ensures that the spread of the butterfly spread scales with maturity, volatility and

the level of the S&P 500. As we choose 20 butterfly spreads to estimate the pricing kernel,

the number of states for which we estimate the pricing kernel equals 20 as well. These states

are not linearly distributed over the interval on which we estimate the pricing kernel. The

density of the states in the interval of one standard deviation around the mode of our return

distribution is twice as large, and this interval is defined as follows:[
Ht,t+T −

cT · σt,t+T
1 + ξ2

T

;Ht,t+T +
cT · σt,t+T

1 + 1
ξ2
T

]
,

where Ht,t+T is the mode of the T -month return distribution at time t, cT = 2 · t−1(0.84, vT )

comes from a t-distribution with vT degrees of freedom and σt,t+T is the predicted volatility

from our model. This confidence interval represents the skew-adjusted one standard devi-

ation interval around the mode of our return model. Outside the interval with the largest

probability mass, the relative amount of states goes down by a factor two, or equivalently,

the step-size between intermediate states goes up by a factor of two. In order to keep the

number of states for which a butterfly spread has a positive payout stable, we scale the

spread of the butterfly by a factor of two outside the above mentioned interval. We provide

further details regarding the empirical strategy in Appendix 2.8.3.

14See the IvyDB reference manual of OptionMetrics for the details.
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2.4 Results

We begin our analysis by estimating the one-month pricing kernel. We show in Section

2.4.1 that, in line with previous research, the short-term pricing kernel is strongly U-shaped.

In Section 2.4.2 we analyze the term structure of the pricing kernel. We show that the

pricing kernel puzzle disappears for longer horizons. While there is still a small violation

of monotonicity for the six-month forward pricing kernel (but no U-shape), the 12-month

forward pricing kernel is strictly downward sloping. Hence we argue that the well established

pricing kernel puzzle is a unique feature of the one-month option data. In Section 2.4.3 we

analyze the time-series variation of the pricing kernel. We find that the short-term pricing

kernel exhibits significant time-series variation and the U-shape is more pronounced in good

times. This time-series variation is much less pronounced for the long-term pricing kernels.

We proceed in Section 2.5 and 2.6 by comparing our empirical findings to the predictions

of several models. Rational expectation models predict strictly downward sloping pricing

kernels and hence, they can not explain the U-shape of the one-month kernel. However,

we find that the predictions of the models for long-term kernels are surprisingly well in

line with the empirical findings. As these models don’t specifically target the shape of the

pricing kernel, this is strong supportive evidence in favor of the models. Moreover, we show

that rational asset-pricing models predict very little time-series variation in the pricing kernel

compared to the empirical data. Therefore, we conclude that the empirical short-term pricing

kernel is not only puzzling in terms of its shape but also in terms of its time-series variation.

The six-month and 12-month forward pricing kernel on the other hand exhibit relatively

little time-series variation which is in line with rational asset-pricing models. Additionally,

we show that the evidence of the one-month pricing kernel is, both in terms of its shape and

its time-series variation, in line with a behavioral asset-pricing model where the investor has

cumulative prospect theory preferences as in Tversky and Kahneman (1992).

2.4.1 The pricing kernel puzzle

We begin with the estimation of the one-month pricing kernel as it has previously been

done in the literature. For this we apply the methodology described in Section 2.3.1 and we

use the estimates of Table 2.1 to model the one-month S&P 500 return distribution. For the

pricing kernels we consider in the following, we disregard for each moneyness level the 1%

highest and lowest estimates to account for outliers. Figure 2.3 plots the time-series mean

and time-series median of the one-month pricing kernel as a function of the return of the
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S&P 500.15

Figure 2.3. The figure plots the time-series average (solid line) and median (dashed line)
of the one month pricing kernel. The dotted line shows the pricing kernel of the risk neutral
investor. The shaded area shows 95% confidence intervals using Newey-West standard errors.
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In line with previous studies, we find that the one-month pricing kernel is U-shaped and,

hence, that it violates monotonicity. This phenomenon is called the pricing kernel puzzle as

the shape is not in line with the prediction of classical asset-pricing models (see for example

Jackwerth (2000), Aı̈t-Sahalia and Lo (2000), Rosenberg and Engle (2002), Chabi-Yo (2012)

and Song and Xiu (2016)). The economic implication of the U-shape is that investors are

willing to pay more for assets which pay out either in bad or good states of the economy.

Bad states are characterized by monthly returns being negative, and good states by monthly

returns being positive. Economically, an investor is willing to pay about 1.5 times (median)

15The range of return levels for which we report the pricing kernel corresponds to a 99% confidence interval
based on a normal distribution with mean µ1 = 0.58% and average volatility σ̄1 = 4.5%. The estimates for
µ1 and σ̄1 follow from our model of the underlying distribution (2.9). We choose a 99% confidence interval
in order to account for the fact that the empirical return distribution is skewed and heavy-tailed.
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the expected value for an Arrow-Debreu security which pays out when the stock market

looses 10% (0.90 in the figure), which is equivalent to accepting an expected return of -33%.

In good states of the economy, the pricing kernel slopes upward for monthly stock returns

greater than 5%. This result can be characterized as a preference of investors for betting

on (extremely) good states of the economy such that they are willing to accept a negative

expected return. Moreover, we show in Section 2.4.3 that the large difference between the

mean and median pricing kernel in both tails is driven by time-series variation of the pricing

kernel. We find that the U-shape of the one-month pricing kernel changes significantly over

time and turns out to be more pronounced during some periods than others.

2.4.2 The term structure of the pricing kernel

In this subsection, we present the results on the term structure of the pricing kernel

which we estimate using the methodology of Section 2.3.2. First, we present the results for

the one-month pricing kernel, the six-month forward pricing kernel mF
t,6 and the 12-month

forward pricing kernel mF
t,12. To compute the forward kernels, we use the estimates for the

return distribution reported in Table 2.1. Later in this section, we show that the results are

robust when we use maturities other than a (forward) horizon of one, six and 12 months.

The left (right) graph of Figure 2.4 shows the time-series mean (median) of the one-month,

the six-month forward and 12-month forward pricing kernels.

As reported in the previous section, the one-month kernel is strongly U-shaped. This U-

shape disappears for longer horizons and the pricing kernels approach to be monotonically

decreasing. For the six-month forward kernel we find a small violation of monotonicity,

but the overall pattern is largely downward sloping and the 12-month forward kernel slopes

downward monotonically. Investors are sensitive towards extreme bad and good returns for

one-month horizon, whereas for longer horizons the investors are only sensitive towards large

negative returns. Hence, we show that the pricing kernel puzzle, which has been discussed by

Jackwerth (2000), Aı̈t-Sahalia and Lo (2000), Rosenberg and Engle (2002), Chabi-Yo (2012)

and Song and Xiu (2016), vanishes for longer horizons.

The difference between the one-month pricing kernel and the six-month and 12-month

forward pricing kernel implies the following: realized one-month risk is priced differently

from forward six-month and 12-month risk. Especially in the tails, the difference between

the one-month pricing kernel and the forward pricing kernels is large. The evidence suggests

that investors are highly sensitive towards large good or bad returns for short-horizons,

whereas for longer horizons the investor is only sensitive towards large negative forward
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Figure 2.4. The figure plots the time-series mean (left figure) and median (right figure)
of the one-month, six-month and 12-month (forward) pricing kernel. The solid, dashed and
dot-dashed lines shows the one-month, six-month and 12-month (forward) pricing kernel,
respectively.

(a) Mean pricing kernel.
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(b) Median pricing kernel.
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returns. The shapes of the six-month and 12-month forward pricing kernels are relatively

similar, the only difference is that we document a small violation of monotonicity for the

six-month forward pricing kernel. As we show later on in this subsection, the violation of

monotonicity disappears gradually when the maturity of the forward pricing kernel increases

from one to 12 months.

Moreover, Figure 2.4 shows that the level of the pricing kernel for bad economic states

decreases with the horizon of the (forward) pricing kernel. The time-series mean (median) of

the six-month and 12-month forward pricing kernel in the bad economic states is below 1.8

(1.6), whereas the time-series mean of the one-month pricing kernel exceeds 2.5 (2.0). This

result can be interpreted as follows: investors are more sensitive towards (extreme) downside

risk in the next month than towards (extreme) downside risk six or 12 months forward. In

sum, we not only show that the U-shape disappears for longer horizons of the pricing kernel

but also the level of the pricing kernel for bad economic states decreases with in the horizon.

To illustrate in more detail how the shapes of the pricing kernel lead to the presented

forward pricing kernels, we also present the regular, non-forward, pricing kernels for six

months and 12 months to maturity. We estimate these pricing kernels as a function of the

six-month and 12-month return, respectively.

The results for the pricing kernel with six (12) months to maturity are shown in the left

89



CHAPTER 2. PRICING KERNEL PUZZLE

Figure 2.5. The figure plots the time-series mean (solid line) and median (dashed line)
of the six-month (left figure) and 12-month (right figure) pricing kernel. The shaded area
shows 95% confidence interval using Newey-West standard errors.

(a) Six-month pricing kernel.
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(b) 12-month pricing kernel.
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(right) graph of Figure 2.5.16 We find that both pricing kernels are U-shaped. However, the

U-shapes are less pronounced compared to the one-month pricing kernel (see Figure 2.3).

This attenuation of the pricing kernel puzzle for longer horizons is in line with Cuesdeanu

and Jackwerth (2018a), who show that violation of monotonicity of the pricing kernel is less

pronounced for pricing kernels with a horizon of two and three months.

In the derivation of the forward pricing kernel of Section 2.3.2, we show that the long-term

pricing kernel is the product of the short-term pricing kernel and the forward pricing kernels.

As the forward pricing kernels mostly decrease monotonically, we conclude that the violation

of monotonicity found in the long-term pricing kernels is mostly driven by the shape of the

short-term pricing kernel. Moreover, we show in Section 2.4.3 that the size of time-series

variation in the long-term pricing kernel is much smaller than the time-series variation in

the short-term pricing kernel and, therefore, the difference between the mean and median is

much smaller for the six-month and 12-month pricing kernel than for the one-month pricing

kernel. We discuss this finding in more detail in Section 2.4.3.

To dissect our results with respect to the horizon in more detail, we consider the full

term structure of the pricing kernel up to 12 months and show that the U-shape disappears

16The range on which we show the pricing kernels is computed in the same way as for the one-month
pricing kernel, only the model estimates are adjusted accordingly.
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gradually with the horizon of the pricing kernel. First, we compare the short-end of the term

structure of the pricing kernel for horizons up to three months.

Figure 2.6. The figure plots on the left (right) the time-series mean (median) of the one-
month, two-month and three-month (forward) pricing kernel. The solid, dashed and dot-
dashed line represent the one-month, two-month and three-month (forward) pricing kernel,
respectively.

(a) Mean pricing kernel.
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(b) Median pricing kernel.
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Figure 2.6 shows that the violation of monotonicity is strongest for the one-month pricing

kernel. The two-month and three-month forward pricing kernel violate monotonicity, but the

strong U-shape disappears. Therefore, we conclude that the pricing kernel puzzle vanishes

gradually if the horizon of the pricing kernel increases. Moreover, in the left graph of

Figure 2.6 we find that, in line with the results for the six-month and 12-month forward

kernels, the level of the pricing kernel for bad economic states decreases when the horizon

of the pricing kernel increases. Hence, investors are more averse towards bad states of the

economy for risks with a short horizon.

Accordingly, we also analyze the long-term forward pricing kernels using the ten-month,

11-month and 12-month forward pricing kernel which are depicted in Figure 2.7.

The long-term forward pricing kernels are very similar and monotonically decreasing

in the market return which confirms the robustness of our results. We conclude that the

strong U-shape and hence the pricing kernel puzzle is a unique feature of the short-term

pricing kernel. For longer horizons the puzzle gradually disappears and the pricing kernel

becomes monotonically decreasing. We argue in Section 2.5 that the empirical properties of

the long-term forward pricing kernels are well in line with standard asset-pricing models. In
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Figure 2.7. The figure plots on the left (right) the time-series mean (median) of the ten-
month, 11-month and 12-month forward pricing kernel. The solid, dashed and dot-dashed
line represent the ten-month, 11-month and 12-month forward pricing kernel, respectively.

(a) Mean pricing kernel.
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(b) Median pricing kernel.
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the following subsection, we analyze the time-series variation of the pricing kernel in more

detail.

2.4.3 Time-series variation of the pricing kernel

In the following, we analyze the time-series variation of the pricing kernel. For this we

define subsamples in the data and compare the mean and median of the pricing kernels in

these samples. We use the Chicago Fed national activity index (CFNAI), which is a business

cycle indicator, to divide the sample. We define bad (good) times as periods when the

CFNAI is lower (larger) than the 25% quantile over the period of 1996-2016. We choose the

25% cut-off in order for the periods to be sufficiently bad. Figure 2.8 shows the time-series

of the CFNAI for our sample period.

The shaded area in Figure 2.8 shows NBER recessions. We observe that the two long

recessions indicated by the CFNAI coincide with the NBER recessions which suggests that

our methodology is appropriate. The advantage of using the CFNAI over NBER recessions

is however, that the CFNAI is available at the beginning of each month while the NBER

recessions are specified ex post.

We calculate the mean and median pricing kernel for each of the maturities in good

and bad times. As before, we plot the mean and median of the pricing kernel over the
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Figure 2.8. The figure plots the level of the CFNAI index at the beginning of every month
(solid line). The dashed line corresponds to the 25% quantile over our sample period. The
shaded area shows NBER recessions.
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range corresponding to a 99% confidence interval as if the return distribution is normally

distributed. The only difference is that we calculate the average volatility according to our

return distribution in good and bad times separately. The volatility in good times is lower

than in bad times, therefore the mean and median pricing kernel in good times is shown on

a smaller range.

Figure 2.9 plots the mean and median of the one-month pricing kernel for the different

subsamples. We find that the U-shape for both, the mean and median, is stronger in good

times than in bad times. For returns larger than 5% in absolute value, the investor is willing

to pay significantly more to hedge against (or bet on) extreme events in good than in bad

times. As we show in Section 2.5, capturing the magnitude of the time-series variation

provides a new challenge (beyond the U-shape) to standard asset-pricing models which

predict only very little time-series variation. Therefore, we conclude that the one-month

pricing kernel is not only puzzling in terms of its shape, but also in term of the size of the
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CHAPTER 2. PRICING KERNEL PUZZLE

Figure 2.9. The figure plots on the left (right) the time-series mean (median) of the one-
month pricing kernel conditional on being in good and bad times. The solid and dashed line
represent the good and bad times, respectively.

(a) Time-series variation of the mean.
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(b) Time-series variation of the median.
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time-series variation.

In the following, we analyze the time-series variation of the long-term pricing kernels.

First, we repeat the analysis for the six-month forward pricing kernel and afterward we show

the results for the 12-month forward pricing kernel. Figure 2.10 plots the mean and median

of the six-month forward pricing kernel in good and bad times.

The level of the pricing kernel increases only marginally in good times compared to bad

times for low returns. Given the relative size of the time-series variation of the six-month

forward pricing kernel, the results show that—in contrast to the one-month kernel—the

long-term pricing kernels exhibit only very little time-series variation. Figure 2.11 plots the

results for the 12-month forward pricing kernel.

The finding for the six-month pricing kernel is confirmed by the results for the 12-month

forward kernel (see Figure 2.11). In good times the level of the forward pricing kernel is

slightly higher compared to bad times. But the overall magnitude of the time-series variation

further decreases compared to the variation of the six-month kernel. Hence, the strong time-

series variation of the pricing kernel seems, again, to be a unique feature of the short-term

kernel while the long-term kernels show relatively little variation.

In order to test the significance of the change of curvature, we do a regression of the

secants of the pricing kernel on a dummy variable equaling one in good times. We analyze

four different secants which we refer to as the slope of the pricing kernel and are defined in
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Figure 2.10. The figure plots on the left (right) the time-series mean (median) of the
six-month forward pricing kernel conditional on being in good and bad times. The solid and
dashed line represent the good and bad times, respectively.

(a) Time-series variation of the mean.
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(b) Time-series variation of the median.
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the following way:

s1(T ) = mT

(
1.00

)
−mT

(
0.90

)
,

s2(T ) = mT

(
1.00

)
−mT

(
0.95

)
,

s3(T ) = mT

(
1.05

)
−mT

(
1.00

)
,

s4(T ) = mT

(
1.10

)
−mT

(
1.00

)
.

The slopes are dependent on the horizon of the pricing kernel (T ) and we do the analysis

for the one-month, six-month and 12-month (forward) pricing kernel. Table 2.2 shows the

regression results.
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Figure 2.11. The figure plots on the left (right) the time-series mean (median) of the
12-month forward pricing kernel conditional on being in good and bad times.The solid and
dashed line represent the good and bad times, respectively.

(a) Time-series variation of the mean.
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(b) Time-series variation of the median.

0.85 0.9 0.95 1 1.05 1.1 1.15

(forward) return

0

0.5

1

1.5

2

2.5

3

3.5

4

4.5

5

m

Median mF
12

 Good Times

Median mF
12

 Bad Times

Table 2.2. The table shows estimated for regression si,t(T ) = β0 +β1di,t+ εi,t, where si,t(T )
denotes the slope of the pricing kernel with horizon T and di,t is a dummy variable which
equals one when CFNAI is larger than its 25% quantile over the whole sample. The hac
t-statistics are given in brackets using the appropriate number of lags according to the ACF
of the residuals.

1-month 6-month 12-month

s1(T )
β0 −3.49

(−2.55)
−1.53
(−2.04)

−0.64
(−6.40)

−0.47
(−6.94)

−0.38
(−8.13)

−0.30
(−8.73)

β1 − −2.61
(−2.06)

− −0.23
(−2.22)

− −0.11
(−2.89)

s2(T )
β0 −0.06

(−3.10)
−0.09
(−5.40)

−0.24
(−14.88)

−0.19
(−7.30)

−0.19
(−6.04)

−0.14
(−5.91)

β1 − 0.03
(1.25)

− −0.06
(−1.79)

− −0.07
(−3.11)

s3(T )
β0 0.10

(1.48)
0.08
(1.62)

0.04
(3.41)

0.05
(2.97)

−0.07
(−1.93)

−0.03
(−1.50)

β1 − 0.02
(0.49)

− −0.00
(−0.25)

− −0.05
(−2.14)

s4(T )
β0 1.99

(2.42)
0.53
(3.40)

−0.06
(−3.66)

−0.03
(−2.03)

−0.15
(−2.94)

−0.09
(−3.02)

β1 − 2.17
(1.94)

− −0.04
(−1.68)

− −0.08
(−2.20)
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The first column of each T -month slope corresponds to the total sample average. The

second column adds a good times dummy equaling one when the CFNAI is larger than the

25% quantile over our sample. The results show the statistical significance of the change in

slope over time. For the one-month kernel, we observe that the slope for negative market

returns, s1(1), is driven by the highly negative slope in good times. Furthermore, the U-

shape, or positive slope for positive market returns, s4(1), is also driven by the large slope

in good times. The pattern for the slope of negative market returns of the one-month kernel

is similar for the pricing kernels with longer horizons. However, the U-shape disappears

for long horizons, as we only find a positive slope for the six-month kernel in s3(6). For

the 12-month kernel, the U-shape disappears. For the six-month and 12-month forward

kernel we still find that the level for bad returns increases in good times. However, the

overall magnitude is much smaller, especially for the 12-month forward pricing kernel. So

we conclude from Table 2.2 that the short-term pricing kernel exhibits large and significant

time-series variation, whereas the long-term pricing kernel varies only slightly.

2.5 The Pricing Kernel in Rational Asset-Pricing Mod-

els

In this section, we compare our empirical findings on the pricing kernel with the pre-

dictions of several prominent asset-pricing models. In particular, for each of the models we

analyze the average pricing kernel, the time-series variation of the pricing kernel and the

term structure of the pricing kernel. We consider the following models: the habit model by

Campbell and Cochrane (1999), the time-varying rare disaster model by Wachter (2013),17

the long run risk model by Bansal and Yaron (2004) and the time-varying recovery model by

Gabaix (2012). We use standard calibrations of the models and analyze their predictions for

the pricing kernel. We show that all models produce a downward sloping pricing kernel as a

function of the market return and the models predict relatively little time-series variation.

While the models can not match the dynamics of the short-term pricing kernel (as has

been noted by previous research), we argue that they match the empirical dynamics of the

long-term kernels surprisingly well.

In order to compare the predictions of the models to our empirical results, we need to

17As all other models considered in this study are in discrete time, we also use the discrete-time equivalent
of the Wachter (2013) model which has also been used in Dew-Becker et al. (2017).
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compute the pricing kernel of each model as a function of the market return. In the models

the market return is a function of stochastic variation in the consumption/dividend growth

and stochastic variation in the state variables. Similarly, the pricing kernel is also a function

of these stochastic variables. Given that the probability distribution of these variables are

directly specified in the models, we can calculate the average level of the pricing kernel for

each return level. To calculate the expected pricing kernel at a given return level in each of

the models, we map all stochastic variation of consumption, dividends and state-variables

to the market return and calculate the average in order to obtain the pricing kernel as a

function of the market return. This approach is the theoretical equivalent of our empirical

procedure of Section 2.3.

In the following, we discuss the shape and time-series variation of the pricing kernel in

the different models. For a detailed description of the models as well as the calibrations that

we use, we refer to Appendices 2.9.1-2.9.4. We find that the one-month pricing kernel and

the (long-term) forward pricing kernels turn out to be very similar for each of the models we

consider. Therefore, we only use the one-month pricing kernels of the model and compare it

to both, the short and long-term kernels in the data. The pricing kernel projections for the

habit model, the rare-disaster model, the long-run risk model and the time-varying recovery

model together with the empirical one-month and the twelve-month forward pricing kernels

are shown in Figure 2.12.

The top left graph of Figure 2.12 shows the results for the habit model by Campbell and

Cochrane (1999), the top right graph for the rare disaster model by Wachter (2013), the

bottom left graph for the long-run risk model by Bansal and Yaron (2004) and the bottom

right graph for the time-varying recovery model by Gabaix (2012). The pricing kernel in

each of the models is monotonically decreasing in the market return. Hence, the shape of the

empirical one-month pricing kernel cannot be matched by any of the rational expectation

models. The fact that the models fail to generate a U-shaped pricing kernel is well known.

Moreover, the graphs show that the models also can not match the short term pricing kernel

in terms of levels for bad economic states. More precisely, the empirical one-month pricing

kernel for bad economic states is significantly larger than the kernel implied by the models

which suggest that investors in the model require a much higher return for holding assets that

pay off in bad states of the economy compared to the investors in the real world. Therefore,

both the upward slope for positive returns and the level of the short-term pricing kernel for

large negative returns is at odds with the predictions of the models.

As we have shown in Section 2.4.2, the violation of monotonicity of the pricing kernel
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Figure 2.12. The figure plots the mean one-month pricing kernel for different asset-pricing
models (solid line), the mean empirical one-month pricing kernel (dot-dashed line) and the
mean empirical twelve-month forward pricing kernel (dashed line). The top left graph shows
the results for the habit mode by Campbell and Cochrane (1999), the top right graph for
the rare disaster model by Wachter (2013), the bottom left graph for the long-run risk model
by Bansal and Yaron (2004) and the bottom right graph for the time-varying recovery model
by Gabaix (2012).

(a) Habit model.
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(b) Rare disaster model.
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(c) Long-run risk model.
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(d) Time-varying recovery model.
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disappears gradually when the maturity of the forward pricing kernel increases. Therefore,

the figures also show the empirical twelve-month forward pricing kernel
(
mF
t,12

)
which is

strictly downward sloping. We observe that the shape of the twelve-month forward kernel

is in line with the kernels predicted by the models and, also in terms of levels, the models

do a surprisingly good job in matching the data.18 While we find that the pricing kernels

in the rare disaster model and the time-varying recovery model are slightly less curved than

the empirical long-term forward pricing kernel, it is important to note that none of the

calibrations used in this paper was altered in order to match the empirical properties of the

pricing kernel. Instead we used standard calibrations from the literature and even with these

calibrations we get a surprisingly good fit of the forward pricing kernel.

As an additional test for the asset-pricing models, we compare the time-series variation

of the pricing kernels in the models with the time-series variation observed in the data.

Figure 2.13 shows the time-series variation of the one-month pricing kernel in each of the

models.

The top left graph of Figure 2.13 shows the results for the habit mode by Campbell

and Cochrane (1999), the top right graph for the rare disaster model by Wachter (2013),

the bottom left graph for the long-run risk model by Bansal and Yaron (2004) and the

bottom right graph for the time-varying recovery model by Gabaix (2012). We observe that

there is only little time-series variation in the pricing kernel of each model. The results

in Section 2.4.3 suggest that the time-series variation of the short-term pricing kernel is

relatively large. The time-series variation of the long-term pricing kernel on the other hand

is significantly lower. As the models predict only little time-series variation, they can not

match the properties of the short term kernel, but the time-series variation is well in line

with the variation of the long-term forward kernel.

In sum, we show that rational expectation asset-pricing model can adequately capture

the shape, level and time-series variation of the long-term forward pricing kernel. We argue

that the well documented pricing kernel puzzle is a unique feature of the one-month pricing

kernel. For longer maturities the puzzle disappears and the predictions of the standard

models are well in line with the data.

18We compare the expected forward pricing kernel estimated from the data with one-month pricing
kernels from the models. The models exhibit little time-series variation and have state variables that are
mean-reverting. Therefore, we know that if the current one-month pricing kernel is different from the long-
run mean the forward pricing kernel is even closer towards the long-run mean, due to the fact that the state
variables in the model revert back to the long-run mean in expectation.
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Figure 2.13. The figure plots the time-series variation of the one-month pricing kernel
for different asset-pricing models. The dashed line plots the mean in good times, the dash-
dotted line the mean in bad times and the solid line the overall mean. Good and bad times
correspond to periods in which the level of the state variable(s) in the model fall within the
25% and 75% quantile. The top left graph shows the results for the habit mode by Campbell
and Cochrane (1999), the top right graph for the rare disaster model by Wachter (2013), the
bottom left graph for the long-run risk model by Bansal and Yaron (2004) and the bottom
right graph for the time-varying recovery model by Gabaix (2012).
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(b) Rare disaster model.
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(c) Long-run risk model.
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(d) Time-varying recovery model.
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2.6 The Pricing Kernel in a Behavioral Asset-Pricing

Model

In the previous section, we show that the rational expectation asset-pricing models can

explain the empirical evidence of the long-term pricing kernel. However, the evidence for

the short-term pricing kernel is puzzling in terms of its U-shape, its level for bad economic

states and its size of the time-series variation.

In this section, we argue that cumulative prospect theory (CPT) preferences as in Tversky

and Kahneman (1992) can potentially explain the empirical evidence of the short-term

pricing kernel. The key model ingredient is probability weighting of the agent. Probability

weighting is the tendency of individuals to overweight small probabilities of extreme outcomes

due to which payoffs in unlikely states of the world, both negative and positive, are more

attractive to CPT investors. The formulas of the CPT-framework in Tversky and Kahneman

(1992) are given in Appendix 2.9.5. We follow Baele et al. (2019) who propose a model with

a representative investor with CRRA-utility over terminal wealth and CPT-utility over gains

and losses. Baele et al. (2019) show that this model does a good job in explaining the low

returns on both OTM put and call options and, therefore, the variance premium. For a

detailed description of the model, please refer to Appendix 2.9.5.

The ability the CPT-model to match the U-shape of the short-term pricing kernel and its

time-series variation results from probability weighting. A CPT-investor evaluates its utility

using decision weights πi instead of the objective probabilities pi of an expected utility

investor. Intuitively, probability weighting leads to an overweighting of unlikely and extreme

states, that is, the tails of the distribution. Due to this overweighting, the extreme negative

and positive states become more attractive. This generates a U-shaped pricing kernel as

long as the scaling term b̂, which governs the relative importance of the CRRA and the

CPT-utility in the investor’s preference specification, is sufficiently large.

The pricing kernel in the CPT-model depends on the preference parameters of the in-

vestor, the stock market return level and the probability of these returns (see equation (2.20)

in Appendix 2.9.5). We calculate the pricing kernel in the CPT-model using the return

distribution from Section 2.3.3. As the S&P 500 return model depends on the level of the

VIX-index, the pricing kernel in the CPT-model depends on the VIX-index as well. In

order to allow for an accurate comparison of the data and the model outcomes, we calculate

the pricing kernel of the CPT-model on every day that we estimate the empirical pricing

kernel. Figure 2.14 plots the mean and median of the CPT-model together with the mean
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and median of the empirical one-month pricing kernel.

Figure 2.14. The figure plots on the left (right) the empirical mean (median) one-month
pricing kernel and the mean (median) pricing kernel of the CPT-model. The solid line shows
the empirical one-month pricing kernel and the dashed line shows the pricing kernel of the
CPT-model.

(a) Mean pricing kernel.
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(b) Median pricing kernel.
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Figure 2.14 shows that the CPT-model of Baele et al. (2019) is able to match the shape

of the empirical pricing kernel quite well. The CPT-model is able to capture the level of

the empirical pricing kernel in good states of the economy as well the level in bad states of

the economy. In the previous section, we have shown that rational asset-pricing models are

not able to capture the level of the empirical pricing kernel, both in good and bad economic

states. Moreover, for both, the empirical pricing kernel and the pricing kernel in CPT-

model, the mean of the kernel is above the median, indicating time-series variation in the

same direction. Note that the discontinuity in the pricing kernel of the CPT-model results

from the loss-aversion which only has an effect when the return on the index is lower than

the risk-free rate. While the CPT-model is able to match the empirical properties of the

one-month pricing kernel well, the predictions for the long-term kernels are in contrast with

the data. In Appendix 2.9.5, we show that the model produces a U-shape in the long-term

pricing kernel similar to the one-month kernel opposed to the close to monotone kernels in

the data.

In the following we analyze the time-series variation in the pricing kernel of the CPT-

model. Time-series variation of the pricing kernel in the CPT-model is driven by the

time-variation of the volatility of the return distribution. Remember, we calculate the
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pricing kernel of the CPT-model on every day we estimate the empirical pricing kernel

and, therefore, we calculate the mean and median of the pricing kernel in CPT-model over

the same subsamples as we do empirically. Figure 2.15 shows the results of the pricing kernel

in the CPT-model as well as the empirical pricing kernel.

Figure 2.15. The top panel plots on the left (right) the empirical mean (median) one-month
pricing kernel and the mean (median) pricing kernel of the CPT-model in good times. The
bottom panel show the kernels in bad times. The solid and dashed line show the empirical
and CPT pricing kernel, respectively.

(a) Mean pricing kernel in good times.
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(b) Median pricing kernel in good times.
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(c) Mean pricing kernel in bad times.
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(d) Median pricing kernel in bad times.
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We find that the CPT-model produces substantial time-series variation of the pricing

kernel and the variation goes in the same direction as empirically documented. Both in the
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model and empirically the U-shape of the one-month pricing kernel increases in good times.

The intuition from the CPT-model is as follows: probability weighting makes the investor

overweight small probabilities of extreme events. In good times, when the standard deviation

of the return distribution is low, the probability of a 5% increase or decrease in stock prices

is very low. Whereas in bad times, when the standard deviation of the return distribution

is high, the likelihood of a 5% increase or decrease in stock prices is substantially larger.

Given that in CPT, lower probabilities of extreme events are relatively more overweighted,

the U-shape is stronger in good times when the probability of a 5% increase or decrease is

very low.

In the following, we show that the CPT-model is not able to capture the empirical long-

term pricing kernel. Using the model for the returns over 12 months of Section 2.3.3, the

pricing kernel with 12 months to maturity follows from equation (2.20). We focus on the

12-month pricing kernel because the CPT-model in Baele et al. (2019) is a one period model

and, therefore, it is not possible to solve for the forward pricing kernel. Figure 2.16 shows

the mean (median) of the empirical 12-month pricing kernel and the 12-month pricing kernel

from the CPT-model in the left (right) graph.

Figure 2.16. The figure plots on the left (right) the empirical mean (median) of the 12-
month pricing kernel and the mean (median) pricing kernel from the CPT-model. The solid
line represents the empirical 12-month pricing kernel, whereas the dashed line represents the
CPT-model implied pricing kernel.

(a) Mean pricing kernel.
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(b) Median pricing kernel.
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Figure 2.16 shows that the U-shape implied by the CPT-model is more pronounced than

in the data. These result indicate that the forward pricing kernels in the CPT-model are
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more U-shpaed than in the data. This shows that the CPT-model is not able to capture

the full term structure of the pricing kernel. Interestingly, the level of the empirical pricing

kernel for bad economic states is larger than implied by the CPT-model.

In sum, we show that the CPT-model is able to explain the empirical properties of the

one-month pricing kernel. This includes matching the U-shape, the time-series variation of

the pricing kernel as well as the level of the pricing kernel for bad economic states. Hence,

CPT-preferences provide a promising direction to explain the empirical insights gained from

the option pricing data. However, the model can not explain the findings on the long-term

pricing kernels. The rational asset-pricing models on the other hand do a surprisingly good

job in this regard. These results indicate that the option market might be segmented and

investors that trade in short-term options differ from investor that trade in long-term option.

Due to data limitations, relatively little is known regarding the clienteles in option markets.

A model in which CPT-investors trade short-term options and rational investors trade long-

term options is potentially able to explain our findings. However, it would be interesting to

analyze why then the rational investors do not trade short-term options and take advantage

of the mispricings due to the CPT-investors.

2.7 Conclusion

This paper shows that the pricing kernel puzzle, that is the non-monotonicity of the

pricing kernel, is a unique feature of short-term pricing kernel and that the puzzle disappears

for longer horizons. More precisely, for maturities longer than one month, we show that the

U-shape of the forward pricing kernels disappears and for horizons beyond six months, the

pricing kernel is strictly monotonically decreasing. While standard asset-pricing models have

difficulties to explain the empirical properties of the short-term kernels, we demonstrate that

they match the shape and level of the long-term kernels surprisingly well. Moreover, we show

that a behavioral asset-pricing model with cumulative prospect theory preferences is able

to reconcile the evidence of the short-term pricing kernel. We provide further support to

our hypothesis by looking at the time-series variation of the pricing kernels. In line with

the previous results we find that standard asset-pricing models can match the time-series

variation of long-term kernels while the behavioral model can explain the time-series variation

of the short-term kernel. It would be an interesting direction for future research to combine

the findings of our work and develop a pricing model that can jointly explain the dynamics

of the short and long-term kernels. A possible explanation for our result would be maturity
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segmentation in the option market. Investors with non-standard preferences trade mostly

short-term options while rational investors trade long-term options. However, it remains

puzzling why rational investors would not enter the markets for short-term options to take

advantage of the mispricing.

Another possible explanation for the documented U-shape in the one-month pricing kernel

are financial frictions. The U-shape could result from the fact that out of the money put and

call options, which have very skewed payoffs, are expensive because these risks are difficult

to hedge by the intermediaries who sell these options. Therefore, the intermediaries charge

a mark-up in order to compensate for taking these risks. However, it is not exactly clear

why the intermediaries charge these mark-ups only when selling one-month out of the money

put and call options. In future research it would be interesting to investigate whether our

findings are a result of investor preferences or financial frictions.

2.8 Appendix for Empirical Results

2.8.1 Skewed-t distribution

The random variable εt,t+n ∼ SKST (0, 1, ξn, vn) follows a standardized skewed t-distribution

with parameters ξn > 0 and vn > 2, which govern the skewness and kurtosis of the

distribution, respectively. In the following, we drop the subscript n in the definition of

the skewed t-distribution for convenience. The density is given by:

f(ςt|ξ, v) =


2

ξ+ 1
ξ

· s · g [ξ(sςt + a)|v]

2
ξ+ 1

ξ

· s · g
[

1
ξ
(sςt + a)|v

] if
ςt < −a

s

ςt ≥ −a
s
,

(2.14)

where g(·|v) is a symmetric (zero mean and unit variance) Student t-distribution with v

degrees of freedom, defined by

g(x|v) =
Γ
(
v+1

2

)√
π(v − 2)Γ

(
v
2

) [1 +
x2

v − 2

]−(v+1)/2

, (2.15)

where Γ(·) is the gamma function. The constants a(ξ, v) and s(ξ, v) are the mean and

standard deviation of the non-standardized skewed t-distribution, SKST (a, s2, ξ, v), and
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given by:

a(ξ, v) =
Γ
(
v−1

2

)√
v − 2

√
πΓ
(
v
2

) (
ξ − 1

ξ

)
, (2.16)

s2(ξ, v) =

(
ξ2 +

1

ξ2
− 1

)
−m2. (2.17)

The skewed t-distribution can take into account important stylized facts of the return

distribution, namely that index return distributions tend to be left-skewed and heavy-tailed.

The ξ is a skewness related parameter. It captures the probability mass right from the mode

divided by the probability mass left from the mode which equals 1
ξ2 . Therefore, when ξ < 1,

the distribution is left-skewed and when ξ > 1 the distribution is right-skewed. Fat tails are

related to the parameter of the degrees of freedom v corresponding to the t-distribution. A

smaller v corresponds to a distribution with fatter tails and when v → ∞ the distribution

converges to a skewed-normal distribution.

2.8.2 Estimation results for the one-month return distribution

The estimates for the one-month S&P 500 return distribution of equation (2.9) are shown

in the first row of Table 2.3. The second row shows the estimates for a model in which we

add a squared VIX term in the conditional volatility model.19

Table 2.3. The table reports the maximum likelihood estimates of the parameters of the
skewed t-distribution with conditional volatility a linear function of the VIX. The estimates
in the first line correspond to the parameters of equation (2.9). The second line adds a
squared VIX term (γ1) to the conditional volatility model. The parameters are estimated
using monthly overlapping simple returns of the S&P 500 from 1990-2016.

µ1 α1 β1 γ1 ξ1 v1

0.0058 −0.0066 0.8488 - 0.7022 14.0910
0.0058 −0.0148 1.1629 −2.6792 0.7028 14.6734

The estimates of the quadratic model in the second row show that the parameter estimates

are fairly robust. The parameters µ1, ξ1 and v1 are hardly affected by altering the conditional

volatility model. This is driven by the fact that the predicted volatility is very similar for the

model in the first and second line of Table 2.3. The estimates of β1 and γ1 in the second row

19The volatility of the S&P 500 return in the next month is then equal to: σt,t+1 = α1+β1V IXt+γ1V IX
2
t .
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of Table 2.3 indicate that predicted volatility of the S&P 500 only decreases for (extremely)

large values of the VIX.

2.8.3 Details of the empirical analysis

In this subsection, we describe the details of our empirical methodology. First, we use

the kernel smoothing algorithm of OptionMetrics to construct the volatility surface for each

option with delta (±)0.001 up to delta (±)0.999 with one month to maturity up to 12 months

to maturity. Using the volatility surface the prices of the options are computed which are in

turn used to construct butterfly spreads. We set the amount of states we consider equal to

20 on each trading day and keep it constant across maturities. Therefore, in order for the

pricing kernel to be unique, we consider 20 butterfly spreads. In the following, we discuss

the details of the data on the day in our sample.

The first day in our sample is January 4th 1996. The interval on which we estimate the pricing

kernel equals
[
K(−0.001) + 2 ·∆K;K(0.001)−2 ·∆K

]
, where K(·) is the strike of an option

with delta equal to (±)0.001. On the first day in our sample and using the volatility surface

with one month to maturity, this yields the following interval
[
534.15; 660.91

]
. We divide this

interval into 20 states in such a way taht the density of the states in
[
Ht,t+T− cT ·σt,t+T

1+ξ2
T

;Ht,t+T+

cT ·σt,t+T
1+ 1

ξ2
T

]
is twice as large as outside this interval. On the first trading day in our sample,

this interval equals
[
610.23; 636.52

]
, and is divided into 20 · 2(636.52 − 610.23)/(660.91 −

534.15 + 636.52 − 610.23) ≈ 7 states. The remaining 13 states are divided accordingly

over the remaining of the total grid, ensuring that the total amount of states equals 20.

Moreover, seven butterfly spreads on the interval
[
610.23; 636.52

]
have ∆K = K(0.35) −

K(0.50) = 7.46 and the remaining 13 butterfly spreads, over the intervals
[
534.15; 610.23

]
and

[
636.52; 660.91

]
have ∆K = 2 · 7.46. The payoff of the butterfly spreads is discretized

as in Section 2.3.1 and using equation (2.3) we solve for the pricing kernel on the first day

in our sample.

2.8.4 Additional results

This section shows additional results that are not included in the main text. Table 2.4

shows the differences in levels between the one-month, six-month and 12-month (forward)

pricing kernel.

It shows that the differences in shape between the one-month, six-month and 12-month
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Table 2.4. The mean differences between seven points of the (forward) pricing kernel are
tested. m1(r) corresponds to the one-month pricing kernel, m6(r) corresponds to six months
forward kernel and m12(r) corresponds to the 12 months forward kernel. In brackets the hac
t-statistics are given, with appropriate amount of lags according to the ACF of the residuals.

r 0.90 0.95 0.98 1.00 1.02 1.05 1.10
m1(r)−m6(r)

Mean 2.75
(2.10)

−0.24
(−7.40)

−0.10
(−4.75)

−0.07
(−3.74)

−0.08
(−4.56)

−0.01
(−0.18)

1.91
(2.35)

m1(r)−m12(r)

Mean 2.98
(2.20)

−0.21
(−5.08)

−0.10
(−5.03)

−0.08
(−8.31)

−0.04
(−1.23)

0.09
(1.50)

1.98
(2.43)

m6(r)−m12(r)

Mean 0.24
(6.31)

0.04
(1.14)

0.01
(0.28)

−0.02
(−1.06)

0.03
(2.13)

0.10
(7.90)

0.08
(9.13)

(forward) pricing kernel are statistically different from zero. In particular, the difference

between the one-month pricing kernel and the forward pricing kernel are sizable in the tails

of the return distribution. This shows that the U-shape vanishes for longer horizons.

In the following, we plot the (forward) pricing kernels with maturities four, five and six,

as well as seven eight and nine, which are not shown in Section 2.4.2.

Figure 2.17. The figure plots on the left (right) the time-series mean (median) of the four,
five and six-month forward pricing kernel. The solid, dashed and dot-dashed line represent
the four, five and six-month forward pricing kernel, respectively. Forward pricing kernels are
estimated using the methodology described in section 2.3.2.

(a) Mean pricing kernel.
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(b) Median pricing kernel.
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Figure 2.18. The figure plots on the left (right) the time-series mean (median) of the seven,
eight and nine-month forward pricing kernel. The solid, dashed and dot-dashed line represent
the seven, eight and nine-month forward pricing kernel, respectively. Forward pricing kernels
are estimated using the methodology described in section 2.3.2.

(a) Mean pricing kernel.
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(b) Median pricing kernel.
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Figures 2.17 and 2.18 support the main hypothesis of Section 2.4.2 that the violation of

monotonicity slowly vanishes with the horizon of the forward pricing kernel.

2.9 Appendix for Asset-Pricing Models

In this section, we provide brief descriptions of the models we consider in Sections 2.5

and 2.6. For more details on the models, we refer to the original papers. We solve the models

using the projection approach proposed by Pohl et al. (2018).

2.9.1 The habit model of Campbell and Cochrane (1999)

In this subsection, we consider the habit model of Campbell and Cochrane (1999), log

consumption is given by:

∆ct+1 = g + vt+1,

where vt+1 ∼ N
(
0, σ2

v

)
. Different from the standard CRRA case, the agent derives utility

over consumption in excess of the habit level
(
Xt

)
, yielding the following pricing kernel
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specification:

mHB
t,1 = e−δ

(Ct+1

Ct

)−γ(St+1

St

)−γ
,

where Ct and St := (Ct−Xt)/Ct are the consumption and surplus ratio at time t, respectively.

The surplus ratio is given by

st+1 = (1− φ)s+ φst + λ(st)vt+1

λ(st) =
1

S

√
1− 2(st − s)− 1,

S = σv

√
γ

1− φ− b/γ
.

where st = log(St). Note, λ(st) is set to zero when st > smax = s + 1
2

(
1 − S2)

. Given the

specified pricing kernel in the model we can use the standard asset pricing equation to price

the market portfolio and compute its returns. We take the calibration from Campbell and

Cochrane (1999) which is given in Table 2.5.

Table 2.5. Calibration of the Campbell and Cochrane (1999) model.

Parameter Value Parameter Value

µc 0.0189/12 σc 0.015/
√

12

φ 0.87
1
12 δ 0.89

1
12

rf 0.0094/12 γ 2

2.9.2 The time-varying rare disasters model of Wachter (2013).

In this subsection, we consider the time-varying disaster model of Wachter (2013). We

use the discrete time equivalent of the model as used in Dew-Becker et al. (2017). Log

consumption and dividend growth in the model are given by:

∆ct = µc + σcεc,t + Jt,

∆dt = η∆ct,
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where εc ∼ N(0, 1) and Jt is the jump process (rare disaster). The process is modeled as a

poisson mixture of normal distributions and is given by:

Jt =
Nt∑
i=1

ξi,t,

ξi,t ∼ N
(
µd, σd

)
,

Nt ∼ Poisson(λt).

The intensity of the jump process is time-varying and follows:

λt+1 = φλt + (1− φ)µλ + σλ
√
λtελ,t+1,

where ελ,t ∼ N(0, 1). The investor has Epstein-Zin utility with an elasticity of intertemporal

substitution (EIS) equal to one so lifetime utility is given by.

vt = (1− β)ct +
β

1− α
logEt exp

(
vt+1(1− α)

)
.

This yields the following stochastic discount factor:

mRD
t,1 = β exp

(
−∆ct+1

) exp
(
(1− α)vt+1

)
Et exp

(
(1− α)vt+1

) .
Given the pricing kernel in the model we can use the standard asset pricing equation to

price the market portfolio and compute its returns. We take the calibration from Wachter

(2013) which is given in Table 2.6.

Table 2.6. Calibration of the Wachter (2013) model.

Parameter Value Parameter Value

µc 0.0252/12 σc 0.02/
√

12
µd −0.15 σd 0.10
µλ 0.0355/12 σλ 0.067/12
φ exp(−0.08/12) β exp(−0.012/12)
η 2.6 γ 4.9 = 1− α
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2.9.3 Long-Run Risk Model of Bansal and Yaron (2004)

In this subsection, we consider the long-run risk model of Bansal and Yaron (2004) which

is given by:

∆ct+1 = µc + xt + σtηt+1,

xt+1 = ρxt + ϕeσtet+1,

σ2
t+1 = σ̄2 + ν

(
σ2
t − σ̄2

)
+ σwwt+1,

∆dt+1 = µd + φxt + πσtηt+1 + ϕuσtut+1,

where ηt+1, et+1, wt+1, ut+1 ∼ N(0, 1). The representative agent has Epstein and Zin (1989)

recursive preferences which implies the following lifetime utility and pricing kernel:

Vt =
[
(1− δ)C

1−γ
θ

t + δ
(
Et[V 1−γ

t+1 ]
) 1
θ

] θ
1−γ

,

mLRR
t,1 = exp

(
θ log δ − θ

ψ
∆ct+1 + (θ − 1)ra,t+1

)
,

where ra,t+1 is the return on the aggregate claim to consumption. Given the pricing kernel

in the model we can use the standard asset pricing equation to price the market portfolio

and compute its returns. We take the calibration from Bansal and Yaron (2004) which is

given in Table 2.7.

Table 2.7. Calibration of the long run risk model.

Parameter Value Parameter Value

µc 0.0015 µd 0.0015
σ̄ 0.0078 σw 0.0000023
ρ 0.979 ϕe 0.044
φ 3 π 0
ϕ 4.5 δ 0.998
γ 10 ψ 1.5
ν 0.987
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2.9.4 The time-varying recovery model of Gabaix (2012)

In this subsection, we consider is the time-varying recovery model of Gabaix (2012). We

use the same specification as in Dew-Becker et al. (2017) which is given by:

∆ct+1 = µc + σcεc,t+1 + Jc,t+1,

Lt+1 =
(
1− ρL

)
L̄+ ρLLt + σLεL,t+1,

∆dt+1 = λσcεc,t+1 − Lt · 1Jc,t 6=0,

where εc,t+1, εL,t+1 ∼ N(0, 1) and Jc,t+1 follows the same distribution as in the rare-disaster

model defined in Section 2.9.2. Tthe representative agent has power utility preferences which

yields the following pricing kernel:

mTV R
t,1 = β

(Ct+1

Ct

)−γ
.

As one can see from the formulas, the pricing kernel is only driven by shocks to consumption,

εc or disasters Jc. Therefore, it does not dependent on the level of the state-variable Lt and

hence there is no time-series variation. Given the pricing kernel in the model we can use the

standard asset pricing equation to price the market portfolio and compute its returns. We

take the calibration from Dew-Becker et al. (2017) which is given in Table 2.8.

Table 2.8. Calibration of the model by Gabaix (2012).

Parameter Value Parameter Value

µc 0.01/12 σc 0.02/
√

12
µd −0.3 σd 0.15
L̄ − log(0.5) σL 0.04
ρL 0.871/12 λ 5
β 0.961/12 γ 7

2.9.5 Cumulative prospect theory

In this subsection, the CPT framework of Tversky and Kahneman (1992) is introduced

formally. The utility in CPT is defined over gains or losses as opposed to wealth in expected

utility. Assume the wealth at time T is equal to WT , then the gain or loss at time T is

defined as XT = WT −WRef , where WRef denotes the reference point for gains and losses.
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We assume that investors evaluate gains and losses relative to the risk-free rate such that

the reference point is given by WRef = W0 · rfT , where rf is the risk-free rate which we set

to zero for simplicity. Baele et al. (2019) assume a representative investor who includes the

CPT utility over the gain or loss XT in its objective function, CPT
(
XT

)
. To define CPT (·),

let denote v(·) denote the value function, which is defined over gains and losses XT . The

following functional form of v(·) is assumed in Tversky and Kahneman (1992):

v
(
XT

)
=


(
XT

)α
−λ
(
−XT

)β if
XT > 0

XT ≤ 0
. (2.18)

Similar to Baele et al. (2019), we assume a piecewise linear function, i.e. α = β = 1. The

assumption is needed to solve for the equilibrium (see Baele et al. (2019)). λ is called the

loss aversion parameter. For example, if λ = 2, then a $1 loss resonates twice as much as a

$1 gain. Besides the value function, also probabilities may be processed nonlinearly in CPT.

We define probability weighting functions w+(·) and w−(·) for gains and losses, respectively,

by:

w−(p) =
pc1[

pc1 + (1− p)c1
]1/c1 , w+(p) =

pc2[
pc2 + (1− p)c2

]1/c2 , (2.19)

where, c1, c2 ∈ [0.28; 1] control the curvature of each weighting function. For parameters of

Tversky and Kahneman (1992) the weighting functions are inverse S shaped and distorts

cumulative probabilities, which means that probabilities close to zero of extreme states

(negative and positive), i.e. tails of the distribution, are overweighted
(
w(p) > p

)
.

The decision weights a CPT agent uses are dependent on the ranking of the outcomes.

Assume that there are N states of the world at time T , each occurring with objective

probability pi and each outcome is associated with wealth level WT,i. All states are ranked

from worst to best, and depening on the reference point WRef in the gain or loss domain:

W1 ≤ · · · ≤ Wk−1 ≤ WRef ≤ Wk ≤ · · · ≤ WN . Then decision weight πi for state i is given

by:

πi =

w−(p1 + · · ·+ pi)− w−(p1 + · · ·+ pi−1)

w+(pi + · · ·+ pN)− w−(pi+1 + · · ·+ pN)
for

2 ≤ i < k

k ≤ i < N
,

where π1 = w−(p1) and πN = w+(pN). The CPT value of gain or loss XT is then computed
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as:

CPT
(
XT

)
=

N∑
i=1

πi · v
(
XT,i

)
.

In the model by Baele et al. (2019), the investor does not just experience CPT utility over

gains and losses but also CRRA utility over terminal wealth. She seeks to maximize:

Eu
(
WT

)
+ b0CPT

(
XT

)
,

where b0 is the scaling term that governs the relative importance of the CRRA and CPT

part. The equilibrium condition from which the equity premium follows (equation (10) in

Baele et al. (2019)) is given by:

0 =
∑
i

pi(R
E
i −Rf )

[(
RE
i

)−γ
+ b̂

πi
pi

(
1 + (λ− 1)1REi <Rf

)]
, (2.20)

where RE
i is the return on the market in state i with probability pi, γ is the risk aversion,

b̂ is the scaling term that governs the relative importance of the CPT- and CRRA-part, πi

the decision weight of state i and λ is loss-aversion.

Table 2.9. Calibration CPT model by Baele et al. (2019).

Parameter Value Parameter Value

α 1.00 β 1.00
rf 0.00 γ 1.00

λ 2.25 b̂ 0.65
c1 0.65 c2 0.65

We use the calibration of Baele et al. (2019) which is shown in Table 2.9.
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Chapter 3

Π-CAPM: An Asset Pricing Model with Probability

Weighting1

3.1 Introduction

Research from psychology has shown that humans often overweight the probability of

rare, high impact events—such as those of unlikely but extreme financial returns. To take

such probability weighting into account in the human evaluation of risks, Edwards (1962)

proposed the replacement of objective probabilities with decision weights. This idea was

formalized in the rank-dependent utility of Quiggin (1982) and cumulative prospect theory

of Tversky and Kahneman (1992), among others, and aided economists in studying the

implications of probability weighting in numerous economic and financial settings.2 In this

paper, we study the implications of the most basic implication of probability weighting—

1First draft: October 2020. This chapter is based on joint work with Joost Driessen and Sebastian
Ebert. We thank Lieven Baele, Nick Barberis, Nicole Branger, Adrian Buss, Fousseni Chabi-Yo, Stefano
Giglio, Frank de Jong, Lorenzo Schönleber, Ole Wilms, and conference/seminar participants of Tilburg
University, Yale University and RBFC 2018 for helpful comments and discussions on the topic. This project
has received funding from the European Research Council (ERC) under the European Union’s Horizon 2020
research and innovation programme (grant agreement No 803380).

2Theoretical work has pointed to the importance of probability weighting for portfolio choice (Bernard
and Ghossub 2010), insurance behavior (Bernard et al. 2015), asset prices (Barberis and Huang 2008),
and gambling decisions (Barberis 2012), among many others. More recently, empirical researchers have
documented direct links between probability weighting and behavior. Barseghyan et al. (2013) find that
probability weighting can explain insurance deductible choices. Barberis et al. (2016) find that stocks with
return distributions that are appealing under probability weighting underperform subsequently. Dimmock
et al. (forthcoming) obtain survey evidence that probability weighting is positively associated with portfolio
under diversification and Sharpe ratio losses. Moreover, higher probability weighting is associated with
owning lottery-like stocks and positively skewed equity portfolios.
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overweighting of the tails of the distribution—for asset prices. The investors in our model

have distorted mean-variance preferences (i.e., mean-variance preferences with probability

weighting). We abbreviate these preferences as Π-MV, where—as is common in the be-

havioral economics literature—Π stands for the set decision weights that the investor uses

instead of the objective probabilities when evaluating possible returns. Π-MV preferences

allow for a clean identification of the effect of tail overweighting on asset prices in a tractable

framework, based on a standard equilibrium that directly compares to that of neoclassical

models, and that makes numerous testable predictions. Some of these are tested in the

empirical part of the paper. Specifically, our contribution to the literature is threefold.

First, we develop a tractable asset pricing framework with Π-MV preferences—the Π-

CAPM—that allows us to study the effect of tail overweighting with multiple assets. As

shown by Barberis and Huang (2008) and Ingersoll (2014), introducing probability weighting

complicates the analysis of investment behavior significantly. In general, it is nontrivial

to prove existence and uniqueness of an equilibrium, especially in a setting with multiple

assets. Our focus on Π-MV preferences and tail overweighting yields existence and uniqueness

of equilibrium, conveniently nests the standard mean-variance framework, and allows for

multiple investors which aggregate to a representative investor. Ingersoll (2014) shows that

such aggregation is not guaranteed in general with probability weighting.

Second, we show that the Π-CAPM generates many interesting predictions on the pricing

of variance and skewness in stocks and stock options, and can explain several empirical

stylized facts regarding asset prices. As discussed below in more detail, the Π-CAPM can

predict that: (i) an asset’s price is decreasing in its skewness, (ii) an asset’s price is increasing

in its volatility, (iii) the variance premium for sufficiently left- or right-skewed assets is

positive, (iv) investors price assets using a return covariance that is higher than the real-world

covariance, leading to a correlation premium, and (v) the relative skewness of assets matters

for prices: our investor values positive skewness of a given asset more if the other asset is

left-skewed. We further find that some of these predictions cease to hold for sufficiently right-

skewed risks (even though the effect of tail overweighting as such is symmetric), leading to

conceptually different predictions for the pricing of left- and right-skewed assets. The reason

is that, for right-skewed assets, an increase in skewness increases the distorted mean as well

as the distorted variance of the portfolio. The former (latter) effect is desirable (undesirable)

and which one dominates depends on the model parameters. In contrast, as the skewness

of a left-skewed asset is decreased further, distorted mean decreases and distorted variance

increases, which yields unambiguous predictions. Moreover, the finding that probability

120



3.1. INTRODUCTION

weighting impacts the processed dependence of assets has not been noted thus far. We

discuss how these predictions compare to existing empirical results and puzzles.

Third, we perform an empirical analysis to test the predictions on the variance premium

and skewness premium in individual stock options. The Π-CAPM predicts that the variance

premium embedded in stock options is positive for left-skewed and right-skewed stocks, and

increases in the asymmetry of the return distribution (regardless of whether this asymmetry

results from positive or negative skewness). Using the cross-section of U.S. individual stock

options, we indeed find that the variance premium increases in asymmetry of the underlying

stock. For the skewness premium embedded in options the model predicts a positive relation

between this premium and the stock’s skewness, and this is also what we find empirically.

We show that an expected utility framework cannot explain these empirical option pricing

patterns. In particular, our empirical finding that right-skewed assets have positive variance

and skewness premiums is at odds with predictions from the expected utility framework.

We now explain the setup of the Π-CAPM in more detail. The financial market in our

one-period model consists of two risky assets, where each asset has substantial supply.3 The

assets may be correlated and are parametrized by their mean, variance, and skewness. The

representative investor maximizes her Π-MV preferences over wealth in the next period.

This means that she evaluates the mean and variance of her wealth using decision weights

calculated with a probability weighting function instead of objective probabilities. The effect

of probability weighting is a symmetric overweighting of the tails, which is guaranteed by

adopting the symmetric neo-additive weighting function introduced by Chateauneuf et al.

(2007).4 Barberis and Huang (2008) show that, under probability weighting, investors with

the same preference parameters may optimally hold different portfolios (which yield the

same optimal utility). In such a heterogeneous equilibrium a small skewed asset earns a

low expected return. In case a homogeneous equilibrium exists, where all investors hold the

same portfolio, this skewed asset has an excess return of zero. We derive a homogeneous

3The model is readily extended to a finite number of assets N ∈ N. Then, we consider a portfolio
consisting of the N − 1 assets and study the price of the remaining Nth assets. For simplicity, we conduct
the analysis for N = 2 choose the supply of the first asset larger than that of the second.

4The neo-additive weighting function belongs to the class of inverse-S shaped weighting functions and
yields, similar to the weighting function by Kahneman and Tversky (1979), the economic prediction of
tail overweighting. Unlike the latter weighting function and others, the effect of tail overweighting is not
conflated with other, subtler, and sometimes unintended effects that stem from the specific parametric form
assumed. Wakker (2010, p. 210) remarks that “the neo-additive weighting functions are among the most
promising candidates regarding the optimal tradeoff of parsimony and fit” and that “the interpretation of
its parameters is clearer and more convincing that with other families.”
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equilibrium, where the investor holds the market portfolio, and show that the following five

main results hold.

The first result is, in line with one obtained in the seminal prospect theory probability

weighting model of Barberis and Huang (2008), that the price of a negatively skewed or a

mildly positively skewed asset is increasing in skewness and therefore earns a low expected

return. For a sufficiently right-skewed asset, however, we show that the price can decrease in

skewness depending on the market and preference parameters of our model. To understand

what is causing this result, note that our investor cares about the distorted mean and

distorted variance of her portfolio return. Then, for right-skewed assets a further increase

of skewness increases the distorted mean of the portfolio return, which the investor likes,

but also increases the distorted portfolio variance, which the investor dislikes. If the latter

effect dominates the former, the price of a right-skewed asset decreases in skewness; in any

case, the effect of increased skewness on price decreases in the asset’s level of skewness.

When we calibrate the model to stock return data, an asset with a skewness of −1.5 or 1.5

earns a CAPM-α of respectively, 5% or −2.5% per annum (p.a.). Several empirical papers

have presented evidence in support of the prediction that skewness is negatively priced

across many asset classes, including stocks and options, e.g., Kumar (2009), Boyer et al.

(2010), Bali et al. (2011), Conrad et al. (2013), Boyer and Vorkink (2014), Ghysels et al.

(2016), and Schneider (2019). However, the novel prediction of the Π-CAPM concerning the

potential non-monotone relation between skewness and asset price has not been investigated

empirically.

The second result is that the impact of the skewed asset’s volatility on its price depends

on the level of skewness of the asset. For negative and mild positive skewness, the price of

the skewed asset is decreasing in volatility. However, in contrast to classical finance theory,

we show that the price of a sufficiently right-skewed asset can be increasing in volatility.

The intuition for this result is similar to that of the first result on changing skewness. For

a right-skewed asset, the distorted mean and distorted variance are increasing in volatility

and which channel dominates depends on the parameters. Given our model calibration, we

show that the CAPM-α of a right-skewed asset decreases from −2% to −7% p.a. as the

skewed asset’s volatility increases from 10% to 40%. As individual stock returns tend to be

right-skewed, this result offers a preference-based explanation for the idiosyncratic volatility

anomaly in the cross-section of stock returns as described in Ang et al. (2006). The model by

Barberis et al. (2020) also provides an explanation for the idiosyncratic volatility puzzle. In

Barberis et al. (2020) the low returns on stocks with high volatility are explained by the fact
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that these stocks have, on average, higher skewness and worse past performance. Instead, the

Π-CAPM predicts that, even conditional on a positive skewness level, the expected return

on the asset may decrease in its volatility. Furthermore, our model has a new prediction

for the cross-section of stock returns: expected returns of left-skewed assets are increasing

in volatility, whereas expected returns of (sufficiently) right-skewed assets are decreasing in

volatility.

The third result is that a skewed asset has a positive variance premium, where the variance

premium of an asset is defined as its risk-neutral return variance minus return variance under

the real-world measure. We show that the distorted variance of a skewed asset increases in

asymmetry of the asset. The increased distorted variance for an asymmetric distribution

than results in a positive variance premium. The intuition for this result is as follows: For

a left-skewed (right-skewed) asset probability weighting increases the price the investor is

willing to pay for out-of-the-money put (call) options, resulting in a fat left (right) tail of

the risk-neutral distribution and thus a large risk-neutral variance. Furthermore, we show

that our model predicts a negative (positive) skewness premium5 if the skewed asset is left-

skewed (right-skewed). We also show that these predictions are notably different from what

a standard expected utility model predicts, especially for right-skewed assets. In such a

setting the variance premium and skewness premium are negative for right-skewed assets.

Intuitively, an expected utility investor values payoff in good states of the world relatively

less, which are the states in which out-of-the-money call options pay off. This preference

leads to relatively low prices for these calls, which in turn implies negative variance and

skewness premiums. As explained above, with probability weighting the good states of the

world are overweighted for a right-skewed asset.

The fourth result is that the investor prices assets using an exaggerated return covariance,

which translates into a sizable correlation premium. The correlation premium is defined as

the difference between the risk-neutral return correlation and the real-world correlation. In

absence of probability distortion this correlation premium is economically small. Further-

more, the correlation premium in our model is negatively associated with the correlation level.

Empirically, a sizable correlation premium is documented for stocks by Driessen et al. (2009)

and Buss et al. (2016). Furthermore, Buss et al. (2016) show that the correlation premium

of an industry is negatively correlated with the average correlation of the stocks within

5The skewness premium is defined as the risk-neutral expectation of a cubic return contract minus the
real-world expectation of the cubic return contract.
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this industry. Mueller et al. (2017) show that a correlation premium exists in the foreign

exchange market and find, in line with our model, a negative cross-sectional association

between average currency correlations and the average correlation premium.

The fifth result of our multi-asset model is that probability weighting makes the investor

care about relative skewness: The price effect of skewness for a given asset depends on the

skewness of the other asset. Specifically, the investor values positive skewness of a given

asset more if the other asset is left-skewed. Dertwinkel-Kalt and Köster (forthcoming) have

shown that, in an experimental setting, choices under risk depend on how skewed options

appear relative to each other. The empirical prediction from our relative skewness result

is that right-skewed assets earn (even) lower expected returns, when the remainder of the

market is left-skewed. We argue that the effect of relative skewness could explain the results

of Gao and Lin (2015), who show that trading volume in Taiwanese lottery-like stocks and

the lottery jackpot are negatively correlated.

In the final part of the paper we empirically test two of the new predictions of the

Π-CAPM: (i) the variance premium increases in asymmetry, and (ii) the positive relation

between the skewness premium and skewness. To perform the empirical tests, we focus on

the cross-section of stocks and stock options. We construct variance and skewness swaps

using the method described in Kozhan et al. (2013) with constituents of the S&P 500

as the underlying. We present evidence that, indeed, the variance premium increases in

asymmetry of the return distribution of the underlying stock. Moreover, we find that right-

skewed stocks have a positive skewness premium and left-skewed stocks have a negative

skewness premium. Both empirical results are in line with the Π-CAPM. In particular, in

the data we find positive variance and skewness premiums for stocks with positive skewness.

As mentioned above, without probability weighting the model predicts negative variance

and skewness premiums for right-skewed assets. Moreover, only with sufficient probability

weighting, positive variance and skewness premiums can be obtained. Investors thus seem to

attach high prices to call options of stocks with positive skewness, which is hard to explain

in a setting with standard preferences but can be explained by the presence of probability

weighting.

In sum, we develop a tractable asset pricing model which we call the Π-CAPM. The

investor in the model has Π-MV preferences which yields her to symmetrically overweight

good and bad tail events. Our model allows for a unique and homogenous pricing equilibrium

and, interestingly, the symmetric probability distortion has asymmetric pricing implications.

In particular, while the price of a left-skewed asset increases in the asset’s skewness and
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decreases in its variance, the price of a right-skewed asset may decrease in skewness and

increase in variance of the asset. Furthermore, we show that probability weighting has several

interesting implications for the pricing of options for which we find empirical evidence.

3.2 Model

In this section, we define the financial market and the investor’s preferences. Afterward,

we determine the equilibrium prices of the assets in the economy and determine the no-

arbitrage condition. The section closes with a calibration of the model that will be used to

illustrate some of its implications discussed in Section 3.3.

3.2.1 Financial Market

The market we consider consists of two binary assets, X and Y. Letting pX ∈ (0, 1) and

x̄ >
¯
x, asset X pays x̄ with probability pX and

¯
x otherwise. The payoff distribution of asset Y

is defined analogously; see Figure 3.1. Binary distributed assets bring tractability and allow

Figure 3.1. This figure shows the distributions of asset X and asset Y graphically.

X

¯
x

1− p
X

x̄
pX

Y

¯
y

1− p
Y

ȳ
pY

for effective comparative statics analyses with respect to the moments of the distribution.

In particular, mean, variance, and (standardized) skewness of asset X are given by:

µX := EX = pX(x̄−
¯
x) +

¯
x,

σ2
X := E

(
X − µX

)2
= pX(1− pX)(x̄−

¯
x)2,

SX :=
E
(
X − µX

)3

var
(
X
) 3

2

=
1− 2pX√
pX(1− pX)

,

and analogously for asset Y . First, note that, even though the binary distribution is

very simple, it captures the first three moments of the payoff distribution. A lognormal

distribution, for example, while maybe appearing to be more general due its continuous

nature, matches only two moments (typically mean and variance). The value of skewness
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is redundant and described by a complex function of the mean and standard deviation

parameters. Moreover, a lognormal distribution requires skewness to be positive; that is, it is

not possible to study negative skewness with a lognormal distribution. A binary distribution,

in contrast, can match any mean and skewness value, and any strictly positive variance

value.6 The assumption of binary payoff distributions thus allows for a simple, transparent,

and intuitive approach to the study of asset prices and their dependence on the moments of

the distribution.7

The dependence between assets X and Y is characterized by an additional parameter,

rXY , defined as:

rXY = P (X = x̄, Y = ȳ)− pXpY .

Intuitively, if the probability of both assets paying the higher amount exceeds the product

of their marginal probabilities, the assets are co-moving. Indeed, it can be shown that the

covariance between the assets is given by

cov(X, Y ) = rXY (x̄−
¯
x)(ȳ −

¯
y)

so that rXY > 0 ⇐⇒ cov(X, Y ) > 0.8 It follows that there are four states of the financial

market, which can be indexed by what asset X and Y pay in that state (i.e., by x̄ȳ, x̄
¯
y,

¯
xȳ,

6In fact, there exists a one-to-one mapping between the parameter triples (pX , x̄,
¯
x) and (µX , var

(
X
)
,

SX); see Proposition 1 in Ebert (2015). Therefore, rather than parametrizing the distribution by payoffs and
probabilities, it can be parametrized by its first three moment, with any combination of real values (except
for variance being negative, of course) being feasible.

7Binary distributions, in particular with the objective of studying skewness, are also used in other
asset pricing settings (e.g., Barberis and Huang (2008) and Schneider (2015)). Furthermore, Beddock and
Karehnke (2020) study an asset pricing setting with two skewed-normal risks.

8The dependence between the assets is identified by rXY , however, we parameterize the correlation
(ρXY ) between the assets in the following way: ρXY = rXY√

pX(1−pX)
√
pY (1−pY )

⇐⇒ rXY =

ρXY
√
pX(1− pX)

√
pY (1− pY ) such that the correlation between the assets is fixed, even when pX or pY

change.

126



3.2. MODEL

and
¯
x
¯
y). The objective probability measure P is defined through the state probabilities:

px̄ȳ := P (X = x̄, Y = ȳ) = pXpY + rXY ,

px̄
¯
y := P

(
X = x̄, Y =

¯
y
)

= pX(1− pY )− rXY ,

p
¯
xȳ := P (X =

¯
x, Y = ȳ) = (1− pX)pY − rXY , and

p
¯
x
¯
y := P

(
X =

¯
x, Y =

¯
y
)

= (1− pX)(1− pY ) + rXY .

We assume that all state probabilities are strictly positive, such that our model will always

have four states. 9/par Consider an investor with initial wealth W0. Denote her holdings (her

demand) of assets X and Y, given prices PX and PY , by NX and NY , respectively. Then,

her terminal wealth W1 in the market’s four states is given by the respective expressions in

Figure 3.2. Prices and demand are determined in equilibrium and depend on the investor’s

Figure 3.2. This figure shows the terminal wealth of the investor in each state graphically.

W1

W
¯
x
¯
y := W0R

f +NX(
¯
x− PXRf ) +Ny(

¯
y − PYRf )

p
¯
x
¯
y

W
¯
xȳ := W0R

f +NX(
¯
x− PXRf ) +NY (ȳ − PYRf )

p
¯
xȳ

Wx̄
¯
y := W0R

f +NX(x̄− PXRf ) +NY (
¯
y − PYRf )px̄

¯
y

Wx̄ȳ := W0R
f +NX(x̄− PXRf ) +NY (ȳ − PYRf )

p x̄ȳ

preferences over W1.

9Note, this is a technical assumption that is necessary in order to derive the equilibrium of the model.
This assumption yields conditions on dependence parameter rXY , these conditions are also referred to as
Fréchet bounds and are shown in equation (3.32).
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3.2.2 Preferences

We assume a representative investor with distorted mean-variance preferences over wealth

in period one.10 In the same way as in the rank-dependent utility (RDU) model of Quiggin

(1982) and in cumulative prospect theory (CPT, Tversky and Kahneman 1992), the investor

uses decision weights (i.e., distorted probabilities) instead of the objective probabilities in

evaluating risks. As will be explained, the direct effect of this probability distortion will

be an overweighting of the tails of the wealth distribution. Specifically, with reference to

Figure 3.2, given decision weights πij of the states ij with i ∈ {x̄,
¯
x} and j ∈ {ȳ,

¯
y}, the

representative investor with risk-aversion parameter γ evaluates W1 as:

U(W1) = EΠ(W1)− 1

2
γvarΠ(W1), (3.1)

where,

EΠ(W1) =
∑
i,j

πij ·Wij, varΠ(W1) = EΠ
(
W1 − EΠW1

)2
.

Before we detail the computation of the decision weights πij, we make three remarks on the

use of Π-MV preferences in general. First, when πij = pij for each state ij, U describes

standard mean-variance (MV) preferences. Therefore, as we will demonstrate explicitly

below, our asset pricing model contains the standard CAPM as a special case. Any dif-

ferential pricing implications are thus due to the change from the pij’s to πij’s; that is,

due to probability distortion. Everything else and, in particular, the equilibrium concept

employed will be standard. Different from CPT models such as Barberis and Huang (2008),

our probability weighting model allows for the study of prices in a standard homogenous

equilibrium (in which investors with identical preferences hold the market portfolio).

Second, Π-MV preferences relate to RDU just as (standard) mean variance preferences

relate to EU. Either can be obtained from a second-order Taylor expansion of utility. In the

classical asset pricing literature, MV preferences are used frequently. Thus, it seems natural

to investigate the impact of probability weighting on prices in this framework. As with the

standard MV framework compared to EU, distorted MV preferences turn out to be more

tractable than RDU.

10Under the subsequently made assumptions, we can show that the representative investor exists and we
could start with many identical individual investors; as discussed further in Section 3.2.3.

128



3.2. MODEL

Third, another natural extension of MV preferences are mean-variance-skewness (MVS)

preferences. As shown formally in Ebert and Karehnke (2019), skewness in the MVS model is

of third-order importance for behavior while Π-MV preferences proposed in this paper—just

as in the RDU and CPT models—skewness is first-order. In Appendix 3.6.11 we show more

specifically that, consistent with this result, MVS preferences lead to very different pricing

implications than do Π-MV preferences.

As in RDU and CPT, the decision weights πij are computed by means of a probability

weighting function. We assume the single-parameter neo-additive probability weighting

function of Chateauneuf et al. (2007). For a ∈
[
0, 1

2

)
it is defined as:

w(p) =


0 for p = 0,

(1− 2a)p+ a for 0 < p < 1,

1 for p = 1.

(3.2)

A graph of the neo-additive probability weighting function is shown in Figure 3.3. As in

RDU and CPT, decision weights are computed as differences of cumulated probabilities of

the ranked outcomes. Assuming (for now) that this ranking is given by Wx̄ȳ ≥ Wx̄
¯
y ≥ W

¯
xȳ ≥

W
¯
x
¯
y, they are computed as follows:

Π =



πx̄ȳ = w
(
px̄ȳ
)

= a+ (1− 2a)px̄ȳ

πx̄
¯
y = w

(
px̄ȳ + px̄

¯
y

)
− w

(
px̄ȳ
)

= (1− 2a)px̄
¯
y

π
¯
xȳ = w

(
px̄ȳ + px̄

¯
y + p

¯
xȳ

)
− w

(
px̄ȳ + px̄

¯
y

)
= (1− 2a)p

¯
xȳ

π
¯
x
¯
y = 1− w

(
px̄ȳ + px̄

¯
y + p

¯
xȳ

)
= a+ (1− 2a)p

¯
x
¯
y.

(3.3)

Note that the decision weights are non-negative and sum to one so that Π describes a proba-

bility measure. The common interpretation of Π is, however, one in terms of preferences—the

investor prefers to weigh states differently than by their objective probabilities—rather than

one in terms of having false beliefs about those objective probabilities; see Kahneman and

Tversky (1979) and Quiggin (1982).

We now explain the implications of neo-additive probability weighting for preferences.

When a = 0, w(p) = p so that decision weights and objective probabilities coincide and pref-

erences are standard MV. When a > 0, the investor distorts probabilities. The direct effect

of this probability distortion is the overweighting of the tails of the wealth distribution—in

the current case, of the best state x̄ȳ and the worst state
¯
x
¯
y (the two “extreme states”).
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Figure 3.3. This figure shows the probability weighting function used in the model. The
weighting function is defined in equation (3.2), and is plotted in this graph with a = 0.12.

0 0.2 0.4 0.6 0.8 1
0

0.2

0.4

0.6

0.8

1

Specifically, a fraction of 2a is removed from the probability mass of each state, and the

resulting total of 2a(px̄ȳ +px̄
¯
y +p

¯
xȳ +p

¯
x
¯
y) = 2a is, in equal proportions, redistributed to only

the two extreme states.

Why do we choose the neo-additive weighting function to compute distorted probabilities?

As will be explained in the next section, this weighting function buys us the tractability

needed to be more general in respects that no other asset pricing model with probability

weighting could be thus far. Moreover, recent theoretical research has argued in favor of the

neo-additive weighting function; see, for example, Wakker (2010 p. 209-210). As explained

in the previous paragraph, the parameter a has a simple and unambiguous interpretation

in terms of tail overweighting. While the parameter of the original Kahneman-Tversky

weighting function, for example, is typically also interpreted in terms of tail overweighting,

this interpretation is confounded with subtle other effects that are more difficult to interpret

as well as assessed quantitatively. In particular, our assumption of the point-symmetric (one-

parameter) neo-additive weighting function ensures that the redistribution of probability
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mass is not done in favor of either tail. A major point of this paper is that, even though for

a = 0 preferences are MV so that skewness is irrelevant, and even though a > 0 does nothing

else other than symmetrically overweighting the tails, a > 0 yields asymmetric pricing

predictions for left- and right-skewed risks. In this first study on distorted MV preferences we

do not wish to confound this asymmetric pricing effect of symmetric probability distortion

with any additional effects that result from probability distortion being asymmetric in itself.11

Before we derive and discuss the equilibrium of the model, we discuss two further standing

assumptions of the paper. First, in all of our results, unless stated otherwise, we assume

pY = 1
2

(i.e., asset Y symmetric). We make this assumption for concreteness, because we are

mostly interested in the pricing effects of an asset’s own skewness. However, in Section 3.3.6,

we relax this assumption and discuss the pricing effect of relative skewness.

3.2.3 Equilibrium Prices

In this section, we derive the equilibrium prices of the assets. Inserting the expression

for terminal wealth W1 in Figure 3.2 into the value function (3.1) yields:

U(W1) =W0R
f +NX

(
EΠX − PXRf

)
+NY

(
EΠY − PYRf

)
− 1

2
γN2

XvarΠ
(
X
)
− 1

2
γN2

Y varΠ
(
Y
)
− γNXNY covΠ

(
X, Y

)
. (3.4)

In equilibrium, prices are such that the asset demands NX and NY maximize U(W1) and

equal their respective supplies N̄X > 0 and N̄Y > 0. To ensure optimality of demand in

equilibrium, we assume that the investor can only take long positions in either asset (i.e.,

demand is non-negative). Theorem 1 below shows that an equilibrium exists and presents

the closed-form pricing equations of our model.

Before we state and discuss the equilibrium described in Theorem 1, we highlight how

our model overcomes a major difficulty in equilibrium models with probability distortion.

As emphasized in the sentence preceding the expressions for the decision weights in equa-

tion (3.3), these expressions are contingent on Wx̄ȳ ≥ Wx̄
¯
y ≥ W

¯
xȳ ≥ W

¯
x
¯
y (i.e., on “the

ranking” of the wealth states). Since demand and asset prices are endogenous in equilibrium

analysis, so is terminal wealth in each state and the ranking. The issue is that a continuous

change in the wealth of two states can change their ranking, which, in general, leads to a

11Some of our results can be extended, though, to the asymmetric two-parameter neo-additive weighting
function.
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discontinuous change of their decision weights. Our model circumvents this issue. First, due

to the assumption of no short-selling, the highest and lowest ranked states are always—that

is, no matter the demand of each asset—x̄ȳ and
¯
x
¯
y, respectively. Second, due to the linearity

of the neo-additive probability weighting function on the interior of its domain, the decision

weights of the two middle states do not depend on their ranking (i.e., on whether Wx̄
¯
y ≥ W

¯
xȳ

or vice versa).12 Therefore, no matter the demand of each asset, the decision weights are

given by the right-hand-side expressions in equation (3.3). Elementary methods then allow

for the derivation of homogeneous equilibrium, as with standard MV preferences. The proofs

of the following theorems and propositions can be found in the appendix of the paper.

ghost

Theorem 1 (Equilibrium Prices in the Π-CAPM). In equilibrium, the pricing equations are

given by:

PXR
f = EΠX − γN̄XvarΠ(X)− γN̄Y covΠ(X, Y ), (3.5)

PYR
f = EΠY − γN̄Y varΠ(Y )− γN̄XcovΠ(X, Y ). (3.6)

Equations (3.5) and (3.6) can be rewritten in terms of non-distorted moments, as follows:

PXR
f = µX + aSXσX − γN̄X

[
σ2
X + a(1− a)σ2

XS
2
X

]
− γN̄Y

[
cov(X, Y )(1− 2a) + a

σXσY√
pX(1− pX)

]
, (3.7)

PYR
f = µY − γN̄Y σ

2
Y − γN̄X

[
cov(X, Y )(1− 2a) + a

σXσY√
pX(1− pX)

]
. (3.8)

Theorem 1 states that the prices of the assets correspond to a linear combination of

distorted mean, distorted variance, and distorted covariance. In the proof of Theorem 1,

we obtained the following equations for the distorted moments of asset X in order to derive

12It is also for this reason (i.e., the decision weights of middle states being independent of their ranking)
that the model is easily extended to a finite number of assets. More middle states do not complicate the
analysis if probability weighting is neo-additive.
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equation (3.7):

EΠX = µX + aSXσX , (3.9)

varΠ(X) = σ2
X + a(1− a)S2

Xσ
2
X , (3.10)

covΠ(X, Y ) = (1− 2a)cov(X, Y ) + a

√
var(X) · var(Y )√
pX(1− pX)

. (3.11)

These equations offer important first insight into the price comparative statics of our model,

for example, regarding the impact of asset X’s skewness, SX . Equation (3.9) indicates that

the investor evaluates the mean of the asset differently from its objective mean. Specifically,

the asset’s distorted mean is an affine function of SX and larger than the objective mean if and

only if skewness is positive. Equation (3.10) shows that the distorted variance is always larger

than its objective counterpart and increasing in the asset’s asymmetry (i.e., the absolute, or

the square, of skewness). Similarly, recalling the negative one-to-one relationship between

pX and SX above, Equation (3.11) implies that also the distorted covariance increases in the

asset’s asymmetry. In all three cases, the effects increase in the distortion parameter a. In

Section 3.3.1, we study joint impact of these effects, which go sometimes in the same but

sometimes in opposite directions. One implication is that an increase in skewness mostly

increases the price of the asset (for example, when it is left-skewed and when all three effects

go in the same direction), but, in other cases, may also decrease it.

Theorem 1 presents the pricing equations of the assets in equilibrium where the investor

evaluates risk according to probability weighting. Note, in case a = 0 pricing equation (3.7)

can be rewritten as:

PXR
f = µX − γ · cov

(
X, N̄XX + N̄Y Y

)
,

which says that PX is determined by its mean minus the price of risk (γ) multiplied with the

covariance between its payoff and the market portfolio. Then, the standard CAPM equation,

in terms of returns, is easily derived:

ERX −Rf = βXE
(
Rm −Rf

)
, (3.12)

where,

RX =
X

PX
, Rm =

N̄XX + N̄Y Y

N̄XPX + N̄Y PY
and βX =

cov(RX , Rm)

var(Rm)
.
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With probability distortion, equation (3.12) no longer holds, and the novel pricing illustra-

tions are more conveniently discussed in terms of prices, using the equations in Proposition 1.

The pricing equations of Theorem 1 are derived for an economy in which both assets

are in strictly positive supply. In a homogeneous equilibrium, the representative investor

optimally holds the market portfolio (i.e., both assets). While, for simplicity, we assumed

a representative investor, the same equilibrium is obtained under the assumption of many,

identical investors. In the asset pricing model of Barberis and Huang (2008), probability

weighting leads to a different type of equilibrium in an economy with many investors and

in which the skewed asset is in infinitesimal supply (and thus not part of the market

portfolio). In this heterogeneous equilibrium, different investors hold different portfolios.

Some investors only hold the market portfolio while others hold the market portfolio and the

small skewed asset. In this equilibrium, the skewed asset earns a low expected return. In case

a homogeneous equilibrium exists, Barberis and Huang (2008) show that the expected return

of the skewed asset is equal to the risk-free rate. Different from the result of Barberis and

Huang (2008), we show in Theorem 1, that in our homogeneous equilibrium the price of the

skewed asset is (always) affected by its skewness and the expected return will not be equal

to the risk-free rate. In particular, while negatively skewed assets earn the risk-free rate in

the homogeneous equilibrium of Barberis and Huang (2008), our model predicts substantial

positive returns for negative skewness.

3.2.4 No-arbitrage and risk-neutral pricing measure

In Theorem 2, we characterize no-arbitrage in the Π-CAPM and derive the risk-neutral

pricing measure in closed form.

ghost

Theorem 2 (No-arbitrage in the Π-CAPM). The following statements are equivalent:

1. The Π-CAPM is arbitrage free with unique risk-neutral measure Q, defined through the

state probabilities

qij = pij ·
πij
pij

[
1−γN̄X(i−µX−aσXSX)−γN̄Y (j−µY )

]
, i ∈ {x̄,

¯
x}, j ∈ {ȳ,

¯
y}. (3.13)

2. The Π-CAPM model parameters satisfy

1

γ
> N̄Y σY + 2

√
a(1− a)N̄XσX (3.14)
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and pX ∈ (p∗1, p
∗
2) for 0 < p∗1 < p∗2 ≤ 1 whose expressions are stated in the proof.

ghost

Equation (3.13) in statement 1 shows the pricing kernel of the Π-CAPM. The factor

πij/pij describes the inflation or deflation of the objective probability pij that is due to

probability weighting. Extreme states, be they good or bad, receive more weight while the

middle states receive less weight (see above). The extreme good state is relatively more

overweighted than the bad state (πx̄ȳ/px̄ȳ) > π
¯
x
¯
y/p

¯
x
¯
y) if and only if its objective probability

is smaller (i.e., if X is right-skewed). The term in the square brackets corresponds to what

would be marginal utility in EU. Under MV preferences payoffs are evaluated relative to

its mean payoff, while under Π-MV preferences these payoffs are evaluated relative to its

distorted mean payoff; see equation (3.9). In either case, marginal utility is relatively lower

in states with high wealth compared to the (distorted) mean. The term aσXSX illustrates by

how much the distorted mean increases (decreases) in the case of probability distortion and

the sign of the asset’s skewness determines the direction of the change of distorted mean.

No-arbitrage requires that all qij are positive or, equivalently, that Π-MV preferences are

monotone for the relevant parameter range.

The no-arbitrage condition in statement 2 ensures that the assets’ payoffs are such that

the Π-MV preferences are monotone for the relevant risks considered. This is possible

because our assets have finite support to begin with. If, one restricts the model parameters

appropriately, arbitrage opportunities as in classical articles on models with mean-variance

preferences such as Dybvig and Ingersoll (1982) do not arise. We discuss no-arbitrage in some

more detail in Appendix 3.6.12. There we show that, as asset X or risk aversion becomes

small (technically, γN̄Xσ
2
X close to zero), no-arbitrage holds for any level of skewness (tech-

nically, (p∗1, p
∗
2) close to (0, 1)). The model calibration outlined below satisfies no-arbitrage

for empirically realistic skewness values and beyond. Likewise, all of our propositions make

implications for arbitrage-free versions of the Π-CAPM.13

3.2.5 Calibration of the Model

In this section we discuss the calibration of the model and explain the parameter choices.

In the next sections, this calibration serves to illustrate the economic significance of the

13In Appendix 3.6.12, we also compare no-arbitrage in the presence and in the absence of probability
weighting. Probability weighting neither relaxes nor tightens the no-arbitrage conditions and modifies them
only slightly.
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analytical results we prove. Throughout the paper we use the calibration of the financial

market and preference parameters of Table 3.1. As shown in Ebert (2015), the distribution

Table 3.1. This table summarizes the parameter choices for mean µX , volatility σ2
X skewness

SX , covariance between the assets cov(X, Y ), supply of asset X N̄X , probability distortion
parameter a and risk-aversion parameter γ. Note, the parameters are listed for asset Y
analogously.

Parameter Value Parameter Value

µX 1 cov
(
X, Y

)
0

µY 1 N̄X
1
10

σX 0.20 N̄Y 1
σY 0.20 Rf 1.01
SX

[
− 4.13, 4.13

]
a 0.12

SY 0 γ 1.5

of each asset X and Y is characterized by its mean, standard deviation, and skewness of the

payoff. The expected payoff of each asset is normalized to one. Due to this normalization,

the standard deviation of the asset’s payoff will be close to the standard deviation of the

asset’s return.14 SY = 0 is in line with our standing assumption on the skewness of asset

Y , and the skewness level for asset X is in line with skewness levels of the skewed asset in

Barberis and Huang (2008) and empirical levels reported in Barberis et al. (2020). Lastly,

we choose a covariance between the assets equal to zero for simplicity. We normalize the

supply N̄Y to one and choose N̄X = 1
10

such that a relatively small part of the market can

be skewed. The risk aversion parameter γ = 1.5 is chosen such that the equity premium

of the market portfolio (combination of both assets) is reasonable in absence of probability

distortion. Note, in absence of probability distortion the expected return on the market is not

affected by skewness of each of the assets. In our current specification, the equity premium

equals 5.9% with a volatility of 19.5% in absence of probability weighting.15 The probability

distortion parameter a follows from Abdellaoui et al. (2010) by matching the slope of the

weighting function for their calibration.16 In case of probability weighting and when the

14In fact, the standard deviation of the return for each asset is equal to the standard deviation of the
asset’s payoff divided by its price.

15It can be verified that, given the current parameters, the relative risk aversion of the investor equals
the reasonable value 3.10 if she invests 50% of her initial wealth in the stock market.

16Due to our assumption of symmetry in the weighting function, a = b, the chosen calibration follows
immediately by matching the slopes of our weighting function with that of the estimate in Abdellaoui et al.
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skewness of both assets equals zero, the equity premium equals 6.2% with a volatility of

19.6%.

3.3 Predictions of the Π-CAPM

In this section, we present implications and predictions derived from the Π-CAPM. First,

we explore the effects of increased skewness and variance of the skewed asset X on its

price and its risk-neutral distribution. If asset X is left-skewed, its price is unambiguously

increasing in its skewness and decreasing in its volatility. If asset X is right-skewed, however,

these price effects depend on the parameters. In particular, the price of asset X can

be decreasing in its skewness and increasing in its volatility. We explain the mechanism

underlying these skewness-dependent comparative statics results. Second, we show that the

variance premium of an asset increases in the asymmetry (i.e., in the absolute of skewness) of

its distribution, whereas the skewness premium increases with its skewness. In the last two

subsections of this section, we focus on interaction effects of both the assets. We show that

the model predicts a positive and economically significant correlation premium. Furthermore,

we show that relative skewness matters for pricing: An increase in the skewness of asset X

has less impact on its price when the skewness of asset Y larger.

Throughout this section we relate the implications of our model to existing empirical

work. Moreover, we illustrate our analytical results using a calibration of our model, and

show that our results yield economically sizable predictions. The details of the model

calibration are discussed in the Section 3.2.5.

3.3.1 More skewness may increase expected return

In Theorem 1, we have shown that the pricing equations of both assets depend on the

skewness of asset X (SX) due to its effect on the distorted mean, variance and covariance

as visible in equations (3.9)-(3.11), respectively. Before we assess the pricing implications

of skewness in general, we illustrate the effect of SX on its distorted mean, variance and

covariance for our model calibration detailed in Table 3.1. This will help us in understanding

the subsequent results. In Figure 3.4, we plot the distorted mean, variance, and covariance

of the assets in our benchmark calibration as a function of SX . In the left graph of Figure

(2010).
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Figure 3.4. This figure illustrates the effect of SX on the distorted mean, distorted variance,
and distorted covariance. The dashed (dash-dotted) lines represent the distorted mean and
distorted variance of asset X (Y ). The left graph plots the distorted mean of both assets as
a function of SX . The right graph plots the distorted variance of both assets as well as the
distorted covariance as a function SX .
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3.4, the distorted mean of asset X (Y ) is represented by the dashed (dash-dotted) line. The

distorted mean of asset X is increasing in SX . This result is driven by the fact that our

probability weighting function makes the investor over-weight the probability of extreme

good events. If asset X is right-skewed, it means that the small probability of the good

state is overweighted. This overweighting yields the distorted mean to be larger than the

objective mean. If asset X is left-skewed the reverse is true, due to probability weighting

the probability of the bad state is overweighted, yielding a smaller distorted mean. Asset Y

is symmetric and therefore the distorted and objective mean are equal.

In the right graph of Figure 3.4 the distorted variance of asset X (Y ) represented by the

dashed (dot-dashed) line and the distorted covariance of the assets by the dotted line. The

distorted variance of asset X increases in asymmetry of the distribution of X. This result is

driven by the same mechanism as for the distorted mean: Probability weighting makes the

investor overweight the good state for a right-skewed asset and the bad state for a left-skewed

asset. However, as the probability of the extreme state, either good or bad, is overweighted

the distorted variance goes up in both cases. Again, for the symmetric asset Y the distorted

variance is equal to the objective variance for all SX . The distorted covariance between

X and Y is larger than the objective covariance for all SX and increases in asymmetry of

the distribution of X. The implication of probability weighting on the distorted covariance

yields a positive correlation premium and will be explored in details in Section 3.3.5.
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We now turn to the effect of skewness on asset prices. In Proposition 1, we formalize the

effect of SX on the price of asset X. Recall that in our setting we are able to vary skewness

of the asset’s payoff, while maintaining the same expected value and variance of the payoff.

Therefore, the effect of SX on its price can also be directly interpreted in terms of the asset’s

expected return.

ghost

Proposition 1 (More skewness may increase expected return). If and only if a > 0, there

exists S̄ > 0 such that
∂PX
∂SX

> (=, <)0 for SX < (=, >)S̄.

ghost

Proposition 1 states that if asset X is negatively or not too positively skewed, the price

is increasing in SX . The intuition for this result is as follows: If asset X is left-skewed,

we have shown in Figure 3.4 that an increase in the asset’s skewness increases the asset’s

distorted mean and decreases the asset’s distorted variance and distorted covariance. All

these effects are desirable to an investor with mean-variance preferences with probability

distortion, making her willing to pay a higher price.

If X is right-skewed, a further increase in SX continues to increase its distorted mean,

but increases rather than decreases its distorted variance and covariance. The first effect

dominates for SX below S̄, in which case the asset’s price is still increasing in SX . In the

case that SX is larger than S̄ the second effect dominates, and the asset’s price decreases

in SX . This skewness level S̄ depends on the model parameters. For example, the investor

cares about the increase in distorted variance and covariance more if parameters γ or N̄X

are larger. We detail this in Figure 3.14 in Appendix 3.6.12. Furthermore, we show in

Appendix 3.6.12 that the skewness level S̄ is included in the interval such that the Π-CAPM

is arbitrage free.

Barberis and Huang (2008) have studied the limit case, where the supply of asset X tends

to zero. In that case, the investor overweights the small probability of the large payoff and,

therefore, the positively skewed asset has a high price (and low expected return). In our

setting, even when the supply of asset X tends to zero, increasing its skewness could lower

the price of a right-skewed asset due to the effect of skewness on the distorted covariance,

as shown in the right graph of Figure 3.4. This effect is absent in the model of Barberis

and Huang (2008). As the supply of asset X increases, the effect of the distorted variance

adds to the covariance effect for right-skewed assets. We thus, show that there exists a

positive skewness level beyond which the investor would less for an asset with larger skewness.

The result that the preference for skewness under symmetric probability distortion is not

139



CHAPTER 3. AN ASSET PRICING MODEL WITH PROBABILITY WEIGHTING

monotonic is new and different from the skewness preference under expected utility.

We now explore the effect of SX on the risk premium of asset X numerically using our

calibration of the model. As mentioned before, when conducting comparative statics with

respect to skewness, the volatility of the asset’s payoff is fixed. Note, however, that the

volatility of the asset’s return distribution is affected as its price changes. By calculating the

α of the assets, we control for the fact that a price change affects the volatility of the asset’s

return distribution. The α of the assets is defined as follows:

αi = ERi −Rf − βiE(Rm −Rf ), i ∈ {X, Y }. (3.15)

If a = 0 then the standard CAPM holds which implies that αi = 0 for i ∈ {X, Y }.

Figure 3.5. This figure illustrates the effect of SX on the α of each asset. The dashed and
dash-dotted line represent αX and αY in case the investor distorts probabilities. The solid
line represents the αX and αY in case the investor does not distort probabilities. The scale
is in percentages per annum.
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In Figure 3.5, we represent αX and αY as a function of SX . The solid lines show that,

in the absence of probability weighting, αX and αY are equal to zero. The dashed line and
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dash-dotted line represent αX and αY in the case in which the investor distorts probabilities.

In that case, αX is decreasing in SX , both when asset X is left-skewed or right-skewed.

That is, for the parameters assumed in Figure 3.5, we are in the case of Proposition 1 where

the price of asset X is decreasing in SX . The effect of SX on αX is economically sizable,

if skewness increases from SX = −1.5, to SX = 1.5, αX decreases from 5% to −2.5% per

annum. Figure 3.5 further shows that the effect of SX on αX is diminishing in its level (i.e.,

αX is convex in SX). The reason is that, as explained, a more asymmetric asset X has

greater distorted variance and covariance, making it less desirable. For even larger SX than

shown in Figure 3.5, αX would increase in SX , as we show in Proposition 1. The effect of SX

on αY is much smaller than that of on αX just discussed, which is driven by the fact that

the value-weighted sum of αX and αY equals zero.

The result that larger skewness typically decreases expected returns is documented in

the empirical asset pricing literature in various markets. Boyer et al. (2010) find that stocks

with large idiosyncratic skewness earn low expected returns. Furthermore, Conrad et al.

(2013) show that stocks with a positively skewed return distribution, proxied with risk-

neutral skewness, earn low expected returns. Boyer and Vorkink (2014) document that also

in individual options markets there is a strong negative relationship between total skewness

of the option and its expected returns; see also Schneider (2015).17 We are not aware of

empirical work that examines whether the relationship between skewness and returns is

non-monotonic for high skewness levels, and we leave this empirical question for further

research.18

3.3.2 Skewness-dependent pricing of volatility

In this section we explore the effect of the volatility of asset X on its price. From the

distorted moments of equations (3.9) to (3.11) it is clear that the distorted mean and distorted

volatility are affected by its objective volatility if the asset is skewed. We formalize the effect

of volatility of asset X on its price in Proposition 2. In this proposition, we will assume

γ > 0 sufficiently small and this assumption isolates the effect of probability weighting on

the derivative of the price of the skewed asset with respect to its volatility.

17Other empirical papers that discuss the effect of skewness on returns are Kumar (2009), Bali et al.
(2011) and Ghysels et al. (2016).

18In an experimental setting, Ebert (2015) has observed that skewness preference is less pronounced for
(extremely) right-skewed risks.
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ghost

Proposition 2 (Skewness-dependent pricing of volatility).

1. If and only if a > 0, for γ > 0 sufficiently small
∂PX
∂σX

> (=, <)0 for SX < (=, >)0.

2. If and only if a > 0, there exists S̄ > 0 such that
∂2PX

∂σX∂SX
> (=, <)0 for SX < (=, >)S̄.

ghost

The first statement of Proposition 2 states that the price of the skewed asset increases (de-

creases) in its volatility if the asset is right-skewed (left-skewed) for risk aversion sufficiently

small. In Theorem 1, we have shown that prices increase in distorted mean and decrease in

distorted variance and covariance and that, if the risk aversion is sufficiently small, the first

effect will dominate. Therefore, we effectively show that the distorted mean of the skewed

asset increases (decreases) in its volatility if the asset is right-skewed (left-skewed): The price

of volatility is skewness-dependent.

The second statement of Proposition 2 states that the price change of asset X with

respect to volatility increases in SX for SX below S̄. It implies, for negatively and not too

positively skewed assets, volatility is disliked more the more left-skewed the asset is. We

show in Figure 3.6, that for our benchmark calibration, the price of a right-skewed asset can

actually increase rather than decrease in its volatility. The intuition for this result is similar

to that of Proposition 1. If asset X is right-skewed, distorted mean, distorted variance, and

distorted covariance increase in volatility. Depending on the parameters of the model, the

price of a sufficiently right-skewed asset can be increasing in its volatility. Below, we show

numerically that the price of a right-skewed asset not only increases in its volatility, but the

effect is also economically sizeable. Figure 3.6 illustrates a case where αX is increasing in

volatility (left graph) and one where it is not (right graph). The left graph of Figure is for

SX = −3 and shows that αX is increasing in the asset’s volatility. If the volatility of asset X

from 10% to 40%, the αX increases from 5% to 25% per annum indicating an economically

sizable effect. The weighted sum of αX and αY equals zero; therefore as αX increases in

volatility of asset X, αY decreases.

The right graph of Figure 3.6 is for SX = 3 and shows that, under probability distortion,

αX , represented by the dashed line, is decreasing in volatility of assetX. This case constitutes

an example where the price of the right-skewed asset is increasing in its volatility. The result

of the right graph of Figure 3.6 is economically sizable: If the volatility of asset X increases

from 10% to 40%, then αX decreases from −2% to −7% per annum. This result indicates

that the investor behaves volatility-averse for left-skewed assets, but volatility-seeking for
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Figure 3.6. This figure illustrates a case where αX is increasing in volatility (left graph)
and one where it is not (right graph). The left graph represents the case in which SX = −3,
whereas the right graph represents the case in which SX = 3. The dashed and dash-dotted
line represent αX and αY in case the investor distorts probabilities. The solid line represents
the αX and αY in case the investor does not distorts probabilities. The scale is in percentages
per annum.
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right-skewed assets. Such a result is at odds with the predictions of expected utility with

positive risk-aversion, because an investor with these type of preferences would be averse to

volatility for left-skewed and right-skewed assets.

A prominent asset pricing puzzle is the idiosyncratic volatility puzzle described in Ang

et al. (2006), who find a negative relation between idiosyncratic volatility of individual stock

returns and subsequent returns. This finding is in sharp contrast to classical theorems of

finance, which predict that idiosyncratic volatility does not affect expected returns. The Π-

CAPM, however, explains the result for right-skewed assets, whose expecteded returns may

decrease in their volatility. The graphs of Figure 3.5 thus present a new prediction for the

cross-section of stock returns: The expected return for a right-skewed asset is decreasing in

its volatility, whereas for a left-skewed asset the expected return is increasing in its volatility.

3.3.3 Left-skewed and right-skewed assets have a positive variance

premium

In this section, we show that in the case of probability weighting left- and right-skewed

assets have a positive variance premium. Particularly the result that a right-skewed has a

positive variance premium is surprising, because in the absence of probability weighting
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this variance premium will be negative. These results on the variance premium yield

testable predictions of a new pricing effect of the Π-CAPM: The distorted variance of the

asset increases in its asymmetry (if the asset becomes more left- or more right-skewed).

In section 3.4, we verify these predictions regarding the variance premium in the cross-

section of individual stock options. The result that the variance premium of the stock

market is positive, i.e. the risk-neutral exceeds the objective stock market variance, is a well-

documented stylized fact. Baele et al. (2019) show that probability weighting can explain

the large variance premium of the S&P 500. We go beyond the predictions of Baele et al.

(2019) by showing that, in case of probability weighting, an important determinant of the

variance premium is an asset’s skewness.

In order to explore the implications of probability weighting for the variance premium, we

are going to evaluate a quadratic return contract. In Theorem 2 the risk-neutral distribution

is defined in Equation (3.13). We have shown in the derivation of the no-arbitrage condition

that the risk-neutral distribution depends on SX . Therefore, the skewness of asset X has

pricing implications for derivatives signed on it. We now define a quadratic contract in

Definition 1 with the squared return of asset X as the underlying and we refer to the premium

on such a contract as the variance premium. This definition of the variance premium is

analogous to Bollerslev et al. (2009) and Kozhan et al. (2013). Afterward, we formalize the

effect of the skewness of asset X on its variance premium in Proposition 3.

ghost

Definition 1. The variance premium is defined as follows: V PX = EQ
(

(rX)2
)
−E
(

(rX)2
)

=(
qX −pX

)
·
(

(rx̄)
2− (r

¯
x)

2
)

, where (rx̄)
2 and (r

¯
x)

2 are the squared (simple) return in the good

and bad state of asset X, respectively, and qX := qx̄ȳ + qx̄
¯
y.
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Proposition 3 (Left-skewed and right-skewed assets have a positive variance premium).

1. If a = 0, ρXY ≥ 0 and SX ≥ 0, then V PX < 0.

2. If a > 0, for γ > 0 sufficiently small there exists S̄ < 0 such that V PX > 0 ⇐⇒ SX 6∈
(S̄, 0).

ghost

In the proof of Proposition 3 we again assumed sufficiently small risk aversion. Because

we make this assumption more often, we explain its motivation here in some detail. The

risk-neutral distribution is affected by the investor’s (standard) mean-variance preference

as well as by the probability distortion. First, risk aversion (i.e., variance aversion) in the

standard mean-variance model affects risk-neutral probabilities similarly to risk aversion
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in the expected utility model. Low wealth states receive risk-neutral probabilities that

exceed their objective probabilities (as if the investor had decreasing marginal utility of

wealth). Analogously, the risk-neutral probabilities of high wealth states are decreasing

in risk aversion. Second, probability weighting causes overweighting of extreme, small

probability states—be they good or bad—and thus increases the risk-neutral probability

of either. In summary, risk aversion and probability weighting can have opposite or similar

effects on the risk-neutral probabilities:

ghost

• Risk aversion increases the risk-neutral probability of states with low wealth. Proba-

bility weighting increases the risk-neutral probability of the extreme bad state.

• Risk aversion decreases the risk-neutral probability of states with high wealth. Proba-

bility weighting increases risk-neutral probability of the extreme good state.

ghost

Whether—in the case of higher wealth states—the effect of risk aversion or the effect

of probability weighting dominates depends on the relative strength of risk aversion and

probability distortion. The assumption of sufficiently small risk aversion then isolates the

effect of probability weighting on the risk-neutral distribution (which is new and of main

interest in this paper), and ensures an increase in the risk-neutral probabilities of all extreme

states.

The first statement of Proposition 3 states that, in the absence of probability weighting,

the variance premium of asset X being right-skewed and weakly positively correlated with

asset Y is negative.19 This result indicates that in the case of MV preferences a risk

premium is demanded for holding the squared-return contract for a right-skewed asset which

is positively correlated to asset Y . The intuition for this result is that the squared-return

contract pays the large outcome (rx̄)
2 in states in which the investor has relatively large

wealth, and thus these states have a low price of risk. In order for the variance premium

to be positive, the price of risk has to be high in states with relatively high wealth; such a

prediction is difficult to reconcile with the standard implications of EU.

The second statement of Proposition 3 states that, for sufficiently small risk aversion, the

19To see why note that, under the assumption of positive correlation, the risk-neutral probability of the
state in which asset X pays the high outcome is lower than the objective probability of this state. It follows
that the first factor in the calculation of the variance premium, qX − pX , is negative. Under the assumption
that asset X is right-skewed, the second factor in the calculation of the variance premium (rx̄)2 − (r

¯
x)2 is

positive. In total, the variance premium is negative.
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variance premium is positive if asset X is right-skewed (SX > 0) or sufficiently left-skewed

(SX < S̄).20 The fact that, in our equilibrium model, the expected return is usually not zero

but positive leads to the slight asymmetry regarding a negative variance premium for mildly

left-skewed assets; for details see the proof of Proposition 3 in the appendix. The prediction

that left-skewed assets have a positive variance premium holds irrespective of the inclusion of

probability weighting or not, only, in the case of probability weighting the variance premium

is amplified. In contrast, the prediction that right-skewed assets have a positive variance

premium is different from, and special to, the case of probability weighting. This is a result

of the main difference between the effect of probability weighting and risk aversion on the

price of risk of each state. Probability weighting increases the price of risk of states with

small probabilities, and extreme high and extreme low wealth, whereas risk aversion only

increases the price of risk in states with relatively low wealth.

Figure 3.7 shows that the variance premium predicted by the Π-CAPM is economically

sizable for our benchmark calibration and very different from the ordinary CAPM.

For right-skewed assets, the variance premium is negative in the absence of probability

weighting (solid line) in line with the first state of Proposition 3. In our benchmark

calibration, the asset has to be sufficiently right-skewed for the variance premium to be

positive, because the risk aversion level is well above zero γ = 1.5. If the asset is sufficiently

right-skewed, the effect of probability weighting dominates the effect of risk aversion and

yields a positive variance premium. The effect of probability weighting is on the variance

premium is economically sizable. For SX = −2, the variance premium equals 0.02, indicating

that the investor has to pay a premium of approximately 33% = 0.02/0.06 p.a. to hold the

squared return contract for asset X.21

If asset X is sufficiently left-skewed, the variance premium is positive regardless of the

presence of probability weighting. In the absence of probability weighting, the risk-neutral

20To get the intuition, first note that the variance premium is positive if the two factors qX − pX and
r2
x̄ − r2

¯
x in the calculation of V pX have the same sign. With risk aversion sufficiently small and probability

weighting being symmetric, the first factor is strictly positive if and only if pX < 0.5 because, then, pX is
overweighted and qX > pX . Therefore, the first factor is strictly positive if and only if X is right-skewed.
Regarding the second factor, first note that, for a right-skewed distribution with mean zero, the square of the
largest outcome exceeds that of the smallest outcome. Doing the analogous thought experiment with a left-
skewed distribution with mean zero, and combining with the previous argument that qX > pX ⇐⇒ SX > 0,
yields V pX > 0⇐⇒ SX 6= 0.

21We consider a squared yearly return contract, the price of such a contract is approximately equal to
the price of a variance contract if daily returns are uncorrelated. The prices are exactly equal in case of
uncorrelated daily log returns.
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Figure 3.7. This figure illustrates the effect of SX on the variance premium of asset X.
We plot the variance premium of Definition 1 for the skewed asset X as a function of SX .
The dashed line corresponds to our benchmark calibration with probability distortion and
the solid line is in absence of probability distortion.
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probability of the extreme (bad) state is lower due to risk aversion. With probability weight-

ing, the risk-neutral probability is further increased and, therefore, the variance premium is

amplified in the Π-CAPM.

3.3.4 A right-skewed asset has a positive skewness premium

The skewness premium of an asset, similar to the variance premium, constitutes an

important factor in the pricing of out-of-the-money (OTM) put and call options. A positive

variance premium indicates that OTM put or call options (or both) are expensive, and earn

low returns. The skewness premium gives a more refined prediction regarding the pricing

of OTM put and call options; a positive (negative) skewness premium indicates that OTM

call (put) options are expensive, relative to put (call) options. In this section, we show that

the Π-CAPM predicts that the skewness premium is positive for a right-skewed asset and

147



CHAPTER 3. AN ASSET PRICING MODEL WITH PROBABILITY WEIGHTING

negative for a left-skewed asset. In particular the prediction that a right-skewed asset has a

positive skewness premium is special to the Π-CAPM, because the standard CAPM predicts

that the skewness premium is negative for a right-skewed asset. For a left-skewed asset,

probability weighting amplifies the size of the skewness premium, and, therefore, the Π-

CAPM predicts an economically sizable skewness premium for a left-skewed asset as well. In

Section 3.4, we verify the predictions of the Π-CAPM with respect to the skewness premium

in the cross-section of individual stock options.

In order to study the prediction of the asset’s skewness on the skewness premium, we

define the skewness premium as the difference between the price and expected payoff of a

cubic contract in Definition 2. We formalize the predictions of the Π-CAPM with respect to

the skewness premium in Proposition 4.

ghost

Definition 2. The skewness premium is defined as follows: SPX = EQ
(

(rX)3
)
−E
(

(rX)3
)

=(
qX − pX

)
·
(

(rx̄)
3 − (r

¯
x)

3
)

, where (rx̄)
3 and (r

¯
x)

3 are the cubic (simple) return in the good

and bad state of asset X, respectively.
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Proposition 4 (A right-skewed asset has a positive skewness premium).

1. If a = 0 and ρXY ≥ 0, then SPX < 0.

2. If a > 0, for γ > 0 sufficiently small, then SPX < (=, >)0 for SX < (=, >)0.

ghost

The first statement of Proposition 4 states that, in the absence of probability weighting,

the skewness premium is always negative if assets X and Y are positively correlated, irrespec-

tive of SX .22 This result indicates that, if asset X is positively correlated to asset Y , in the

case of MV preferences a risk premium is demanded for holding the cubic-return contract.

The intuition for this result is that the cubic-return contract pays the large outcome (rx̄)
3

in states in which the investor has relatively large wealth, and thus these states have a low

price of risk. Furthermore, the negative skewness premium indicates that, both if asset is

left- or right-skewed, OTM put options are expensive, relative to OTM call options.

The second statement of Proposition 4 states that, with probability weighting and for

sufficiently small risk-aversion, the skewness premium of asset X is positive (negative) if

22To get the intuition, first note that the second term in the calculation of the skewness premium,
(rx̄)3 − (r

¯
x)3, is always positive, and, therefore, the sign is determined by qX − pX . If assets X and Y are

positively correlated, the risk-neutral probability of the good state of asset Y is always smaller than the
objective probability.
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the asset is right-skewed (left-skewed).23 This result indicates that for a right-skewed asset

OTM call options are relatively expensive, because the probabilities of the states with large

payoffs of the call option are overweighted. Note that these are states in which the wealth

of the investor is relatively high. Therefore, probability weighting has implications for the

skewness premium which are very different from the standard predictions of EU.

Figure 3.8 shows, for our benchmark calibration, that also the skewness premium pre-

dicted by the Π-CAPM is relatively large compared to that in the absence of probability

distortion. In the ordinary CAPM without probability distortion, for X negatively skewed

Figure 3.8. This figure illustrates the effect of SX on the skewness premium of asset X.
We plot the skewness premium of Definition 2 for the skewed asset X as a function of SX .
The dashed line corresponds to our benchmark calibration with probability distortion and
the solid line is in absence of probability distortion.
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23Note that, the sign of the skewness premium is determined by the difference in the risk-neutral
probability and objective probability of the good state of asset X. If asset X is right-skewed, the risk-neutral
probability of the good state is, for sufficiently small risk aversion, larger than the objective probability, and
vice versa if asset X is left-skewed.
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the skewness premium is negative and increasing in SX . The skewness premium for positively

skewed X is also negative and, in fact, slightly decreasing in SX . Similar to the result on

the variance premium and different from the case in which the investor does not distort

probabilities, the skewness premium of a right-skewed asset is positive if the investor distorts

probabilities. Left-skewed assets have a negative skewness premium regardless of whether

the investor distorts probabilities or not. The size of the skewness premium of a left-skewed

asset is, however, amplified by probability distortion.

Our results on the variance and skewness premium have, in either case, important

implications for the pricing of options with the skewed asset X as the underlying. To get

exposure towards the variance premium, the investor buys a portfolio of OTM call options

and OTM put options, as shown in Britten-Jones and Neuberger (2000). Similarly, for the

skewness premium, the investor buys OTM call options and sells OTM put options as shown

in Kozhan et al. (2013). Given these option portfolios, first consider the case in which

asset X is left-skewed. Π-MV preferences imply a high willingness to pay for the OTM put

options, due to overweighting the probability of the stock doing very poorly. Therefore, the

price of the portfolio with the OTM put and call options is larger than its expected payoff,

leading to a positive variance premium. A similar intuition holds for the skewness premium.

The fact that (expensive) OTM put options are sold and (less expensive) OTM call options

are bought results in a negative skewness premium, because the price of the portfolio of

OTM put and OTM call options is lower than the expected payoff, which is consistent with

a negative skewness premium. Second, if the underlying asset X is right-skewed, Π-MV

preferences imply a high willingness to pay for OTM call options, due to overweighting the

probability of the stock doing very well. Therefore, the price of buying a portfolio of OTM

put and call options is again larger than its expected payoff resulting in a positive variance

premium. However, the premium on the portfolio of long OTM call options and short OTM

put options to get exposure to the skewness premium is positive. This is driven by the

fact that, for a right-skewed asset, call options are relatively more expensive than OTM put

options, and to get exposure to the skewness premium one buys OTM call options and sells

OTM put options.

We empirically test the predictions of our model with respect to the variance and skewness

premium in the cross-section of stock returns in Section 3.4.
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3.3.5 Positive correlation premium

In this section, we show that the Π-CAPM predicts a positive correlation premium and

illustrate using our calibration that it decreases in the size of correlation. The correlation

premium is defined as the difference between risk-neutral correlation and actual correlation.

First, we show that the covariance between assets is exaggerated if the investor distorts

probabilities. This “covariance exaggeration” has pricing implications and leads to a positive

correlation premium, in line with existing empirical work, and contrary to the prediction

without probability distortion .

We first show formally in Proposition 5 that the covariance between the assets is exag-

gerated.

ghost

Proposition 5 (Covariance exaggeration). If and only if a > 0 : covΠ(X, Y ) > cov(X, Y ).

ghost

Proposition 5 states that the covariance used for pricing assets is larger than the objective

covariance. We remark that, as a consequence of Proposition 5, the CAPM does not hold

even when probability weighting is symmetric (as assumed throughout) and even when none

of the assets are skewed (SX = SY = 0). That is, probability weighting has asset pricing

implications beyond the (surely important) re-evaluation of skewness. Next, we define the

correlation premium in Definition 3 and afterward we formalize the predictions of the Π-

CAPM with respect to the correlation premium in Proposition 6.

ghost

Definition 3. The correlation premium is defined as follows: CP = corrQ
(
X, Y

)
−corr

(
X, Y

)
=

ρQXY − ρXY . The risk-neutral probabilities follow from equation (3.13).

ghost

Proposition 6 (Positive correlation premium).

1. If a = 0, then CP can be negative.

2. If a > 0, for γ > 0 sufficiently small, then CP > 0.

ghost

The first statement of Proposition 3 states that the correlation premium can be negative

in the absence of probability weighting. We show this in Figure 3.9 where we plot the

correlation premium in our benchmark calibration and in the case in which we set a = 0.

Driessen et al. (2009) show that the correlation premium for individual stocks, which have

positive correlation, is positive and economically sizable, whereas in the absence of proba-
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bility weighting the standard CAPM predicts a negative and economically small correlation

premium.

The second statement of Proposition 6 states that the correlation premium is positive

for risk aversion γ sufficiently small. That is, probability distortion makes the investor

exaggerate the objective correlation and this yields the risk-neutral correlation to be larger

than the objective correlation. As explained before, we assume risk aversion sufficiently small

in order to isolate the effect of probability weighting on the risk-neutral distribution. The

intuition is that, in equilibrium, the investor holds the supply of both assets and, therefore,

the extreme states of the economy are the states where both assets pay the good and bad

payoff, respectively. Probability weighting makes the investor overweight small probabilities

of extreme states. That is, she overweights the probabilities in which the assets move in the

same direction—she exaggerates the objective correlation.

Figure 3.9 shows, for our benchmark calibration, that the correlation premium is eco-

nomically sizable and different from the case without probability distortion. We consider

in Figure 3 the case in which pX = pY = 0.50 and ρXY ∈ (−1, 1). Figure 3.9 plots the

correlation premium as a function of the objective correlation, the dashed line corresponds

to our benchmark calibration and the solid line to the case without probability distortion.

The correlation premium is economically sizable in case of probability distortion: If the

correlation between the assets equals −0.6, the risk-neutral correlation equals −0.2 and

indicates a correlation premium of 0.4. In the absence of probability weighting the correlation

premium is approximately equal to zero, and even mildly negative in case of positively

correlated assets. Therefore, the Π-CAPM and the standard CAPM have very different

predictions in case of positively correlated assets. In sum, the Π-CAPM predicts that the

correlation premium is sizable, decreases in objective correlation, and approaches zero as

objective correlation approaches one.

The Π-CAPM predicting a significant and positive correlation premium (unless objective

correlation is close to one) is in line with empirical evidence. In particular, Driessen et al.

(2009) and Buss et al. (2016) show that an option strategy that sells correlation risk on the

S&P 100 and S&P 500, respectively, earns an economically sizable premium. In contrast to

what is documented in the data, the standard CAPM predicts a negative correlation premium

for positively correlated assets. Further, Buss et al. (2016) show that the correlation premium

of an industry is negatively correlated with the average correlation of the stocks within this

industry. Mueller et al. (2017) document a correlation premium in currency markets and,

in line with Π-CAPM, find a negative cross-sectional association between average currency
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Figure 3.9. This figure illustrates the effect of the correlation between the assets and the
correlation premium. We plot the correlation premium of Definition 3 as a function of the
correlation between the assets. The dashed line corresponds to our benchmark calibration
with probability distortion and the solid line is in absence of probability distortion.
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correlations and the average correlation premium.

3.3.6 Relative skewness matters for asset prices

In this section, we investigate the effect of relative skewness on the price of the skewed

asset. Here, relative skewness refers to how skewed asset X is relative to the other asset

Y (and vice versa). In particular, we are interested in whether asset X is more or less

expensive depending on the skewness of asset Y. Therefore, in this section we relax the

assumption pY = 0.50 and allow Y to be either left- or right-skewed. Proposition 7 implies

that the Π-CAPM predicts that right-skewed asset X is more expensive if the other asset Y

is moderately left-skewed as opposed to moderately right-skewed.

ghost

Proposition 7 (Relative skewness matters for prices). If and only if a > 0, there exists
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S̄1 < 0 and S̄2 > 0 such that
∂2 pX

∂SX∂SY
< 0 for SY ∈ (S̄1, S̄2).

ghost

Proposition 7 states that, for asset Y sufficiently symmetric, the derivative of the price

of asset X with respect to SX is lower if asset Y is right-skewed rather than left-skewed.

Intuitively, a positively skewed asset is more desirable when the market (excluding the skewed

asset) is left-skewed. At the same time, a negatively skewed asset is more undesirable when

the market (excluding the skewed asset) is left-skewed.

To assess the numerical size of these effects, we again use our benchmark calibration,

where we now vary the skewness of asset Y and assess its effect on αX . In the following

figure, we calculate αX in two cases: one in which Y is left-skewed and one in which Y is

right-skewed. We know, from Figure 3.5, that in our benchmark calibration the price of

asset X increases in SX , when asset Y is symmetric. Then, Proposition 7 says that the

effect of SX on the price of X is of a smaller magnitude if asset Y is right-skewed instead of

left-skewed.

First, Figure 3.10 shows that αX decreases in SX both when asset Y is moderately

left-skewed and when it is moderately right-skewed. The magnitude of the effect of SX on

αX is smaller when Y is right-skewed (i.e., αX decreases less in that case). In line with

Proposition 7, the investor cares less about additional skewness of asset X when asset Y

is already right-skewed. Second, the difference between the two curves in Figure 3.10 is

relatively small compared to how strongly they are decreasing. That is, the effect of relative

skewness on the price of asset X is smaller than the effect of its own skewness on price

(see also in Section 3.3.1). For asset X having skewness SX = 2, αX increases by 2% per

annum if the skewness of asset Y increases from SY = −1.15 to SY = 1.15. Moreover, if

SX is lower than approximately −1, the difference in αX becomes negative. Third, the fact

that the curves cross as SX increases can be interpreted as follows. Preference toward the

skewness of asset X—be it the aversion to its returns being very left-skewed or the preference

for its returns being very right-skewed returns—is more pronounced when the other asset

is left-skewed: The investor accepts larger negative (lower positive) α for a right-skewed

(left-skewed) X when Y is left-skewed.

The result of a stronger skewness preference when the other asset is left-skewed has

interesting time-series implications. Expected returns for right-skewed assets should be lower

in times when the market is more left-skewed. While we are not aware of any evidence for this

new asset pricing prediction, we argue that the effect of relative skewness could be in line with

the results of Gao and Lin (2015), who show that trading volume in Taiwanese lottery-like
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Figure 3.10. This figure illustrates the effect of relative skewness. We plot αX as a function
of SX in the case in which Y is left-skewed (dashed line) and we plot αX as a function of SX
in the case in which Y is right-skewed (dash-dotted line). We use the following parameters
the figure, SY = 1.15 corresponds to asset Y right-skewed and SY = −1.15 corresponds to
asset Y left-skewed. The scale is in percentages per annum.
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stocks and the lottery jackpot are negatively correlated.24 Furthermore, Dertwinkel-Kalt

and Köster (forthcoming) found that relative skewness matters for choice in a laboratory

experiment.

24We argue that their result is indirect evidence that relative skewness matters for asset prices. The
fact that the trading volume in lottery-like (right-skewed) stocks decreases when the jackpot of the lottery
increases (becomes more right-skewed) can be explained by the fact that the preference of investors for
right-skewed stocks decreases when other assets are more right-skewed.
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3.4 Cross-section of variance and skewness premiums

In this section we take our predictions of the Π-CAPM with respect to the variance and

skewness premium of Sections 3.3.3 and 3.3.4 to the data. Specifically, Proposition 3 predicts

that the variance premium increases in the asymmetry of the asset’s distribution. Similarly,

Proposition 4 predicts that the skewness premium is negative for a left-skewed asset and

positive for a right-skewed asset. Therefore, we turn to the cross-section of individual option

prices and follow Kozhan et al. (2013) to construct variance and skewness swaps from option

pricing data. The specifics on these contracts are discussed in Appendix 3.6.13.

We document in the data that stocks that are left-skewed have a positive variance

premium and negative skewness premium, and both these predictions are in line with the Π-

CAPM. For right-skewed assets, we find a positive variance premium and positive skewness

premium and this is also in line with the predictions of the Π-CAPM. Besides confirming the

predictions of the Π-CAPM, these results also have important option pricing implications.

The results on the variance premium show that, for left-skewed stocks, a portfolio of OTM

put and call options is relatively expensive and earns a negative expected return, and the

results on the skewness premium imply that OTM put options are expensive, relative to

call options and are thus likely driving the variance premium. These results are evidence

that investors particularly overweight the states in which left-skewed stocks have (very) low

returns. For right-skewed assets, it follows that also OTM put and call option are expensive,

however this is driven by expensive OTM call options, relative to OTM put options. Again,

these results indicate that investors particularly overweight the state in which right-skewed

stocks have (very) large returns. Notice that in these states investors have relatively large

wealth, and thus standard expected utility would predict that these states have low prices

of risk.

The stylized fact that the variance premium of the stock market is positive is well

documented, as shown by Bollerslev et al. (2009), Carr and Wu (2009), Kozhan et al. (2013),

Dew-Becker et al. (2017) and Baele et al. (2019). For individual stocks, however, the evidence

is somewhat mixed; as Carr and Wu (2009) and Driessen et al. (2009) show that there is a

lot of cross-sectional variation in the sign, as well as in the size, of the variance premium for

individual stocks. Our main contribution is that we show that the skewness of the underlying

distribution is an important determinant of the sign and the size of the variance premium.

As regards to the skewness premium, Kozhan et al. (2013) show that the skewness premium

of the stock market is negative and strongly related to the variance premium. To the best of
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our knowledge, we are the first to assess skewness premiums for individual stocks and show

that the sign of the skewness premium is negative (positive) for left-skewed (right-skewed)

stocks. There are papers, however, that utilize skewness implied from individual options

to study expected return variation in the cross-section of stock returns, such as Xing et al.

(2010), Conrad et al. (2013) and Schneider et al. (2020). In the following, we motivate and

validate our empirical methodology and afterward we present our empirical results.

3.4.1 Estimation strategy

In this subsection, we discuss our empirical strategy. To apply the methodology of Kozhan

et al. (2013) to calculate the variance and skewness risk premiums of individual companies

instead of the S&P 500 raises the potential concern of data availability. Carr and Wu

(2009) show that for the 35 companies with the most option quotes, the number of available

strikes is lower than for the S&P 500.25 Moreover, the number of available strikes varies

significantly across companies which potentially has undesirable effects on the variance and

skewness premiums. The number of available strikes not only varies across companies, but

it also varies over time as the amount of available strikes increases over time. In order to

alleviate these concerns, we use the volatility surface from OptionMetrics which contains a

fixed number of put and call options that are interpolated from the raw option pricing data.

Below we discuss the data and methodology in more detail, and afterward we show that

using our methodology we match the results of Kozhan et al. (2013) closely.

3.4.2 Data preparation

In this subsection, we discuss the data preparation in more detail. We use option pricing

data for individual companies that are included in the S&P 500 during the period 01-1996

to 12-2017. We focus on stocks included in the S&P 500 as these are large companies with

relatively liquid options. The data come from OptionMetrics and we use the daily volatility

surface for options with one-month maturity. The volatility surface contains put and call

options with delta in the range of [−0.80,−0.20] and [0.20, 0.80], respectively. From the

definitions of the variance and skewness swap, note that the fixed rate depends on OTM

options with deltas close to zero. For this reason, we inter- and extrapolate the volatility

25Carr and Wu (2009) show in Table 1 that over the sample period 1996-2003 the average number of strikes
available for the 35 individual companies with most quotes available approximately equals 10, whereas for
the S&P 500 it equals on average 26.
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surface to a grid up to option deltas of +/−0.01 using cubic splines, analogous to Chang et al.

(2013). Further, from equation (3.42), the floating rate of the skewness swap depends on daily

price changes in the entropy contract ∆vei,t+j. The value of the entropy contract is computed

from option prices and we need option prices with maturity between one month and one day

in order to calculate daily changes. To do so, we assume that the term structure of implied

volatility is flat for options with maturity between one month and one day. Because the

volatility surfaces from OptionMetrics describe the implied volatilities of European options,

in order to calculate option prices, one needs the underlying’s dividend yield and the risk-free

rate. We assume that the dividend yield of each stock is equal to the average dividend yield

over the period for which we observe the volatility surface. Moreover, as the risk-free rate

we use the zero-coupon yield curve of OptionMetrics and interpolate it to the appropriate

maturity.

3.4.3 Validation of methodology

In this subsection, we show that we match the results of Kozhan et al. (2013) closely

using our methodology. We replicate the findings of Kozhan et al. (2013), who consider

index options on the S&P 500 rather than options on its individual components, and use the

raw option pricing data rather than the volatility surface. The results are presented in Table

3.4 of Appendix 3.6.14. Overall, we match the results of Kozhan et al. (2013) on the variance

premium and skewness premium of the S&P 500 closely. We also extend their sample period

by six years and find similar results. Further, from Table 3.4 it follows that our methodology

slightly underestimates the risk-neutral skewness Si,t of the S&P 500. This underestimation

is likely driven by that fact that our extrapolation is not able to fully capture the steep

volatility smile of S&P 500 options. However, Bakshi et al. (2003) show that the volatility

smile for individual stock options is less pronounced than for index options, which alleviates

the underestimation of our methodology. Overall, our proposed methodology matches the

results of Kozhan et al. (2013) closely and our method has the advantage that it is relatively

straightforward to implement.

3.4.4 Empirical results

In this subsection, we first formulate the hypotheses of the Π-CAPM with respect to

the variance and skewness premium, and afterward we present the empirical results on the

cross-sectional tests on the variance and skewness premium. We begin with the variance
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premium and study the skewness premium afterward.

In the empirical analysis, we proxy the skewness of an asset’s return distribution with

the asset’s risk-neutral skewness implied from option prices. Risk-neutral (standardized)

skewness we define, following Kozhan et al. (2013), as follows:

Si,t =
s

(T )
i,t(

vs
(T )
i,t

) 3
2

, (3.16)

where s
(T )
i,t and vs

(T )
i,t correspond to the fixed rates of a skewness and variance swap at time

t that expires at time t + T for stock i, respectively, and are defined in equations (3.43)

and (3.41) of Appendix (3.6.13). Note, in equation (3.16) we suppressed the maturity of the

risk-neutral skewness as it will correspond to monthly risk-neutral skewness. In Section 3.3.3

we analyzed the relationship between the variance premium of the skewed asset and its actual

skewness. In the regressions we will estimate an effect of the risk-neutral skewness of an asset

on its variance premium, therefore we present the relationship in the Π-CAPM between the

variance premium of the skewed asset and its risk-neutral skewness in Figure 3.11. Note that

the curves in Figures 3.11 and 3.7 are very similar. Consequently, the variance premium

increases in asymmetry of the asset’s risk-neutral distribution. Moreover, we expect a larger

effect for negative risk-neutral skewness compared to positive risk-neutral skewness. We test

the following two predictions of the Π-CAPM in the data: (a) The variance premium is

positive for left-skewed and right-skewed stocks and increases in asymmetry leading to a U-

shaped relation between the variance premium and skewness, and (b) the variance premium

of left-skewed stocks is larger than that of right-skewed stocks.

In order to test these predictions in the data, we run the following cross-sectional regres-

sion:

ˆV P
(T )
i,t := vs

(T )
i,t − rv

(T )
i,t = β0 + β1 · Si,t × 1Si,t<0 + β2 · Si,t × 1Si,t>0 + εt, (3.17)

where the variance swap rate (vs
(T )
i,t ) and realized variance (rv

(T )
i,t ) are calculated using

equations (3.41) and (3.40) of Appendix 3.6.13. We estimate the cross-sectional regression of

equation (3.17) using Fama-Macbeth. The dependent variable of equation (3.17) corresponds

to the realized variance premium ( ˆV P
(T )
i,t ) and is defined as the variance swap rate minus the

realized variance of a variance swap contract and can be interpreted as the realized payoff

of selling variance swaps.

If the predictions from the Π-CAPM are correct, we expect β1 negative, β2 positive, and
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Figure 3.11. This figure illustrates the effect of risk-neutral skewness of asset X on the
variance premium of asset X. The dashed line corresponds to our benchmark calibration
with probability distortion and the solid line is in absence of probability distortion.
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|β1| > |β2|. In equation (3.17) we scale the variance premium by 12 months, in order to get

yearly variances in line with the calibration of Figure 3.11. The results of this regression are

presented in Table 3.2. The results in Table 3.2 present evidence in line with our model, i.e.

Table 3.2. This table shows the results of the Fama-Macbeth estimates of equation (3.17).

The dependent variable in the regression is the variance premium computed as vs
(T )
i,t − rv

(T )
i,t .

t-statistics are represented in brackets and are computed using Newey-West standard errors
with number of lags equal to 210.

Coefficient ˆV P
(T )
i,t

β0
(t-stat)

−0.002
(−0.11)

β1
(t-stat)

−0.034
(−3.31)

β2
(t-stat)

0.019
(3.82)
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the variance premium increases if an asset becomes more left-skewed or more right-skewed.

Also, the t-statistic for the null hypothesis −β1 = β2 equals 2.17 which means that the

variance premium increases more if the asset is more left-skewed than it does when the asset

is more right-skewed. Together, these results are interpreted as evidence consistent with

the channel we described in Section 3.3.1: If an asset becomes more left-skewed or more

right-skewed the distorted variance and the variance premium of the asset increases. The

economic magnitudes of the coefficients β1 and β2 in Table 3.2 are significant. For example, if

the underlying stock has an expected variance of 0.04 and risk-neutral skewness of −1, then

the estimate of −0.034 indicates that the variance swap rate equals 0.074. These numbers

indicate that if, for one year, an investor hedges monthly variance on the asset, the premium

equals −3.8% per month.26

ghost

Empirical result 1:

(a) The variance premium is positive for left-skewed and right-skewed stocks, and increases

in asymmetry leading to a U-shaped relation between the variance premium and

skewness.

(b) The variance premium of left-skewed stocks is larger than for right-skewed stocks.

ghost

In the following, we turn to the skewness premium in the cross-section of stocks. We

show in Proposition 4 that the skewness premium is negative if the asset is left-skewed and

the skewness premium is positive if the asset is right-skewed. Similar to the analysis for

the variance premium, we first present our result of the model with respect to the skewness

premium depending on the asset’s risk-neutral skewness in Figure 3.12. In Figure 3.12 the

skewness premium increases in the risk-neutral skewness of asset X when the investor distorts

probabilities (dashed line). As for the variance premium, we expect the skewness premium

to decrease faster in negative risk-neutral skewness than it increases in positive risk-neutral

skewness. We test the following two predictions of the Π-CAPM: (a) The skewness premium

is negative for left-skewed stocks, positive for right-skewed stocks and it increases in skewness,

and (b) the skewness premium of left-skewed stocks is larger in absolute terms compared to

right-skewed stocks.

In order to test these predictions empirically, we run the same regression as in equation

26The magnitudes of the model are similar to the data as we consider a squared yearly return contract in
the model and the price of such a contract is approximately equal to the price of a variance contract based
on daily squared returns if daily returns are uncorrelated. The prices are exactly equal in case of log returns.
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Figure 3.12. This figure illustrates the effect of risk-neutral skewness of asset X on the
skewness premium of asset X. The dashed line corresponds to our benchmark calibration
with probability distortion and the solid line is in absence of probability distortion.
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(3.17), except for replacing the realized variance premium vs
(T )
i,t − rv

(T )
i,t ( ˆV P

(T )
i,t ) with the

realized skewness premium s
(T )
i,t −rs

(T )
i,t ( ˆSP

(T )
i,t ). The realized skewness premium is calculated

using equations (3.43) and (3.42) for each company i and maturity T of one month.

If the predictions from the Π-CAPM are correct, we expect β1 and β2 to be positive and

β1 to be larger than β2. The results of this cross-sectional regression which is estimated using

Fama-Macbeth are shown in Table 3.3. In line with our prediction, we find β1 and β2 to be

positive and statistically significant. The t-statistic for the null hypothesis β1 = β2 equals

−0.50 and, therefore, we fail to reject that the skewness premium decreases more if the is

asset is more left-skewed than it increases when the asset is more right-skewed.

ghost

Empirical result 2:

(a) The skewness premium is negative for left-skewed stocks, positive for right-skewed

stocks and it increases in skewness.
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Table 3.3. This table shows the results of the Fama-Macbeth estimates of equation (3.17).

The dependent variable in the regression is the skewness premium computed as s
(T )
i,t − rs

(T )
i,t .

t-statistics are represented in brackets and are computed using Newey-West standard errors
with number of lags equal to 210.

Coefficient ˆSP
(T )
i,t

β0 × 100−1

(t-stat)

−0.041
(−0.94)

β1 × 100−1

(t-stat)

0.115
(4.21)

β2 × 100−1

(t-stat)

0.136
(4.79)

ghost

As regards the assessment of the economic significance of our results on the skewness

premium, note that we defined the skewness premium as the difference between the price

and expected payoff of a yearly cubic contract. Because it is not readily possible to scale

a monthly skewness swap based on daily returns to a yearly skewness swap, we cannot

directly compare the cubic yearly contract to the skewness swaps in the data. Hence, the

magnitudes of the empirical result of Table 3.3 cannot be compared to the result of the

model in Figure 3.12. However, we know from the result of Table 3.3 that, if the underlying

stock is right-skewed, the investor pays a large premium for OTM call options; and, if the

underlying asset is left-skewed, the investor pays a large premium for OTM put options.

In combination with our results on the variance premium, this observation indicates that

the variance premium for right-skewed (left-skewed) stocks is driven by the expensiveness of

OTM call (put) options. Hence, at least qualitatively, the empirical results are in line with

the prediction of our model.

In sum, in this section we presented some empirical support for the Π-CAPM. We

confirmed its predictions that the variance premium is positive for left-skewed and right-

skewed assets and increasing in the asymmetry of assets; that it is larger for left-skewed than

for right-skewed assets; and that the skewness premium is positive (negative) for positively

(negatively) skewed assets. Especially the results of a positive variance premium and positive

skewness premium for right-skewed assets constitute strong evidence in favor of the Π-CAPM.

In order to get these predictions, one needs to model preferences of the investor such that

she is willing to pay a large price for securities which pay in states in which she has relatively

large wealth. This prediction is at odds with expected utility preferences as these predict

that securities paying in states with large wealth should have low prices.
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3.5 Conclusion

Experimental evidence has shown that people tend to overweight the probability of rare

but extreme events. In this paper, we develop a tractable asset pricing model where the

investor has Π-MV preferences: The investor cares about mean and variance (as assumed

in many neoclassical models) and, in addition, symmetrically overweights good and bad tail

events. This model nests the standard CAPM and allows for a unique and homogenous

pricing equilibrium.

The symmetric probability distortion has asymmetric pricing implications. In particular,

while the price of a left-skewed asset increases in skewness and decreases in variance of the

asset, the price of a right-skewed asset may decrease in skewness and increase in variance

of the asset. Furthermore, we show that probability distortion has several interesting

implications for the pricing of options. A sufficiently left-skewed asset has a positive variance

premium and a negative skewness premium, and a sufficiently right-skewed asset has a

positive variance premium and a positive skewness premium. We test these predictions

empirically using the cross-section of U.S. stock options, and find patterns consistent with

our model predictions. In particular, we empirically document positive variance and skewness

premiums for right-skewed assets. In an expected utility framework, these empirical findings

would be anomalous. Our analysis shows that probability weighting can explain these option

pricing patterns.

The Π-CAPM is also able to explain the stylized fact that the option-implied risk-neutral

correlation of asset returns is well above the actual correlation (the correlation premium).

The last novel pricing implication we obtain is regarding relative skewness: The investor

is more sensitive to the skewness of an asset if the other asset is left-skewed rather than

right-skewed.

In sum, our model is able to explain several existing stylized facts on the pricing of

variance and skewness in stocks and options. In addition, we generate some new, testable

implications. In particular, our model predicts remarkably different pricing effects for left-

skewed versus right-skewed assets. It will be interesting to analyze these predictions in the

cross-section of stock returns and other asset classes.

On the theoretical side there are also interesting directions for future research. For

example, is it possible to generalize our setting to a multi-period setting to study any dynamic

effects of probability weighting? It will also be interesting to study asset prices when some

investors are subject to probability weighting and others are not.
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3.6 Appendix

In the following subsections we conveniently use the following notation for the decision

weights. Similar to joint probability density of the two assets, we derive the marginal

components of each asset for the decision weights in the following way:

πX := πx̄ȳ + πx̄
¯
y,

πY := πx̄ȳ + π
¯
xȳ, (3.18)

rΠ
XY := πx̄ȳ − πXπY .

These decision weights are used in the next section where we derive the equilibrium of the

model.

3.6.1 Proof of Theorem 1

As explained in the main text preceding Theorem 1, the ranking of wealth states is not

affected by changes in demand and the value function is differentiable in NX and NY . In

equilibrium, demand for either asset must satisfy the respective first-order condition. From

equation (3.4):

∂U(W1)

∂NX

= EΠX − PXRf − γNXvarΠ
(
X
)
− γNY covΠ

(
X, Y

)
= 0, and

∂U(W1)

∂NY

= EΠY − PYRf − γNY varΠ
(
Y
)
− γNXcovΠ

(
X, Y

)
= 0.

The second-order condition yields the following:

∂2U(W1)

∂N2
X

· ∂
2U(W1)

∂N2
Y

−

(
∂2U(W1)

∂NX∂NY

)2

≥ 0,

⇐⇒ γ2varΠ
(
X
)
varΠ

(
Y
)
− γ2covΠ

(
X, Y

)2 ≥ 0,

⇐⇒ −1 ≤ corrΠ
(
X, Y

)
≤ 1,

and indicates that the optimal demand functions obtained from the first-order conditions,

indeed, maximize the utility.

Market clearing, NX = N̄X and NY = N̄Y , yields the pricing equations in terms of distorted

165



CHAPTER 3. AN ASSET PRICING MODEL WITH PROBABILITY WEIGHTING

moments:

PXR
f = EΠX − γN̄XvarΠ

(
X
)
− γN̄Y covΠ

(
X, Y

)
, and (3.19)

PYR
f = EΠY − γN̄Y varΠ

(
Y
)
− γN̄XcovΠ

(
X, Y

)
. (3.20)

Next, we express the distorted moments in terms of non-distorted moments. For the distorted

mean we obtain:

EΠX = πX x̄+ (1− πX)
¯
x = πX(x̄−

¯
x) +

¯
x

=
(
a+ (1− 2a)pX

)
(x̄−

¯
x) +

¯
x = a(1− 2pX)(x̄−

¯
x) + pX(x̄−

¯
x) +

¯
x︸ ︷︷ ︸

=µX

= aSXσX + µX .

Similarly distorted variance is given by:

varΠ(X) = πX(1− πX)(x̄−
¯
x)2

=
(
a+ (1− 2a)pX

)(
1− a− (1− 2a)pX

)
(x̄−

¯
x)2

=
(
a(1− a) + (1− 4a+ 4a2)pX − (1− 4a+ 4a2)p2

X

)
(x̄−

¯
x)2

= a(1− a)
(
1− 4pX + 4p2

X

)
(x̄−

¯
x)2 + pX(1− pX)(x̄−

¯
x)2

= a(1− a)S2
Xσ

2
X + σ2

X . (3.21)

Note that the distorted variance is given by

covΠ(X, Y ) = rΠ
XY (x̄−

¯
x)(ȳ −

¯
y),

where

rΠ
XY = πx̄ȳ − πXπY

=
(
a+ (1− 2a)px̄ȳ −

(
a+ (1− 2a)pX

))(
a+ (1− 2a)pY

)
= a(1− a) + (1− 2a)

(
px̄ȳ − apY − apX − (1− 2a)pXpY

)
= a(1− a) + (1− 2a)rXY − a(1− 2a)

(
pY (1− pX) + pX(1− pY )

)︸ ︷︷ ︸
= 1

2
if SY =0

=
1

2
a+ (1− 2a)rxy. (3.22)
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Therefore,

covΠ(X, Y ) = (1− 2a)cov(X, Y ) +
1

2
a(x̄−

¯
x)(ȳ −

¯
y)

= (1− 2a)cov(X, Y ) +
1

2
a

σX√
pX(1− pX)

· σY√
pY (1− pY )

= (1− 2a)cov(X, Y ) + a
σXσY√

pX(1− pX)
.

The expressions for distorted mean and distorted variance of asset Y are obtained analo-

gously. Inserting all the expressions for the distorted moments into in equations (3.19) and

(3.20), and exploiting that SY = 0⇐⇒ pY = 0.5, yields the result. �

3.6.2 Proof of Theorem 2

We first prove that 2. implies 1. In particular, we assume that c > 2
√
a(1− a) and

pX ∈ (p∗1, p
∗
2), where

c : =
1− γN̄Y σY
γN̄XσX

, (3.23)

p∗1 :=
(2a− 1)(2a− 2) + c2 − c ·

√
c2 − 4a(1− a)

2c2 + 2(1− 2a)2
, and (3.24)

p∗2 :=
(2a− 1)(2a− 2) + c2 + c ·

√
c2 − 4a(1− a)

2c2 + 2(1− 2a)2
. (3.25)

Let i ∈ {x̄,
¯
x}, j ∈ {ȳ,

¯
y} and recall that pij > 0 by assumption. Statement 1 follows if (i)

EQX = PXR
f , (ii)

∑
i,j qij = 1, (iii) qij ∈ [0, 1], and (iv) qij > 0 ⇐⇒ pij > 0. Conditions

(ii) and (iii) mean that Q is a probability measure, (i) means that it is a risk-neutral pricing

measure, and (iv) means that it is equivalent to P. By the first fundamental theorem of asset

pricing, conditions (i) to (iv) jointly ensure the absence of arbitrage.

We first rewrite the pricing equation (3.5):

PXR
f = EΠX − γN̄XvarΠ(X)− γN̄Y covΠ(X, Y )

= EΠX
[
1− γN̄X(X − EΠX)− γN̄Y (Y − EΠY )

]
= EΠX

[
1− γN̄X(X − µX − aσXSX)− γN̄Y (Y − µY )

]
where we made use of equation (3.9) and pY = 0.5. Therefore, (i) holds for Q (and only for
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Q) as defined through the state probabilities in equation (3.13).

Because of EΠγN̄X(X − EΠX) = 0 and EΠγN̄Y (Y − EΠY ) = 0, we have that
∑

i,j qij =∑
i,j πij = 1. Therefore, (ii) holds.

Next, observe that qij > 0 for all i, j is equivalent to:

1− γN̄X(i− µX − aσXSX)− γN̄Y (j − µY ) > 0 for all i, j

⇐⇒ 1− γN̄X(x̄− µX − aσXSX)− γN̄Y (ȳ − µY ) > 0

⇐⇒ 1− pX − a(1− 2pX)√
pX(1− pX)

<
1− γN̄Y σY
γN̄XσX

≡ c. (3.26)

⇐⇒ p2
X

(
(1− 2a)2 + c2

)
− pX

(
(2a− 1)(2a− 2) + c2

)
+ (1− a)2 < 0, (3.27)

where the necessity in the last step follows from c > 2
√
a(1− a) > 0. The assumption that

c > 2
√
a(1− a) ensures that the the left hand side of inequality (3.27) has two roots in pX .

They are given by equations (3.24) and (3.25). Inequality (3.27) holds for pX ∈ (p∗1, p
∗
2) and

thus qij > 0. qij < 1 then follows from (ii), which proves (iii).

(ii) and (iii) together imply (iv).

We now prove that 1 implies 2. By the equivalence of Q and P we have qij > 0. Therefore,

inequality (3.27) holds. If c ≤ 2
√
a(1− a), the left hand side of inequality (3.27) has no

or one root and is (weakly) positive, which would contradict inequality (3.27). Therefore,

c > 2
√
a(1− a) and pX ∈ (p∗1, p

∗
2). It remains to show that 0 < p∗1 < p∗2 ≤ 1. The first and

second inequality are straightforward. Lastly,

p∗2 ≤ 1 ⇐⇒
(2a− 2)(2a− 1) + c2 + c

√
c2 − 4a(1− a)

2(1− 2a)2 + 2c2
≤ 1

⇐⇒ 2a(1− 2a)− c2 +
√

(c2 − 2a(1− a))2 − (4a(1− a))2 ≤ 0

⇐= 2a(1− 2a)− c2 +
√

(c2 − 2a(1− a))2 ≤ 0.

⇐⇒ a ≥ 0.

This completes the proof. �
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3.6.3 Proof of Corollary 1

Noting that (2a− 2)(2a− 1) > 2(1− 2a) for all a ∈ [0, 0.5] it follows that

p∗2 ≥
(2a− 2)(2a− 1) + c2

2(1− 2a)2 + 2c2
> 0.5.

Because c > 1 ⇐⇒ N̄Y σY + N̄XσX < 1
γ
, from inequality (3.26) it follows that c > 1 ⇐⇒

p∗1 < 0.5 ⇐⇒ 0.5 ∈ (p∗1, p
∗
2). The equivalence statement thus follows from Theorem 2. As

regards the statement 1, from the last derivation of the proof of Theorem 2 p∗2 ≤ 1 ⇐⇒
a = 0. Because p∗1 < 0.5, the l.h.s of inequality (3.26) is minimized for a → 0.5. As regards

the statement 2, note that c → ∞ ⇐⇒ γN̄XσX → 0. The statement then follows from

equations (3.24) and (3.25). �

3.6.4 Proof of Proposition 1

We prove the claim by first showing that ∂PX
∂pX

= 0 ⇐⇒ a = 0 or SX = S̄. Afterward,

we show that the sign of ∂PX
∂SX

changes around the skewness level S̄. Because, ∂PX
∂pX

< (=, >

)0 ⇐⇒ ∂PX
∂SX

> (=, <)0, we solve for the roots of ∂PX
∂SX

as follows:

∂PXR
f

∂pX
=aσX

∂SX
∂pX

− γN̄Xa(1− a)σ2
X2SX

∂SX
∂pX

− γN̄Y aσY σX(1− 2pX)
∂SX
∂pX

= 0,

⇐⇒ aσX
∂SX
∂pX

[
1− 2γN̄X(1− a)σXSX − γN̄Y σY (1− 2pX)

]
︸ ︷︷ ︸

=:f(pX)

= 0,

⇐⇒ a = 0 or f(pX) = 0.

Due to f(1
2
) = 1 and ∂SX

∂pX
< 0 it follows that ∂PX

∂SX
> 0 at pX = 1

2
. Moreover, because

f(pX)→ −∞ as pX → 0, it follows, by the mean value theorem, that there exists p̄ : f(p̄) = 0.

Because ∂f(pX)
∂pX

> 0, f is strictly increasing so that p̄ is unique and ∂PX
∂SX

< 0 for pX < p̄. The

claim follows for S̄ := 1−2p̄√
p̄(1−p̄)

. �
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3.6.5 Proof of Proposition 2

We prove the first claim by calculating the derivative of the pricing equation of Theorem 1

with respect its volatility:

∂PXR
f

∂σX
=aSX − γN̄X2σX(1 + a(1− a)S2

X)

− γN̄Y σY

[
(1− 2a)ρXY +

a√
pX(1− pX)

]
. (3.28)

If γ > 0 sufficiently small, the sign of the derivative of equation (3.28) is determined by the

sign of SX . The first claim follows.

We prove the second claim by first showing that ∂2PX
∂σX∂SX

= 0 ⇐⇒ a = 0 or SX = S̄.

Afterward, we show that the sign of ∂2PX
∂σX∂SX

changes around the skewness level S̄. First, we

solve for the roots of ∂2PX
∂σX∂SX

, which follows from equation (3.28):

∂2PXR
f

∂σX∂pX
= 0,

⇐⇒ a
∂SX
∂pX

[
1− 4γN̄X(1− a)σXSX − γN̄Y σY (1− 2pX)

]
︸ ︷︷ ︸

=:f(pX)

= 0,

⇐⇒ a = 0 or f(pX) = 0.

Due to f(1
2
) = 1 and ∂SX

∂pX
< 0 it follows that ∂2PX

∂σX∂SX
> 0 at pX = 1

2
. Moreover, because

f(pX)→ −∞ as pX → 0, it follows, by the mean value theorem, that there exists p̄ : f(p̄) = 0.

Because ∂f(pX)
∂pX

> 0, f is strictly increasing so that p̄ is unique and ∂2PX
∂σX∂SX

< 0 for pX < p̄.

The second claim follows for S̄ := 1−2p̄√
p̄(1−p̄)

. �

3.6.6 Proof of Proposition 3

To prove the first statement, we prove the slightly more general statement:

ghost

If a = 0, ρXY > − N̄XσX
N̄Y σY

and σX < 1, then there exists S̄ < 0 such that V PX < (=, >)0

for SX > (=, <)S̄.

ghost

From Definition 1 we know that V PX =
(
qX − pX

)
·
(

(rx̄)
2 − (r

¯
x)

2
)

. In case a = 0, it
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follows from equation (3.13) that the risk-neutral distribution is given by:

qij = pij

[
1− γN̄X(i− µX)− γN̄Y (j − µY )

]
, i ∈ {x̄,

¯
x}, j ∈ {ȳ,

¯
y}.

Therefore, the first term in the calculation of V PX can be rewritten as:

qX − pX =px̄ȳ

[
1− γN̄X(x̄− µX)− γN̄Y (ȳ − µY )

]
+

px̄
¯
y

[
1− γN̄X(x̄− µX)− γN̄Y (

¯
y − µY )

]
− pX

=− γ
[
N̄XpX(1− pX)(x̄−

¯
x) + N̄Y rXY (ȳ −

¯
y)
]
.

This term is negative if and only if:

rXY > −
N̄XpX(1− pX)(x̄−

¯
x)

N̄Y (ȳ −
¯
y)

⇐⇒ rXY√
pX(1− pX)

√
pY (1− pY )

= ρxy > −
N̄XσX
N̄Y σY

Next, note that:(
(rx̄)

2 − (r
¯
x)

2
)

=
( x̄

PX
− 1
)2

−
(

¯
x

PX
− 1
)2

=
1(
PX
)2

(
x̄2 −

¯
x2
)
− 2

PX

(
x̄−

¯
x
)

= 0

⇐⇒
(
x̄−

¯
x
)(
x̄+

¯
x
)
− 2PX

(
x̄−

¯
x
)

= 0

⇐⇒PX =
1

2
(x̄+

¯
x) =

1

2

(
µX + σX

√
1− pX
pX

+ µX − σX
√

pX
1− pX

)
=µX +

1

2
σXSX ,

such that, (
(rx̄)

2 − (r
¯
x)

2
)

= 0 ⇐⇒ PXR
f =

(
µX +

1

2
σXSX

)
Rf ,

⇐⇒SX =
µX(1−Rf )− γN̄Xσ

2
X − γN̄Y cov(X, Y )

1
2
σXRf

=: S̄,

which is negative for all Rf > 1 if ρXY > − N̄XσX
N̄Y σY

and σX < 1. Furthermore, it follows that

(rx̄)
2 − (r

¯
x)

2 > (=, <)0 for SX > (=, <)S̄. The statement follows.

In the following, we prove the second statement. We first determine the sign of the first
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factor in the calculation of V PX , which can be rewritten as:

qX − pX =qx̄ȳ + qx̄
¯
y − pX

=πx̄ȳ

(
1− γ

(
N̄X(x̄− EΠX) + N̄Y (ȳ − EΠY )

))
+

πx̄
¯
y

(
1− γ

(
N̄X(x̄− EΠX) + N̄Y (

¯
y − EΠY )

))
− pX

=πX − pX − γN̄XπX(1− πX)(x̄−
¯
x)− γN̄Y

(
πx̄ȳ(1− πX)− πx̄

¯
yπY︸ ︷︷ ︸

=rΠ
XY

)
(ȳ −

¯
y)

=a(1− 2pX)− γ
[
N̄X

(
a(1− a)S2

X + 1
)
pX(1− pX)(x̄−

¯
x)− N̄Y r

Π
XY (ȳ −

¯
y)
]
.

(3.29)

For γ > 0 sufficiently small, the sign of equation (3.29) is determined by a(1−2pX) and thus

qX − pX > 0 ⇐⇒ SX > 0. In order to prove the second claim we show that SX > 0 yields

PX < µX + 1
2
σXSX . From the pricing equation PX in Theorem 1, we derive the following

condition:

PX < PXR
f = µX + aSXσX − γN̄X

[
σ2
X + a(1− a)σ2

XS
2
X

]
− γN̄Y

(
rXY (1− 2a) +

1

2
a
) 2σXσY√

pX(1− pX)
< µX +

1

2
σXSX

⇐⇒ (a− 1

2
)SXσX − γN̄X

[
σ2
X + a(1− a)σ2

XS
2
X

]
− γN̄Y

(
rXY (1− 2a) +

1

2
a
) 2σXσY√

pX(1− pX)
< 0,

which indeed holds for γ > 0 sufficiently small and SX > 0. In summary, for SX > 0 we

have qX − pX > 0 and (rx̄)
2 − (r

¯
x)

2 > 0 and thus V PX > 0 as claimed.

For SX < 0, the claim follows if, for γ > 0 sufficiently small, PX > µX + 1
2
σXSX . We obtain:

PXR
f = µX + aSXσX >

(
µX +

1

2
σXSX

)
Rf

⇐⇒µX
(
1−Rf

)
+ (a− 1

2
Rf )SXσX > 0

⇐⇒SX <
µX
(
1−Rf

)(
1
2
Rf − a

)
σX

=: S̄. (3.30)
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Note that, indeed, S̄ < 0 as Rf = 1 + rf > 1. The second claim follows. �

3.6.7 Proof of Proposition 4

By Definition 2, SPX =
(
qX − pX

)
·
(

(rx̄)
3 − (r

¯
x)

3
)

. As the second factor is always

positive, the sign is determined by qX − pX . In the proof of Proposition 3 we have shown

that, for a = 0 and ρXY > − N̄XσX
N̄Y σY

, qX − pX < 0 and, therefore, SPX < 0. The first claim

follows.

We now prove the second statement. In the proof of Proposition 3 we have shown that, if

a > 0 and γ > 0 sufficiently small, SX > 0 yields qX−pX > 0 and SX < 0 yields qX−pX < 0.

The second claim follows. �

3.6.8 Proof of Proposition 5

By the definitions of rΠ
XY and rXY :

covΠ
(
X, Y

)
= rΠ

XY (x̄−
¯
x)(ȳ −

¯
y), cov

(
X, Y

)
= rXY (x̄−

¯
x)(ȳ −

¯
y).

The claim follows if rΠ
XY > rXY . From equation (3.18), note that:

rΠ
XY = πx̄ȳ − πXπY = πx̄ȳ − (πx̄ȳ + πx̄

¯
y)(πx̄ȳ + π

¯
xȳ)

= πx̄ȳ(1− πx̄ȳ − πx̄
¯
y − π

¯
xȳ)− πx̄

¯
yπ

¯
xȳ = πx̄ȳπ

¯
x
¯
y − πx̄

¯
yπ

¯
xȳ.

Therefore:

rΠ
XY − rXY = πx̄ȳπ

¯
x
¯
y − πx̄

¯
yπ

¯
xȳ − rXY

=
(
a+ (1− 2a)px̄ȳ

)(
a+ (1− 2a)p

¯
x
¯
y

)
− (1− 2a)px̄

¯
y(1− 2a)p

¯
xȳ − rXY

= a2 + a(1− 2a)
(
p

¯
x
¯
y + px̄ȳ

)
+ (1− 2a)2px̄ȳp

¯
x
¯
y − (1− 2a)2px̄

¯
yp

¯
xȳ︸ ︷︷ ︸

=(1−2a)2rXY

−rXY

= a2 − 2arXY + a(1− 2a)
(
1− pX(1− pY )− pY (1− pX)

)
. (3.31)

The claim follows if (3.31) is greater than zero. All probabilities being (strictly) between

zero and one yield the so-called Fréchet bounds on the dependence parameter:

rXY < min (pX(1− pY ), pY (1− pX)) and rXY > max (−pXpY ,−(1− pX)(1− pY )) . (3.32)
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Exploiting the Fréchet bound of equation (3.32), it suffices to show that:

a2 − 2amin
(
pX(1− pY ), pY (1− pX)

)
+ a(1− 2a)

(
1− pX(1− pY )− pY (1− pX)

)
> 0.

(3.33)

WLOG, let pX ≤ pY (if pX > pY , then the following arguments apply analogously due to

symmetry of the algebraic expressions in pX and pY ). Then, min
(
pX(1−pY ), pY (1−pX)

)
=

pX(1− pY ) and the left-hand side of (3.33) becomes:

a2 − 2apX(1− pY ) + a(1− 2a)
(
1− pX(1− pY )− pY (1− pX)

)
=: f(pX , pY ).

It remains to show that f(pX , pY ) > 0. First, due to:

fpXpX (pX , pY ) · fpY pY (pX , pY )− fpXpY (pX , pY )2 < 0,

f has no minimum on the interior of its domain. Therefore, it remains to show that any

minimum of f on the edges of its domain, which are
{

(0, pY ) | pY ∈ [0, 1]
}

,
{

(pX , 1) | pX ∈
[0, 1]

}
and

{
(pX , pX) | pX ∈ [0, 1]

}
, is strictly greater than zero in the former two cases and

equal to zero in the latter case. Due to

f(0, pY ) > 0, ⇐⇒ pY < 1 +
a

1− 2a
and f(pX , 1) > 0, ⇐⇒ pX > − a

1− 2a
,

each of which is always fulfilled, any minimum of f on the first two edges must be strictly

positive. Finally, turning to the third edge, it is easy to show that:

f̄(pX) := f(pX , pX) = a2 − 2a · (pX − p2
X) + a(1− 2a) ·

(
1− 2(pX − p2

X)
)

= 4a(1− a) · p2
X − 4a(1− a) · pX + a(1− a),

has the global minimum of zero (at pX = pY = 1
2

and rXY = pX(1 − pY )). Since any other

minimum of f can only be positive, the global minimum of f is also zero. By the Fréchet

bounds of equation (3.32), it follows that rXY < pX(1− pY ) and, therefore, fpX ,pY > 0. The

claim follows. �
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3.6.9 Proof of Proposition 6

By Definition 3 and due to bilinearity of correlation it follows that:

CP =
qx̄ȳ − qXqY√

qX(1− qX) ·
√
qY (1− qY )

− px̄ȳ − pXpY√
pX(1− pX) ·

√
pY (1− pY )

, (3.34)

where the risk-neutral probabilities follow from (3.13) and are equal to:

qx̄ȳ = πx̄ȳ

(
1− γ

[
N̄X(1− πX)(x̄−

¯
x) + N̄Y (1− πY )(ȳ −

¯
y)
])
,

qX = πx

(
1− γ

[
N̄X(1− πX)(x̄−

¯
x) + N̄Y

rΠ
XY

πX
(ȳ −

¯
y)
])
,

qY = πy

(
1− γ

[
N̄X

rΠ
XY

πY
(x̄−

¯
x) + N̄Y (1− πY )(ȳ −

¯
y)
])
.

We show that, if γ = 0 and rXY ∈
(
− 1

4
, 1

4

)
, then CP > 0. Then, by continuity of the CP in

γ, CP > 0 also holds for γ > 0 sufficiently small and rXY ∈
(
− 1

4
, 1

4

)
and the claim follows.

Note that, rXY = ±1
4
⇐⇒ ρXY = ±1 and it follows that px̄

¯
y = p

¯
xȳ = 0, which is not in line

with the assumption that all state probabilities are strictly positive.

For γ = 0 and pY = 1
2
, equation (3.34) becomes:

CP =
πx̄ȳ − πXπY√

πX(1− πX) ·
√
πY (1− πY )

− px̄ȳ − pXpY√
pX(1− pX) ·

√
pY (1− pY )

=
2rΠ

XY√
πX(1− πX)

− 2rXY√
pX(1− pX)

=
2
(

1
2
a+ (1− 2a)rXY

)√
πX(1− πX)

− 2rXY√
pX(1− pX)

=
2
(

1
2
a+ (1− 2a)rXY

)√
pX(1− pX) + a(1− a)(1− 2pX)2

− 2rXY√
pX(1− pX)

=
2
(

1
2
a+ (1− 2a)rXY

)√
pX(1− pX)− 2rXY

√
pX(1− pX) + a(1− a)(1− 2pX)2√

pX(1− pX) + a(1− a)(1− 2pX)2 ·
√
pX(1− pX)

,

(3.35)

where in the third and fourth equality, equations (3.22) and (3.21) of Appendix 3.6.1 are

used, respectively. CP > 0 is equivalent the nominator of equation (3.35) being stricly
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positive or, equivalently:

rXY < −
1
2
a
√
pX(1− pX)

(1− 2a)
√
pX(1− pX)−

√
pX(1− pX) + a(1− a)(1− 2pX)2

= −
1
2
a

1− 2a−
√

1 + a(1− a)S2
X

=
1
2
a

2a+
√

1 + a(1− a)S2
X − 1

=: h(a).

Note that, by l’Hopital’s rule:

lim
a→0

h(a) =
1
2

2 + 1
2
S2
X

=
1

4 + S2
X

,

such that h(a) is defined and continuous on [0, 1
2
). Moreover, it is easy to check that:

h′(a) ≥ 0 ⇐⇒ a2S2
X

(1

4
S2
X + 1

)
≥ 0,

and thus h is increasing on [0, 1
2
), taking its global minimum at zero. Consequently:

CP > 0 ⇐⇒ rXY <
1

4 + S2
X

. (3.36)

First, note that if SX = 0, the inequality of (3.36) becomes rXY < 1
4
, which is true by

assumption. Second, suppose that SX > 0 ⇐⇒ pX < 1
2
. Then, the Fréchet bound from

inequality (3.32) yields rXY ≤ 1
2
pX and, from inequality (3.36), CP > 0 follows if:

1

2
pX <

1

4 + (1−2pX)2

pX(1−pX)

⇐⇒ 3p2
X − pX − 1 < 0,

which is true for pX < 1
2
. Third and similarly, if SX < 0 ⇐⇒ pX > 1

2
, CP > 0 follows if:

1

2
(1− pX) <

1

4 + (1−2pX)2

pX(1−pX)

⇐⇒ 3p2
X − 5pX + 1 < 0,

which is true for pX > 1
2
. The claim follows. �
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3.6.10 Proof of Proposition 7

Analogously to the proof of Theorem 1 equation (3.7), can be rewritten as:

PXR
f = µX + aSXσX − γN̄X

[
σ2
X + a(1− a)σ2

XS
2
X

]
− γN̄Y

σXσY√
pX(1− pX)

√
pY (1− pY )

rΠ
XY ,

where rΠ
XY = a(1− a) + (1− 2a)rXY − a(1− 2a)

(
pY (1− pX) + pX(1− pY )

)
and pY ∈ (0, 1).

First, we calculate the derivative of the pricing equation of X with respect to skewness of Y :

∂PXR
f

∂pY
=γN̄Y

σXσY√
pX(1− pX)

√
pY (1− pY )

(
a(1− 2a)(1− 2pX)

)
+

1

2
γN̄Y

[
a(1− a)− a(1− 2a)(pX(1− pY ) + pY (1− pX)

]
· σXσY√

pX(1− pX)
√
pY (1− pY )

1− 2pY
pY (1− pY )

.

Next, we evaluate this derivative at pY = 1
2

and calculate the derivative with respect to the

skewness of asset X:

∂2PX
∂pY ∂pX

=
1

Rf
· 2a(1− 2a)γN̄Y σXσY ·

∂SX
∂pX

, (3.37)

which is strictly negative as ∂SX
∂pX

< 0. Therefore, by continuity, the cross-derivative of (3.37)

is also negative in a neighbourhood of pY = 1
2
. �

3.6.11 Difference with MVS preferences

In this appendix we highlight the main differences between the pricing equation for asset

X under Π-MV and mean-variance-skewness (MVS) preferences. First, we derive the pricing

equation in case the investor has MVS preferences. Afterward, we compare the pricing effects

with the case in which the investor has Π-MV preferences.

We define MVS preferences as follows:

U
(
W1

)
= EW1 −

γ

2
var
(
W1

)
+
φ

3
skew

(
W1

)
, (3.38)
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where, φ > 0 indicates a positive skewness preference and

skew
(
W1

)
= E

(
W1 − EW1

)3
.

We want to solve for the equilibrium price, given the wealth of the investor as described

in Section 3.2.1. In equilibrium the demand for either asset NX and NY must satisfy the

respective first-order condition. From equation (3.38):

U(W1)

∂NX

= µX − PXRf − γE
(
X − µX

)(
NX(X − µX) +NY (Y − µY )

)
+ φE

(
X − µX

)(
NX(X − µX) +NY (Y − µY )

)2

= 0,

and the first-order condition for NY follows analogously. Market clearing, NX = N̄X and

NY = N̄Y , yields the following pricing equation for asset X:

PXR
f = µX − γN̄Xσ

2
X − γN̄Y cov(X, Y ) + φN̄2

XSXσ
3
X

+ 2φN̄Y N̄Xcov(X, Y )SXσX + φN̄2
Y cov(X, Y )SY σX . (3.39)

To illustrate the difference between pricing equation (3.39) and the pricing equation under

Π-MV preferences, we calculate αX in both specifications for our benchmark calibration. The

results of this exercise are presented in Figure 3.13. Figure 3.13 plots αX as a function of SX

in case of MV (solid line), MVS (dash-dotted line) and Π-MV (dashed line) preferences. The

effect on αX is very small in case of MVS preferences because the co-skewness of this asset

with the market portfolio (what the investor values) is small in our benchmark calibration.

This follows from equation (3.39) as the last two terms are zero due to cov(X, Y ) = 0,

therefore the only difference with MV preferences come from the term φN̄2
XSXσ

3
X which is

small due to the small N̄X in our benchmark calibration.

Figure 3.13 illustrates that the effects of skewness are much stronger in case of Π-MV

preferences than in case of MVS preferences. This results from the fact that by the definition

of Ebert and Karehnke (2019) the skewness preference is of first-order importance in case of

Π-MV preferences, whereas these are of third-order in case of MVS preferences as discussed

in Ebert and Karehnke (2019).
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Figure 3.13. This figure illustrates the effect of SX on the αX in case of MV, MVS and
Π-MV preferences. The dashed line represent αX in case of Π-MV preferences. The dash-
dotted line represent αX in case of MVS preferences, where φ = 5. The solid line represents
the αX in case the investor has MV preferences. The scale is in percentages per annum and
the calibration is from Table 3.1.
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3.6.12 The no-arbitrage condition in the Π-CAPM

In this appendix, we discuss the no-arbitrage condition of Theorem 2 in more detail.

First, we prove a corollary regarding the condition and afterward we discuss the no-arbitrage

condition in our benchmark calibration.

The following corollary shows that the introduction of probability weighting changes the

no-arbitrage condition slightly but does not make it stronger. In particular, without (with)

probability weighting, no-arbitrage holds for some left-skewed (right-skewed) assets for which

the model admits arbitrage in the case with (without) probability weighting. Moreover,

regardless of whether there is probability weighting or not, the boundedness of the binary

assets ensures that assets of arbitrary skewness level are priced if these assets are small

enough and/or risk aversion is sufficiently low. Then, all possible payoffs of the assets are
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part of the domain where preferences are monotone.

ghost

Corollary 1 (No-arbitrage in the Π-CAPM also when pX = 0.50). The Π-CAPM is arbitrage-

free for pX = 0.50 if and only if N̄Y σY +N̄XσX < 1
γ

and pX ∈ (p∗1, p
∗
2) for 0 < p∗1 <

1
2
< p∗2 ≤ 1

as stated in the proof of Theorem 2. Moreover:

1. p∗1 is smallest for a→ 0.5 while p∗2 is largest for a = 0.

2. As γN̄XσX → 0, p∗1 → 0 and p∗2 → 1.

Corollary 1 states that the Π-CAPM is arbitrage-free also for a symmetric X if and

only if N̄Y σY + N̄XσX < 1
γ
. Technically by Theorem 2, the no-arbitrage condition holds

for pX ∈ (p∗1, p
∗
2) which holds by Theorem 2. By Corollary 1, this interval includes the case

pX = 0.50. This is an interesting case, because it is not possible for a model with MV-

preferences and two assets that follow a normal distribution to be arbitrage-free as shown

in Dybvig and Ingersoll (1982).

We show in Figure 3.14 that the no-arbitrage condition allows for extreme skewness levels

of asset X. We plot the price of the skewed asset in our benchmark calibration as a function

of its skewness on the interval such that the no-arbitrage condition is met.

The dashed line in Figure 3.14 plots the price of the skewed asset in the case of probability

distortion, while the solid line plots the price in the absence of probability distortion. The

vertical dashed lines indicate the bounds of the no-arbitrage interval for our benchmark

calibration with probability distortion, labelled as S(p∗Π1 ) and S(p∗Π2 ). The solid vertical

line indicates the bound on the no-arbitrage interval in the absence of probability distortion

and is labelled S(p∗1) (in the absence of probability distortion, there is no lower bound on

skewness). Figure 3.14 has three main takeaways. First, the Π-CAPM is arbitrage-free for

our benchmark calibration for a wide range of skewness levels of X. Second, the skewness

intervals for which the Π-CAPM is arbitrage-free have a large overlap in the cases with

and without probability distortion. In case of probability distortion, the upper bound on

skewness is somewhat larger than in the absence of probability distortion, i.e. S(p∗π1 ) > S(p∗π2

which holds in general by statement 2 of Corollary 1. Third, as shown in the enlarged plot,

the price of asset X decreases in its skewness beyond the skewness level S̄, which is in line

with Proposition 1. In the benchmark calibration S̄ = 13.19, which is rather large from an

empirical perspective.
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Figure 3.14. The figure shows the price of asset X in the Π-CAPM as a function of its
skewness in the range were the no-arbitrage condition is met. The enlarged plot shows (in
line with Proposition 1) that the price of the skewed asset decreases in its skewness beyond
a certain skewness level S̄, which is within the no-arbitrage region. The calibration of the
Π-CAPM is from Table 3.1.
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3.6.13 Empirical methodology to estimate variance and skewness

premium

In this appendix, we explain our methodology to compute the variance and skewness

premium, respectively. To do so, we replicate variance and skewness swaps with options.

We begin with the variance swap and explain the skewness swap afterward.

A long position in the variance swap at time t with maturity T corresponds to paying

an at time t agreed-upon fixed amount, the variance swap rate, and receiving the realized

variance over period t to T, where the exchange occurs once and at time T. We estimate the

realized variance premium of stock i at time t for maturity T as the difference between the

variance swap rate and the realized variance during the lifetime of the swap. We now detail

how these two components are computed.Using the approximation r2 ≈ 2
(
er− 1− r

)
, which
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is mathematically convenient, the realized variance of a variance swap entered at time t with

maturity T for stock i is calculated in the following way:

rv
(T )
i,t =

T∑
j=1

[
2
(
eri,t+j − 1− ri,t+j

)]
, (3.40)

where ri,t+j is the daily log return realized on day t+ j for stock i. The variance swap rate is

then equal to the risk-neutral expectation of the realized variance specified in equation (3.40).

Kozhan et al. (2013) show how to calculate the variance swap rate with maturity T for stock

i at time t from option prices:

vs
(T )
i,t =

2

Bt

[∫ Fi,t

0

Pi,t(K)

K2
dK +

∫ ∞
Fi,t

Ci,t(K)

K2
dK

]
, (3.41)

where Bt is the risk-free bond price at time t with maturity T , Fi,t is the forward price of

stock i at time t with maturity T , Pi,t(K) and Ci,t(K) are prices of European put and call

options on stock i at time t with maturity T and strike price K.

The prediction of a positive variance premium implies that the variance swap rate of

equation (3.41) is larger than expected realized variance of equation (3.40). Economically it

means that if an investor hedges variance risk for the underlying, one has to pay a positive

premium; that is, the expected return on the variance swap is negative.

Kozhan et al. (2013) also show how to construct a skewness swap from option pricing

data. The contract is similar to a variance swap in the sense that the long position holder

exchanges the skewness swap rate for realized skewness at maturity. The realized skewness

of a skewness swap entered at time t with maturity T for stock i is calculated as follows:

rs
(T )
i,t =

T∑
j=1

[
3∆vei,t+j

(
eri,t+j − 1

)
+ 6
(
2− 2eri,t+j + ri,t+j + ri,t+je

ri,t+j
)]
, (3.42)

where ∆vei,t+j is the daily change in an entropy contract and equal to:

∆vei,t+j = ve
(T−j)
i,t+j − ve

(T−j+1)
i,t+j−1 .

Kozhan et al. (2013) show that this version of the skewness swap is similar to a specification

where the floating rate is equal to the sum of cubic daily returns, but analytically more

tractable. The skewness swap rate is equal to the risk-neutral expectation of the realized
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skewness in equation (3.42). Like the variance swap rate, the skewness swap rate is computed

from option prices. Kozhan et al. (2013) show that the skewness swap rate is equal to the

difference between the variance swap rate of equation (3.41) and the entropy contract with

maturity T for company i at time t and is defined as:

ve
(T )
i,t =

2

Bt

[∫ Fi,t

0

Pi,t(K)

K · Fi,t
dK +

∫ ∞
Fi,t

Ci,t(K)

K · Fi,t
dK

]
.

The skewness swap rate is then defined as follows:

s
(T )
i,t = 3

(
ve

(T )
i,t − vs

(T )
i,t

)
. (3.43)

The Π-CAPM predicts that the skewness premium of stock i at time t, defined as the

difference between the skewness swap rate of equation (3.43) and the expected realized

skewness of equation (3.42), is positive for right-skewed assets and negative for left-skewed

assets. This means that an investor who takes a long position in a skewness swap for a

left-skewed (right-skewed) asset receives (pays) a premium.

3.6.14 Replication and extension of sample period of Kozhan et al.

(2013)

In this appendix, we first discuss the results of our methodology over the same sample

period as in Kozhan et al. (2013). We show that we match the results very closely and,

therefore, this analysis serves as a validation of our methodology. Afterward, we extend the

sample period of Kozhan et al. (2013) by six years and show that the results continue to

hold.

The results are shown in Table 3.4 and correspond to Panel A of Table 1 of Kozhan et al.

(2013), where:

xvi,T =
rv

(T )
i,t

vs
(T )
i,t

− 1 and xsi,T =
rs

(T )
i,t

s
(T )
i,t

− 1,

correspond to realized returns on monthly S&P 500 variance and skewness swaps. Further-
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more, rskewi,T is defined as follows:

rskewi,T =
rs

(T )
i,t(

vs
(T )
i,t

) 3
2

.

Similar to Kozhan et al. (2013) we focus on the sample period from 1996 to 2012. Overall,

Table 3.4. The table shows descriptive statistics of the variance and skewness swap with the S&P 500 as
underlying. Sample period is from 01-1996 to 12-2011.

Variable Mean SD 25% Median 75%

vs× 100 0.476 0.450 0.234 0.363 0.552
rv × 100 0.365 0.590 0.108 0.207 0.377
xv -0.273 0.663 -0.591 -0.437 -0.207
S -1.302 0.422 -1.550 -1.291 -1.012
rskew -0.685 1.148 -0.679 -0.375 -0.241
xs -0.442 0.981 -0.815 -0.699 -0.432

we match the results of Kozhan et al. (2013) on the components of the variance premium

and skewness premium of the S&P 500 closely. Small differences in the distribution can be

driven by the fact that Kozhan et al. (2013) only consider one swap each month, whereas our

data allows us to consider one swap each trading day. Further, from Table 3.4 it follows that

our methodology underestimates the risk-neutral skewness S and realized skewness rskew

of the S&P 500. This underestimation is likely driven by that fact that our extrapolation

is not able to fully capture the steep volatility smile of S&P 500 options. The effect of this

underestimation is the same in the calculation of the risk-neutral skewness S and realized

skewness rskew, and, therefore, we do match the return on the skewness swap xs closely.

The correlation between the return on a variance swap xv and skewness swap xs equals 0.858

and is similar to the correlation reported in the paper which is 0.897.

We extend the sample period from Kozhan et al. (2013) with six years and show that it

yields similar results which we present in Table 3.5.
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Table 3.5. The table shows descriptive statistics of the variance and skewness swap with the S&P 500 as
underlying. Sample period is from 01-2012 to 12-2017.

Variable Mean SD 25% Median 75%

vs× 100 0.206 0.105 0.141 0.178 0.244
rv × 100 0.122 0.108 0.055 0.090 0.158
xv -0.395 0.546 -0.668 -0.523 -0.285
S -2.002 0.448 -2.255 -1.965 -1.706
rskew -0.797 1.423 -0.837 -0.450 -0.284
xs -0.594 0.751 -0.852 -0.762 -0.555

The realized returns on the variance and skewness swap over the period 01-2012 to 12-

2017 are lower than those for the sample period of Kozhan et al. (2013). This makes sense as

realized returns are large during periods of large volatility and the sample period of Kozhan

et al. (2013) includes the financial crisis and the tech bubble. The correlation between the

realized returns on variance swaps and skewness swaps is similar as in the early sample

period: 0.868.
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