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researcher labels this talking about work at a cocktail
party as “social/work talk.” This term describes what
is going on but it’s not nearly as snappy or interesting
as working the scene.

Not every interview or observation yields interesting
in vivo codes, but when these do come up in data, the
researcher should take advantage of them. It is impor-
tant that analysts are alert and sensitive to what is in the
data, and often, the words used by respondents are the
best way of expressing that. Coding can be a laborious
and detailed process, especially when analyzing line
by line. However, it is the detailed coding that often
yields those treasures, the terms that we have come to
know as in vivo codes.

—Juliet M. Corbin
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ISOMORPH

An isomorph is a theory, model, or structure that
is similar, equivalent, or even identical to another.
Two theories might be conceptually isomorphic, for
example, but use different empirical measures and
thus be empirically distinct. Or, two theories might
appear to be different conceptually or empirically, but
be isomorphic in their predictions.

—Michael S. Lewis-Beck

ITEM RESPONSE THEORY

DEFINITION AND APPLICATION AREAS

Tests and questionnaires consist of a number of
items, denoted J, that each measure an aspect of
the same underlying psychological ability, personality
trait, or attitude. Item response theory (IRT) models
use the data collected on the J items in a sample of N

respondents to construct scales for the measurement of
the ability or trait.

The score on an item indexed j (j = 1, . . . , J ) is
represented by a random variable X that has realiza-
tions xj . Item scores may be

• Dichotomous, indicating whether an answer to
an item was correct (score xj = 1) or incorrect
(score xj = 0)

• Ordinal polytomous, indicating the degree
to which a respondent agreed with a par-
ticular statement (ordered integer scores,
xj = 0, . . . , m)

• Nominal, indicating a particular answer cate-
gory chosen by the respondent, as with
multiple-choice items, where one option is
correct and several others are incorrect and
thus have nominal measurement level

• Continuous, as with response times indicating
the time it took to solve a problem

Properties of the J items, such as their difficul-
ties, are estimated from the data. They are used for
deciding which items to select in a paper-and-pencil
test or questionnaire, and more advanced computerized
measurement procedures. Item properties thus have a
technical role in instrument construction and help to
produce high-quality scales for the measurement of
individuals.

In an IRT context, abilities, personality traits, and
attitudes underlying performance on items are called
latent traits. A latent trait is represented by the random
variable θ , and each person i (i = 1, . . . , N) who takes
the test measuring θ has a scale value θi . The main
purpose of IRT is to estimate θ for each person from
his or her J observed item scores. These estimated
measurement values can be used to compare people
with one another or with an external behavior criterion.
Such comparisons form the basis for decision making
about individuals.

IRT originated in the 1950s and 1960s (e.g.,
Birnbaum, 1968) and came to its full bloom afterwards.
Important fields of application are the following:

• Educational measurement, where tests are
used for grading examinees on school subjects,
selection of students for remedial teaching
and follow-up education (e.g., the entrance to
university), and certification of professional
workers with respect to skills and abilities



530 Item Response Theory

• Psychology, where intelligence measurement
is used, for example, to diagnose children’s
cognitive abilities to explain learning and con-
centration problems in school, personality
inventories to select patients for clinical treat-
ment, and aptitude tests for job selection and
placement in industry and with the government

• Sociology, where attitudes are measured
toward abortion or rearing children in single-
parent families, and also latent traits such as
alienation, Machiavellianism, and religiosity

• Political science, where questionnaires are
used to measure the preference of voters
for particular politicians and parties, and
also political efficacy and opinions about the
government’s environmental policy

• Medical research, where health-related quality
of life is measured in patients recovering from
accidents that caused enduring physical dam-
age, radical forms of surgery, long-standing
treatment using experimental medicine, or
other forms of therapy that seriously affect
patients’ experience of everyday life

• Marketing research, where consumers’ prefer-
ences for products and brands are measured

Each of these applications requires a quantitative
scale for measuring people’s proficiency, and this is
what IRT provides.

This entry first introduces the assumptions common
to IRT models. Then, several useful distinctions are
made to classify different IRT models. Finally, some
useful applications of IRT models are discussed.

COMMON ASSUMPTIONS OF IRT MODELS

Dimensionality of Measurement

The first assumption enumerates the parameters
necessary to summarize the performance of a group
of individuals that takes the test or questionnaire. For
example, if a test is assumed to measure the ability
of spatial orientation, as in subtests of some intelli-
gence test batteries, an IRT model that assumes only
one person parameter may be used to describe the
data. This person parameter represents for each indi-
vidual his or her level of spatial orientation ability.
An IRT model with one person parameter is a strictly
unidimensional (UD) model. Alternatively, items in
another test may measure a mixture of arithmetic
ability and word comprehension, for example, when

arithmetic exercises are embedded in short stories.
Here, a two-dimensional IRT model may be needed.
Other test performances may be even more complex,
necessitating multidimensional IRT models to explain
the data structure. For example, in the arithmetic exam-
ple, some items may also require general knowledge
about stores and the products sold there (e.g., when
calculating the amount of money returned at the cash
desk), and others may require geographical knowl-
edge (e.g., when calculating the distance between
cities). Essentially unidimensional models assume all
the items in a test to measure one dominant latent trait
and a number of nuisance traits that do not disturb
measurement of the dominant θ when tests are long.
For example, a personality inventory on introversion
may also measure anxiety, social intelligence, and ver-
bal comprehension, each measured only weakly by
one or two items and dominated by introversion as the
driving force of responses.

Relationships Between Items

Most IRT models assume that, given the knowledge
of a person’s position on the latent trait or traits, the
joint distribution of his or her item scores can be recon-
structed from the marginal frequency distributions of
the J items. Define a vector X = (X1, . . . , XJ ) with
realization x = (x1, . . . , xJ ) and let θbe the vector with
latent traits needed to account for the test performance
of the respondents. In IRT, the marginal independence
property is known as local independence (LI), and
defined as

P(X = x|θ) =
J∏

j=1

P(Xj = xj |θ). (1)

At the behavior level, LI means that during test admin-
istration, each item is answered independent of the
other items. There is no learning or development due to
practice while the respondent tries to solve the items;
thus, the measurement procedure does not influence the
measurement outcome. However, improving students’
ability through practice may be the purpose of a test
program, as is typical of dynamic testing. Then, an IRT
model may assume that practice produces successively
more skills, each represented by a new latent trait.
This means that possible dependencies between items
during testing not explained by θ are absorbed by
simply adding more θs.



Item Response Theory 531

-4 -2 0 2 4

0.0

0.55

0.65

1.00

j1 j2

P
j (θ)

θδj1 δj2θ0

Figure 1 Two IRFs Under the Three-Parameter
Logistic Model (Parameter Values: γj1 =
0.10, γj2 = 0.30; δj1 = −1.00, δj2 = 1.00;
αj1 = 2.00, αj2 = 1.00); Intersection Point
at θ0 = 1.46; P(θ0) = 0.36

Relationships Between Items
and the Latent Trait

For unidimensional dichotomous items, the item
response function (IRF) describes the relationship
between item score Xj and latent trait θ , and is denoted
Pj(θ) = P(Xj = 1|θ ). Figure 1 shows two typi-
cal monotone increasing IRFs (assumption M) from
the three-parameter logistic model that is introduced
shortly. Assumption M formalizes that a higher θ drives
the response process such that a correct answer to the
item becomes more likely. The two IRFs differ in three
respects, however.

First, the IRFs have different slopes. A steeper IRF
represents a stronger relationship between the item and
the latent trait. IRT models have parameters related
to the steepest slope of the IRF. This slope parameter,
denotedαj for item j,may be compared with a regres-

sion coefficient in a logistic regression model.
Item j1 (solid curve) has a steeper slope than Item j2

(dashed curve); thus, it has a stronger relationship with
θ and, consequently, discriminates better between low
and high values of θ .

Second, the locations of the IRFs are different. Each
IRF is located on the θ scale by means of a parameter,
δj , that gives the value of θ where the IRF is halfway
between the lowest and the highest conditional prob-
ability possible. Item j1 (solid curve) is located more
to the left on the θ scale than Item j2 (dashed curve),
as is shown by their location parameters: δj1 < δj2.
Because the slopes are different, the IRFs intersect.
Consequently, for the θs to the left of the intersection

point, θ0, Item j1 is less likely to be answered correctly
than Item j2. Thus, for these θs, Item j1 is more difficult
than Item j2. For the θs to the right of θ0, the item
difficulty ordering is reversed.

Third, the IRFs have different lower asymptotes,
denoted γj . Item parameter γj is the probability of
a correct answer by people who have very low θs.
In Figure 1, Item j1 has the lower γ parameter.
This parameter is relevant, in particular, for multiple-
choice items where low-θ people often guess with
nonzero probability for the correct answer. Thus,
multiple-choice Item j2 is more liable to guessing than
Item j1.

Three-Parameter Logistic Model. The IRFs in
Figure 1 are defined by the three-parameter logistic
model. This model is based on assumptions UD and
LI, and defines the IRF by means of a logistic function
with the three item parameters discussed:

Pj(θ) = γj + (1 − γj )
exp[αj (θ − δj )]

1 + exp[αj (θ − δj )]
. (2)

One-Parameter Logistic Model. Another well-
known IRT model is the one-parameter logistic model
or Rasch model, also based on UD and LI, that assumes
that for all J items in the test, γ = 0 and α = 1
(the value 1 is arbitrary; what counts is that αj is a
constant, a, for all j ). Thus, this model (a) is not suited
for fitting data from multiple-choice items because that
would result in positive γ s; (b) assumes equally strong
relationships between all item scores and the latent trait
(αj = a for all j ); and (c) allows items to differ only
in difficulty δj , j = 1, . . . , J.

Linear Logistic Multidimensional Model. Figure 2
shows an IRF as a three-dimensional surface in which
the response probability depends on two latent traits,
θ = (θ1, θ2). The slope of the surface is steeper in the
θ2 direction than in the θ1 direction. This means that the
probability of having the item correct depends more on
θ2 than θ1. Because θ2 matters more to a correct answer
than θ1, by using this item for measurement, people are
better distinguished on the θ2 scale than on the θ1 scale.
The two slopes may be different for other items that
measure the composite, θ. The location (not visible in
Figure 2) of this item is related (but not identical) to
the distance of the origin of the space to the point of
steepest slope in the direction from the origin. The γj

parameter represents the probability of a correct answer
when both θs are very low.
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Figure 2 Item Response Surface Under the Linear
Logistic Multidimensional Model (Para-
meter Values: γj = 0.10; δj = 0.00; αj1 =
1.00; αj2 = 2.50)

The item response surface in Figure 2 originated
from Reckase’s linear logistic multidimensional model
(Van der Linden & Hambleton, 1997, pp. 271–286).
This IRT model has a multidimensional θ, and slope
parameters collected in a vector, α. The item response
surface is given by

Pj(Xj = 1|θ) = γj + (1 − γj )
exp(ααα′

jθ + δj )

1 + exp(ααα′
jθ + δj )

.

(3)

Graded Response Model. Finally, Figure 3 shows
the item step response functions (ISRFs) (solid curves)
of an item under Samejima’s graded response model
(Van der Linden & Hambleton, 1997, pp. 85–100)
for polytomous item scores. For ordered integer
item scores (xj = 0, . . . , m) and a unidimensional
latent trait, each conditional response probability
P(Xj ≥ xj |θ), is modeled separately by logistic
functions. These functions have a location parameter
that varies between the item’s ISRFs and a constant
slope parameter. Between items, slope parameters
are different. It may be noted that for xj = 0, the
ISRF equals 1, and that for a fixed item, the other m

ISRFs cannot intersect by definition. ISRFs of different
items can intersect, however, due to different slope
parameters (see Figure 3). Polytomous IRT models are
more complex mathematically than dichotomous IRT
models because they involve more response functions
and a greater number of item parameters. Many other
IRT models exist; see Van der Linden and Hambleton
(1997) for an extensive overview.
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Figure 3 ISRFs of Two Items With Five Answer
Categories Each, Under the Graded Response
Model (No Parameter Values Given)

Nonparametric Models. The models discussed so
far are parametric models because their IRFs or ISRFs
are parametric functions of θ . Nonparametric IRT
models put only order restrictions on the IRFs but
refrain from a more restrictive parametric definition.
This is done in an attempt to define measurement
models that do not unduly restrict the test data struc-
ture, while still imposing enough structure to have
ordinal measurement of people on the θ scale. This
ordering is estimated by means of the sum of the item
scores, which replaces θ as a summary of test per-
formance. Thus, flexibility is gained at the expense
of convenient mathematical properties of parametric—
in particular, logistic—functions. See Boomsma, Van
Duijn, and Snijders (2001) for discussions of paramet-
ric and nonparametric IRT models, and Sijtsma and
Molenaar (2002) for an introduction to nonparametric
IRT models.

APPLICATIONS OF IRT MODELS

Test Construction, Calibration. IRT models imply
the scale of measurement, which is either ordinal or
interval. When the IRT model fits the data, the scale
is assumed to hold for the particular test. Scales are
calibrated and then transformed so as to allow a conve-
nient interpretation. For example, the θ metric can be
replaced by the well-known total score or percentile
scales. The scale may constitute the basis for indi-
vidual diagnosis, as in educational and psychological
measurement, and for scientific research.
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Equating and Item Banks, Adaptive Testing. The
θ metric is convenient for the equating of scales based
on different tests for the same latent trait, with the
purpose of making the measurements of pupils who
took these different tests directly comparable. Equating
may be used to construct an item bank, consisting of
hundreds of items that measure the same latent trait,
but with varying difficulty and other item properties.
New tests can be assembled from an item bank. Tests
for individuals can be assembled by selecting items one
by one from the item bank so as to reduce measurement
error in the estimated θ as quickly as possible. This is
known as adaptive testing. It is convenient in large-
scale testing programs in education, job selection, and
placement.

Differential Item Functioning. People with differ-
ent backgrounds are often assessed with the same mea-
surement instruments. An important issue is whether
people having the same θ level, but differing on,
for example, gender, socioeconomic background, or
ethnicity, have the same response probabilities on the
items from the test. If not, the test is said to exhibit
differential item functioning. This can be investi-
gated with IRT methods. Items functioning differently
between groups may be replaced by items that function
identically.

Person-Fit Analysis. Respondents may be con-
fused by the item format; they may be afraid of
situations, including a test, in which they are evaluated;
or they may underestimate the level of the test and miss
the depth of several of the questions. Each of these

mechanisms, as well as several others, may produce
a pattern of J item scores that is unexpected given
the predictions from an IRT model. Person-fit methods
have been proposed to identify nonfitting item score
patterns. They may contribute to the diagnosis of the
behavior that caused the unusual pattern.

Cognitive IRT Models. Finally, cognitive model-
ing has taken measurement beyond assigning scores
to people, in that the cognitive process or the solution
strategy that produced these scores is part of the IRT
model, and measurement is related to a psychological
explanation. This approach may lead to the identifi-
cation of skills that are insufficiently mastered or, at
the theoretical level, to a better understanding of the
processes underlying test performance.

—Klaas Sijtsma
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