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Chapter 1

Introduction

This dissertation is about Kriging metamodels built upon data generated by simu-

lation models. We investigate several methodological questions about Kriging meta-

models, and try to improve their performance. Moreover, Kriging is the underlying

metamodel in a well-known global optimization algorithm called efficient global op-

timization (EGO); EGO uses Kriging to balance exploration and exploitation in

optimization of deterministic and random simulation models.

The rest of this chapter is organized as follows. We begin with a brief introduc-

tion to simulation models in Section 1.1, following Kleijnen (2015) and Law (2007).

In Section 1.2 we discuss metamodels and their use in the optimization of simu-

lated systems—called simulation optimization—following Barton and Meckesheimer

(2006). In Section 1.3 we discuss a specific kind of metamodels called Kriging and its

use in simulation optimization. In Section 1.4 we give a summary of the dissertation.

In Section 1.5 we conclude this chapter with an Epilogue.

1.1. Simulation

In this research we use simulation to study real-world systems; we shall discuss var-

ious types of simulation at the end of this section. Before we simulate the system

under study, we need a model which shows our assumptions about how the sys-

tem works. These assumptions translate into mathematical and logical relationships

and help us to understand the performance of the system. In models with simple

relationships, we can use mathematical methods to obtain analytical solutions for

our questions about the performance of the system. However, in realistic models

of complex real-world systems we often can not find analytical solutions, so we use

simulation. In simulation we use a computer to evaluate a model numerically, and

gather data to estimate the input/output (I/O) behavior (or transfer function) of

the model.

In general, there are different ways to study a system:

• Experiment with the actual system versus experiment with a model of the sys-

tem. Experiment with the actual system is often costly and disruptive. It is
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Simulation

reasonable to create a model of the system and study it as a surrogate of the

real system. The challenge is that such a model must ‘adequately’ represent

the system; i.e., the model should be ‘valid’.

• Physical model versus mathematical model. Examples of physical models are

airplanes in wind tunnels and flight simulators used in pilot training. How-

ever, physical models are usually not of interest in operations research (OR); a

counterexample is a tabletop scale model of a material-handling system. Most

models in OR are mathematical ; i.e., they represent the system through quan-

titative and logical relationships. A simple example is d = rt, where d is the

traveled distance, r is the speed, and t is the traveled time.

• Analytical solutions versus simulation. Once a mathematical model is formu-

lated, it should answer questions about the system. In a simple model we can

analyze its mathematical relationships and formulate an analytical solution.

Most real-world systems are so complex that valid models become themselves

complex. In this case, we use simulation to experiment with the model and

obtain answers.

Simulation means that we program (code) the model and run this code on a computer,

for a specific combination of its input variables. We first classify simulation models

among three dimensions:

• Static versus dynamic simulation models. In a static simulation model, time

plays no role; e.g., Monte Carlo models of a dice throw. A dynamic simulation

model represents a system that evolves over time; e.g., a queuing system such

as a supermarket with customers and cashiers.

• Deterministic versus random (stochastic) simulation. If a simulation model

does not contain any random input variable, it is called deterministic; e.g., an

analytically intractable system of differential equations. In deterministic mod-

els, the output is determined once the set of input variables and relationships

in the model have been specified, even though it may take much computer time

to obtain that output. In many systems there are some random input variables

that give rise to random simulation models; e.g., queueing systems. In such

models the output is only an estimate of the true output (e.g., either the mean

or a prespecified quantile) of the model. In this dissertation we focus on the

mean output.

• Continuous versus discrete simulation model. In continuous simulation models,

state variables change continuously over time. State variables describe a system
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Metamodels and simulation optimization

at a particular point of time; e.g., the water level in a tank. In a discrete

simulation model, state variables change instantaneously at separate points in

time; so-called ‘discrete-event’ simulation, which is a type of random simulation.

An example is the number of customers in a supermarket.

1.2. Metamodels and simulation optimization

A simulation model can be seen as a function that transforms input variables into

output performance measures. This function is implicitly defined by the simulation

model. In this section we discuss methods to create a simple function that approx-

imates the simulation model. This function could be used to study the simulation

model. In many engineering applications using computational fluid dynamics, the

computation of the output (response) of a single input combination is time-consuming

or computationally expensive. In most OR applications, however, a single simulation

run is computationally inexpensive, but there are extremely many input combina-

tions; e.g., a single-server queueing model may have one input (namely, the traffic

rate) that is continuous, so we can distinguish infinitely many input values but ob-

viously in finite time we can simulate only a fraction of these values. In all these

situations we may use simple approximate functions that are called metamodels (also

called approximations, emulators, response surfaces, or surrogates) of the simulation

model. Kleijnen (2015) defines a metamodel as an approximation of the I/O function

that is implicitly defined by the underlying simulation model. A metamodel treats

the simulation model as a black-box ; i.e., a metamodel uses the I/O data without

knowing how the simulation model transforms the input into the output. Examples of

white-box approaches are perturbation analysis (PA) and score function (SF); see Fu

(2015). Kleijnen (2015) discusses the use of metamodels for the following goals:

• Verification and validation of the underlying simulation model

• Sensitivity analysis or ‘what if’ analysis of the simulation model

• Optimization of the simulated system

• Risk analysis or uncertainty propagation of the simulated system

In the remainder of this section we discuss the use of metamodels in simulation

optimization following Barton and Meckesheimer (2006). In simulation optimiza-

tion, we repeatedly run the simulation to find an input combination which gives the

best simulated performance. We use the following notation to represent the general
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simulation optimization problem:

min
x∈X

f(x),

where x is the input combination of the system being simulated, and X ⊂ Rd

is the set of possible values of x defined by box constraints; f(x) is the objective

(response) function. In random simulation we assume that f(x) is the expected

value of a simulated system performance measure Y (x, s). Mathematically Y (x, s) is

a random variable where s denotes the vector with seeds of the pseudorandom number

(PRN) streams. There may indeed be more than one stream; e.g., in a single-server

queueing simulation the service times and the arrival times may use different seeds.

To make the service and arrival times mutually independent, we must select these two

seeds such that the two PRN streams do not overlap. Obviously, in deterministic

simulation, s vanishes. Because we focus on the mean output (not on a specific

quantile), we write

f(x) = E[Y (x, s)].

In both deterministic and random simulation we do not know the form of f

explicitly, so we approximate f using the simulation I/O data. Moreover, in random

simulation we cannot observe f(x), but we can only estimate f(x). Therefore let

Y (x, sr) = Yr(x) denote replication r of the random simulation model with input x

and seed vector sr with r = 1, . . . ,M selected such that these M replications (M is a

positive integer) use nonoverlapping PRN streams in order to make theM replications

identically and independently distributed (IID). Altogether these replications give the

estimator of f(x):

f̂(x) =

∑M
r=1 Yr(x)

M
.

Simulation optimization strategies depend on the nature of f and X . If X

is a discrete set, then appropriate optimization methods are ranking and selection

procedures. If X is continuous and f is differentiable, then we can use white-box

methods to estimate the gradient. If X is continuous or not, then we can use black-

box methods to estimate f .

We do not consider simulation models with multiple outputs, except for Chapter

2 (on multivariate Kriging). Had we considered multiple outputs in optimization,

then simulation optimization may be formulated as constrained problems or multi-

response optimization problems; see Brekelmans et al. (2005) and Couckuyt et al.

(2014), respectively.

As we stated above, simulation optimization may use metamodels. Barton and

Meckesheimer (2006) discuss two general strategies for metamodel-based simulation

optimization: (1) optimization of a single global metamodel, fitting this metamodel
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only once; (2) optimization of iterated local metamodels; e.g. response surface

methodology (RSM) sequentially explores local subregions of the search space and

uses line searches to find new subregions assumed to be closer to the optimum. In

this dissertation, however, we adopt a third strategy that is a mix of the two pre-

ceding strategies. In this mixed strategy we fit a global metamodel based on a set

of simulation runs from an initial global experimental design; next the we proceed

sequentially, selecting the next point to be simulated. We use the augmented data to

re-estimate the parameters of the global metamodel. The major issues for metamod-

els are: (i) the choice of the type of metamodel, (ii) the choice of the experimental

design X which is an N × k matrix where k denotes the number of simulation inputs

and N =
∑n

i=1Mi with n denoting the number of combinations of the k inputs and

Mi denoting the number of replications of combination i (obviously, in X we stack

Mi identical rows x>i ). We run the simulation model with X and observe Yr(xi). (iii)

fitting the metamodel to the simulation response using the experimental I/O data,

and (iv) the assessment of the adequacy of the fitted metamodel. Metamodel-based

optimization has two advantages over other simulation optimization techniques: (i)

reduction of the prediction error through smoothing of all observations, (ii) offering

more insight into the behavior of the response function.

1.3. Kriging and global optimization

Danie Krige (1919–2013) was a South African mining engineer who developed a model

to predict the response at a new location using the responses at the old locations

such that a higher weight is assigned to an old response as its location is closer to the

new location. In mining, this response is generated by a real, non-simulated system;

e.g., the response is the concentration of gold found when drilling a hole in a field.

George Matheron (1930–2000) further developed and formalized Krige’s model.

The basic idea of Kriging is to predict the value of a function at a new point by cal-

culating a weighted average of the observed values of the function. Matheron (1963)

assumes a ‘stationary covariance’, which means that the covariance between two re-

sponses depends only on the distance between their locations (input combinations,

points); see Cressie (1991) for more information about Kriging.

In machine learning, Kriging or Gaussian process (GP) plays a major role in

supervised learning, which is the problem of learning input-output functions from

empirical data or the ‘training dataset’. We wish to make predictions at new inputs

given the training data. Therefore we need to move from the training data to the

underlying function which makes the prediction for any input value. We may use GP

to control the properties of such a function. We refer to Rasmussen and Williams
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(2005) for more information about GP in machine learning.

Sacks et al. (1989) uses Kriging as a metamodel for expensive computer experi-

ments. A computer experiment is a number of runs of the computer code (or com-

puter model) with various inputs.

In simulation-based optimization, we deal with problems without a closed-form

analytical form for the I/O function (objective function or constraints), but there

is a black-box computer simulation which produces I/O data. In this situation we

may use a metamodel to create a fast functional approximation of acceptable fidelity

(validity) for the true I/O function; see Barton and Meckesheimer (2006). In this

research we try to solve the problem of estimating the global optimum for a black-

box simulation; this simulation may be either deterministic or random. This type of

problem is important in many scientific disciplines; e.g., engineering and OR. There

are many types of metamodels (see Kleijnen (2015)), but we concentrate on Kriging

(or Gaussian process) models. The advantage of Kriging over many other types of

metamodels is that it not only predicts the simulation response but also quantifies

the prediction uncertainty.

These Kriging metamodels may guide the search for the global optimum of the

simulation model; a global optimum implies that there may be several local optima.

We assume that the simulation gives a single response (output) for each combination

of its multiple inputs. A popular method for the optimization of deterministic sim-

ulation is efficient global optimization (EGO) and its ‘expected improvement (EI)’,

which uses a Kriging metamodel to calculate EI which balances ‘exploitation’ (local

search) and ‘exploration’ (global search) when searching for the optimal input com-

bination for the simulation model. EI was first introduced in Mockus et al. (1978),

and later on Jones et al. (1998) applied this concept to the field of computer experi-

ments. EGO uses Kriging to predict the optimum location; this predictor, however,

is uncertain because the Kriging model is only an estimator based on the I/O data

at the old locations, the assumed correlation function, etc. This uncertainty may be

quantified through the estimated variance of the Kriging predictor. The predictor

variance increases, the farther away the new location is from the old locations; at

old locations this variance is zero, because the Kriging metamodel for a deterministic

simulation model is an exact interpolator. Consequently, this variance is maximal

at some unexplored location, so a better solution might be found at such a location

depending on the Kriging predictor and its variance. In this way, EGO balances local

and global search.

Originally, EGO was developed by Jones et al. (1998) for deterministic simulation

with a single response. EGO is popular in mechanical engineering; see the many

examples in Forrester et al. (2008). Recently, EGO has been extended to random
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simulation, especially, discrete-event simulation; this type of simulation is popular

in OR, but EGO in OR requires more research such as our own research; see the

pioneering article Huang et al. (2006); Picheny et al. (2013); Quan et al. (2013), and

related attempts surveyed by Kleijnen (2015).

Technically speaking, Kriging raises several methodological questions; e.g., how to

formulate a Kriging metamodel for a simulation model with multiple responses; how

to estimate the parameters of a Kriging model? EGO raises the additional problem of

how to determine a criterion that balances exploration and exploitation; e.g. classic

EGO for deterministic simulation with a single response uses the EI criterion, but

recently other criteria have also been proposed for this problem and for problems in

random simulation. Random simulation raises additional problems; e.g., how much

computer time should be spent on simulating a single input combination such that

replications reduce the noise of the response sufficiently? We try to solve several

of these problems and related problems in this dissertation, as detailed in the next

section

1.4. Summary of Dissertation

This dissertation comprises five more chapters, of which the first three chapters have

already been published.

Chapter 2: Kleijnen, J. and Mehdad, E. (2014). Multivariate versus univariate Krig-

ing metamodels for multi-response simulation models. European Journal

of Operational Research, 236(2), 573–582.

Chapter 3: Mehdad, E. and Kleijnen, J. (2013). Bootstrapping and conditional simu-

lation in Kriging: Better confidence intervals and optimization? CentER

Discussion Paper No. 2013-038. (Accepted by the Journal of Opera-

tional Research Society)

Chapter 4: Kleijnen, J., E. Mehdad, and W. van Beers (2012). Convex and mono-

tonic bootstrapped Kriging. Proceedings of the 2012 Winter Simulation

Conference, edited by C. Laroque, J. Himmelspach, R. Pasupathy, O.

Rose, and A. M. Uhrmacher, pp. 543–554.

Chapter 5: Mehdad, E. and Kleijnen, J. (2014). Stochastic intrinsic Kriging for sim-

ulation metamodeling. CentER Discussion Paper No. 2014-054. (Sub-

mitted to the European Journal of Operational Research)
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Chapter 6: Mehdad, E. and Kleijnen, J. (2014). Global optimization for black-box

simulation via sequential intrinsic Kriging. CentER Discussion Paper No.

2014-063. (Submitted to the Journal of Global Optimization)

Now we summarize the next five chapters.

In Chapter 2 we study multivariate Kriging versus univariate Kriging for simula-

tion models with multiple responses. To analyze the I/O behavior of such simulation

models, we may apply either univariate or multivariate Kriging metamodels. In

multivariate Kriging we face a major problem; namely, the covariance matrix of all

responses should remain positive-definite. To solve this problem, we use the recently

proposed ‘nonseparable dependence’ model. To evaluate the performance of uni-

variate and multivariate Kriging, we perform several Monte Carlo experiments that

simulate Gaussian processes. These Monte Carlo results suggest that the ‘simpler’

univariate Kriging with its smaller number of parameters gives smaller mean square

error. Fricker et al. (2013) proves that a so-called separable multivariate Kriging

model cannot outperform univariate models. For the nonseparable model, that arti-

cle includes some experiments showing that univariate models are still the winner.

This result is attributed to the estimation of additional parameters. Our contribu-

tion is that even when knowing the true Kriging parameters, the nonseparable model

cannot outperform the univariate models; i.e., we conjecture that the nonseparable

model has some inherent property that causes inferior performance.

In Chapter 3 we focus on two related questions: (1) How to select the next com-

bination to be simulated when searching for the global optimum? (2) How to derive

confidence intervals for outputs of input combinations not yet simulated? Classic

Kriging simply plugs the estimated Kriging parameters into the formula for the pre-

dictor variance, so this variance is biased. To estimate the true variance, we apply

bootstrapping and conditional simulation respectively, in this chapter. In Kleijnen

and Mehdad (2013) we have already experimented with a test function of dimension

one, in this chapter we experiment with test functions of higher dimensionality. We

conclude that practitioners may ignore the bias in the estimated predictor variance

with plugged-in parameters, because such an approach gives acceptable confidence

intervals and estimates of the optimal input combination.

In Chapter 4 we use distribution-free bootstrapping of the replicated responses of

a given discrete-event simulation model to come up with bootstrapped Kriging meta-

models that are required to be either convex or monotonic. To illustrate monotonic

Kriging, we use an M/M/1 queueing simulation with as output either the mean or

the 90% quantile of the transient-state waiting times, and as input the traffic rate.

In this example, monotonic bootstrapped Kriging enables better sensitivity analysis

than classic Kriging; i.e., bootstrapping gives lower mean square error and confidence

8
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intervals with higher coverage and the same length. To illustrate convex Kriging, we

start with simulation-optimization of an (s, S) inventory model, but we next switch

to a Monte Carlo experiment with a second-order polynomial inspired by this inven-

tory simulation. We could not find truly convex Kriging metamodels, either classic

or bootstrapped; nevertheless, our bootstrapped ‘nearly convex’ Kriging does give a

confidence interval for the optimal input combination. Note that Siem (2008) tried

to obtain monotonic and nonnegative Kriging models through imposing such prop-

erties as additional constraints on the Kriging model, but did not succeed. After we

published our article, Da Veiga and Marrel (2012) introduced a new framework to

impose bound, monotonicity and convexity constraints in Kriging modeling. They

showed that incorporation of such constraints improves predictions. However, their

framework suffers from the curse of dimensionality.

In Chapter 5 we derive intrinsic Kriging, using Matheron’s intrinsic random func-

tions which eliminate the trend in classic Kriging. We formulate our novel intrinsic

Kriging as a metamodel of deterministic and random simulation models. For ran-

dom simulation we derive an experimental design that also specifies the number of

replications that varies with the input combinations. We compare intrinsic Kriging

and classic Kriging in several numerical experiments with deterministic and random

simulations. We conclude that intrinsic Kriging gives more accurate metamodels, in

most experiments.

In Chapter 6 we study the use of intrinsic Kriging as a new metamodel in global

optimization of deterministic and random simulations. For deterministic simula-

tion models we combine the popular EGO method with our new intrinsic Kriging

metamodel. For random simulation models we study a state-of-the-art algorithm

accounting for heteroscedastic variances of the simulation responses. We introduce

a new variant of this algorithm which has the following two distinguishing features:

(1) The metamodel is a (stochastic) intrinsic Kriging model instead of a (stochastic)

Kriging model. (2) To tackle the heteroscedastic variance of the simulation output,

the algorithm uses a new method to allocate the available number of replications

over observed input combinations. We use several numerical experiments with deter-

ministic and random simulations for the following two comparisons: (1) Classic EGO

versus EGO with intrinsic Kriging. (2) The original algorithm versus our modified

version. We conclude that most experiments give the following empirical results: (1)

EGO with intrinsic Kriging outperforms classic EGO. (2) The original algorithm and

our modified version do not give significant differences.

9



Epilogue

1.5. Epilogue

Chapters 2, 3, and 4 are copies of articles that have already been published; however,

these copies are corrected for typos, mathematical errors, and inaccurate text. (An

exact list with these corrections is available from the author.)

The first articles use the alphabetical order of author names; later articles show

the main author first. Chapter 4 shows three author names in alphabetical order,

but the second author (Mehdad) was involved in the convexity problem and not in

the monotonicity problem.

10
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Chapter 2

Multivariate versus univariate

Kriging for simulation models

2.1. Introduction

In operations research (OR) practice, simulation is often applied. Simulation may be

either deterministic or random (stochastic). Applications of deterministic simulation

abound in engineering such as computer aided engineering (CAE), but there are also

applications in OR as demonstrated by the following two examples. Example 1 con-

cerns the management of fisheries at the French Research Institute for Exploitation

of the Sea (IFREMER); see Mahevas and Pelletier (2004). Example 2 is the case

study on the CO2 greenhouse effect by Kleijnen et al. (1992). Applications of random

simulation are plentiful in OR, especially in queueing and inventory management; see

the references in Kleijnen (2008, pp. 3-6).

A Kriging model may be used to analyze the input/output (I/O) behavior of

a given simulation model; this analysis may serve validation, sensitivity analysis,

and optimization, as discussed by Kleijnen (2008). This Kriging gives a metamodel ;

i.e., it approximates the I/O function defined by the underlying simulation model.

There are different types of metamodels for simulation models; the most popular

type of metamodels is a polynomial of either first or second order augmented with a

residual term; this term represents fitting error in deterministic or random simulation

plus noise in random simulation; see Kleijnen (2008). We, however, focus on Kriging,

which has already become popular in engineering and is gaining popularity in OR; see

the many references in Chen et al. (2012) and Kleijnen (2008). Most of this Kriging

literature, however, ignores multivariate Kriging; also see our literature summary

below.

In practice, a given simulation model has multiple outputs—also called responses

or performance criteria. For example, Kleijnen (1993) discusses a case study on

the production planning of steel tubes of different types, using a simulation model

with 28 outputs which—after a discussion with management—were reduced to two

outputs. Kleijnen and Smits (2003) discusses multiple performance metrics in supply

chain management. The literature on metamodels, however, often reduces these mul-
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tiple outputs to a single output—either ignoring all the other outputs or combining

all outputs through a weighting function; in our Monte Carlo experiments (detailed

in Section 2.4) we shall briefly discuss results for the sum and the product of two

outputs. Other publications present metamodels per individual output ignoring the

correlations between outputs; e.g., Kleijnen et al. (2010) fit univariate Kriging models

for each of the two outputs—namely, cost and service—of a call-center simulation.

In all our Monte Carlo experiments we also apply such univariate Kriging—besides

multivariate Kriging.

Intuitively, it may seem that multivariate Kriging gives a lower mean squared

error(MSE) than univariate Kriging, because the former accounts for the cross-

correlations between different output types, whereas the latter accounts only for the

auto-correlations between outputs of the same type for different input combinations—

as we shall explain in Sections 2.2 and 2.3. However we think this intuition may be

misleading. In practice the Kriging parameters are unknown so they must be es-

timated, which increases the MSE; multivariate Kriging requires the estimation of

additional parameters—namely, the cross-correlations—which further increases the

MSE. Note that Hernandez and Grover (2013) also use the MSE criterion in their

article on Kriging.

To empirically compare univariate and multivariate Kriging, we use Monte Carlo

experiments that guarantee the validity of the Kriging metamodel. The literature

usually experiments with realistic simulation models, but these experiments imply

approximation errors (bias) of the Kriging metamodels. Moreover, these simulation

models may be computationally expensive. We limit our investigation to Kriging in

deterministic simulation, which is also the basis for Kriging in stochastic simulation.

Furthermore, we limit our first Monte Carlo experiments to situations with a

single input and two outputs. Many OR problems do have a single input; examples

are queueing simulation models with the traffic rate as the single input and inventory

models such as the newsvendor problem with the order quantity as the single input.

Moreover, Kriging in simulation usually assumes that in case of multiple inputs the

correlation function is the product of the correlation functions per individual input;

see equation (2.2). In this example we limit the number of multiple outputs to two;

in case of more outputs, the cross-correlations are correlations between all pairs of

outputs. We do vary the magnitudes of the cross-correlation between the two outputs.

In the second example we base our Monte Carlo experiment on a climate simulation

with five inputs and three outputs.

To provide some background for our study, we summarize the rather limited num-

ber of publications that explicitly discuss multiple outputs. This literature assumes

different types of multivariate models; we distinguish the following three types:
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1. In practice, simulation models may have (say) n types of output; each type is

a specific transformation of the same input combination and the same pseu-

dorandom number stream; in deterministic simulation, this stream vanishes.

Software (such as Arena) for building and running discrete-event simulation

models permits the automatic collection of multiple outputs. Not only simu-

lation may give multiple outputs; real-life systems may too. This type is the

focus of our study.

2. A given real system may be represented by n different simulation models with

different degrees of realism (detail); so-called multi-fidelity simulation. We

claim that this situation is extremely rare in OR. The simulation model with

few details is run for many input combinations, whereas the detailed type is

run for fewer combinations. Obviously, the most detailed simulation is the real

system itself. See Santner et al. (2003); Forrester et al. (2008); Goh et al. (2013);

Tuo et al. (2013), and also “partially heterotropic” situations in Wackernagel

(2003, p. 158).

3. Besides the output of interest, the modelers collect information on the gra-

dient of this output. In discrete-event simulation, this type is rare, because

the estimation of this gradient is complicated (it typically uses either “pertur-

bation analysis” or the “score function” method). An example is Chen et al.

(2013). Obviously, the output and its gradient are estimated for the same input

combinations.

For type-1 real-life systems, Cressie (1991, pp. 138-142) speaks of cokriging in his

book on spatial data analysis. Wackernagel (2003, pp. 143-209) also discusses geo-

statistics, so he restricts the input data to one, two, or three dimensions (whereas

simulation implies an arbitrary number of dimensions). Gneiting et al. (2010) also dis-

cuss cokriging in geostatistics assuming so-called Matérn correlation functions. Sant-

ner et al. (2003, pp. 101-116) do discuss simulation or computer experiments, as-

sume type-3 simulations. Higdon et al. (2008) discuss the combination of real-life

“field data” and simulation data, where both types of data concern the same real-

life system so it concerns type-2 situations; they allow for very many types of out-

put. Forrester (2010) also discusses type-2 situations; i.e., the combination of (i)

scarce and expensive real-life data with abundant and inexpensive simulation data,

or (ii) scarce and expensive data from a detailed simulation model with abundant

and inexpensive data from a quick-and-dirty simulation model. Williams et al. (2010)

discuss multivariate Kriging in constrained optimization in simulation with multiple

outputs—but they follow Santner et al. (2003). Altogether we recommend Santner

et al. (2003) and Wackernagel (2003) for an introduction to multivariate Kriging.
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Note that Li et al. (2006) also recognize that in practice simulation models have

multiple outputs and that Kriging is an important type of metamodel, but those au-

thors use a completely different approach (they do not use cokriging with estimated

cross-correlations).

Besides the areas of operations research (our focus), geostatistics, and engineering

there is another area with major contributions to Kriging or Gaussian process (GP);

namely machine learning ; see Rasmussen and Williams (2005). Multivariate GPs

are investigated in machine learning in multi-task learning, multi-sensor networks

or structured output data. To obtain positive definite (PD) covariance matrixes,

this community uses either so-called separable models or nonseparable models. The

nonseparable models are based on either convolution method or the linear model of

coregionalization (LMC). We define these different models in Section 2.3. Separable

models for multi-task learning are used by Bonilla et al. (2007). Álvarez et al. (2011)

show how several models in machine learning are special cases of LMC. In LMC, they

use Cholesky’s decomposition for numerical stability, and they show that the convo-

lution method gives lower standardized mean square errors than LMC. Fricker et al.

(2010) presents an LMC variant that uses eigendecomposition instead of Cholesky’s

decomposition. They show that their LMC variant gives a lower mean squared error

than the convolution method. The convolution method is introduced to this com-

munity by Boyle and Frean (2005). The main disadvantage of this method are the

computational and storage requirements. Álvarez and Lawrence (2011) propose a

more efficient approximation for multivariate GPs constructed through the convo-

lution method. This method does not spend much effort on accurate modeling of

cross-covariance. To improve the accuracy in convolution method, more parameters

are needed; Fricker et al. (2010) propose a new method that introduces such parame-

ters. Note that Constantinescu and Anitescu (2013) specify the covariance matrixes

imposing constraints originating from the physics laws that determine relationships

among the outputs of their application; in OR, however, such knowledge is usually

not available.

We summarize our article as follows. We consider multivariate Kriging model

constructed through LMC which is proposed by Fricker et al. (2010). Furthermore,

we interpret this novel Kriging model. We also present Monte Carlo results for the

performance of this multivariate model and univariate Kriging per output. Using this

Monte Carlo laboratory, we confirm previous results showing that multivariate Krig-

ing does not provide improvements compared with univariate Kriging—even under

ideal conditions. Svenson and Santner (2010) use Fricker et al. (2010)’s LMC for their

multi-objective optimization problem; unlike we, they do not compare univariate and

multivariate Kriging. Fricker et al. (2010) find that univariate Kriging always gives

16



Basic univariate Kriging

smaller RMSEs than multivariate Kriging. Fricker et al. (2010) suggest that if one

of the outputs is a function of other outputs, then multivariate Kriging outperform

univariate Kriging. We use the data in Fricker et al. (2010) only to select the param-

eters in our Monte Carlo experiment with a multivariate Kriging metamodel that

has no specification errors; i.e., their Kriging metamodel is only an approximation

of the true I/O function of their underlying simulation model, whereas multivariate

Kriging in our Monte Carlo laboratory gives a metamodel without any bias. So,

instead of selecting some arbitrary data that might accidentally favor or “bias” our

methodology, we base our experiments on Fricker et al. (2010)’s data. Note that in

the appendix we give details, including several statistical tests for verifying the cor-

rectness of Monte Carlo experiments with Kriging; such tests are necessary because

computer codes may contain unintended programming errors and peers should be

enabled to reproduce results.

We organize the remainder of this article as follows. Section 2.2 summarizes the

basics of univariate Kriging, including references to computational issues. In Sec-

tion 2.3, we discussFricker et al. (2010)’s nonseparable dependence structure, which

extends Kriging to multivariate Kriging, including technical details. Section 2.4 de-

scribes our Monte Carlo laboratory with GP models so the Kriging assumptions are

guaranteed and we can use this laboratory to empirically compare univariate and

multivariate Kriging. Section 2.5 presents conclusions and topics for future research.

The references at the end of this article enable the reader to study more aspects of

this challenging topic.

2.2. Basic univariate Kriging

The various disciplines that apply Kriging, use different terminologies. We have

already observed that geostatisticians speak of “sites”, whereas simulationists speak

of “points” or “combinations”. In machine learning, the “old” points are called the

“training set”. Simulationists use correlation functions, whereas geostatisticians use

the related concept of variograms.

Our notation remains close to the notation in DACE—the free univariate MAT-

LAB Kriging toolbox developed and well-documented by Lophaven et al. (2002),

assuming deterministic simulation. For the reader’s convenience, Appendix A in-

cludes Table A.1, summarizing the symbols used. Note that alternative free soft-

ware is mentioned by Frazier (2010), Kleijnen (2008, p. 146), and Roustant et al.

(2012). Commercial software called JMP is offered by SAS. Several authors present

a Bayesian interpretation of the Kriging model, but we follow a frequentist approach.

Suppose the given simulation model is run for m combinations of the k simu-
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lation inputs x = (x1, . . . , xk)
>. These combinations are also called “locations” or

“scenarios”; Lophaven et al. (2002) call them “sites”, which stems from the origin of

Kriging; namely, geostatistics (Daniel Krige was a mining engineer in South Africa).

Simulating these m input combinations gives the outputs y = (y1, . . . , ym)>.

Like most authors on Kriging in simulation, we assume Ordinary Kriging :

y(x) = µ+ z(x) (2.1)

where µ denotes the mean output, and z a stationary GP with zero mean. Because

z is stationary, z has a constant—but unknown—variance σ2
z , and its covariances

ci;i′ (i, i′ = 1, . . . ,m) between the outputs of the input combinations xi and xi′ are

determined by the distance between xi = (x1;i, . . . , xk;i)
> and xi′ in the k-dimensional

input space (we use the symbol ci;i′ instead of σi;i′ because in multivariate Kriging

σg;g′ refers to the covariances between the outputs of type g and g′). Kriging of

simulation models with their possibly high-dimensional input space assumes that

these covariances are the products of the k individual correlation functions; e.g., a

so-called Gaussian correlation function implies

ci;i′ = σ2
zΠ

k
j=1 exp[−θj(xj;i − xj;i′)2] (2.2)

where θj ≥ 0 measures the importance of input j; xj;i is the ith entry of the jth

simulation input; and |xj;i − xj;i′ | measures the distance in the input dimension j

between the combinations i and i
′
. Note that if θj = 0, then changes in input j have

no effect at all on the covariance ci;i′ . If θj =∞, then the covariance ci;i′ reduces to

zero, so the outputs at the locations i and i′ are independent. The covariances ci;i′ are

gathered in the symmetric and positive-definite m×m covariance matrix Σ, and the

corresponding correlations ci;i′/σ
2
z are collected in R so Σ = σ2

zR. The extreme value

for the correlation coefficient (θj = 0) gives a singular covariance matrix, because this

matrix has identical columns. Note that Simpson et al. (2001) claim that Ordinary

Kriging defined in (2.1) with a Gaussian correlation function defined in (2.2) is the

most common Kriging model in engineering.

The classic Kriging predictor assumes known (hyper)parameters µ and Σ. Requir-

ing the predictor to be linear and unbiased and using the mean squared prediction

error (MSPE) criterion, the best linear unbiased predictor (BLUP) for the output y0
of x0 is

ŷ0 = µ+ c0
>Σ−1(y−µ1) (2.3)

where 1 denotes the m-dimensional vector with ones; c0 = (c0;1, . . . , c0;m)> the vector

with the covariances between the outputs at the new and the m old input combina-

tions (so Σ = (c1, . . . , cm) with vectors ci = (ci;1, . . . , ci;m)>); and (y−µ1) the vector

with residuals. Note that x0 denotes the “new” input combination; an alternative
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notation replaces the subscript 0 by m+ 1. If x0 is actually one of the old points xi
(i = 1, ...,m), then the predictor ŷi equals the observed output yi; i.e., Kriging gives

an exact interpolator.

In practice, however, the parameters µ and Σ are unknown, so a major problem

is their estimation. Note that Σ includes the variance σ2
z on its main diagonal and

the k parameters θj assuming the Gaussian correlation function (2.2). Santner et al.

(2003) use maximum likelihood estimation (MLE). Because z in (2.1) follows a GP,

the probability density function (say) f of y is

f(y) =
1

(2π)m/2(|Σ|)1/2
exp

[
−1

2
(y−µ1)>Σ−1(y−µ1)

]
(2.4)

where |Σ| denotes the determinant of Σ. This normal distribution is denoted by

Nm(µ,Σ) with µ = µ1.

MLE minimizes the log-likelihood function l(Σ,µ|y), while ignoring terms that do

not depend on the parameters µ and Σ to be estimated; i.e., (2.4) implies

l(Σ,µ|y) = ln |Σ|+ (y−µ1)>Σ−1(y−µ1). (2.5)

The resulting MLE estimators are denoted by Σ̂ and µ̂. This minimization is a

difficult mathematical problem. The classic solution in Kriging is to “divide and

conquer”—also called “profile likelihood”or “concentrated likelihood”in mathemati-

cal statistics—as follows.

We use Σ = σ2
zR to replace |Σ| by |R| (σ2

z)
m and Σ−1 by R−1/σ2

z , and obtain

l(R,µ|y) = m lnσ2
z + ln |R|+ (y−µ1)>R−1(y−µ1)

σ2
z

. (2.6)

Following Lophaven et al. (2002), Santner et al. (2003), and also Gano et al. (2006),

we minimize this function in the following steps:

1. Initialize; i.e., select preliminary values for θ̂ = (θ̂1, . . . , θ̂k)
> which together

define R̂.

2. Compute the generalized least squares (GLS) estimator of the mean:

µ̂ = (1>R̂−11)−11>R̂−1y. (2.7)

3. Substitute µ̂ resulting from Step 2 and R̂ resulting from Step 1 into the variance

estimate

σ̂2
z =

(y−µ̂1)>R̂−1(y−µ̂1)

m
. (2.8)

Note that σ̂2
z uses the denominator m, whereas the classic unbiased estimator assum-

ing R = I would use m− 1.
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4. Solve the remaining problem in (2.6):

min
θ̂

[
m ln σ̂2

z + ln
∣∣∣R̂∣∣∣] . (2.9)

5. Use the θ̂ that solves (2.9) to update R̂, and substitute the resulting R̂

into (2.7) and (2.8).

These estimated Kriging parameters result in the estimated MSPE or variance of

the Kriging predictor (2.3):

M̂SPE = σ̂2
z + (1− 1>Σ̂−1ĉ0)

>(1>Σ̂−11)−1(1− 1>Σ̂−1ĉ0)− ĉ0
>Σ̂−1ĉ0. (2.10)

Minimization problem defined in (2.9) is difficult because of “the multimodal and

long near-optimal ridge properties of the likelihood function” ; i.e., this problem

is not convex; see Gano et al. (2006), Jones et al. (1998, p. 486), and Marrel et al.

(2010, p. 5). The problem of a flat likelihood function leading to highly variable MLE

is tackled by Li and Sudjianto (2005), adding a penalty function to the likelihood

function.

2.3. Multivariate Kriging

In this section we consider n ≥ 1 outputs for each of the m input combinations

(type-1 model in Section 2.1); i.e., the simulation outputs become yi;g (i = 1, . . . ,m)

(g = 1, . . . , n). For the reader’s convenience, we collect symbols in the Appendixes

A and B including Tables A.1 and B.1. In multivariate Kriging, we can still use the

multinormal density defined for the univariate case in (2.4)—provided we define the

stacked vector (say) Y with mn elements such that we first gather the n outputs at

the first input combination y1 = (y1;1, . . . , y1;n)> (first row of Table B.1), then the n

outputs at the second input combination y2 = (y2;1, . . . , y2;n)>, etc., until finally the

n outputs at the mth input combination ym = (ym;1, . . . , ym;n)> (last row of Table

B.1). Note that yg (output of type g with g = 1, . . . , n) has the constant mean µg
(see Table A.1). The resulting vector Y has the multivariate normal density function

Nmn(µ,ΣY) where µ denotes the mean vector with mn elements and ΣY denotes

the mn×mn covariance matrix of Y:

f(Y) =
1

(2π)mn/2(|ΣY|)1/2
exp

[
−1

2
(Y − µ)>Σ−1Y (Y − µ)

]
. (2.11)

For ΣY we offer the following comments.

In this section we discuss the general case with k inputs and n outputs (in Ap-

pendix C we detail the simplest multivariate Kriging example; namely, k = 1 input
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and n = 2 outputs). A stationary GP for each type of output implies that the output

yg has the constant variance σ2
g and (auto)covariances that depends on the distance

between its input combinations; again see (2.2). Moreover, in multivariate Kriging

different output types yg(xi) and yg′(xi′) with g; g′ = 1, . . . , n and g 6= g′ have cross-

covariances, when simulated for the same or for different input combinations; i.e., xi
may be the same as xi′ or may be different. For example, if n = 2 (bivariate output),

then

Cov(Y(xi),Y(xi′)) =

[
cov(y1(xi), y1(xi′)) cov(y1(xi), y2(xi′))

cov(y1(xi), y2(xi′)) cov(y2(xi), y2(xi′))

]
.

If we have xi = xi′ in this example with n = 2, then the 2× 2 matrix (say) Σ0 does

not vary with the input combination x and becomes

Σ0 =

[
σ2
1 σ1;2

σ1;2 σ2
2

]
(2.12)

where σ1;2 = cov(y1, y2). In the general case with n outputs, the (symmetric) covari-

ance matrix at input combination i (i = 1, . . . ,m) is

Σ0 =


σ2
1 σ1;2 . . . σ1;n

σ2
2 . . . σ2;n

. . .
...

σ2
n

 . (2.13)

So in the general case, Y has the mn×mn covariance matrix

ΣY =


Σ0 Cov(Y(x1),Y(x2)) . . . Cov(Y(x1),Y(xm))

Cov(Y(x1),Y(x2)) Σ0 . . . Cov(Y(x2),Y(xm))
...

...
. . .

...

Cov(Y(x1),Y(xm)) Cov(Y(x2),Y(xm)) . . . Σ0

 .
(2.14)

To predict the n outputs at input combination x0, we define—analogously to c0

defined below (2.3)—the n×mn matrix

Σ0;m;n = (Cov(Y(x0),Y(x1)), . . . ,Cov(Y(x0),Y(xm)))

and obtain—analogously to (2.3)—the multivariate BLUP

ŷ(x0) = µ̂+ Σ0;m;nΣ
−1
Y (Y − Fµ̂) (2.15)

where the vector µ̂—analogously to (2.7)—denotes the GLS estimator

µ̂ = (F>Σ−1Y F)−1F>Σ−1Y Y (2.16)
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with F = 1m ⊗ In where 1m denotes an m-dimensional vector with ones, ⊗ the Kro-

necker operator, and In the n×n unity matrix; also see Svenson and Santner (2010).

The estimated MSPE of the multivariate Kriging predictor (2.15) is

M̂SPE[ŷ(x0)] = Σ̂0 − Σ̂0;m;n(Σ̂Y)−1Σ̂0;m;n

>
+ U

(
F>(Σ̂Y)−1F

)−1
U> (2.17)

with U = In − Σ̂0;m;n(Σ̂Y)−1F.

Now we consider one particular way to obtain a ΣY that is PD. Our formalization

follows the nonseparable dependence model in Svenson and Santner (2010), who in

turn follow Fricker et al. (2010), who precede Fricker et al. (2013). Fricker et al. (2010)

explain both nonseparable models and separable models. Separable models assume

ΣY(xi,xi′) = Σ0R(xi,xi′) where we defined the cross-covariance matrix Σ0 in (2.13)

and the auto-covariance matrix R below (2.2); i.e., separable models assume that

the matrix ΣY can be separated into two components with the second component

implying that all outputs have the same auto-correlation matrix. Moreover, Fricker

et al. (2010) show that separable models have an undesirable so-called Markov prop-

erty; see equation (6) in Fricker et al. (2010) or equation (4) in Fricker et al. (2013).

An example of a separable model is Zhang (2007). Furthermore Fricker et al. (2010,

2013) discuss how nonseparable models may be created through either convolution

method or LMC. These former methods convolve a Gaussian white noise process

with a smoothing kernel; see Ver Hoef and Barry (1998); Higdon (2002). More-

over, Fricker et al. (2010) present empirical results that suggest that convolution

method gives worse results than LMC, so we limit our research to LMC. Originally,

geostatistics uses LMC to model spatial multivariate processes, see (Wackernagel,

2003, pp. 194-200). In LMC the output process is a linear combination of building-

block processes. Fricker et al. (2010) use an LMC with n blocks. Here we detail LMC

following Fricker et al. (2010).

Obviously, an n-variate Gaussian variable with mean vector µ and covariance

matrix Σ may be generated from a vector Z with n normally independently identically

distributed (NIID) “standard” variables (which have zero means and unit variances)

through µ+AZ with Σ = AA>. Svenson and Santner (2010) extend this idea, and

consider

Y = µ+AZ (2.18)

where Y denotes the n-variate output at any input combination, µ = (µ1, . . . , µn)>

is the vector of GP means, A = (ag;g′) is a symmetric and PD matrix, and Z is a

vector of mutually independent stationary GPs with zero mean and unit variance.

More precisely, Z has the Gaussian correlation function defined in (2.2). It is sim-

ple to derive that (2.18)—together with R defined below (2.2) and defining θ(l) =
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(θ
(l)
1 , . . . , θ

(l)
k )> with l = 1, ..., n—implies

Cov(Y(xi),Y(xi′)) = Adiag[R(xi − xi′ ;θ
(1)), . . . ,R(xi − xi′ ;θ

(n))]A>. (2.19)

We point out that we stack the covariance matrixes per input combination, not per

output. If xi = xi′ , then (2.2) gives exp[−θj(xj;i − xj;i′)2] = 1 so (2.19) implies that

Σ0—defined in (2.13)—becomes

Cov(Y(xi),Y(xi)) = Σ0 = AA>. (2.20)

Hence, σg;g′ (covariance between yg and yg′) and σg;g = σ2
g (variance of yg) are

σg;g′ =
n∑
l=1

ag;lag′;l (g, g′ = 1, . . . , n). (2.21)

For example, for n = 2 we get (remember that A is symmetric so ag;g′ = ag′;g)

Σ0 =

[
a21;1 + a21;2 a1;1a2;1 + a1;2a2;2

a2;1a1;1 + a2;1a2;2 a22;1 + a22;2

]
. (2.22)

Note that each element ag;g′ (= ag′;g) affects the two variances and the covariance;

we shall detail this characteristic in the next section. If we assume the Gaussian

correlation function (2.2) and a single input x, then (2.19) becomes R(xi − xi′ ; θ(g))
= exp[−θ(g)(xi − xi′)2] = exp[−θ(g)d2i;i′ ] with di;i′ = |xi − xi′| so we get

Cov[Y(xi),Y(xi′)] = A

[
R(di;i′ ; θ

(1)) 0

0 R(di;i′ ; θ
(2))

]
A>

so Cov[Y(xi),Y(xi′)] is[
a21;1R(di;i′ ; θ

(1)) + a21;2R(di;i′ ; θ
(2)) a1;1R(di;i′ ; θ

(1))a2;1 + a1;2R(di;i′ ; θ
(2))a2;2

a1;1R(di;i′ ; θ
(1))a2;1 + a1;2R(di;i′ ; θ

(2))a2;2 a22;1R(di;i′ ; θ
(1)) + a22;2R(di;i′ ; θ

(2))

]
.

(2.23)

Following Fricker et al. (2010) and Svenson and Santner (2010), we use eigen-

decomposition to get Σ0 = AA>. We therefore use the Cholesky transformation,

A = LL>. We should ensure that all the elements on the main diagonal of L are

non-negative; i.e., we should impose the constraint li;i ≥ 0 (i = 1, ..., n) in the MLE

optimization.

Actually, Svenson and Santner (2010) apply Restricted MLE (RMLE) instead of

MLE (for details on RMLE see Santner et al. (2003, pp. 66-67)). The RMLE Â

(which must be PD) and Θ̂ (the multivariate analogue of θ̂ defined below (2.6) in

Step 1) minimize the following analogue of (2.6):

l(ΣY, µ|Y) = ln |ΣY|+ ln
∣∣F>Σ−1Y F

∣∣+ (Y − Fµ̂)>Σ−1Y (Y − Fµ̂). (2.24)
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Monte Carlo laboratory: sampling from a GP

In our next Monte Carlo experiments we shall use RMLE for univariate and

multivariate Kriging for better comparison of the two methods. RMLE for univariate

Kriging requires replacing m by m− 1 in (2.6), (2.8), and (2.9).

2.4. Monte Carlo laboratory: sampling from a GP

First we explain why we need a laboratory instead of real applications. Kriging is

based on specific assumptions; e.g., Kriging assumes a GP. To analyze the perfor-

mance of the resulting Kriging procedure, we should start with situations that satisfy

these assumptions; a “laboratory” can fully satisfy all our assumptions. Real applica-

tions enable us to study the “robustness” of the Kriging method; i.e., how well does

the method perform if not all its assumptions are completely satisfied? However,

before we perform such robustness studies, we should examine the performance of

Kriging in the case where all assumptions do hold. Moreover, real applications may

be extremely expensive; i.e., a single simulation run may take hours or days, whereas

in our lab a “simulation” run takes only (micro)seconds (depending on the computer

hardware and software).

Kriging literature derives formulas for the estimated variance of the predictor in

univariate and multivariate Kriging respectively. These formulas are popular, but we

do not use them to compare univariate and multivariate Kriging because we estimate

the MSE from the known I/O function for the simple systems that we simulate in

our lab. Moreover, these formulas are biased because they ignore the variability

caused by the estimation of the parameters of the GP; see Den Hertog et al. (2006)

and Kleijnen and Mehdad (2013).

To compare multivariate and univariate Kriging, we use the MSE criterion; this

criterion gives the “optimal” Kriging predictor defined in (2.3), and is relevant in

sensitivity analysis (not optimization) of simulation models. Furthermore, in our first

example (Section 2.4.1) we briefly consider a second criterion; namely, the coverage

of the 90% confidence interval for the predictor in univariate versus multivariate

Kriging. Fricker et al. (2010) also use criteria closely related to our two criteria.

We wish to guarantee that the Kriging metamodel itself is a valid metamodel of

the I/O function implied by the underlying simulation model. Therefore we generate

the “simulation” observations Y from Nmn(µ,ΣY) defined in (2.11), to obtain the

I/O data; these data are detailed in Table B.1 in Appendix B. To these I/O data

we apply univariate and multivariate Kriging respectively, and compare their MSEs.

Note that a similar Monte Carlo lab is used by Chen et al. (2012) for the “empirical

evaluation” of their stochastic Kriging. In Section 2.4.1 we present a simple Monte

Carlo example; in Section 2.4.2, we present a more complicated example.
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2.4.1. Simple Monte Carlo example

After we specify that our lab consists of a GP, we must select values for the parameters

µ and ΣY in Nmn(µ,ΣY). In our simple example we specify a bivariate output so

n = 2 and a single input so k = 1. To generate “simulation” data, we select m =

10 “old” I/O combinations; m = 10 agrees with the value 10k often recommended in

the literature; also see the “practical guidelines” in Loeppky et al. (2009). Because

space-filling designs are most popular in Kriging, we select these m values equi-spaced

in the standardized experimental domain 0 ≤ xi ≤ 1. Consequently, we get x> =

(0, 1/9, 2/9, . . . , 8/9, 1)>. We decide to predict the simulation outputs for m0 “new”

input values each halfway its two immediate neighbors, so we get m0 = 9 and x>0
= (1/18, 3/18, . . . , 17/18)>. When we sample the GP, we should also sample the

“true” simulation outputs at these new input values x>0 ; i.e., we sample 10 + 9 = 19

bivariate outputs:

Y (38×1) =

 (y1;1, y1;2)
>

...

(y19;1, y19;2)
>

 ∼ N(38×1)
[
µ(38×1) ,Σ(38×38)

]
. (2.25)

Furthermore, we select all n = 2 means equal to zero so in (2.25) we have µ(38×1) =

(0, . . . , 0)>. We wish to experiment with “high” and “low” values for the variances

σ2
1 and σ2

2. A problem, however, is that in the nonseparable dependence model, the

variances—and cross-covariances and auto-covariances–depend on A in (2.19). In

our experiments with two outputs, the values we select for the variances and the

cross-covariance together with (2.22) imply

Σ0 =

[
a21;1 + a21;2 a1;1a2;1 + a1;2a2;2

a2;1a1;1 + a2;1a2;2 a22;1 + a22;2

]
=

[
σ2
1 σ1;2

σ1;2 σ2
2

]
, (2.26)

so the three variables a1;1, a1;2 (= a2;1), and a2;2 must satisfy three equations. We

select σ2
1 = 1, σ2

2 = 25 (so σ2 = 5, which quantifies variability better than its square,

σ2
2), and σ1;2 = ρ(1;2)σ1σ2 = 1 so ρ(1;2) = 0.2 and σ1;2 = 4 so ρ(1;2) = 0.8; i.e., in our

experiments we keep σ2
1 and σ2

2 fixed, while we experiment with a low and a high

cross-correlation (the cross-correlation remains constant across input combinations).

For the auto-covariances we assumed a Gaussian auto-correlation function and a

single input, as derived in (2.23). In (2.23) we have already selected all elements of

A (namely, a1;1, a1;2 = a2;1, and a2;2) when selecting the variances and the cross-

correlation. To further simplify our selection, we select equal Kriging parameters θ(1)

= θ(2) = θ for the two outputs; this changes Cov[Y(xi),Y(xi′)] in (2.23) into[
(a21;1 + a21;2)R(di;i′ ; θ) (a1;1a2;1 + a1;2a2;2)R(di;i′ ; θ)

(a1;1a2;1 + a1;2a2;2)R(di;i′ ; θ) (a22;1 + a22;2)R(di;i′ ; θ)

]
.
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Monte Carlo laboratory: sampling from a GP

Table 2.4.1: Design for first Monte Carlo example

Experiments

Correlation 1 2 3 4

cross: ρ(1;2) 0.8 0.8 0.2 0.2

auto: ρ(g)(dmin) 0.8 0.2 0.8 0.2

We wish to experiment with low and high auto-correlations. The Gaussian auto-

correlation function (2.2) implies that cor(yi;1, yi′;1) = exp[−θ(xi − xi′)2]. Obviously,

these correlations decrease with the distance di;i′ = |xi − xi′ |. These distances di;i′

vary with m (number of old equidistant input values in the experimental range)

and the m0 new input values to be predicted (which we selected halfway the old

values). Given the input range 0 ≤ x ≤ 1, these distances range between 1/[(m0)/2]

= 1/18 (closest neighbors) and 1 (neighbors farthest apart). We decide to focus on

the strongest auto-correlation between old input values ρ(1)(dmin) = exp[−θ/92]; e.g.,

ρ(1)(dmin) = 0.2 implies—after rounding—θ = 131 and ρ(1)(dmin) = 0.8 implies θ =

18, which are far away from the two extreme values 0 and ∞ discussed below (2.2).

Altogether, Table 2.4.1 displays our four experiments combining “low” and “high”

values for the cross-correlation ρ(1;2) and the maximum auto-correlation for output g

denoted by ρ(g)(dmin) with g =1, 2. Note that Table 2.4.1 excludes zero or negative

cross-correlations. We exclude zero correlation because discrete-event simulation

with multiple outputs always gives correlated outputs as these outputs are driven

by the same pseudorandom numbers. We exclude negative correlations, because

the OR analysts usually know the signs of the correlations between the outputs of

their simulation models; e.g., in queuing simulation, the average of the waiting time

distribution and (say) the 90% quantile of that distribution are obviously positively

correlated. If the analysts know that the correlation between two specific outputs is

negative, then they simply take the negative values of one of these two outputs to

make the correlation positive.

We decided to obtain M = 100 macro-replicates ; i.e., we repeat our sampling—

from the four different GPs in Table 2.4.1—100 times using non-overlapping pseudo-

random number streams. We use these macro-replicates, to verify our computer code;

i.e., we statistically test various intermediate results; namely, the means, variances,

auto-correlations, and cross-correlations of the simulated bivariate GP output (2.25).

This verification is detailed in Appendix D.

In practice, the simulation analysts have only “a single macro-replicate” to com-

26



Monte Carlo laboratory: sampling from a GP

pute the RMLEs µ̂ and Σ̂. In nonseparable multi-variate Kriging, these RMLEs are

based on the likelihood function (2.24). This function may have many local maxima

so the search for these RMLEs may get stuck on a local hill. To get initial estimates

of Â and Θ̂, Svenson (2011, pp. 314-315) uses a global optimizer; namely, the ge-

netic algorithm (GA) in Forrester (2010); to get final estimates, he uses MATLAB’s

“fmincon”. In our first Monte Carlo example, we use DACE for univariate Kriging;

we combine DACE with the same GA and bounds that Svenson uses.

Given these RMLEs computed from the “old” I/O data, we can predict the output

for one of the new points (say) xt′ with t′ = 1, . . . ,m0; i.e., in (2.3) we replace

the unknown parameters by their RMLEs, which gives (say) ̂̂yt′ . We compare this

predicted value ̂̂yt′ with the “observed” value yt′ ; the latter value is conditional on the

m old observed values yi because of (2.25), which uses the true parameters instead of

their RMLEs. This gives the squared error (SE) at the new input value t′ for output

g in macro-replicate r where in this example n = 2, m = 10, M = 100:

SE
(g)
t′;r = (

̂̂
y
(g)
t′;r − y

(g)
t′;r)

2 with (g = 1, . . . , n) (t′ = 1, . . . ,m0) (r = 1, . . . ,M). (2.27)

Because we predict the output for m0 new input combinations, we use this equation

to compute the estimated integrated MSE (IMSE) for output g:

̂IMSE(g)
r =

∑m0

t′=1 SE
(g)
t′;r

m0

.

Next we use this ̂IMSE(g)
r to compute its average over the M macro-replicates:

̂IMSE(g) =

∑M
r=1

̂IMSE(g)
r

M
. (2.28)

Table 2.4.2 gives this average for univariate and multivariate Kriging, for the two out-

puts of our four experiments defined in Table 2.4.1. The standard errors —displayed

in parentheses below the averages—show that the reported averages are quite accu-

rate after M = 100 macro-replicates. All eight differences between these averages

for univariate and multivariate Kriging—denoted by Difference in the table—are

non-significant, where our null-hypothesis is that there is no difference between the

MSEs of univariate and multivariate Kriging, for both responses and all four ex-

periments. This significance we test through the t-statistic for differences estimated

from correlated observations (caused by common random numbers used by the four

experiments). We use an experimentwise type-I error rate α = 0.20 combined with

Bonferroni’s inequality so the “per comparison” error rate is (α/2)/8 = 0.0125. Fur-

thermore, the point estimates show that univariate Kriging gives a smaller MSE for
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output 1 in all four experiments; for output 2 with its higher variance, univariate

Kriging gives smaller MSE in two out of four experiments.

Comparisons of rows instead of columns in Table 2.4.2 shows that the averages are

much bigger in rows 2 and 4. Table 2.4.1 shows that rows 2 and 4 have a lower value

for the auto-correlation; obviously, such a low auto-correlation implies that the Krig-

ing predictor for a new point is less accurate when taking a weighted average of the old

simulation outputs (the Kriging predictor is indeed a weighted average with weights

determined by the distances between the new point and the old points). These differ-

ences between rows are so big that we do not need a statistical test to conclude that

these differences are important. To explain the results in Table 2.4.2, we compute

Table 2.4.2: ̂IMSE(g) (with standard errors in parentheses) in univariate and multi-

variate Kriging, estimated from 100 macro-replicates

Expe- Output 1 Output 2

riment Univar. Multivar. Difference Univar. Multivar. Difference

1 0.000181 0.000238 -0.000057 0.004801 0.004784 0.000017

(0.000027) (0.000055) (0.000039) (0.000685) (0.000589) (0.000475)

2 0.239103 0.239563 -0.000460 5.762738 5.813574 -0.050837

(0.013688) (0.014082) (0.002252) (0.336574) (0.338779) (0.042030)

3 0.000179 0.000198 -0.000018 0.004187 0.004012 0.000175

(0.000027) (0.000037) (0.000013) (0.000665) (0.000593) (0.000133)

4 0.239072 0.240658 -0.001585 5.712830 5.732354 -0.019523

(0.013691) (0.013929) (0.002042) (0.340724) (0.339981) (0.032913)

t-statistics from the M = 100 RMLEs for the Kriging parameters (µg, σ
2
g , θ

(g), σg;g′)

where σg;g′ = 0 in univariate Kriging. Our null-hypothesis H0 states that the expected

value of a RMLE equals the true value of the corresponding Kriging parameter; e.g.,

H0 : µ̂g = µg. Table 2.4.3 shows whether such a t-test rejects H0; i.e., the superscript

∗ denotes that the t-statistic is significant at the 5% significance level. This table

implies that for univariate Kriging we should reject H0 only for θ(g), whereas for mul-

tivariate Kriging we should reject H0 for θ(g), σ2
g , and σg;g′ . So multivariate Kriging

gives inaccurate estimates of the Kriging parameters. These inaccurate estimates

may result from the search in a space with more dimensions when solving a noncon-

vex problem. Svenson and Santner (2010) also mention that RMLE in multivariate

Kriging requires a search in higher dimensions than univariate Kriging does, because

the latter assumes zero cross-correlations; so the former search might actually result
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in poor estimates of the Kriging parameters. Svenson and Santner (2010) and Fricker

et al. (2010) give numerical results for several examples suggesting that multivari-

ate Kriging may not improve MSE dramatically relative to application of univariate

Kriging to multiple outputs. To further investigate these numerical results, we run

Table 2.4.3: t-tests for RMLE in univariate and multivariate Kriging

Univariate Kriging

Experiment µ1 µ2 θ1 θ2 σ2
1 σ2

2 σ12
1 1.1510 1.1529 2.0268∗ 2.4019∗ 0.5672 -0.8968 -

2 1.4495 1.4557 -6.3886∗ -4.9355∗ -0.3692 -0.1543 -

3 1.1501 0.4909 1.9842 2.9331∗ 0.5652 -2.5660∗ -

4 1.4502 0.7710 -6.3868∗ -4.1674∗ -0.3822 -1.5303 -

Multivariate Kriging

Experiment µ1 µ2 θ1 θ2 σ2
1 σ2

2 σ12
1 1.2284 1.2597 1.9355 -0.2059 2.4377∗ 2.2318∗ 2.1643∗

2 1.4572 1.4027 -8.3775∗ -8.6159∗ 3.1470∗ 2.8997∗ 2.9758∗

3 0.8132 0.4204 0.3007 1.1068 1.2741 0.6756 1.5367

4 1.5185 0.8312 -9.1144∗ -6.6839∗ 3.4481∗ 1.5533 1.9560

univariate and multivariate Kriging with the true Kriging parameters—which is easy

in Monte Carlo experiments and impossible in real experiments. We point out that

univariate Kriging uses 100% accurate information on σ̂2
g and θ̂

(g)
j , but that infor-

mation is incomplete because it ignores the cross-correlations σ̂g;g′ and consequently

univariate Kriging uses the wrong µ̂g. The “old” and “new” outputs vary over the

M macro-replicates, because they are sampled from (2.25). This gives Table 2.4.4,

which displays the average performance defined in (2.28); this performance is the

same for univariate and multivariate Kriging. Comparing this table with Table 2.4.2

shows that the performance is better when using the true Kriging parameters instead

of their RMLEs, as we expected. However, IMSEs in Table 2.4.4 are not significantly

better than IMSEs in Table 2.4.2. To explain that in this example univariate and

multivariate Kriging give the same performance when they use the true Kriging pa-

rameters, we study the only difference between univariate and multivariate Kriging;

namely, Σ0;m;nΣ
−1
Y in (2.15). Univariate Kriging assumes zero cross-covariances. We

find that the corresponding elements in multivariate Kriging—using the true Kriging

parameters—are virtually zero. For example, when predicting the output for the

first element of x>0 = (1/18, 3/18, . . . , 17/18)> in macro-replicate 1 of experiment 1
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Table 2.4.4: ̂IMSE(g) in univariate and multivariate Kriging with true GP parameters

Experiment Output 1 Output 2

1 0.000123 0.003318

2 0.235071 5.756298

3 0.000123 0.00299

4 0.235071 5.708968

(with ρ(1:2) = 0.8), multivariate Kriging gives values between 10−16 and 10−13. We

also compute these values for ρ(1:2)= 0.95 and again find virtually zero values; de-

tailed results are given in Table E.1 of Appendix E. These results are typical for this

example; i.e., in the more realistic example of Section 2.4.2 we shall find different

results.

Our conclusion is that univariate Kriging is simpler than multivariate Kriging,

and that multivariate Kriging does not perform better than univariate Kriging, even

when multivariate Kriging would know the true GP parameters.

Besides the MSE, Fricker et al. (2010) study the coverage of the confidence interval

of the Kriging predictor. A popular 90% two-sided confidence intervals for
̂̂
y
(g)
t′;r is

̂̂
y
(g)
t′;r ± 1.64

√
MSPE

(g)
t′;r

where 1.64 is the 0.95 quantile of the standard Gaussian density and MSPE
(g)
t′;r fol-

lows from (2.10) and (2.17). Obviously, for given t
′

and g values, macro-replicate

r gives an interval that does or does not cover the true value y
(g)

t
′
;r

; from the M

macro-replicates we compute the estimated coverage. The coverage of this 90% con-

fidence interval turns out to be too low, for any t and g (box plots are available

from the authors). This low coverage may be caused by the classic variance of the

Kriging predictor, which ignores consequences of estimating the Kriging parameters;

see again Den Hertog et al. (2006) and Kleijnen and Mehdad (2013).

Finally, Fricker et al. (2010) suggest that the relative performance of multivari-

ate Kriging may improve when “the” output is a function of the individual cross-

correlated outputs. Therefore we also experiment with the sum and the product, y(3)

= y(1) + y(2) and y(4) = y(1)y(2). Appendix F (Table F.1) suggests that univariate

Kriging gives smaller MSE for all n = 4 outputs and all four experiments in Ta-

ble 2.4.1 except for y(4) in experiment 1. Univariate Kriging gives better coverage

than multivariate Kriging, but still below the nominal value. Note that we do know

the true values of the Kriging parameters for y(1) and y(2), but not for y(3) and y(4).
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Furthermore, there are more Kriging parameters to be estimated; namely, σg,g′ (g, g′

= 1, . . . , n = 4) and θ(g). The appendix (Table F.2) suggests that multivariate Krig-

ing has more significant differences between the estimated and the true parameter

values.

2.4.2. More complicated Monte Carlo example

In this subsection we summarize our second type of Monte Carlo example; namely, an

example with d = 5 inputs and n = 3 outputs that is inspired by the simple climate

model (SCM) case study in Fricker et al. (2010). For this example we select m =

57 old I/O data (X,W) and m0 = 93 new data (X0,W0); these data we received

from one of the coauthors (namely, Urban). For our Kriging computations we use

Svenson’s code. So, from the old data (X,W) we compute ψ̂, the RMLE of the GP

parameters. This ψ̂ has 24 elements; namely, the three means µ̂g (g = 1, 2, 3), the

three variances σ̂2
g , the 5 × 3 = 15 auto-correlations θ̂

(g)
j (j = 1, ..., d = 5), and the

three cross-covariances σ̂g;g′ .

We observe that the three outputs have indeed positive cross-correlations; i.e.,

from the simulation outputs W we compute the classic estimates which do not assume

a GP:

r(g;g
′) =

∑m
t=1(w

(g)
t − w(g))(w

(g′)
t − w(g′))

m
. (2.29)

This gives r(1;2) = 0.47, r(1;3) = 0.55, and r(2;3)= 0.80; these estimates are scale-free.

The estimates (2.29) should be distinguished from ρ̂(g;g′), which denote the RMLE

computed for the multivariate GP with scaled old data. These computations give

ρ̂(1;2) = 0.50, ρ̂(1;3) = 0.53, and ρ̂(2;3) = 0.82, which agree very well with the classic

estimates.

Because we scale the I/O data, the simulation outputs have zero means. The n

= 3 estimated GP means µ̂g turn out to be virtually zero, in both multivariate and

univariate Kriging. For the computations of univariate Kriging we apply Svenson’s

code per output, ignoring cross-correlations; i.e., assuming these correlations are zero.

The estimated variances in multivariate Kriging σ̂2
g are 5.98, 3.48, and 3.62; i.e.,

output 1 has a bigger variance. We point out that univariate Kriging gives different

estimates; namely, 6.38, 4.29, and 7.09; we emphasize that univariate Kriging assumes

zero cross-variances so it is to be expected that its variance estimates are different.

The 15 estimated auto-correlation coefficients θ̂
(g)
j differ in multivariate Kriging and

univariate Kriging.

In our second Monte Carlo example, the true GP is the GP with the parameters

that we estimated for the SCM case study using multivariate Kriging; e.g., ρ̂(1;2) =

0.50. Analogous to (2.25) we sample Y from the multivariate normal distribution;
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this Y has (57 + 93) × 3 = 450 elements. This gives the IMSE defined analogously

to (2.28). We use M = 30 macro-replicates, which require approximately 15 hours

of computer time on our PC. Comparing columns 2 and 4 of Table 2.4.5 shows

that univariate Kriging gives a much smaller MSE than multivariate Kriging. Like

Table 2.4.5: ̂IMSE(g) (with standard errors in parentheses) in univariate and multi-

variate Kriging, estimated from 30 macro-replicates

Multivar. with Multivar. with Univar. with Univar. with

Output estimated GP par. true GP par. estimated GP par. true GP par.

1
33,953 1,487 922 1,699

(4,685) (256) (73) (215)

2
16,392 700 455 1,529

(2,202) (127) (37) (263)

3
2.090 0.126 0.060 0.846

(0.266) (0.026) (0.004) (0.103)

we do in our first Monte Carlo experiment, we also compute the IMSE assuming

true GP parameters σ̂2
g , θ̂

(g)
j , and σ̂g;g′ ; notice that µ̂g is computed through (2.16).

Comparing columns 2 and 3 shows that using these true parameters drastically de-

creases the IMSE of multivariate Kriging. Comparing columns 3 and 4 shows that

multivariate Kriging with true GP parameters does not give a smaller IMSE than

univariate Kriging with estimated parameters. Comparison of these two columns

shows that multivariate Kriging’s inferior performance is not due to the estimation

of more parameters. We conjecture that multivariate Kriging suffers from an inher-

ent bad property—like separable models, which have the Markov property, which

implies that the cross-covariance between the outputs does not help. Comparing

columns 3 and 5 shows that using the true parameters gives univariate Kriging with

higher IMSE than multivariate Kriging; in Section 2.4.1 we have already pointed out

that univariate Kriging uses 100% accurate but incomplete information on the GP

parameters. We point out that the first example used assumptions so simplistic that

univariate Kriging was not affected by the incompleteness of the information on the

RMLE of the GP parameters.
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2.5. Conclusions and future research

In this article we compare univariate and multivariate Kriging metamodels for sim-

ulation models with multiple outputs. A major problem of multivariate Kriging

is ensuring that the (symmetric) covariance matrix of all the observed simulation

outputs remains positive-definite; to solve this problem, we apply a nonseparable

dependence model that was originally proposed by Fricker et al. (2010). We compare

the resulting multivariate Kriging with univariate Kriging per type of simulation

output; univariate Kriging ignores the cross-correlations between the multiple simu-

lation outputs. To compare these two Kriging types, we perform some Monte Carlo

experiments in which we guarantee that all the assumptions of multivariate Kriging

are satisfied. We use these experiments to estimate the MSEs of multivariate and

univariate Kriging. These experimental results suggest that the simpler univariate

Kriging gives lower MSE than the more complicated multivariate Kriging; one ex-

planation is that multivariate Kriging requires the estimation of additional Kriging

parameters—namely, the cross-correlations between the simulation outputs—which

affects the estimates of all parameters. To check this explanation, we run additional

Monte Carlo experiments replacing the estimated Kriging parameters by their true

values, which are known in a Monte Carlo experiment. We then find that multivariate

Kriging with the true GP parameters still does not perform better than univariate

Kriging. We conjecture that nonseparable models created through LMC have some

inherent property that causes inferior performance. In example 1 we briefly examine

the coverage, and conclude that both multivariate and univariate Kriging give cov-

erages lower than the nominal (90%) value; multivariate Kriging does not improve

this coverage.

Future research may address the following topics.

• Multivariate Kriging may serve as a metamodel not only for simulation mod-

els with multiple outputs but also for multi-fidelity simulation, discussed in

Section 2.1 (type 2). Our Monte Carlo lab can be easily adapted to model

such types of simulation. Besides the output of interest, the modelers may also

estimate its gradient; also see Section 2.1 (type 3).

• The goal of simulation may be optimization instead of sensitivity analysis. This

optimization might replace MSE by a criterion such as used in efficient global

optimization (EGO), but adapted for multivariate optimization. This optimiza-

tion may use constrained optimization, selecting one output as the goal variable

and satisfying constraints on the (n− 1) remaining outputs. An alternative for

this constrained optimization is multi-objective Pareto optimization.
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• In our Monte Carlo experiments we guaranteed that Kriging gives a valid meta-

model, but in practice we may improve the validity of the metamodel by re-

placing ordinary Kriging by “universal” Kriging which uses a linear regression

model instead of the constant µ in (2.1); see Fricker et al. (2010).

• In our Monte Carlo experiments we may replace the Gaussian correlation func-

tion by some other correlation function to generalize our results; in practice,

such a function may improve the validity of the Kriging metamodel.

• If indeed multivariate Kriging does not outperform univariate Kriging in de-

terministic simulation, then it does not seem interesting to extend multivariate

Kriging from deterministic simulation to more complicated (random) discrete-

event simulation.
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A. List of major symbols

A list of major symbols is given in Table A.1, in alphabetical order with Latin symbols

before Greek symbols; bold letters denote matrices and vectors.

B. I/O data for multivariate Kriging

Table B.1 shows the I/O data for multivariate Kriging.

C. Simplest example: two outputs and one input

The simplest example of a simulation model with multiple types of outputs is a model

with two types only; say, y1 and y2. Furthermore, the simplest model has a single

input (say) x. Figure C.1 illustrates this example, assuming it is simulated for m = 3
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Table A.1: List of major symbols

Symbol Meaning

c0,i covariance between outputs of old input combination i

and new combination 0

i index with range 1, . . . ,m

g index with range 1, . . . , n

k number of simulation inputs

m number of “old” simulated input combinations

m0 number of “new” simulated input combinations

n number of output types per input combination

r(g;g
′) estimated correlation coefficient for outputs g and g′

R correlation matrix

t index with range 1, . . . , 2m− 1

t′ index with range 1, . . . ,m0

W simulation outputs at old input combinations

W0 simulation outputs at new input combinations

x input combination

x0 new input combination

y univariate output of a simulated input combination

Y multivariate GP output of a simulated input combination

yi;g output of type g for input combination i

ŷ0 univariate Kriging predictor of output of new input combination x0
z stationary Gaussian process with zero mean

θ
(g)
j importance of input j for the auto-correlation in outputs g

µ mean univariate output

µg mean of output type g

ρ
(g;g′)
i,i′ correlation between outputs g and g′ at input combinations i and i′

σ
(g;g′)
i,i′ covariance between outputs g and g′ at input combinations i and i′

σ2
z variance of univariate z

Σ covariance matrix of univariate output

Σ0 covariance of Y

Σ0;m;n n× nm covariance between Y(x0) and Y

ΣY covariance matrix of multivariate output Y

ψ GP parameters
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Table B.1: I/O data for multivariate Kriging

Combination Input Output

1 x1;1, . . . , x1;k y1;1, . . . , y1;n
2 x2;1, . . . , x2;k y2;1, . . . , y2;n
...

...
...

i xi;1, . . . , xi;k yi;1, . . . , yi;n
...

...
...

m xm;1, . . . , xm;k ym;1, . . . , ym;n

input values. Two input values are relatively close together; namely, x1 and x2. If we

consider the bivariate output (y1, y2) at a given input value such as x1, then we see

that these two outputs y1(x1) and y2(x1) are cross-correlated; the figure shows this

correlation through vertical dotted curves. Moreover, Kriging implies that a given

type of output such as y1 is correlated with itself when observed at different input

combinations; e.g., y1(x1) and y1(x2) are correlated. This correlation is called auto-

correlation. The figure shows this auto-correlation through the (tilted horizontal)

solid lines. The other type of output y2 is also auto-correlated, but we do not show

this correlation in the figure, to keep the figure simple. Obviously, outputs such as

y1(x3) and y2(x1) are also correlated: in the figure we can follow the line from y1(x3)

and y1(x1), and then the vertical curve to y2(x1).

Mathematically, in our example with k = 1 the Gaussian correlation function for

output of type 1 becomes

cor[y1(xi),y1(xi′)] = exp[−θ(1)(xi − xi′)2] with θ(1) ≥ 0. (30)

In the example the input x has values such that the outputs of type 1 y1(x1) and

y1(x2) have higher positive auto-correlation than y1(x1) and y1(x3) have. Notice that

if the input has the same value xi = xi′ = x in (30), then

cor[y1(x), y1(x)] = exp[−θ(1)(x− x)2] = exp(−θ(1) × 0) = exp(−0) = 1/1 = 1, (31)

whatever the value of θ(1) is. So, these outputs have the highest positive (auto)correlation—

which makes perfect sense in deterministic simulation. For output of type 2 we replace

θ(1) by θ(2) in (30).

Note that stationarity of the process implies that only the distance in the input

space matters, not the direction; e.g., y1;1 and y2;2 are as strongly correlated as y2;1
and y1;2 are
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x3 x1 x2

Output type 1:

Output type 2:

Auto-correlation:

Cross-correlation:

Figure C.1: Simplest example: bivariate output and single input
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D. Verification of first Monte Carlo example

In the first Monte Carlo example, we have n = 2 outputs yt;g for m = 10 old input

combinations and m0 = m − 1 = 9 new combinations halfway the two neighboring

old combinations, so t = 1, . . . , 2m−1 and g = 1, . . . , n. Univariate and multivariate

Kriging standardize the old outputs yi through the linear transformation (yi − y)/s

where y and s are shorthand notations for

yg(m) =

∑m
i=1 yi;g
m

with g = 1, . . . , n (32)

and

sg(m) =

√∑m
i=1[yi;g − yg(m)]2

m
. (33)

Notice that the correlation coefficients are not affected by the linear transformations

implied by standardization; however, the Kriging parameters (such as θ(g)) are af-

fected, so we shall present empirical results for non-standardized outputs for both

univariate and multivariate Kriging.

For our simple example, the Monte Carlo experiments give Figure D.1; this figure

displays yt;g with t = 1, . . . , 19 and g = 1, 2 for macro-replicates 1 and 2 of experiment

1. These plots suggest that the non-standardized outputs have indeed zero means,

and that output 2 has higher variability. The three plots also suggest that the outputs

are auto-correlated (plots for higher auto-correlation are not displayed). We augment

this visual analysis as follows. We derive the following four statistical tests to verify

that our Monte Carlo laboratory has no errors; i.e., our null-hypothesis is that there

are no such errors.

(i) We test whether the averages yg(m) defined in (32) are indeed close to the

true value µg = 0. Unfortunately, s2g(m) defined in (33) is not an unbiased estimator

of the variance σ2
g , because the outputs at different input combinations are positively

correlated; i.e., s2g(m) underestimates, as is illustrated by Figure D.2 which is a

histogram of all M estimates.

Therefore we test our computer code using the M macro-replicates, which by

definition are independently identically distributed (IID); i.e., defining yt;g;r as output

g at input combination t in macro-replicate r gives both

yt;g(M) =

∑M
r=1 yt;g;r
M

(t = 1, . . . , 2m− 1; g = 1, . . . , n) (34)

and the unbiased variance estimators for output g of input combination t

s2t;g(M) =

∑M
r=1[yt;g;r − yt;g(M)]2

M − 1
. (35)
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Figure D.1: yt;g for macro-replicates 1 and 2 in experiment 1
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Figure D.2: s21(19) and s22(19) in 100 macro-replicates of experiment 1
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To test the null-hypothesis that the mean output g is zero, we use the Student t-

statistic with M − 1 degrees of freedom (DF):

t
(t;g)
M−1 =

yt;g(M)− 0

st;g(M)/
√
M

. (36)

Because M = 100, we use the standard Gaussian distribution N(0, 1) for the t
(t;g)
M−1

distribution. In experiment 1 of the four experiments in Table 1 of thee main text

we find that for input value 1 and output 1, (36) gives t
(1;1)
100−1 = 0.123085/0.1162399

= 1.06. Altogether we have (2×19 =) 38 t-values, so we use Bonferroni’s inequality

to obtain an experimentwise type-I error rate that does not exceed α; i.e., we replace

α/2 (two-sided test) by α/(2 × 38) and we select α = 0.20; this “experimentwise”

error rate is higher than the classic 10% or 5%. We find that none of the 38 observed

t-values is significant at any reasonable type-I error probability (the expected number

of rejections for α = 0.20 is 38× 0.20/(2× 38) = 0.1, less than one).

(ii) We test whether the variance of output g is indeed σ2
g . The GP assump-

tion implies that the variances remain constant at all 2m − 1 input combinations

t. Nevertheless, we should not “pool” the 2m − 1 variance estimators, as they are

not independent because yt;g;r and yt′;g;r are correlated. We use χ2
M−1, which denotes

the chi-square statistic with (M − 1) DF. Again using Bonferroni’s inequality, we

replace α/2 by α/(2× 19) in the example, and select α = 0.20; so α/38 = 0.005. In

our example, only one of the 19 points in experiment 4 gives a significant result; we

decide not to reject our Monte Carlo experiments.

(iii) Analogously to the variance estimator (35) we define the covariance estimator

s
(g;g′)
t;t′ (M) =

∑M
r=1[yt;g;r − yt;g(M)][yt′;g′;r − yt′;g′(M)]

M − 1
, (37)

which defines estimators for auto-covariances (g = g′) and cross-covariances (g 6= g′);

obviously this equation is a special case of (37). Using (37), we obtain the (scale-free)

estimated linear correlation coefficients

ρ̂
(g;g′)
t;t′ (M) =

s
(g;g′)
t;t′ (M)

st;g(M)st′;g′(M)
. (38)

This equation implies that the cross-correlation coefficient between outputs g and g′

at combination t—estimated from the M macro-replicates—is

ρ̂
(g;g′)
t (M) =

s
(g;g′)
t (M)

st;g(M)st;g′(M)
. (39)

We wish to test whether this coefficient deviates significantly from its expected true

value ρ,which is determined by σ2
1, σ2

2, and σ1;2. For this test we use Press et al.
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(1992, pp. 637-638) to define

z − ω
σz

with z =
1

2
ln

1 + ρ̂

1− ρ̂
, ω =

1

2
[ln{1 + ρ

1− ρ
}+

ρ

M − 1
], σz =

1√
M − 3

. (40)

This (z−ω)/σz has a N(0, 1) distribution asymptotically. We again use Bonferroni’s

inequality. In our example, we find that none of the estimated cross-correlations

differs significantly from the known values ρ(1;2) in the four experiments.

Because (39) is a ratio estimator, we know that this estimator is biased. We

also know that jackknifing reduces the bias of such an estimator; see the overview

including references in Kleijnen (2008, pp. 81-84). Jackknifing is a simple statisti-

cal technique, which in this case works as follows. First we compute the so-called

pseudovalue, which is a weighted combination of the original estimator ρ̂
(g;g′)
t (M)—

abbreviated to ρ̂
(g;g′)
t —and the estimator deleting macro-replicate r denoted by ρ̂

(g;g′)
t;−r (

M − 1) or briefly ρ̂
(g;g′)
t;−r :

Jr = Mρ̂
(g;g′)
t − (M − 1)ρ̂

(g;g′)
t;−r (r = 1, . . . ,M). (41)

Next we compute the average pseudovalue J =
∑
Jr/M , which is expected to have

less bias. We use s2(J) = s2(J)/M where s2(J) is the estimated variance of this

average pseudovalue:

s2(J) =

∑M
r=1(Jr − J)2

(M − 1)M
.

Finally, we compute the following (1− α) two-sided confidence interval for ρ
(g;g′)
t :

J ± tM−1;1−α/2s(J). (42)

We obtain (mutually correlated) estimates ρ̂
(1;2)
t at the various input values t in

each of our experiments, so when we use (40) or (42) we again apply Bonferroni’s

inequality—analogously to (i) and (ii). In all our four experiments we may accept

the results.

(iv) Finally, we examine ρ
(g)
t;t′(M), which denotes the auto-correlation between

outputs g at locations t and t′ estimated from M macro-replicates; see (38). Actually,

we have m old input values and m−1 new values so altogether we have 2m−1 outputs

yt (t = 1, . . . , 2m − 1). Consequently, we have 2m − 2 observations (y
(g)
t , y

(g)
t+1) with

the minimum distance (say) h1 = |xt − xt+1| = 1/(2m−1); as the distance h between

the input values of the outputs increases, the number of observations decreases. This

enables the following estimators of the covariances with distance h for output g:

ĉ
(g)
h =

∑2m−h−1
t=1 [yt;g − yt;g][yt+h;g − yt+h;g]

2m− 1
(h = 0, 1, . . . , 2m− 2) (43)
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where—because of the GP assumption—we use yt;g = yt+h;g = yg; we use the de-

nominator (2m−1) because MATLAB follows Box et al. (1994), who claim that this

denominator minimizes the MSE (not the bias) of the covariance estimators. So the

auto-correlations are

ρ̂
(g)
h =

ĉ
(g)
h

ĉ
(g)
0

. (44)

This equation gives Figure D.3, which displays ρ̂
(g)
h;r where r refers to macro-replicate

r. This figure demonstrates that the low θ of experiments 1 and 3 does give a high

estimated auto-correlation ρ̂
(g)
h for small distances h (h = 0, 1, 2); for bigger distances,

however, some auto-correlations become negative. Note that high correlation implies

that the sample gives relatively little information. Next we fit a curve to these ρ̂
(g)
h;r

per macro-replicate.
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Figure D.3: Estimated auto-correlations versus lags in 100 macro-replicates

We apply nonlinear regression analysis using MATLAB, which follows Seber and

Wild (2003). MATLAB fits a curve α1 + α2e
−θRh2 , which generalizes the Gaussian

correlation function through α1 and α2 so we expect α̂1 = 0 and α̂2 = 1. This results

in the nonlinear regression estimate θ̂
(g)
r;R, which should be distinguished from the

RMLE θ̂
(g)
r . Our example gives the histogram with M = 100 values in Figure D.4.

The null-hypothesis H0 : θ̂
(g)
r;R = θ(g) is rejected by both the t-test and the sign-test,
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but the actual difference θ̂
(g)
r;R − θ(g) is not really big. Similar conclusions hold for α1

and α2. The θ̂
(g)
r;R does change much when the true value θ(g) changes from 18 to 131.
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Figure D.4: θ̂
(g)
r;R for all the four experiments; g = 1 and 2

We conclude that (i) the estimated auto-correlations for different distances are

biased because they are ratio estimators and they use a denominator that minimizes

MSE instead of bias; (ii) these estimators are poor in case of high correlation.

E. Σ0;m;nΣ−1
Y in univariate and multivariate

Kriging

Table E.1 gives Σ0;m;nΣ
−1
Y when predicting the output for x0 = 1/18 in macro-

replicate 1 of experiment 1, for cross-correlations 0.80 and 0.95; to improve the

layout we present the transpose of this matrix. Because univariate Kriging assumes

zero cross-covariances, this table contains the value 0. The corresponding elements

in multivariate Kriging are virtually zero; e.g., -2.6E-14 in row 1 and column 2.
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Table E.1: Σ0;m;nΣ−1
Y in multivariate and univariate Kriging

Multivar. Univar.

ρ = 0.8 ρ = 0.95 ρ = 0.8

0.348906 -2.6E-14 0.348906 -2.7E-13 0.348906 0

-3.3E-16 0.348906 -9.4E-15 0.348906 0 0.348906

0.954562 1.6E-13 0.954562 0 0.954562 0

-4.9E-15 0.954562 -1.6E-14 0.954562 0 0.954562

-0.51635 -1.3E-13 -0.51635 4.55E-13 -0.51635 0

7.11E-15 -0.51635 7.13E-14 -0.51635 0 -0.51635

0.389122 -1.1E-13 0.389122 -2.3E-13 0.389122 0

-1E-14 0.389122 -1E-13 0.389122 0 0.389122

-0.29666 2.22E-13 -0.29666 -1.6E-12 -0.29666 0

1.06E-14 -0.29666 2.85E-14 -0.29666 0 -0.29666

0.216743 1.99E-13 0.216743 -6.8E-13 0.216743 0

-1.2E-14 0.216743 1.24E-14 0.216743 0 0.216743

-0.14675 1.11E-13 -0.14675 -4.8E-13 -0.14675 0

7.77E-15 -0.14675 -1.1E-14 -0.14675 0 -0.14675

0.087582 6E-14 0.087582 -2.1E-13 0.087582 0

-1.9E-15 0.087582 1.07E-14 0.087582 0 0.087582

-0.04163 -6.9E-15 -0.04163 1.14E-13 -0.04163 0

-1.3E-15 -0.04163 3.52E-15 -0.04163 0 -0.04163

0.012026 -1.1E-16 0.012026 -1.4E-14 0.012026 0

-1.2E-16 0.012026 2.21E-15 0.012026 0 0.012026

F. Kriging for functions of outputs

Table F.1 shows ̂IMSE(g) for y(1), y(2), y(3) = y(1) +y(2), and y(4) = y(1)y(2). Table F.2

gives the t-statistics to test whether the RMLEs of the Kriging parameters signifi-

cantly differ from the true values for y(1)and y(2); for the outputs y(3)and y(4) we do

not know the true parameters, so we cannot apply these tests.
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Table F.1: ̂IMSE(g) in univariate and multivariate Kriging

Output 1 Output 2

Experiment Univar. Multivar. Univar. Multivar.

1 0.000181 0.000915 0.0048008 0.011003

2 0.239103 0.245076 5.7627378 5.862312

3 0.000179 0.000748 0.0041866 0.011534

4 0.239072 0.246433 5.7128304 5.894214

Output 3 Output 4

Experiment Univar. Multivar. Univar. Multivar.

1 0.006536 0.016618 0.290038 0.241913

2 7.880984 8.020599 26.83617 28.45734

3 0.004553 0.01359 0.14392 0.152387

4 6.403224 6.576276 16.85455 18.1546

Table F.2: t-tests for RMLE in univariate and multivariate Kriging; four outputs

Exper- Univariate Kriging

iment µ1 µ2 θ1 θ2 σ2
1 σ2

2 σ12

1 1.151 1.152 2.026∗ 2.401∗ 0.567 -0.896 -

2 1.449 1.455 -6.388∗ -4.935∗ -0.369 -0.154 -

3 1.150 0.490 1.984 2.933∗ 0.565 -2.566∗ -

4 1.450 0.771 -6.386∗ -4.167∗ -0.382 -1.530 -

Exper- Multivariate Kriging

iment µ1 µ2 θ1 θ2 σ2
1 σ2

2 σ12

1 0.856 1.000 9.014∗ 3.708∗ 1.307 3.524∗ 1.564

2 1.453 1.106 -16.804∗ -15.662∗ 3.392∗ 6.285∗ 2.344∗

3 0.855 0.770 5.805∗ 4.057∗ 3.474∗ 3.471∗ 2.246∗

4 1.735 0.462 -19.102∗ -17.015∗ 5.994∗ 5.118∗ 0.835
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Chapter 3

Classic Kriging versus Kriging

with bootstrapping or

conditional simulation

3.1. Introduction

In this article we address the following two related questions that arise in simulation,

especially when the simulation is “computationally expensive”:

1. How to derive a confidence interval (CI) for the output of a “new” combination

of simulation inputs that is not yet simulated?

2. How to select the next combination that is to be simulated, when searching for

the optimal combination?

Question 1 (Q1) arises in sensitivity analysis or “what if” analysis. Question 2

(Q2) arises in “simulation optimization”, which aims at finding the input combination—

also called scenario or point—that gives the minimal simulation output (response);

we limit our optimization to unconstrained problems, like many authors do.

To answer these two questions, simulation analysts often use metamodels, also

called approximations, emulators, surrogates, etc. A popular type of metamodel is a

Kriging or Gaussian process (GP) model; also see the survey in Kleijnen (2009). Clas-

sic Kriging (CK)—as we call it—estimates the variance of its predictor by plugging-in

the estimated parameters (say) ψ̂ of the assumed stationary GP (we assume a GP

with parameter vector ψ consisting of the constant mean β0, the constant variance

τ 2, and the correlation vector θ; see Section 3.2). Obviously, plugging-in ψ̂ makes

the Kriging predictor nonlinear so s2(x), the classic variance estimator of the Kriging

predictor at point x, is biased. Indeed, (Jones et al., 1998, p. 463) states: “This theo-

retical sleight of hand appears to have no serious consequences, although it probably

leads to a slight underestimation of prediction error in small samples”.

Note: Forrester and Jones (2008) adapts the EGO procedure accounting for the

noise in the estimated Kriging parameters. Traditionally maximizing the expected
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improvement (EI) is performed in the following two stages. In stage 1, a Kriging

model is fitted to the I/O data through the maximization of the likelihood function.

In stage 2, the EI(x) is maximized through the Kriging model constructed in stage 1.

These two stages are separate and errors in stage 1 affect stage 2. However, Forrester

and Jones (2008) proposes a ‘one-stage’ method that combines parameter estimation

and EI(x) optimization. This approach uses a ‘goal-seeking’ formulation, which max-

imizes a conditional likelihood function with respect to both the model parameters

and x. This approach substitutes a new variance estimator into the standard EI(x)

equation. However, the constrained optimization of the new EI is more difficult than

our approach.

We therefore (empirically) compare the CI of CK and alternative CIs (see Q1).

Note that Goel et al. (2006) also comment on the classic variance estimator, and

propose cross-validation (whereas we propose BK or CS).

Moreover, s2(x) is also used in efficient global optimization (EGO), which is a well-

known sequential method that balances local and global search; i.e., EGO combines

exploitation and exploration. The classic EGO article is Jones et al. (1998); recent

articles are Picheny et al. (2013); Viana et al. (2013).

To answer Q1 and Q2, we apply parametric bootstrapping in this article. Boot-

strapping in general—including both parametric and nonparametric or distribution-

free bootstrapping—is discussed in Efron and Tibshirani (1993); additional recent

references are given in (Kleijnen, 2008, pp.81, 84). We compare the following alter-

native methods with each other and with CK:

• bootstrapped Kriging (BK), originally proposed in Den Hertog et al. (2006) to

examine s2(x) and in Kleijnen et al. (2012) to examine EGO;

• conditional simulation (CS), which is popular in the French literature on Krig-

ing; see the references in (Wackernagel, 2003, p. 188) and Section 3.2.3.

A preliminary version of our research was presented in Kleijnen and Mehdad

(2013), comparing the estimated variances of the Kriging predictors in CK, BK, and

CS and their effects on EGO. Now we investigate the role of this variance in the CI

(see again Q1); i.e., what are the coverages and lengths of the CIs when using these

three methods? Moreover, for these CIs we use either the classic parametric method

assuming the predictor is unbiased and normally distributed—even though the pre-

dictor is nonlinear—and a distribution-free method using the percentile method; the

percentile method was originally discussed by (Efron and Tibshirani, 1993, p. 168-

177) for bootstrapping in general. Furthermore, we present details on additional

examples; i.e., to the detailed one-dimensional example in Kleijnen and Mehdad

(2013) we add three well-known higher-dimensional examples.
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We limit our research to deterministic simulation, which is popular in engineering,

and will be the basis for our future research on random (stochastic) discrete-event

simulation. Our main conclusion will be that CK seems quite robust; i.e., (i) BK and

CS give CIs with coverages and lengths that are not significantly better than CK; (ii)

EGO with BK or CS may or may not give a bootstrap sample that performs better

in expensive simulation with small samples.

Besides this introductory section, our article comprises the following sections.

In Section 3.2 we summarize CK (including our terminology and symbols), BK,

and CS; we also study the effects of dimensionality on the predictor variance. In

Section 3.3 we present CIs for Kriging predictors. In Section 3.4 we first summarize

EGO based on CK, BK, and CS, and we include a new EGO variant that uses CS

with a distribution-free method; next we give numerical examples. In Section 3.5 we

present our conclusions and topics for further research.

3.2. CK, BK, and CS

In this section we summarize CK, BK, and CS—based on Kleijnen and Mehdad

(2013). We add a proof for the asymptotic behavior of CS and BK, and experimental

results on the effects of dimensionality on the predictor variance.

3.2.1. Classic Kriging

To estimate a Kriging metamodel of an underlying simulation model, we simulate

(say) k points xi (i = 1, . . . , k), which combine d ≥ 1 simulation inputs. This

simulation gives the output wi. Hence, the set of input/output (I/O) data is (X,w)

where X denotes the k × d matrix with rows xi, and w = (w1, . . . , wk)
>. A rule-of-

thumb for k is that a valid Kriging metamodel requires k = 10d points when these

points are selected through Latin hypercube sampling (LHS); see Loeppky et al.

(2009).

In deterministic simulation, Kriging is an exact interpolator ; i.e., the Kriging

predictions y(xi) = yi equal the corresponding observed simulation outputs w(xi) =

wi for the k “old” input combinations xi.

Ordinary Kriging assumes that its output y(x) is a realization of the random

process

Y (x) = β0 +M(x) (3.1)

with the constant mean β0 (also denoted by µ) and the stochastic process M(x) with

covariance function ΣM , where the covariance between M(x) and M(x′) is ΣM(x,x′)

= τ 2RM(x,x′) with constant process variance τ 2 and correlation matrix RM ; more
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precisely, E[M(x)] = 0 and the correlation between x and x′ depends only on the

distance |x− x′|. In this article we use the most popular RM in simulation (also

see Xie et al. (2010)); namely, the Gaussian correlation function in product form:

RM(x,x′,θ) =
d∏
j=1

exp[−θj(xj − x′j)2] with θj > 0. (3.2)

To select Ŷ (x0)—the predictor of the output at a new point x0—the criterion is the

mean squared prediction error (MSPE):

MSPE[Ŷ (x0)] = E[Ŷ (x0)− Y (x0)]
2. (3.3)

The minimum of (3.3) is determined by the following (1 + k)-dimensional Gaussian

or Normal distribution:(
Y (x0)

Y (x)

)
∼ N1+k

[
β011+k,

(
τ 2 ΣM(x0, ·)>

ΣM(x0, ·) ΣM

)]
(3.4)

where 11+k denotes the vector with all its (1 + k) elements equal to 1, and ΣM(x0, ·)
denotes the vector with the covariances between the output of the “new” point x0

and the outputs of the k old points xi so its elements are Cov[M(x0),M(xi)]. The

predictor Ŷ (x0) is required to be linear (say) Ŷ (x0) = a>Y (x) and unbiased so

E[Ŷ (x0)|Y (x)] = E[Y (x0)|Y (x)]. The best linear unbiased predictor (BLUP) can

be derived to be

Ŷ (x0,ψ) = β0 + ΣM(x0, ·)>Σ−1M [Y (x)− β01k] (3.5)

where we introduce the symbol Ŷ (x0,ψ) to emphasize that the predictor depends

on ψ = (β0, τ
2,θ>)>, which denotes the vector with all the GP parameters. To-

gether, (3.3) and (3.5) give the MSPE[Ŷ (x0,ψ)]. Because Ŷ (x0,ψ) is unbiased, this

MSPE[Ŷ (x0,ψ)] equals the predictor variance σ2[Ŷ (x0,ψ)]. It can be derived that

σ2[Ŷ (x0,ψ)] = τ 2 −ΣM(x0, ·)>Σ−1M ΣM(x0, ·) +
[1− 1>k Σ−1M ΣM(x0, ·)]2

1>k Σ−1M 1k
. (3.6)

In practice, however, ψ is unknown and is estimated. CK uses the maximum

likelihood estimators (MLEs) ψ̂ = (β̂0, τ̂
2, θ̂

>
)>. These MLEs follow from the log-

likelihood function, which follows from the distribution (3.4). This function is rather

complicated, so Kriging computes these MLEs numerically through a constrained

maximization algorithm. Different Kriging packages use different algorithms. We use

the popular free MATLAB Kriging toolbox DACE—developed by Lophaven et al.

(2002)—which applies the Hooke-Jeeves algorithm.
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The predictor for x0 with plugged-in ψ̂ follows from (3.5):

Ŷ (x0, ψ̂) = β̂0 + Σ̂M(x0, ·)>Σ̂
−1
M [Y (x)− β̂01k]. (3.7)

Because this predictor is nonlinear, its MSPE and variance are unknown. We define

σ̂2
CK[Ŷ (x0, ψ̂)] that follows from (3.6):

σ̂2
CK[Ŷ (x0, ψ̂)] = τ̂ 2 − Σ̂M(x0, ·)>Σ̂

−1
M Σ̂M(x0, ·) +

[1− 1>k Σ̂
−1
M Σ̂M(x0, ·)]2

1>k Σ̂
−1
M 1k

. (3.8)

We denote this σ̂2
CK[Ŷ (x0, ψ̂)] by σ̂2

CK, and observe that σ̂2
CK was denoted by s2(x)

in the quotes in Section 3.1. We conjecture that σ̂2
CK underestimates the true vari-

ance σ2
CK, because it ignores the randomness of the MLEs, but we do not know the

magnitude of this bias. We therefore derive alternative estimators in the next two

sections.

3.2.2. Bootstrapped Kriging

BK was developed by Den Hertog et al. (2006) to estimate the predictor variance

as a function of x0. It is well-known that as x0 gets closer to an old point xi, its

predictor variance decreases and becomes zero when the new point and an old point

coincide (Kriging is an exact interpolator). Furthermore, N1+k in (3.4) implies that

the distribution of the new output given the k old outputs is a conditional normal

distribution.

The bootstrap literature denotes bootstrapped data by the superscript ∗ (e.g.,

w∗). Bootstrapped estimators (e.g. ψ̂
∗
) are defined analogously to the definitions of

the original estimators (e.g., ψ̂), but the bootstrapped estimators are computed from

the bootstrapped data (e.g., w∗) instead of the original data (e.g. w). The bootstrap

sample size is denoted by B (the standard symbol in the bootstrap literature). The

bth bootstrap observation in the bootstrap sample is denoted by the subscript b with

b = 1, . . . , B.

The BK algorithm has the following steps.

1. Use Nk

(
β̂01k, Σ̂M

)
B times to sample the k old points w∗b(X, ψ̂) = (w∗1;b(X, ψ̂),

. . . , w∗k;b(X, ψ̂))> where ψ̂ is estimated from the old I/O data (X,w). For each

new point x0 repeat steps 2 through 4 B times.

2. Given the k old points w∗b(X, ψ̂) of step 1, sample the new output w∗b (x0, ψ̂)

from the following conditional normal distribution:

N
[
β̂0 + Σ̂M(x0, ·)>Σ̂

−1
M [Y (x)− β̂01k], τ̂ 2 − Σ̂M(x0, ·)>Σ̂

−1
M Σ̂M(x0, ·)

]
. (3.9)
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3. Using the k old bootstrapped points w∗b(X, ψ̂) of step 1, compute the boot-

strapped MLE ψ̂
∗
b . Next calculate the bootstrapped predictor

Ŷ (x0, ψ̂
∗
b) = β̂∗0;b + Σ̂M(x0, ·, ψ̂

∗
b)
>Σ̂
−1
M (ψ̂

∗
b)[w

∗
b(X, ψ̂)− β̂∗0;b1k].

4. Given Ŷ (x0, ψ̂
∗
b) of step 3 and w∗b (x0, ψ̂) of step 2, compute the bootstrap

estimator of the squared prediction error (SPE):

SPEb = SPE[Ŷ (x0, ψ̂
∗
b)] = [Ŷ (x0, ψ̂

∗
b)− w∗b (x0, ψ̂)]2.

5. Given the B bootstrap estimators SPEb (b = 1, . . . , B) resulting from steps 1

through 4, compute the bootstrap estimator of MSPE[Ŷ (x0)] (this MSPE was

defined in (3.3):

MSPE[Ŷ (x0, ψ̂
∗
)] =

∑B
b=1 SPEb

B
. (3.10)

Ignoring the bias of the BK predictor Ŷ (x0, ψ̂
∗
), (3.10) gives σ̂2[Ŷ (x0, ψ̂

∗
)]

which is the bootstrap estimator of σ2[Ŷ (x0, ψ̂)]. We abbreviate σ̂2[Ŷ (x0, ψ̂
∗
)]

to σ̂2
BK.

Obviously, the standard error (SE) of our estimator σ̂2
BK is

SE(σ̂2
BK) =

√∑B
b=1(SPEb −MSPE)2

(B − 1)B
.

Applying tB−1 (t-statistic with B−1 degrees of freedom) gives the following two-sided

symmetric (1− α) CI:

P{σ2
CK ∈ σ̂2

BK ± tB−1;α/2SE(σ̂2
BK)} = 1− α. (3.11)

If B ↑ ∞, then tB−1;α/2 ↓ zα/2 where zα/2 denotes the α/2 quantile of the standard

normal variable z ∼ N (0, 1).

(Kleijnen and Mehdad, 2013, Figure 1) illustrates BK for (Forrester et al., 2008,

p. 83)’s test function defined in (3.17). This illustration shows that each of the B

samples has its own old output values, and that B = 20,000 seems to confirm the

conjecture σ̂2
BK � σ̂2

CK. (Yin et al. (2010) also find empirically that their Bayesian

approach accounting for the randomness of the estimated Kriging parameters gives

a wider CI—and hence higher coverage—than an approach that ignores this estima-

tion.)
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3.2.3. Conditional simulation

We adapt the following CS algorithm from Kleijnen and Mehdad (2013), copying

steps 1 through 3 of the BK algorithm in the preceding section.

1. Use Nk

(
β̂01k, Σ̂M

)
B times to sample the k old points w∗b(X, ψ̂) = (w∗1;b(X, ψ̂),

. . . , w∗k;b(X, ψ̂))> where ψ̂ is estimated from the old I/O data (X,w). For each

new point x0 repeat steps 2 through 4 B times.

2. Given the k old points w∗b(X, ψ̂) of step 1, sample the new output w∗b (x0, ψ̂)

from the conditional normal distribution

N
[
β̂0 + Σ̂M(x0, ·)>Σ̂

−1
M [Y (x)− β̂01k], τ̂ 2 − Σ̂M(x0, ·)>Σ̂

−1
M Σ̂M(x0, ·)

]
,

which equals (3.9).

3. Using the k old bootstrapped points w∗b(X, ψ̂) of step 1, compute the boot-

strapped MLE ψ̂
∗
b . Next calculate the bootstrapped predictor

Ŷ (x0, ψ̂
∗
b) = β̂∗0;b + Σ̂M(x0, ·, ψ̂

∗
b)
>Σ̂
−1
M (ψ̂

∗
b)[w

∗
b(X, ψ̂)− β̂∗0;b1k]. (3.12)

4. Combining the CK estimator (3.7) and the BK estimator (3.12), compute the

CS output at the new point:

ŶCS(x0, b) = β̂0 + Σ̂M(x0, ·)>Σ̂
−1
M (w− β̂01k) + [w∗b (x0, ψ̂)− Ŷ (x0, ψ̂

∗
b)]. (3.13)

5. Given the B CS estimators ŶCS(x0, b) (b = 1, . . . , B) defined in (3.13), which

result from steps 1 through 4, compute the CS estimator of MSPE[Ŷ (x0)]:

σ̂2[ŶCS(x0)] =

∑B
b=1[ŶCS(x0, b)− Ŷ CS(x0)]

2

B − 1
with (3.14)

Ŷ CS(x0) =

∑B
b=1 ŶCS(x0, b)

B
.

We abbreviate σ̂2[ŶCS(x0)] to σ̂2
CS. Now we prove that σ̂2

CS ≤ σ̂2
BK. We ignore the

first two terms in the right-hand side of (3.13) because these terms do not depend

on b. So we obtain

σ̂2
CS = σ̂2[w∗b (x0, ψ̂)− Ŷ (x0, ψ̂

∗
b)] =∑B

b=1[w
∗
b (x0, ψ̂)− Ŷ (x0, ψ̂

∗
b)]

2

B
−

(∑B
b=1[w

∗
b (x0, ψ̂)− Ŷ (x0, ψ̂

∗
b)]

B

)2

=

σ̂2
BK −

(∑B
b=1[w

∗
b (x0, ψ̂)− Ŷ (x0, ψ̂

∗
b)]

B

)2

. (3.15)
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Because the second term in the last equality is a square, this term is non-negative so

σ̂2
CS ≤ σ̂2

BK. Actually, this term is the bootstrapped estimator of the mean prediction

error (MPE). In practice, we only know that this MPE is not exactly zero (because

the Kriging metamodel is not perfect), so σ̂2
CS < σ̂2

BK, but we do not know how much

smaller σ̂2
CS is than σ̂2

BK. We therefore derive a two-sided asymmetric (1− α) CI for

σ2
CK, using σ̂2

CS and the chi-square statistic χ2
B−1 (this CI replaces (3.11) for BK):

P{(B − 1)σ̂2
CS

χ2
B−1;1−α/2

≤ σ2
CK ≤

(B − 1)σ̂2
CS

χ2
B−1;α/2

} = 1− α. (3.16)

CS for Forrester’s function is illustrated in (Kleijnen and Mehdad, 2013, Figure 3).

That plot suggests that σ̂2
CS indeed tends to exceed σ̂2

CK; results for B = 20,000 seem

to confirm this conjecture. Furthermore, this plot suggests that σ̂2
BK indeed tends

to exceed σ̂2
CS; for B ↑ ∞ the two estimators tend to the same asymptotic value

(see (3.15)); for small bootstrap samples, CS does not give a significantly smaller

value. These results seem reasonable, because both CS and BK use ψ̂, which is the

sufficient statistic of the GP computed from the same (X,w). Computationally,

CS and BK have the same requirements, because CS includes bootstrapping similar

to BK. Conceptually, we prefer CS because CS implies that at the old points its

predictors equal the observed (simulated) outputs: ŶCS(x0, ψ̂
∗
b) = w(x0). Moreover,

we shall see that the CS point predictors ŶCS(x0, ψ̂
∗
b)—besides the predictor variance

σ2
CS—may be used in EGO.

3.2.4. Dimensionality effects

We conjecture that as the dimensionality d of the Kriging model increases, the bias

of CK increases. To measure this bias, we consider a scale-free measure; namely, the

coefficient of variation (CV) σ/µ. For the predictor variance, this CV becomes ν

= σ[ŷ(x)]/E[ŷ(x)]. Because Kriging assumes that the predictor has no bias, we use

E[ŷ(x)] = y(x). For some x, however, our test functions may have y(x) < 0 or y(x)

≈ 0 (divide by zero). We therefore move the I/O plot “upwards”; i.e., we replace y(x)

by y(x) + c with c = 1.1 |yopt| where yopt denotes the true minimum output (which

we know for the test function) and our choice of the factor 1.1 is rather arbitrary.

Altogether we compute the estimated modified CV ν̂ = σ̂[ŷ(x)]/{y(x) + c} so ν̂ > 0.

We compute this ν̂ for both CK and CS, for the following four popular test

functions with different d (which we shall also use in the section on EGO; these

functions—except for the first one—are also discussed in http://www-optima.amp.

i.kyoto-u.ac.jp/member/student/hedar/Hedar_files/TestGO_files/Page364.

htm and http://www.sfu.ca/~ssurjano/index.html).

The Forrester function with d = 1:

w(x) = (6x− 2)2 sin(12x− 4) (3.17)
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with 0 ≤ x ≤ 1, one local minimum at x = 0.01, and one global minimum at xopt =

0.7572 with output w = −6.02074.

The camel-back function with d = 2:

w(x1, x2) = 4x21 − 2.1x41 + x61/3 + x1x2 − 4x22 + 4x42 (3.18)

with −2 ≤ x1 ≤ 2 and −1 ≤ x2 ≤ 1, two global minima (±0.089842,∓0.712656)>

with w = −1.031628, and two additional local minima; for details see (Törn and

Žilinskas, 2008, pp. 183-184).

The Hartmann-3 function with d = 3:

w(x1, x2, x3) = −
4∑
i=1

αi exp[−
3∑
j=1

Aij(xj − Pij)2] (3.19)

with 0 ≤ xi ≤ 1 (i = 1, 2, 3); parameters α = (1.0, 1.2, 3.0, 3.2)> and Aij and Pij
given in Table 3.2.1; a global minimum at (0.114614, 0.555649, 0.852547)> with w =

−3.86278, and three additional local minima.

Table 3.2.1: Parameters Aij and Pij of the Hartmann-3 function

Aij Pij

3 10 30 0.36890 0.1170 0.26730

0.1 10 35 0.46990 0.43870 0.74700

3 10 30 0.10910 0.87320 0.55470

0.1 10 35 0.03815 0.57430 0.88280

TheHartmann-6 function with d = 6:

w(x1, . . . , x6) = −
4∑
i=1

ci exp[−
6∑
j=1

αij(xj − pij)2] (3.20)

with 0 ≤ xi ≤ 1 (i = 1, . . . , 6); c = (1.0, 1.2, 3.0, 3.2)>, and αij and pij given in

Table 3.2.2, a global minimum at (0.20169, 0.150011, 0.476874, 0.275332, 0.311652,

0.6573)> with w = −3.32237, and five additional local minima.

For each of these four test functions we consider T = 100 “new” points xt (t =

1, . . . , 100), given k old points. These new points give the 100 estimated modified

CVs ν̂(xt) and the 100 estimated scale-sensitive variances σ̂2(xt). We experiment

with six values for k; namely, k is 10d (following Loeppky et al. (2009)’s rule-of-

thumb), 20d, 30d, 40d, 50d, and 100d. Moreover we experiment with three bootstrap
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Table 3.2.2: Parameters αij and pij of the Hartmann-6 function

αij 10.0 3.0 17.0 3.5 1.7 8.0

0.05 10.0 17.0 0.1 8.0 14.0

3.0 3.5 1.7 10.0 17.0 8.0

17.0 8.0 0.05 10.0 0.1 14.0

pij 0.1312 0.1696 0.5569 0.0124 0.8283 0.5886

0.2329 0.4135 0.8307 0.3736 0.1004 0.9991

0.2348 0.1451 0.3522 0.2883 0.3047 0.6650

0.4047 0.8828 0.8732 0.5743 0.1091 0.0381

sample sizes B; namely, 100, 5,000, and 20,000. Figure 3.2.1 gives boxplots (based

on T = 100 observations) for the effects of CS versus CK on ν̂(xt) and σ̂2(xt); these

effects are quantified through ν̂CS(xt) - ν̂CK(xt) and σ̂2
CS(xt) - σ̂2

CK(xt). This figure

gives boxplots only for k = 10d and B = 5000, but the other B values give similar

plots. These boxplots do not support our conjecture that ν̂CS(xt) - ν̂CK(xt) or σ̂2
CS(xt)

- σ̂2
CK(xt) increase as the dimensionality d increases (d = 1, 2, 3, 6 in the four test

functions in these plots). Surprisingly, the plot for d = 6 suggests that—for some

of the 100 new points—CS gives a lower variance estimate than CK does; i.e., the

boxplots display some values lower than zero (zero is one of the values displayed on

the y-axis).

We therefore further investigate the Hartmann-6 case; i.e., we check if k = 10d

is so small that it gives a biased estimator. Figure 3.2.2, however, suggests that

for bigger k (and B = 20,000)—in half of the new points—CS does not give higher

ν̂CS(xt) - ν̂CK(xt) or higher σ2
CS(xt) - σ̂2

CK(xt) than CK does; i.e., these boxplots show

medians that remain close to zero, for all six k values. Of course, these boxplots

show less variation (around zero) as k increases (so the sample error decreases).

3.3. Confidence intervals for Kriging predictors

In an appendix we summarize some basic statistical theory on CIs. In this section we

present experiments with a GP to study CIs for Kriging predictors. The preceding

sections suggest that σ̂2
CS ≈ σ̂2

BK, so we do not present results for BK but focus on

the following three alternatives:

1. The literature on CK (implicitly) uses the following two-sided symmetric (1−α)
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Figure 3.2.1: Estimated predictor variance σ̂2 and modified coefficient of variation ν̂

for CK and CS, in 100 new points t, for four test functions: (a) ν̂CS(xt) − ν̂CK(xt)

and (b) σ̂2
CS(xt)− σ̂2

CK(xt)
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Figure 3.2.2: Effects of initial sample size k for Hartmann-6 test function, on the

estimated predictor variance σ̂2 and modified coefficient of variation ν̂ for CK and

CS, in 100 new points t: (a) ν̂CS(xt)− ν̂CK(xt) and (b) σ̂2
CS(xt)− σ̂2

CK(xt)
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CI for the CK predictor at point x0:

CICK: Ŷ (x0, ψ̂)± zα/2σ̂CK (3.21)

where Ŷ (x0, ψ̂) and σ̂2
CK were defined in (3.7) and (3.8).

2. CS with σ̂2
CK in (3.21) replaced by σ̂2

CS (defined in (3.14)) and with the CK

point predictor Ŷ (x0, ψ̂):

CICS: Ŷ (x0, ψ̂)± zα/2σ̂CS. (3.22)

3. CS with a distribution-free two-sided asymmetric CI based on the percentile

method applied to ŶCS(x0, b) (defined in (3.13)) so this CI is

CIpercentile : [ŶCS;(Bα/2)(x0), ŶCS;(B(1−α/2))(x0)] (3.23)

where the subscript (·) is the usual symbol for order statistics (resulting from

sorting the B values from low to high); we select B such that Bα/2 and B(1−
α/2) are integers.

Note: If σ̂2
CK < σ̂2

CS, then alternative 2 gives a longer CI and hence a higher

coverage. In this alternative we use z instead of tB−1 because typically B is so big

that tB−1 ≈ z; moreover, alternative 1 also uses z; also see the Note at the very end

of this section. It makes no sense to apply alternative 3 to BK, because BK gives

predictions at the k old points that do not equal the observed old outputs.

Given a nominal coverage of 1− α, we focus on the estimated expected coverage

1−E(α̂) and the estimated expected length E(l) of a CI. In our experiments we try

to make the Kriging predictor less biased (in the section on EGO we shall return to

the test functions of Section 3.2.4 for which GPs are only approximations so bias is

present, even if we ignore the nonlinearity of the Kriging predictor with plugged-in

parameter estimates ψ̂). We select the following example, inspired by Kleijnen et al.

(2012). We assume two inputs so d = 2. This choice implies that the GP defined

in (3.1) has parameters β0, τ
2, θ1, and θ2, collected in ψ. Our choice of β0 = 127, τ 2

= 11,697, θ1 = 0.11, and θ1 = 0.16 is explained as follows.

We select these values after fitting the GP to the camel-back function (3.18).

For this fitting we use 35 input combinations selected through MATLAB’s maximin

LHS (35 satisfies Loeppky et al. (2009)’s rule-of-thumb for fitting a valid Kriging

metamodel, which requires at least 20 points). Obviously, these points define a 35×2

matrix X. Entering this X into the test function (3.18) gives the 35-dimensional

vector with outputs w. From the resulting I/O set (X,w) we compute the MLE ψ̂.

This ψ̂ serves as the true ψ in our example.
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To estimate the coverage and length of a specific alternative CI, we must select

k (# old points). We present experimental results for several values of k; namely, 5,

10, 20, and 30. Actually, we select a (k+ 1)× 2 matrix X because we select one new

point besides the k old points. We again use MATLAB’s maximin LHS to generate X

for various k. From this X we randomly select the new point avoiding extrapolation

because Kriging is known to give a bad extrapolator.

Now we sample the outputs of these k old points plus the new point from the

Gaussian distribution (3.4) with ΣM = τ 2RM(θ1, θ2,X). The k old points implied

by X—together with the corresponding k old outputs w—give ψ̂ (MLE). This ψ̂

gives the predicted new output Ŷ (x0, ψ̂) and σ̂2
CK; CK uses this Ŷ (x0, ψ̂) and σ̂2

CK

to compute the CI in (3.21). This ψ̂ is also used by CS to obtain the parametric

CI (3.22) and the distribution-free CI (3.23), using B bootstrap samples.

Obviously, a CI either covers the true output y(x0)—sampled from (3.4)—or

misses it; we observe the Bernoulli variable (say) cr ∈ {0, 1} where r = 1, . . . ,M with

M denoting the number of macroreplications (macroreplications use different non-

overlapping streams of pseudorandom numbers, while fixing all other experimental

factors such as B and x0; obviously macroreplications give outputs that are IID). So,

P (cr = 0) = E(α̂) = p with α̂ =
∑
cr/M so Var(α̂) = p(1− p)/M , because

∑
cr is a

binomial variable. The CI’s mean length is estimated through l =
∑
lr/M so SE(l)

=
√
σ̂2(l)/M with σ̂2(l) =

∑
(lr − l)2/(M − 1).

We obtain results when α is 0.10 and B is 100 and 2,000 respectively. Because

the results for these two B values are similar, Table 3.3.1 displays results for B

= 100 only. We prefer the CI with the shortest length, unless this CI gives too

low coverage. In this table, CK with σ̂CK gives shorter lengths than CS with σ̂CS,

and yet CK gives estimated coverages that are not significantly lower; this lack of

significance is determined by the SEs displayed below the estimated α̂ and l. It is

well known that variance estimators—such as SEs—show more variability than mean

estimators—such as α̂ and l—do. CS with the percentile method gives longer lengths

than CK, but its coverage is not significantly better than CK. We observe that for

each of the three alternative CIs, the length tends to decrease as k increases (so the

new point has neighbors that are closer, which have outputs that are more correlated

with the output of the new point). Altogether the results in this table do not convince

us that CS is superior, so we recommend CK when predicting a new output. Such

a prediction is made in sensitivity analysis (as opposed to simulation-optimization;

see the next section).

Note: We also experiment with a Studentized version of CK’s CI; namely, in (3.21)

we replace zα/2 by tk−(2+d)α/2 where 2+d is the number of estimated GP parameters.

This version is only a heuristic because we do not know the correct value for the
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Table 3.3.1: Coverage and length of 90 % CI, for k old points and three alternative

CIs defined in (3.21) using σ̂CK, (3.22) using σ̂CS, and (3.23) using percentiles (SE in

parentheses)

k Coverage for alternative Length for alternative

σ̂CK σ̂CS percentiles σ̂CK σ̂CS percentiles

5 0.68 0.77 0.72 46.12 60.33 60.81

(0.05) (0.04) (0.05) (3.61) (3.48) (3.48)

10 0.86 0.98 0.94 1.33 5.55 2.32

(0.03) (0.01) (0.02) (0.44) (0.62) (0.55)

20 0.82 0.88 0.85 5.1E-04 2.5E-03 5.8E-04

(0.04) (0.03) (0.04) (1.9E-05) (8.5E-04) (2.2E-05)

30 0.88 0.94 0.87 8.0E-04 1.1E-03 8.5E-04

(0.03) (0.02) (0.03) (3.0E-05) (5.5E-05) (3.5E-05)

degrees of freedom of t. Our experimental results show that for k = 5 the CI

is extremely long compared with (3.21); for higher k the results are similar to the

results for (3.21).

3.4. Efficient global optimization

First we present several variants of EGO using CK, BK, or CS. Next we present

experiments with these variants.

3.4.1. EGO variants using CK, BK, or CS

Suppose the goal of the simulation optimization is to minimize the simulation output

w. EGO with CK consist of the following five steps.

1. Fit a Kriging metamodel Y (x) to the old I/O data (X,w).

2. Find the minimum output observed (simulated) so far: fmin = min
1≤i≤k

w(xi).

3. Find x̂opt, which denotes the estimate of x0 that maximizes the so-called ex-

pected improvement (EI):

EI(x) = E [max(fmin − Y (x), 0)] . (3.24)
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Assuming Y (x) ∼ N
(
Ŷ (x), σ̂2

CK(x)
)

gives the closed-form expression (derived

in Jones et al. (1998)) for the estimator of (3.24):

ÊI(x) =
(
fmin − Ŷ (x)

)
Φ

(
fmin − Ŷ (x)

σ̂CK(x)

)
+ σ̂CK(x)φ

(
fmin − Ŷ (x)

σ̂CK(x)

)
(3.25)

with Ŷ (x) defined in (3.7) and σ̂CK(x) being the square root of σ̂2
CK(x) defined

in (3.8); Φ and φ are the usual symbols for the cumulative distribution function

and probability density function of the standard normal variable z.

4. Run the simulation model with x̂opt found in step 3, to find w(x̂opt).

5. Fit a new Kriging metamodel to the old I/O data of step 1 and the new I/O

of step 4. Update k and return to step 2 if the stopping criterion is not yet

satisfied. A stopping criterion will be discussed in Section 3.4.2.

To find x̂opt in step 3, EGO can choose among many optimizers. For exam-

ple, Jones et al. (1998) use a branch-and-bound algorithm, whereas Viana et al.

(2013) use an evolutionary algorithm. Other authors use a set of candidate points

(e.g., selected through MATLAB’s maxmin LHS), and use the candidate point that

maximizes ÊI as x̂opt; see Kleijnen et al. (2012); Scott et al. (2010); Taddy et al.

(2009); Echard et al. (2011). In the next section we shall present results for a set of

candidate points only (because we got into numerical problems when applying (For-

rester et al., 2008, p. 83)’s genetic algorithm (GA)—which is a global optimizer—

followed by MATLAB’s fmincon—which is a local optimizer).

Note: The predictor Ŷ (x0) following from (3.7) depends on the new point x0 only

through Σ̂M(x0, ·); i.e., all k old points x use the same β̂0 and Σ̂
−1
M [Y (xi) − β̂01k]

(i = 1, . . . , k).

Besides EGO with CK, Kleijnen et al. (2012) presents EGO with BK, replacing

σ̂CK in (3.25) by σ̂BK following from (3.10). We now also present two CS variants.

In one CS variant we replace σ̂CK by σ̂CS following from (3.14) and replace Ŷ (x)

by the median ŶCS;(B/2)(x), which follows from (3.13); we select B such that B/2 is

integer (Kleijnen and Mehdad (2013) do not use this median). It is well-known that

in general the median is a robust estimator in case of nonnormality; see Andrews

et al. (1972). In the other CS variant we introduce a distribution-free estimator of

EI:

ÊICS(x) =

∑B
b=1 max(fmin − ŶCS(x, b), 0)

B
(3.26)

where ŶCS(x, b) follows from (3.13). We point out that (3.26) gives ÊICS(x) = 0 if

the smallest of the B predicted values for x exceeds fmin; had we assumed normally
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distributed ŶCS(x) (like in (3.24)), then ÊICS(x) would have been a small positive

value (because the normal distribution has support from−∞ to∞). Our experiments

(detailed in the next subsection) suggest that this variant does not improve CK.

3.4.2. Experiments with EGO variants

We use numerical experiments to evaluate the EGO variants described in Section 3.4.1.

These experiments use the same four test functions as Kleijnen et al. (2012) used,

which we also used in Section 3.2.4; the Hartmann-3 and Hartmann-6 functions are

also used in recent articles such as Viana et al. (2013).

To measure the performance of a variant, we use k which denotes the number of

simulated input combinations that the variant needs to estimate the optimal input

combination. As the stopping criterion we select ÊI < 10−20 or k reaching a limit;

following Kleijnen et al. (2012) we select this limit to be 11 for Forrester, 61 for

camel-back, 65 for Hartmann-3, and 101 for Hartmann-6. We select this stopping

criterion to avoid stopping “early”; i.e., with this criterion we can observe possible

convergence of the variant’s search.

To implement the variants, we use MATLAB’s DACE. To compute the MLE θ̂,

we first apply Forrester et al. (2008)’s GA and then we use the resulting GA values to

initialize DACE’s Hooke-Jeeves’s algorithm, for the first three test functions; because

of numerical complications for the Hartmann-6 function, we do not apply this GA

but we use DACE with its default values.

For BK and CS we select B = 100. Because bootstrapping implies sampling,

we obtain macroreplications; we decide to use M = 10 macroreplications, except

for Forrester’s function with d = 1 for which we use M = 20. For the Hartmann-6

function we follow Jones et al. (1998), transforming the output w to − ln(−w).

We select the set of candidate points, following Kleijnen et al. (2012); i.e., for For-

rester’s function we use a grid with distance 0.01 between consecutive input locations

so we get 98 candidate points; for the camel-back function we select 200 candidate

points through the maximin LHS design found on http://www.spacefillingdesigns.

nl/; for Hartmann-3 we use MATLAB’s maximin LHS design with 300 points; for

Hartmann-6 we use MATLAB’s maximin LHS design with 500 points.

Note: Section 3.2 suggests that in many applications we have σ̂2
CK < σ̂2

BK ≈ σ̂2
CS.

EGO, however, is not using the magnitude of the predictor variance σ̂2[Ŷ (x)], but

searches for the point x that maximizes σ̂2[Ŷ (x)] if the predicted values for alternative

x were the same. We find that indeed the EGO variants may select different x̂opt.

We observe that Kleijnen and Mehdad (2013) has already presented detailed

results for Forrester’s function. Figure 3.4.1 displays fmin(k) = minw(xi) (1 ≤ i ≤
k), which denotes the estimated optimal simulation output after k simulated input
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(a) BK in Forrester’s function
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(b) CS in Forrester’s function
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(c) BK in camel-back function
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(d) CS in camel-back function
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(e) BK in Hartmann-3 function
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(f) CS in Hartmann-3 function
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(g) BK in Hartmann-6 function
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(h) CS in Hartmann-6 function

Figure 3.4.1: Estimated optimal output (y-axis) after k simulated input combinations

(x-axis) for four test functions (top to bottom panels) for BK (left panels) and CS

(right panels) versus CK (legend within each panel)
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combinations; horizontal lines mean that the most recent simulated point x̂opt(k)

does not give a lower output than a preceding point. This figure shows fmin(k) for

BK and CS relative to CK. More specifically, the black step function with circles

represents fmin(k) for CK; colors are used only in the online version. The colored

step functions represent fmin(k) for BK (left-hand panels) or CS (right-hand panels).

Actually, a colored step function may represent more than one macroreplication; e.g.,

for Forrester’s function we obtain M = 20 macroreplications, but in the upper two

panels we cannot distinguish 20 colored step functions.

We conclude that for Forrester’s function all three EGO variants give the same

estimated optimal I/O for k =11; namely, ŵopt = w(x̂opt) = -6.017 (the figure does

not show that x̂opt = 0.76; the true values for continuous x are xopt = 0.7572 and

wopt = −6.02074). For expensive simulations with small sample sizes, this asymptotic

solution may not be relevant. The detailed data behind the figure reveal that CK

performs better than CS only in one of the twenty macroreplications, when k = 4. CK

performs better than BK in one macroreplication when k = 4, three macroreplications

when k = 9, and two macroreplications when k = 10.

For the camel-back function we start with k = 21 points. For 22 ≤ k ≤ 28 BK

and CS perform better than CK, in more than half of the 10 macroreplications. For

the Hartmann-3 function we start with 30 points. CK seems quite robust. For the

Hartmann-6 function we start with only 51 points, as Jones et al. (1998) does. For 61

≤ k ≤ 66 BK performs better than CK, in more than half of the 10 macroreplications.

CS does not perform better in more than half the macroreplications.

In practice we do not know whether the simulation model has an I/O function

that resembles one of the four test functions in this figure; therefore practitioners

may wish to stick to CK.

3.5. Conclusions and future research

Classic Kriging (CK) estimates the variance of its predictor by plugging-in the esti-

mated GP parameters ψ̂; the problem is that this variance is biased. As solutions

we study bootstrapped Kriging (BK) and conditional simulation (CS). We prefer CS

over BK because CS is computationally and conceptually simpler, and CS gives bet-

ter predictions near old points. A confidence interval (CI) may be either parametric

using the estimated variance of the Kriging predictor or distribution-free using the

bootstrap’s percentile method. Experimentally we find that BK and CS give pre-

dicted variances that do not differ significantly from each other, but that may be

significantly bigger than the classic estimate. Nevertheless, BK and CS do not give

CIs that are significantly better than CK. We also use these alternative predictor
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variances in EGO. Our experiments with several test functions suggest that EGO

with BK or CS may or may not perform better than CK; therefore practitioners may

prefer CK.

In future research, we shall adapt EGO for random simulation with replications,

using distribution-free bootstrapping (instead of parametric bootstrapping assuming

a Gaussian distribution for the Kriging metamodel). We shall also consider multiple

simulation outputs leading to constrained optimization.
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A. CI basics

We start with the classic CI for the mean (say) E(Y ) = µy of Y ∼ NIID(µy, σ
2
y)—

where NIID stands for normally, identically, and independently distributed (IID)—

given k observations yi (i = 1, . . . , k):

CIE(Y ): Y ± tk−1;α/2σ̂y (27)

with the sample mean Y =
∑k

i=1 Yi/k and sample variance σ̂2
y = σ̂2

y/k where σ̂2
y =∑k

i=1(Yi − Y )2/(k − 1). This sample mean and sample variance are unbiased esti-

mators, whereas the MLE (Kriging uses MLE) of σ2
y would be σ̂2

y(k − 1)/k so the

MLE underestimates the true variance and MLE gives a CI with coverage lower than

1−α. There is much research on the robustness of the CI in (27). For example, An-

drews et al. (1972) conclude that this CI is optimal if and only if all its assumptions

hold; i.e., in case of nonnormality this CI is not optimal, and an alternative point

estimator is the sample median Y(k/2). Obviously, the sample median is less sensitive

to outliers. A simple distribution-free 1 − α CI is [Y(0.05k), Y(0.95k)], which follows

from the percentile method in Efron and Tibshirani (1993); this CI assumes that

Y ∼ IID(µy, σ
2
y), and 0.05k and 0.95k are integers. Note that (27) is the basis of the

classic CI defined in (3.21).

Next we consider a CI for the linear regression predictor. The linear regression
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model is

Y (x,β) = f(x)>β + ε(x) (28)

where β is a q-dimensional vector of unknown regression parameters, f(x) is a q-

dimensional vector of known functions of x, and the regression residual ε(x) has zero

mean and a variance that may vary with x and correlations Corr[ε(x),ε(x′)] that are

positive in case of simulation with common random numbers (CRN); this model is

also given by Ankenman et al. (2010). The best linear unbiased estimator (BLUE)

of β is the generalized least squares (GLS) estimator

β̂ = (X>V−1X)−1X>V −1Y (29)

where X is the k× q input matrix, V is the positive-definite symmetric k× k covari-

ance matrix of Y (x,β), and y is the k-dimensional vector of output observations.

Obviously (28) and (29) gives the predictor Ŷ (x0,β̂) = f(x0)β̂. Clearly, the variance

of this predictor is

Var[Ŷ (x0,β̂)] = f(x0)
>cov(β̂)f(x0)

where (29) implies

cov(β̂) = (X>V−1X)−1. (30)

The CI for the linear regression (LR) predictor is

CILR: Ŷ (x0,β̂)± zα/2
√

Var[Ŷ (x0,β̂)]. (31)

This CI, however, assumes a known V—besides multivariate normality. In practice,

V is unknown so it is estimated by V̂, which changes the GLS estimator (29) into a

nonlinear estimator.

In practice, analysts often assume V = σ2
yI, so the GLS estimator in (29) re-

duces to the ordinary least squares (OLS) estimator β̂OLS = (X>X)−1X>Y and

cov(β̂OLS) = σ2
y(X

>X)−1 where σ2
y is estimated through the mean squared residuals

(MSR), (Ŷ −Y)>(Ŷ −Y)/(k − q) assuming k > q. Finally, (31) is replaced by

CIOLS: Ŷ (x0,β̂OLS)± tn−q;α/2
√

V̂ar[Ŷ (x0,β̂OLS)], (32)

which resembles (27).

We point out that linear regression uses the unbiased least squares (LS) estima-

tor, whereas Kriging uses MLE. Bootstrapping in linear regression is also discussed

by (Efron and Tibshirani, 1993, pp. 70-80).
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Chapter 4

Convex and monotonic

bootstrapped Kriging

4.1. Introduction

Many realistic simulation models have known characteristics such as monotonicity.

For example, simulation models of supply chains consist of a sequence of submodels

(building blocks, modules) for queues and inventories; higher traffic rates monotoni-

cally increase mean waiting time, and reorder levels. Another interesting character-

istic is convexity. In simulation practice, however, we do not really know whether

the I/O function of the simulation model is convex. The users may assume that the

simulation model has a unique optimal solution. Mathematicians may then assume

convexity, so the global and the local optima are the same. Da Veiga and Marrel

(2012, p. 5) states: ‘Sometimes, the practitioner further knows that f [I/O func-

tion] is convex at some locations, due to physical insight’. The classic textbook on

convex optimization Boyd and Vandenberghe (2004) studies problems with explicit

functions, whereas simulation problems have implicit functions that are determined

by the underlying simulation model. We use a metamodel to approximate such an

implicit function (also see Nesterov (2003, pp. 171-172)).

Metamodels (also called response surfaces, emulators, etc.) serve sensitivity anal-

ysis of the simulation models and optimization of the simulated systems. There are

several types of metamodels, but the most popular types are linear regression anal-

ysis and Kriging (or Gaussian process) models; many references to various types of

metamodels are given by Kleijnen (2008, p. 8). Well-known types of monotonic

regression models are isotonic regression and “rank” regression; see Kleijnen (2008,

pp. 98, 162). We, however, focus on Kriging. Monotonic Kriging metamodels are

also examined by Kleijnen and van Beers (2011); we summarize and update that

publication, and extend it to convexity.

To estimate the Kriging metamodel, we simulate (say) n combinations (or points)

xi of the k ≥ 1 simulation inputs; we replicate these combinations mi times (i =

1, ..., n). We assume that the simulation model is expensive; i.e., the simulation

requires much computer time to obtain the outputs wi;r (r = 1, ...,mi), so the set of
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input/output (I/O) data may be so small that “classic” Kriging does not preserve the

assumed characteristic, and shows wiggling (erratic) behavior. We therefore derive

bootstrapped Kriging that is meant to avoid this wiggling. Bootstrapping is discussed

in the classic textbook by Efron and Tibshirani (1993); additional recent references

are given by Kleijnen (2008, pp. 81).

More specifically, classic Kriging is an exact interpolator ; i.e., the Kriging predic-

tions y(xi) = yi equal the simulation outputs w(xi) = wi for the n “old” (actually

simulated) input combinations xi. This Kriging is often applied in deterministic

simulation, which is popular in engineering. In stochastic simulation, however, this

interpolation property is not desirable, because this simulation gives different out-

puts at the same xi whenever the pseudo-random number (PRN) seed changes. The

Kriging metamodel may be slightly changed such that it does not interpolate the

n averaged outputs wi =
∑mi

r=1wi;r/mi; see Ankenman et al. (2010). We use the

free MATLAB Kriging toolbox called DACE, which is well documented by Lophaven

et al. (2002); DACE is often applied in practice (alternative software is mentioned in

Section 4.5).

To obtain Kriging metamodels that are either convex or monotonic, we apply

distribution-free bootstrapping to the old simulation I/O data; i.e., we resample—

with replacement—the mi replicated simulation outputs wi;r. This bootstrapping is

computationally inexpensive compared with the computer time required by expen-

sive simulation. These bootstrapped Kriging metamodels imply sensitivity analysis

and optimization results that are understood and accepted by the users so they have

more confidence in the underlying simulation model as part of the decision sup-

port system (DSS). We investigate whether our monotonic Kriging gives “better”

predictions than classic Kriging does; i.e., we compare the integrated squared error

(ISE)—which is the standard criterion in Kriging—and the coverage and width of

the confidence intervals (CIs) for the Kriging predictions. We also examine convex

Kriging metamodels, expecting that these metamodels give better estimates of the

optimal input combination.

To illustrate our method and estimate its performance, we use the two submodels

that are most often used in simulation; namely, the single-server (GI/G/1) queuing

model and the (s, S) inventory model; see the various textbooks on simulation in-

cluding Kroese et al. (2011, pp. 287-292). We use Kroese et al. (2011) because we

prefer MATLAB code and this book has a web page with MATLAB code for these

models; namely, Kroese, D.P. (2012).

Our main conclusions—for simulations that are so expensive that sample sizes

are so small that classic Kriging gives wiggling behavior—will be: (i) Bootstrapped

monotonic Kriging gives smaller estimated ISE, albeit not significantly smaller; it
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also gives CIs with higher coverage and acceptable length; (ii) bootstrapped convex

Kriging gives confidence intervals for the values of the optimal input combination.

Note: If there would be no replicates (mi = 1) (as in deterministic simulation),

then our distribution-free bootstrapping would not apply and we would resort to

parametric bootstrapping assuming a Gaussian process with parameters estimated

from the simulation I/O data.

The remainder of our paper is organized as follows. Section 4.2 summarizes

classic Kriging, and details our bootstrapped Kriging preserving the assumed char-

acteristic (convexity or monotonicity). Section 4.3 details monotonic bootstrapped

Kriging illustrated through the M/M/1 simulation model. Section 4.4 details convex

bootstrapped Kriging illustrated through an (s, S) simulation model and an artificial

examples inspired by this inventory simulation. Section 4.5 presents conclusions and

topics for further research.

4.2. Bootstrapped Kriging with preserved

characteristics

First we summarize the basics of classic or ordinary Kriging as follows. Kriging

uses the n × n matrix Γ = [cov(wi, wi′)] with i, i′ = 1, . . . , n and the n-dimensional

vector γ =[cov(wi, w0)] where wi denotes the output of xi (an old input combination

already simulated), w0 denotes the output of x0, the combination to be predicted—

which may be either new or old. These Γ and γ often use the Gaussian correlation

function R(θ,xi,xi′) = Πk
j=1 exp[−θjh2j ] with hj = |xi;j − xi′;j| and θj measuring the

importance of input j (Kriging in simulation implies that each of the k inputs is

measured on a quantitative scale such that the Euclidean distance h is defined).

To estimate the unknown Kriging parameters, Kriging usually applies maximum

likelihood estimation (MLE); the resulting MLE estimators are denoted by a hat

(e.g., γ̂, Γ̂, µ̂, θ̂j). The predictor for point x0 is

̂̂
y(x0) = µ̂+ γ̂T Γ̂−1(w−µ̂1) (4.1)

with µ̂ = (1T Γ̂−11)−11T Γ̂−1w and w = (w1, . . . , wn)T ; we use a “double hat” ̂̂y to

emphasize that this predictor uses parameters estimated through MLE (obviously,

this predictor is nonlinear).

The predictor (4.1) implies the following gradient with respect to x at the point

x0:

∇̂̂
y(x0) = JTγ Γ̂−1(w−µ̂1) (4.2)
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where Jγ is the Jacobian of γ̂ so Jγ = ∇γ̂(x0). This gradient is provided by DACE;

see Lophaven et al. (2002, pp. 16-18) (and also Exercise 5.5 in Kleijnen (2008, p.

143)).

Classic Kriging also gives CIs; see Lophaven et al. (2002, p. 4) and Santner

et al. (2003, p. 96). These CIs assume normality and uses σ̂2
ŷ which estimates

the variance of the classic predictor ŷ ignoring the random character of the Kriging

weights resulting from estimating the Kriging parameters.

Most designs for Kriging in simulation use Latin Hypercube Sampling (LHS),

which implies that each of the k inputs has n distinct values that are either exactly

or approximately equally spaced; see Kleijnen (2008, pp. 126-130).

Next we summarize our bootstrapped Kriging. Distribution-free bootstrapping

assumes that all n old points are replicated “enough” times: mi � 2; e.g. mi = 5 in

the M/M/1 example in Figure 4.3.1 (further discussed below). This bootstrap gives

the bootstrapped observations w∗i;r with r = 1, ..., mi; bootstrapping uses the same

sample size mi as the original simulation. These mi bootstrapped simulation outputs

give the bootstrapped average w∗i . At different points xi, the simulation outputs wi;r
have different means and variances so they are not independently and identically

distributed (IID). So the vector of bootstrapped average simulation outputs is w∗ =

(w∗i , . . . , w
∗
n)T .

We repeat this bootstrapping (say) B times; B is called the “bootstrap sample

size”. A typical choice is B = 100—but after observing the results for B bootstrap

samples, we might select more samples if necessary; e.g., we double B. So we obtain B

bootstrapped Kriging predictors
̂̂
y∗b with b = 1, . . . , B; this

̂̂
y∗b uses the MLE computed

from (X,w∗b). From these B bootstrapped predictors we accept the (say) Ba (≤ B)

predictors that satisfy the required characteristic (convexity or monotonicity) and

reject the remaining predictors; we select Ba such that these accepted predictors give

reasonable CIs. Our Ba accepted bootstrapped Kriging predictors
̂̂
y∗ba (ba = 1, ...,

Ba) are not exact interpolators of wi (these
̂̂
y∗ba are exact interpolators of w∗ba because

we compute these predictors through DACE).

Altogether our bootstrapped convex or monotonic Kriging procedure runs as fol-

lows.

1. Read the simulation I/O data (X,wi) with wi = (wi;1, . . . , wi;mi), the bootstrap

sample size B, and the number of predictors to be accepted Ba.

2. Initialize the accepted number of bootstrapped Kriging models ba = 0; the

bootstrap sample number b = 1.

3. Initialize the simulation input combination i = 1; the replicate number r = 1.
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4. Resample—with replacement—a replicate number r∗ from U(1,mi), which de-

notes the uniform distribution defined on the integers 1, . . . ,mi.

5. Replace the “original” output wi;r by the bootstrap output w∗i;r = wi;r∗.

6. If r < mi then r = r + 1 and return to Step 4 else proceed to the next step.

7. If i < n then i = i+ 1 and return to Step 4; else proceed to the next step.

8. Compute the interpolating bootstrapped Kriging predictor ̂̂y∗ (short-hand no-

tation y∗) from the bootstrapped I/O data set (X,w∗) where X denotes the

n×k matrix with the n old combinations of the k simulation inputs and w∗ de-

notes the n-dimensional vector with the bootstrap averages wi
∗ =

∑mi
r=1w

∗
i;r/mi

and i = 1, . . . , n (so y∗i = w∗i ); compute this predictor for all old points and

selected new points.

9. If
̂̂
y∗i (the bootstrapped predictor of Step 8) is accepted, then ba = ba + 1.

10. Continue until either Ba bootstraps are found or the maximum of B = 1000 is

reached; else proceed to the next step.

11. Compute point estimates and CIs from the Ba accepted Kriging metamodels.

4.3. Monotonicity: M/M/1 queue simulation

There are several variants of the GI/G/1 model. In academia, the most popular vari-

ant is the M/M/1 model; i.e., the interarrival distribution GI becomes exponential

with rate λ (or mean 1/λ) denoted as Exp(λ), and the service distribution becomes

Exp(µ) (so the model becomes Markovian). Implicitly, the queuing discipline is first-

in-first-out (FIFO), the waiting room has infinite capacity, customers do neither balk

nor renege, etc. The input is the traffic rate x = ρ = λ/µ, which is assumed to be

smaller than 1 so that the steady state can be reached. We select the time units

for the arrival and service times such that the service rate µ equals one. We study

two outputs: (i) the steady-state mean waiting time µw; (ii) the steady-state 90%

quantile w.90 defined by P (wt ≤ w.90|t → ∞) = 0.9. The classic estimator of µw is

the time-series average w =
∑T

t=1wt/T ; the estimator of w.90 is ŵ.90 = w(d.90T e) (the

subscript () denotes order statistics). To verify the simulation results, we use Kleij-

nen and van Beers (2011)’s analytical results: w.90 = − ln (0.1/x) /µ(1 − x) and µw
= x/[µ(1− x)].

To estimate the sampling variability of w and ŵ.90 , we use m ≥ 2 replicates (each

of length T ); replicate r (r = 1, ..., m) gives wr and ŵ.9;r. Kleijnen and van Beers
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(2011) find that wr and ŵ.9;r are not normally distributed if the simulation run is as

short as T = 1000, even for the relatively low traffic rate 0.5.

We assume that n and mi are so small that the fitted Kriging metamodel may be

non-monotonic; Kleijnen and van Beers (2011) give the example in Figure 4.3.1. We

assume that we do obtain so many replicates that the n average simulation outputs

are increasing monotonically; see again Figure 4.3.1. This assumption is realistic if

otherwise the users consider the simulation model to be wrong (not valid if an average

simulated waiting time is higher for a lower traffic rate). Technically, monotonic

bootstrap Kriging has a weaker requirement; namely, minr w
∗
i;r < maxr w

∗
i+1;r with ρi

> ρi−1; see Kleijnen and van Beers (2011).

The Ba (accepted) monotonically increasing bootstrapped Kriging metamodels

imply that the gradients at the n old points are positive:

dy∗i;ba
dxi

> 0 (i = 1, . . . , n) (ba = 1, . . . , Ba). (4.3)

Wiggling may also occur at new points, so we check (say) 100 new points spread

uniformly across the experimental range.

From the Ba accepted predictors we compute predictions y∗u for v new input com-

binations xu (u = 1, ..., v), which form a test set ; the same Kriging metamodel is used

to predict the outputs for the v different test points. Using these Ba predictions for

point u, our point estimate is the sample median y∗u;(d0.50Bae). Besides this point esti-

mate, we also compute the following simple 90% CI; namely, (y∗u;(b0.05Bac), y
∗
u;(d0.95Bae))

(more complicated CIs are discussed in Efron and Tibshirani (1993)). If this interval

turns out to be practically speaking too wide, then we increase Ba by increasing the

bootstrap sample size B; e.g., in our M/M/1 example we start with B = 100 but aug-

ment B with another 100 until either Ba ≥ 100 or (to avoid excessive computational

time) B = 1000. It turns out that only in 5 of the 100 “macro-replicate” (which differ

only in their PRN seeds), B = 100 gives only Ba < 100 monotonic Kriging models,

so another 100 bootstrap samples are generated. These Ba bootstrap samples enable

the estimation of both the coverage and the width of the CIs for bootstrapped and

classic Kriging—averaged over all v test points. Actually, v = 25 new points are

selected—through LHS—such that no extrapolation is needed (Kriging is believed to

give a poor extrapolator).

To estimate whether the bootstrapped median point predictor for the true out-

put (say) ζ is better than the classic Kriging predictor, the Integrated SE (ISE) is

estimated:

ÎSE∗ =

∑v
u=1(y

∗
u;(d0.50Bae) − ζu)

2

v
; ÎSE =

∑v
u=1(yu − ζu)2

v
. (4.4)
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Figure 4.3.1: Ordinary Kriging and monotonic bootstrapped Kriging, and true I/O

function for M/M/1 with n = 5, m = 5, T =1000
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Estimating the coverage of the bootstrapped CIs uses the indicator function I∗u =

1 if y∗u;(b0.05Bac) < ζu < y∗u;(d0.95Bae); else I∗ = 0. The classic Kriging uses the classic

estimated predictor variance σ̂2
ŷu

(ignoring the randomness of the estimated Kriging

parameters) so Iu = 1 if ̂̂yu − 1.64σ̂ŷu < ζu < ̂̂yu + 1.64σ̂ŷu ; else I = 0. This formula

shows that the classic CI is symmetric around its point estimate and may include

negative values—even if negative waiting times are impossible. Analogously to the

ISE defined in (4.4), these indicator functions are averaged over all v test points: I∗

=
∑v

u=1 I
∗
u/v; I =

∑v
u=1 Iu/v. Let I∗ and I in macro-replicate l be denoted by I∗l

and Il with l = 1, ..., L; e.g., L = 100. Bootstrapping then gives better coverage if

I∗ =
∑

l I
∗
l /L is closer to the nominal value 0.90 than I =

∑
l Il/L.

Note: An alternative analysis would estimate the ISE and the coverage per point

xu with u = 1,..., v, whereas we average these v ISEs and coverage values over all

v points; e.g., a too low coverage at one point may be compensated by a too high

coverage at another point. Nevertheless, the reported (simpler) ISE and coverage are

relevant performance measures.

These L macro-replicates also give a 90% CI for the ISE in classic Kriging;

namely, ÎSE±1.64s(ÎSE)/L1/2 where ÎSE =
∑L

l=1 ÎSEl/L and s(ÎSE) = [
∑L

l=1(ÎSEl−
ÎSE)2/(L− 1)]1/2. For bootstrapped Kriging, analogous formulas apply. For the cov-

erage and the length of the CI also analogous formulas apply.

Kleijnen and van Beers (2011) give the estimated ISE for the average and the 90%

quantile. Bootstrapping gives smaller estimated ISE, albeit not significantly smaller

(as expected, the 90% quantile has larger ISEs than the mean has). Bootstrapping

gives significantly higher estimated coverages for the mean and the quantile. Unfortu-

nately, all estimated coverages are significantly lower than the nominal (prescribed)

value 90%. Bootstrapping gives average widths that are not significantly shorter.

The variability of the width is smaller for bootstrapped Kriging. Altogether, boot-

strapping gives better coverage without lengthening the CI.

To further examine this low coverage, Kleijnen and van Beers (2011) increases

n from 5 to 10. This change increases the estimated coverages for both classic and

monotonic Kriging; this improved coverage may be explained by the better fit of

the Kriging model resulting from an “adequate” sample size; also see Loeppky et al.

(2009), suggesting that a valid Kriging metamodel requires n = 10k (which in the

M/M/1 example implies n = 10). These coverages are close to the nominal 90%

for monotonic bootstrapped Kriging, whereas classic Kriging still gives coverages far

below the desired nominal value. This improved coverage does not require significantly

longer CIs.
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4.4. Convexity: (s, S) inventory simulation

A general textbook on convex optimization is Boyd and Vandenberghe (2004). We

focus on (s, S) inventory models. There are many variants of this (s, S) model, but

we wish to select a model with a convex I/O function. We therefore exclude models

with a service-rate constraint; such a constraint would imply two outputs—namely,

the service rate and the sum of ordering cost and holding cost. More specifically, we

select Kroese et al. (2011)’s model:

C(s, S) = c1S + c2fneg + c3ford (4.5)

with total costs C(s, S), holding cost c1S, backorder cost c2fneg where fneg denotes

the fraction of time with negative net-inventory, and ordering cost c3ford where ford
denotes the frequency of orders; obviously, s ≥ 0 and S ≥ s. Kroese et al. (2011)

select the parameter values c1 = 5, c2 = 500, and c3 = 100. Furthermore, for

the distributions of the interarrival time, demand size, and lead time they select

Exp(1/5), U(0, 10), and U(5, 10). They run the simulation during T = 1000 days.

Through the cross-entropy method they find the estimated optimum (ŝopt, Ŝopt) =

(15.56, 19.42) with estimated minimum cost Ĉopt = 149.6.

Actually, the crucial question is whether the specified (s, S) inventory simulation

model implies a convex I/O function (the inputs s and S—besides the distributions

of the interarrival time, demand size, and lead time—implicitly determine the prob-

ability functions of the random variables in (4.5); namely, fneg and ford). To answer

this question, we proceed as follows.

Like Kroese et al. (2011), we fix the simulation run length at T = 1000. We select

an experimental area that ranges from the minimum to the maximum of the reorder

level s that we think to be reasonable—given the demand and lead time; i.e., we

select 0 ≤ s ≤ 100. Analogously, we select 0 ≤ Q ≤ 100 with Q = S−s. (Originally,

we selected a much smaller area centered around Kroese et al. (2011)’s optimum

solution, but this area implied a low signal-noise ratio so it was hard to fit a Kriging

metamodel.) Within this area (0 ≤ s,Q ≤ 100) we select n = 20 combinations

of (s,Q), because of Loeppky et al. (2009)’s rule-of-thumb (n = 10k). To select the

specific n combinations, we use popular LHS. To obtain reliable simulation responses,

we first obtained a pilot-sample of m = 10 replicates for each of these n combinations,

and found that the signal-noise ratio was rather low; so we decide to obtain m = 5000

replicates per combination. This gives the average simulated output per combination

Ci =
∑m

r=1Ci;r/m and its standard error σ̂i = {
∑m

r=1[Ci;r − Ci)]2/[(mi − 1)mi]}1/2
so the signal-noise ratio is Ci/σ̂i (i = 1,..., n). This simulation experiment gives

the I/O data of Table 4.4.1; the last column will be explained after (4.6) (this table

does not display the individual outputs Ci;r, which we shall bootstrap to find C∗i;r).
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This table and its plot (which we do not display) suggest that the simulation’s I/O

function is convex in the subarea with relatively low s and Q (which includes Kroese

et al. (2011)’s optimum); our formal analysis proceeds as follows. The second-order

Table 4.4.1: I/O data of (s, S) simulation with 0 ≤ s ≤ 100 and 0 ≤ Q ≤ 100 (Q =

S − s)

i si Qi Ci σi PSD?

1 60.7090 94.3850 776.4399 0.0872 NO

2 65.7360 6.2017 370.3396 0.8975 NO

3 28.1440 35.1720 319.8780 1.2138 YES

4 31.1940 57.9680 447.6184 0.6270 NO

5 54.9630 77.5910 663.9453 0.1090 NO

6 91.8080 13.2570 531.2722 0.4961 NO

7 1.4142 40.1580 282.4015 8.8624 YES

8 17.5980 82.1300 502.6232 2.4031 NO

9 42.2870 70.2050 563.7797 0.1775 YES

10 87.1490 46.7590 671.4780 0.1668 NO

11 12.1530 67.2550 407.8239 4.4803 NO

12 79.9920 96.8710 885.2565 0.0859 NO

13 74.3760 31.3110 531.2612 0.2362 NO

14 35.5270 26.0240 311.2771 0.6009 YES

15 57.1530 64.7110 610.7371 0.1239 YES

16 96.3610 86.7030 916.3779 0.0940 NO

17 20.1100 51.2040 361.1883 2.4102 YES

18 7.3929 16.6630 195.6253 13.4523 YES

19 49.9980 20.8630 358.3725 0.3535 YES

20 81.0160 2.1276 431.7596 1.2542 NO

conditions (see Boyd and Vandenberghe (2004, p. 71)) imply that if a convex function

(say) f is twice differentiable, then this f has a Hessian that is positive semi-definite

(PSD). To verify whether the inventory simulation has indeed a convex I/O function

E[C(s, S)] with C(s, S) defined in (4.5), we fit a Kriging metamodel
̂̂
C (see (4.1))

to the I/O data in Table 4.4.1; i.e., we apply DACE to the averages Ci in Figure

4.4.1. This Kriging model implies estimates ∂
̂̂
C/∂s and ∂

̂̂
C/∂Q at a specific point

(say) (s0, S0); see again (4.2). This metamodel is less precise at interpolated new

points than it is at simulated old points; nevertheless, we compute not only the
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predicted first-order derivatives at the n old points, but also at 10000 new points

on a 100× 100 grid (in their M/M/1 simulation Kleijnen and van Beers (2011) also

estimate derivatives at new points). These first-order derivatives imply the following

estimates of the second-order derivatives at the point (s0, Q0), given the old points i

(i =1, ..., n):

κs;i =
∂2γ̂i
∂s2

∣∣∣∣
s0;Q0

= [−2θ̂s + 4θ̂s
2
(s0 − si)2] exp[−θ̂s(s0 − si)2 − θ̂Q(Q0 −Qi)

2]

κs;Q;i =
∂2γ̂i
∂s∂Q

∣∣∣∣
s0;Q0

= [4θ̂sθ̂Q(s0 − si)(Q0 −Qi)
2] exp[−θ̂s(s0 − si)2 − θ̂Q(Q0 −Qi)

2]

κQ;i =
∂2γ̂i
∂Q2

∣∣∣∣
s0;Q0

= [−2θ̂Q + 4θ̂Q
2
(Q0 −Qi)

2] exp[−θ̂s(s0 − si)2 − θ̂Q(Q0 −Qi)
2]

hs = κTs Γ̂−1(w−µ̂1) hs;Q = κTs;QΓ̂−1(w−µ̂1) hQ = κTQΓ̂−1(w−µ̂1) (4.6)

so the Hessian is the symmetric 2×2 matrix with the main-diagonal elements hs, hQ
and off-diagonal element hs;Q.

Unfortunately, we find that only six of the n = 20 old points give PSD Hessians;

namely, those point that satisfy the subarea 0 ≤ s0 ≤ 55 and 0 ≤ Q0 ≤ 49; see the

last column of Table 4.4.1. We offer two explanations:

1. E(C) = f(s,Q) (the true I/O function in Kroese et al. (2011)’s simulation) is

not convex. The conditions for a convex function in (s, S) systems are derived

by Sahin (1982); e.g., lead times are constant and the demand distribution

must belong to certain families (e.g. exponential). However, when in Kroese

et al. (2011)’s simulation we make the lead times constant and the demand

distribution exponential, we still find points that are not PSD (we do not

display these results).

2. Even ifE(C) satisfies the convexity conditions, we estimate its convexity through

a Kriging metamodel that is not convex (but wiggles). Wiggling Kriging is

known to result if the Kriging ignores the randomness (internal noise) of the

simulation output; see Figure 2 in Yin et al. (2011). “Stochastic” Kriging

accounts for this randomness, so Kriging is no longer an exact interpolator—

which may eliminate wiggling. We use DACE, as we do for monotonic Kriging.

Moreover, Kriging in deterministic simulation is known to be a bad extrapola-

tor; the points in Table 4.4.1 that do not give PSD Hessians are near the border

of the experimental area.

Next we run a new experiment that is limited to the subarea 0 ≤ s0 ≤ 55 and 0

≤ Q0 ≤ 49. Unfortunately, we again find that only ten (was six) of the twenty “old”
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points in this subarea give PSD Hessians. We also estimate the Hessians at 55× 49

new points on a grid. Altogether we find PSD Hessians for the sub-subarea 0 ≤ s0
≤ 36 and 0 ≤ Q0 ≤ 21.

Figure 4.4.1: Kriging predictions for (s, S) simulation with 0 ≤ s ≤ 100 and 0 ≤ Q

≤ 100

Given these problematic results for the inventory simulation, we decide to examine

our bootstrapped convex Kriging through an artificial (Monte Carlo) example. This

example is inspired by this simulation; i.e., to the I/O data for the subarea 0 ≤ s0 ≤
55 and 0 ≤ Q0 ≤ 49 we fit a second-order polynomial in x1 and x2 instead of s and Q

(= S - s). For this fitting we use ordinary least squares (OLS). We treat these OLS

estimates as the true coefficients, so the artificial example becomes:

E[y(x1, x2)] = 332.794− 7.427x1 − 4.922x2 + 0.127x21 + 0.093x22 + 0.130x1x2. (4.7)

It is easy to check that this function has a PSD Hessian so it is convex. Its optimal

input combination is xopt = (x1;opt, x2;opt) = (24.5, 9.2), which gives the optimal output

yopt = 218.7.

Next we fit a Kriging metamodel to the same twenty input combinations inside

the subarea 0 ≤ s0 ≤ 55 and 0 ≤ Q0 ≤ 49 selected through LHS (not displayed); i.e.,

we use x1;i = si and x2;i = Si (i = 1, ..., 20) but we replace Ci by E[y(x1;i, x2;i)] =

E(yi) following from (4.7). This Kriging metamodel turns out to give PSD Hessians

at sixteen of the twenty old points.

Subsequently, we make this artificial example more realistic by making it give

random outputs; i.e., to (4.7) we add Gaussian noise εi;r with zero mean and standard

84



Convexity: (s, S) inventory simulation

deviation
√

5000σ̂i with σ̂i = s(Ci) computed from 5000 replicates Ci;r (r = 1, ..., m)

for each of the 20 points inside the subarea 0 ≤ s0 ≤ 55 and 0 ≤ Q0 ≤ 49 (σ̂i not

displayed):

yi;r = E(yi) + εi;r (i = 1, . . . , n) (r = 1, . . . ,m). (4.8)

To make the example more representative of expensive simulations, we select the

number of replications much smaller than 5000; namely, m = 10 (so the variance of

the average output yi increases).

We fit a Kriging metamodel to the n averages yi =
∑m

r=1 yi;r/m, using DACE.

We find that this Kriging gives PSD Hessians at only eight of the twenty old points.

For a wiggling original Kriging metamodel, we bootstrap. So, for input combi-

nation (x1;i, x2;i) we resample—with replacement—the m original outputs yi;r (see

(4.8)) to obtain the bootstrapped simulation outputs y∗i;r and their average y∗i =∑m
r=1 y

∗
i;r/m. We do so for each of the n combinations, which gives the vector of

bootstrap averages y∗ = (y∗1, . . . , y
∗
n)T .

Next we fit a Kriging model to (X,y∗) where X is the 20 × 2 matrix of input

combinations (x1;i, x2;i). This bootstrapped Kriging model gives predictions y∗, which

differ from the original predictions ̂̂y, because (with probability 1) y 6= y∗ and θ̂ 6=
θ̂∗. We accept only those bootstrapped Kriging metamodels that have at least as

many old points with PSD Hessians as the original Kriging metamodel has; i.e., at

least eight PSD points.

After some experimentation with the bootstrap sample size B, we report results

for B = 1000. This gives Ba = 418 accepted bootstrapped Kriging metamodel with

at least 8 out of 20 Hessians being PSD (the classic Kriging metamodel had 8 PSD

old points). (The maximum number of PSD Hessians in the accepted metamodels is

16; this maximum occurs in bootstrap ba = 97.)

We expect that the accepted Kriging metamodels improve simulation optimiza-

tion. There are many simulation–optimization methods, but we apply a simple grid

search; i.e., in the area of interest (0 ≤ x1 ≤ 55 and 0 ≤ x2 ≤ 49) we compute the

Kriging predictor at (say) the 56 × 50 grid of integers, and select the combination

that gives the minimum predicted output y∗. So, the Ba = 418 accepted Kriging

metamodels give the estimated optimum outputs y∗b;opt with b = 1, ..., 418. To get

CIs, we sort these estimates; the resulting order statistics y∗(b);opt give the 90% CI

[y∗(21);opt, y
∗
(397);opt] = [191.65, 304.88]. They also show one outlier; namely, y∗(1);opt =

-283.00. The median is y∗(209);opt = 287.83. Furthermore, ̂̂yopt = 303.012 (the result

of the grid search applied to the original Kriging metamodel ̂̂y) and yopt = 218 (true

optimum following from the second-order polynomial (4.7)).

The Ba = 418 metamodels also give the estimated optimum input combinations

x∗b;opt = (x∗b;1;opt, x
∗
b;2;opt)

T with b = 1, ..., 418. Sorting these estimates for the optimal
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input x1 gives the order statistics x∗(b);1;opt, which give the 90% CI [x∗(21);1;opt, x
∗
(397);1;opt]

= [21, 42]. The median is x∗(209);1;opt = 39. Furthermore, ̂̂x1;opt = 38 (for original Krig-

ing metamodel ̂̂y) and x1;opt = 24.5 (true optimum input of second-order polynomial

(4.7)). Likewise, for x2 we obtain the 90% CI [x∗(21);2;opt, x
∗
(397);2;opt] = [4, 25], median

x∗(209);2;opt = 18, ̂̂x2;opt = 21, and x2;opt = 9.2.

In this artificial example we know the true I/O function, so we can verify the

preceding results; i.e., into (4.7) we substitute ̂̂xopt = (38, 21)T (optimal combina-

tion estimated through the original Kriging model), x∗ba;opt (optimal combination

estimated through accepted bootstrapped Kriging model ba). This gives y(̂̂xopt) =

y(38, 21) = 274.918 and y(x∗ba;opt) with ba = 1, ..., 418; these y(x∗ba;opt) range between

218.947 and 310.888 (remember yopt = 218). (The bootstrapped metamodel with the

maximum number of PSD Hessians gives y(x∗97;opt) = 278.339.) We point out that

xopt (true optimal combination) and ̂̂xopt ( classic estimator) lie within the rectangle

defined by the CIs for the two optimal inputs.

We conclude that in this artificial example our bootstrapping helps find better

solutions than classic Kriging suggests. Specifically, the CIs for the optimal inputs

suggest that in the next stage we should simulate and search in the subarea 21 ≤ x1 ≤
42 and 4 ≤ x2 ≤ 25 (the experimental area was 0 ≤ x1 ≤ 55 and 0 ≤ x2 ≤ 49).

4.5. Conclusions and future research

In practice, simulation may be computationally expensive, so we simulate only a

few input combinations and replicate these combinations only a few times. Classic

Kriging may then give metamodels that contradict our prior qualitative (structural)

knowledge of the characteristics (e.g., convexity or monotonicity) of the I/O function

that is implicitly defined by underlying simulation model. Users may then reject

the metamodel and the simulation model, and we (as analysts) may find that the

metamodel does not provide good sensitivity analysis or does not accurately estimate

the true optimum I/O of the simulated system.

Our monotonic distribution-free bootstrapped Kriging for an M/M/1 simulation

turns out to give better coverage without longer CI. Unfortunately, this coverage may

still be lower than desired, because the small number of simulation observations may

give too little information to estimate an adequate metamodel—be that metamodel a

classic Kriging or a monotonic bootstrapped Kriging metamodel. In such situations

we would advise spending more computer time to obtain reliable results, but while

awaiting these results we can bootstrap the too small sample to obtain a monotonic
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bootstrapped Kriging metamodel that is better than the classic Kriging metamodel.

An additional advantage of our bootstrapped Kriging is that the CI does not in-

clude negative values if negative values are impossible (as in the simulation of waiting

times). Technically, bootstrapped Kriging does not give an exact interpolator, which

is attractive because the average simulation outputs still show sampling variation.

Our Kriging also allows variance heterogeneity of the simulation outputs.

We also try to derive convex distribution-free bootstrapped Kriging. A twice dif-

ferentiable convex function implies PSD Hessians at all input combinations. Unfor-

tunately, a given simulation model defines its I/O function only implicitly. Therefore

we fit a Kriging metamodel to the simulation I/O data; this Kriging metamodel

implies estimated Hessians at old and new points. We verified that fitted Kriging

metamodels may show Hessians that are not PSD at several old points, even in our

example of a second-order polynomial without noise and with coefficients such that

this polynomial has PSD Hessians. In random simulation we obtain replicates for

all old points (to improve the accuracy of the simulated output), so we can apply

distribution-free bootstrapping to these replicates. To these bootstrapped outputs

we can apply Kriging. We accept only those bootstrapped Kriging metamodels that

have at least as many old points with PSD Hessians as the original Kriging meta-

model.

We illustrate our bootstrapped Kriging through two types of examples: (i) a

(s, S) inventory simulation, and (ii) an artificial Monte Carlo experiment with a

convex second-order polynomial augmented with Gaussian noise. Example (i) gives a

Kriging metamodel that was not convex; i.e., some old points gives non-PSD Hessians.

Example (ii) demonstrated that accepting those bootstrapped Kriging models with

at least the same number of PSD Hessians gives CIs that do cover the true optimal

input combination; classic Kriging does not give a CI for the optimal input (it does

give a CI for the output of a given input combination). These CIs may limit the area

in which we search for the optimum, in a next stage (which is not the topic of this

paper).

Future research may try to solve the following problems:

• Extension to “stochastic Kriging”, formalized by Ankenman et al. (2010); Chen

et al. (2010); Yin et al. (2011). This stochastic Kriging covers a nugget effect

with homogeneous (constant) variances, a modified nugget effect with hetero-

geneous variances, and nugget effects that in case of CRN are correlated across

input combinations. For software we also refer to Dancik and Dorman (2008);

Roustan et al. (2012); Rasmussen and Nickisch (2012).

• Replacement of Ordinary Kriging by Universal Kriging, which replaces the con-

stant term by a first-order and a second-order polynomial respectively (Univer-
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sal Kriging turned out not to remove the wiggling in the M/M/1 example, and

to give excellent results for the second-order polynomial example).

• Replacement of the simple grid search by one or more popular simulation-

optimization methods (e.g., response surface methodology or RSM, efficient

global optimization or EGO, a genetic algorithm).

• Extension of our approach to k > 2 inputs, including practical applications

(e.g., supply chains).

• Preservation of structural knowledge about other characteristics of the I/O

function (besides monotonicity and convexity); e.g., Kriging predictions may

be required to be nonnegative.

• Bootstrapping other metamodeling methods (besides Kriging); e.g., isotonic

regression.
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Chapter 5

Stochastic Intrinsic Kriging for

Simulation Metamodeling

5.1. Introduction

Kriging or Gaussian process (GP) modeling is popular in geostatistics (Krige himself

was a mining engineer), either deterministic or random simulation or computer ex-

periments (our focus), and machine learning. Classic textbooks in these three areas

are Cressie (1991), Santner et al. (2003) and Rasmussen and Williams (2006).

Kriging has several variants; we focus on ordinary Kriging (OK) and universal

Kriging (UK), before discussing intrinsic Kriging. OK assumes that the GP output

(dependent variable) Y is the sum of a constant mean β0 and a stationary GP with

zero mean. UK replaces this constant mean by some specific function; e.g., a poly-

nomial in the inputs (independent variables). We focus on UK with a polynomial of

a fixed order p in the d explanatory variables xg (g = 1, . . . , d); e.g., if p = 2 and

d = 1 so x1 = x, then E(Y ) = β0 + β1x + β2x
2. Obviously, OK is a special case of

UK; i.e., OK is the same as UK with p = 0.

If the true input/output (I/O) function of the underlying simulation model f(x)

is monotonic, then intuitively it seems best to use UK with p = 1 or p = 2. Unfortu-

nately, in practice we do not know the true values of the p+1 regression coefficients in

β = (β0, β1, . . . , βp)
> so we estimate β from the simulation’s I/O data. This estimate

β̂ creates noise and bias in the Kriging predictor, so in practice we might use OK

instead of UK because OK requires the estimation of the scalar β0 instead of all the

elements of the vector β. Anyhow, in general it is not clear whether OK or UK is

best (so we might use cross-validation to estimate the best Kriging metamodel; see

the preceding references).

The idea of intrinsic random functions (IRFs) is to remove the trend from the

data by linear filtration of those data (as we shall see in Section 5.3). Originally, IRFs

were introduced by the French mathematician George Matheron in Matheron (1973).

He not only formalized Kriging but also extended it to IRFs. He developed IRFs to

tackle the difficult problem of estimating a variogram in a UK model where a spatial

trend creates bias that affects the variogram of the residuals; see Cressie (1991, pp.
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299-306) and Chilès and Delfiner (2012, pp. 238-298). It was known before Matheron

that in the presence of a polynomial trend of order k, the (k + 1)th order difference

of data annihilate the trend and turn non-stationary data into stationary. Matheron

extended this idea for higher-order stationary increments and defined a general class

of processes which he called intrinsic random functions of order k (IRF-k). In the

time series literature, these IRF-k’s are known as integrated processes.

An IRF gives a metamodel with a generalized covariance function K which re-

places the covariance function for the stationary random functions in Kriging. K

needs to be conditionally positive definite and—unlike covariances of stationary

processes—K may be unbounded and can describe processes with unbounded dis-

persion such as the Brownian motion.

To the best of our knowledge, IRFs have been investigated in simulation only

in Vazquez et al. (2005). However, Vazquez et al. (2005) considers only deterministic

simulation, whereas we consider both deterministic and random simulation. Vazquez

et al. (2005) uses intrinsic Kriging together with an additional set of factors to trans-

form a black-box model into a grey-box one, whereas we use intrinsic Kriging to study

a black-box model; i.e., we assume that we observe only the input/output (I/O) data

resulting from the simulation experiment. Vazquez et al. (2005) considers only poly-

nomial generalized covariance functions, whereas we also consider other functions.

Finally, Vazquez et al. (2005) does not compare IK with classic alternatives such as

OK, whereas we compare IK and OK—and also SIK and SK—in several experiments.

Therefore it seems interesting to formalize IRFs for a simulation readership, and

to compare the performance of Kriging and IRFs in experiments with test functions.

For all these experiments we use the root mean square error (RMSE) performance

measure. In all these experiments we also study the effects of the number of input

combinations. These experiments include simulation of test functions with differ-

ent dimensionality. The main conclusion is that in both deterministic and random

simulation the intrinsic Kriging give a more accurate metamodel than Kriging.

We organize the rest of this paper as follows. Section 5.2 summarizes UK. Sec-

tion 5.3 formalizes IRF-k. Section 5.4 uses this IRF-k to formalize intrinsic Kriging

(IK). Section 5.5 discusses the selection of the generalized covariance function K in

IK. Section 5.6 adapts IK for random simulation, including a design of experiment for

such simulation. Section 5.7 presents numerical experiments. Section 5.8 summarizes

our conclusions.
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5.2. Universal Kriging

In this section we summarize UK, following Cressie (1991, pp. 151-182). Kriging

gives the optimal predictor of a random process Y at an unobserved or “new” point

(or “input combination”, in simulation terminology) x0—given the value of Y at the

already observed “old” points x = (x1, . . . , xd). UK assumes

Y (x) = f(x)>β +M(x) with x ∈ Rd (5.1)

where f(x) is a vector of p+ 1 regression functions or “trend”, β is a vector of p+ 1

parameters, and M(x) is a stationary GP with zero mean and covariance function

ΣM .

ΣM must be specified such that it makes M(x) in (5.1) a stationary GP; i.e., ΣM

is a function of the distance between the points xi and xi′ with i, i′ = 0, 1, . . . ,m

where the subscript 0 denotes a new point and m denotes the number of old points.

Separable anisotropic covariance functions use the distances along the d axes hi;i′;g =

|xi;g − xi′;g| (g = 1, . . . , d). Isotropic functions use the Euclidean distance h between

the points in Rd so h = ‖h‖ = (
∑d

g=1 h
2
g)

1/2 (for notational simplicity we suppress the

subscripts i and i′); also see (5.13). Anisotropic functions are popular in simulation.

The most popular choice for the covariance function in M(x) is the so-called Gaussian

covariance function:

cov(xi,xi′) = τ 2
d∏
g=1

exp
(
−θgh2i;i′;g

)
with θg > 0 (5.2)

where τ 2 is the variance of M(x).

Let Y = (Y (x1), . . . , Y (xm)) denote the m values of the metamodel in (5.1) at

the m old points. Kriging predicts Y linearly from the old I/O data (X,Y) where

X = (x1, . . . ,xm) is the d×m matrix with m old input combinations xi = (xi;g) (i =

1, . . . ,m; g = 1, . . . , d):

Ŷ (x0) = λ>Y such that λ>F = f(x0)
> (5.3)

where F is the m× (p + 1) matrix with element (i, j) being fj(xi), f(x0) = (f0(x0) ,

. . . , fp(x0))
>, and the condition for λ guarantees that Ŷ (x0) is an unbiased predictor.

The optimal linear unbiased predictor minimizes the mean squared prediction error

(MSPE), defined as

MSPE(Ŷ (x0)) = E(Ŷ (x0)− Y (x0))
2.

Cressie (1991, pp. 151-157) shows how to use Lagrangian multipliers to solve this

constrained minimization, which gives the optimal weights:

λ> =
(
ΣM(x0, ·) + F

(
F>Σ−1M F

)−1 (
f(x0)− F>Σ−1M ΣM(x0, ·)

))>
Σ−1M (5.4)
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with the m-dimensional vector with covariances between the outputs of the new and

the m old points ΣM(x0, ·) = (ΣM(x0,x1), . . . ,ΣM(x0,xm))>, and ΣM the m ×m
matrix with the covariances between the outputs of the old points so element (i, i′)

is ΣM(xi,xi′). The resulting minimal MSPE is

MSPE(Ŷ (x0)) = τ 2 −ΣM(x0, ·)>Σ−1M ΣM(x0, ·)+(
f(x0)− F>Σ−1M ΣM(x0, ·)

)> (
F>ΣMF

)−1 (
f(x0)− F>Σ−1M ΣM(x0, ·)

)
. (5.5)

Because the predictor is unbiased, this MSPE equals the predictor variance, which

is often called the “Kriging variance”.

Note: Kriging is an exact interpolator; i.e., (5.4) for the old points gives a pre-

dictor that equals the observed output. For the old points the Kriging variance (5.5)

reduces to zero.

5.3. Intrinsic random functions of order k

In this section we formalize the IRF-k, following Cressie (1991, pp. 299-306) and Chilès

and Delfiner (2012, pp. 252-257). We rewrite (5.1) as

YYY = Fβ + MMM (5.6)

where YYY = (Y (x1), . . . ,Y (xm))>, and MMM = (M (x1), . . . ,M (xm))>. We do not

assume M is second-order stationary. Let Q be an m×m matrix such that QF = O

where O is an m× (p+ 1) matrix with all elements zero. Together Q and (5.6) give

QYYY = QMMM .

Consequently, the second-order properties of QYYY depend on QMMM and not on the

regression function Fβ.

To generalize the model in (5.1), we need a stochastic process for which QMMM is

second-order stationary; such processes are called intrinsically stationary processes.

We assume that fj(x) (j = 1, . . . , p + 1) are mixed monomials xi11 · · ·x
id
d with x =

(x1, . . . , xd)
> and nonnegative integers i1, . . . , id such that i1 + . . .+ id ≤ k with k a

given nonnegative integer. An IRF-k is a random process Y for which

V (x∗) =
m∑
i=1

λiY (xi + x∗) with xi,x
∗ ∈ Rd

is second-order stationary, and λ = (λ1, . . . , λm)> is a generalized-increment vector

of real numbers such that

(fj(x1), . . . , fj(xm))λ = 0 (j = 1, . . . , p+ 1).
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We give the following four examples of IRF-k following Matheron (1973) and Chilès

and Delfiner (2012).

1. The (k+1) integral of a zero-mean stationary random function Z(t) is an IRF-k

for k = 0, 1, 2, . . .:

Zk(x) =

∫ x

0

(x− t)k

k!
Z(t)dt.

2. Integrating k times a Brownian motion B(x) gives an IRF-k:

Bk(x) =

∫ x

0

(x− t)k

k!
B(t)dt.

3. An ARIMA process (autoregressive integrated moving average process) is a

process whose finite difference of order k is a stationary ARMA process, so an

ARIMA process is an IRF-(k − 1).

4. If Z(x) is a random function which is differentiable (k + 1) times and if all

its derivatives of order (k + 1) are stationary with zero mean, then Z(x) is an

IRF-k. This example characterizes a differentiable IRF-k; of course there are

non-differentiable IRF-k’s.

5.4. Intrinsic Kriging

In this section we introduce intrinsic Kriging (IK) based on an IRF-k defined in

Section 5.3. Let M (x) be an IRF-k with mean zero and generalized covariance

matrix K. Then the IK metamodel is:

Y (x) = f(x)>β + M (x). (5.7)

Cressie (1991, pp. 299-306) derives a linear predictor for the IRF-k metamodel

defined in (5.7) with generalized covariance function K that is the analogue of UK.

We have the old outputs YYY = (Y (x1), . . . ,Y (xm))>. The optimal linear prediction

of Y at a new location x0 follows from minimizing the MSPE of the linear predictor:

min
λ
E
(
Ŷ (x0)− Y (x0)

)2
such that Ŷ (x0) = λ>YYY . (5.8)

IK should meet the condition E
(
Ŷ (x0)

)
= E (Y (x0)), which is equivalent to

λ>F = (f0(x0), . . . , fp(x0)) . (5.9)
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Note that this condition is not introduced as the unbiasedness condition but as the

condition that guarantees that the coefficients of the prediction error λ1Y (x1) +

. . . .+ λmY (xm) − Y (x0) create a generalized-increment vector λ>m+1 =
(
λ>, λ0

)
with λ0 = −1. This gives the variance of the IK, denoted by σ2

IK:

σ2
IK = var(λ>m+1YYY ) =

m∑
i=0

m∑
i′=0

λiλi′K(xi,xi′). (5.10)

In this section we assume that K is known, so the optimal linear predictor is obtained

through minimization of (5.10) subject to (5.9). This problem resembles the previous

UK objective function with ΣM now replaced by K. Hence, the IK predictor is given

by (5.8) with

λ> =
(
K(x0, ·) + F

(
F>K−1F

)−1 (
f(x0)− F>K−1K(x0, ·)

))>
K−1 (5.11)

where K(x0, ·) = (K(x0,x1), . . . ,K(x0,xm))> and K is an m×m matrix with (i, i′)

element K(xi,xi′). The resulting σ2
IK is

MSPE(Ŷ (x0)) = K(x0,x0)−K(x0, ·)>K−1K(x0, ·)+(
f(x0)− F>K−1K(x0, ·)

)> (
F>K−1F

)−1 (
f(x0)− F>K−1K(x0, ·)

)
. (5.12)

Like UK, IK is an exact interpolator. Comparing the predictor and MSPE of UK

and IK shows that if M (x) is a second-order stationary process, UK and IK give

identical results.

5.5. Choosing a generalized covariance function K

In this section we discuss properties of generalized covariance matrices and differ-

ent functions for them. Following Matheron (1973), Cressie (1991, pp. 304-305),

and Chilès and Delfiner (2012, pp. 257-269); we begin with isotropic covariance

functions for K(h = ‖h‖).
Obviously K is symmetric; i.e., K(xi,xi′) = K(xi′ ,xi), and it must be condition-

ally positive definite so

var(λ>YYY ) =
m∑
i=1

m∑
i′=1

λiλi′K(xi − xi′) ≥ 0,∀λ such that (fj(x1), . . . , fj(xm))λ = 0

where the condition must hold for j = 1, . . . , p + 1. Parametric models for K are

given by Matheron (1973).

96



Choosing a generalized covariance function K

We start with isotropic polynomial functions developed by Matheron (1973). K

in an IRF-k with isotropic polynomial covariance functions equals

K(h) =


−θ1h, k = 0

−θ1h+ θ2h
3, k = 1

−θ1h+ θ2h
3 − θ3h5, k = 2

(5.13)

where for k = 0, 1, or 2 we have the constraints θ1 ≥ 0, θ3 ≥ 0, and θ2 ≥ [(20/3)(1 +

(2/(d + 1))θ1θ3]
1/2 in Rd; obviously, for k = 0 we have θ2 = 0 and θ3 = 0 and for

k = 1 we have θ3 = 0. For general k the isotropic polynomial generalized covariance

function is

K(h) =
k∑
l=0

(−1)l+1θl+1h
2l+1 with h = ‖h‖ ≥ 0

where θ1, . . . , θl+1 must satisfy

k∑
l=0

θl+1Γ ((2l + 1 + d)/2)

π2l+2+(d/2)Γ (1 + (1/2)(2l + 1))
ρ−d−2l+1 ≥ 0 for any ρ ≥ 0

where Γ(·) denotes the Gamma function.

We use the first two examples of IRF-k that we gave in Section 5.3, to introduce

new generalized covariance functions.

1. The (k+1) integral of a zero-mean stationary random function with covariance

C(h = x− x′) is an IRF-k with generalized covariance function

K(h) = (−1)k+1

∫ h

0

(h− u)2k+1

(2k + 1)!
C(u)du.

There are many choices for C. The common choices are exponential C(h) =

exp(−θh), Gaussian C(h) = exp(−θh2), or Matern. Now we derive the gener-

alized covariance functions for k = 0 in two cases of C(·).

(a) Gaussian C(·):

K(h) = (−1)

∫ h

0

(h− u) exp(−θu2)du

=
(

1− exp(−θh2)− h
√
πerf(

√
θh)
)
/2θ

where erf(·) is the error function.
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(b) Exponential C(·):

K(h) = (−1)

∫ h

0

(h− u) exp(−θu)du

=
h

θ
(exp(−θh)− 1) +

1

θ2
(1− (1 + θh) exp(−θh)) .

2. Integrating k times a Brownian motionB(x) with covariance function C(x, x′; θ) =

θmin(x, x′) with x, x′ ∈ [0, 1] and θ ≥ 0 gives an IRF-k with generalized co-

variance function

K(x, x′; θ) = θ

∫ 1

0

(x− u)k+(x′ − u)k+
(k!)2

du (5.14)

where θ ≥ 0; see Berlinet and Thomas-Agnan (2004, p. 92). Salemi et al. (2013,

pp. 546-547) suggest to add polynomial terms to this covariance to avoid B(x)

becoming zero at x = 0. In our experiments we add a constant term θ0 ≥ 0

to (5.14). Note that Brownian motion is a special case of fractional Brownian

motion BH which is an IRF-0 with covariance function

cov (BH(x), BH(x′)) =
1

2

(
x2H + x′

2H − (x− x′)2H
)
, 0 < H < 1

where H = 1/2 gives the usual Brownian motion.

We are also interested in anisotropic generalized covariance functions. We use the

same idea which we used to handle anisotropy for covariances of stationary random

function; see (5.2) for the Gaussian case. The idea is that the multiplication of valid

covariance functions gives a valid covariance function, so we multiply the covariance

functions per input dimension.

Below we give the anisotropic version of K for the covariance function of the

integrated Brownian motion defined in (5.14):

K(x,x′;θ) =
d∏
g=1

(
θ0;g + θ1;g

∫ 1

0

(xg − ug)kg+ (x′g − ug)
kg
+

(kg!)2
dug

)
(5.15)

where θ = (θ0;1, θ1;1, θ0;2, . . . , θ0;d, θ1;d) ≥ 0.

The anisotropic covariance function accepts different k for different input dimen-

sions, so we have a vector of the orders k = (k1, . . . , kd)
> instead of a single scalar

k for all the input dimensions in the isotropic covariance functions. Anisotropic co-

variance functions handle each input dimension separately and this make them more

flexible than isotropic covariance functions. However, this comes with the cost of

estimating more parameters.
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In practice, K is unknown so we estimate the covariance function parameters θ.

For this estimation we use restricted maximum likelihood (REML). So we assume Y

is a Gaussian IRF-k. The REML estimator of θ is then found through minimization

of the negative log-likelihood function

`(θ) = (m− q)/2 log(2π)− 1

2
log
∣∣F>F

∣∣+
1

2
log |K(θ)|+ 1

2
log
∣∣F>K(θ)−1F

∣∣
+

1

2
YYY >Ξ(θ)YYY (5.16)

where q = rank(F) and Ξ(θ) = K(θ)−1 − K(θ)−1F
(
F>K(θ)−1F

)−1
F>K(θ)−1.

Finally, we replace K by K(θ̂) in (5.11) to obtain λ̂ and in (5.12) to obtain σ̂2
IK.

We could require REML to estimate the optimal (integer) orders k∗, but this

would make the optimization difficult. In our methodology, the user has to try

different values for k and pick the one which gives a better fit. The development of

a procedure to find k∗ without user intervention is a topic for future research.

5.6. Stochastic simulation

In Section 5.6.1 we extend the theory of IK to account for a situation where the

simulation output is random and its variance changes across the input space. We

mentioned earlier that IK is an interpolator; this is not a good property for random

simulation. Random simulation has sampling variability or internal noise besides the

external noise that is the spatial uncertainty created by the fitted metamodel. In

Section 5.6.2 we discuss an experimental design with minimum integrated MSPE.

5.6.1. Stochastic intrinsic Kriging (SIK)

The extension of IK that assumes internal noise with a constant variance of simulation

output has already been studied in the literature as nugget effect (geostatistics) or

jitter (machine learning). Indeed, Cressie (1991, p. 305) briefly discusses IK in case

of a nugget effect, replacing K(h) by K(h) + c0δ(h) where c0 ≥ 0, δ(h) = 0 if

h > 0, and δ(h) = 1 if h = 0. Our contribution considers the case of heteroscedastic

variance.

Our methodology is similar to the one that is used to incorporate internal noise

in Kriging and is published under different names; see Opsomer et al. (1999); Gins-

bourger (2009); Ankenman et al. (2010); Yin et al. (2011).

We suggest a new metamodel which extends the IK metamodel defined in (5.7)

and incorporates the internal noise. The value of this metamodel at replication r of
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the random output at x is

Yr(x) = f(x)>β + M(x) + εr(x) with x ∈ Rd (5.17)

where ε1(x), ε2(x), . . . denotes the internal noise at input combination x. We assume

that the internal noise has a Gaussian distribution with mean zero and variance V(x)

and that this internal noise is independent of M(x).

Our experimental design consists of pairs (xi, ni), i = 1, . . . ,m, where ni is the

number of replications at input combinations xi. The replications enable us to com-

pute the classic unbiased estimators of the mean output and the internal variance:

Y(xi) =

∑ni
r=1 Yi;r
ni

and s2(xi) =

∑ni
r=1

(
Yi;r − Y(xi)

)2
ni − 1

. (5.18)

Because we assumed that the external noise M(x) and the internal noise ε(x) in (5.17)

are independent, the stochastic intrinsic Kriging (SIK) predictor and its MSPE can

be derived similarly to the IK in (5.8) and (5.12) except that KM will be replaced by

K = KM + Kε where Kε is a diagonal matrix (so no common random numbers are

used) with the variances of the internal noise V(xi)/ni on the main diagonal, and KM

still denotes the generalized covariance matrix of IK without internal noise. We also

have to replace YYY in (5.8) and (5.12) by Y = ( Y(x1),. . .,Y(xm) )>. So the stochastic

intrinsic Kriging predictor is

Ŷ(x0) = λ>Y where

λ> =
(
KM(x0, ·) + F

(
F>K−1F

)−1 (
f(x0)− F>K−1KM(x0, ·)

))>
K−1 (5.19)

and its MSPE is

MSPE(Ŷ(x0)) = KM(x0,x0)−KM(x0, ·)>K−1KM(x0, ·)+(
f(x0)− F>K−1KM(x0, ·)

)> (
F>K−1F

)−1 (
f(x0)− F>K−1KM(x0, ·)

)
. (5.20)

Note: In our experiments we estimate the MSPE from the known mean output of

our test functions; see (5.23).

We use REML (see Section 5.5) to estimate the parameters of the generalized

covariance θ, and replace KM by KM(θ̂). We also need to estimate the internal noise

V which is typically unknown. Inspired by Ankenman et al. (2010) we use an IK

metamodel for the internal noise.

V(x) = f(x)>σ + Z(x)

where Z is an IRF-k independent of M. We know that V(x) is not observable, even

at old points xi (i = 1, . . . ,m), so we let s2(xi) defined in (5.18) stand for V(xi).
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We use IK to model the internal noise, so we assume the s2(xi) have no noise and

V̂(xi) = s2(xi). We replace Kε by K̂ε =
(
V̂(x1)/n1, . . . , V̂(xm)/nm

)
. Finally, we

replace K = KM + Kε by K̂ = KM(θ̂) + K̂ε in (5.19) and (5.20). In the next section

we explain how we choose the number of replications at each point ni.

5.6.2. Design of experiments

Like Ankenman et al. (2010) we are interested in an experimental design which has

low integrated MSPE (IMSPE) introduced in Sacks et al. (1989), but our approach

is slightly different. Ankenman et al. (2010) use MSPE for the case of simple Kriging

where the trend is known, whereas we use MSPE for the general case of universal

Kriging where the trend is unknown; we also correct an error in Ankenman et al.

(2010), as we shall see below (5.22).

In our design we have to allocate N replications among m old points xi such that

this design minimizes the IMSPE. Let X be the design space. Then our goal is

min
n

IMSPE(n) = min
n

∫
x0∈X

MSPE(x0,n)dx0 (5.21)

subject to n>1m ≤ N , and n = (n1, . . . , nm)> where ni ∈ N.

We formulate IMSPE as

IMSE(n) =

∫
KM(x0,x0)dx0−

trace


[
O F>

F K(n)

]−1
︸ ︷︷ ︸

S(n)−1

∫ [
f(x0)f(x0)

> f(x0)KM(x0, ·)>
KM(x0, ·)f(x0)

> KM(x0, ·)KM(x0, ·)>

]
︸ ︷︷ ︸

Γ(x0)

dx0


=

∫
KM(x0,x0)dx0︸ ︷︷ ︸

κ

−trace

S(n)−1
∫

Γ(x0)dx0︸ ︷︷ ︸
W


= κ− trace

{
S(n)−1W

}
= κ−

p+1+m∑
q,q′=1

[S(n)−1]qq′Wqq′

= κ− 1>
[
S(n)−1 ◦W

]
1

where ◦ is the Hadamard product.

Then we write the Lagrangian function for the minimization problem

L(n) = IMSPE(n) + η(N − 1>n).
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The first-order optimality conditions are

∂L(n)

∂ni
=
∂IMSPE(n)

∂ni
+ η = 0, (i = 1, . . . ,m).

Application of linear algebra gives

∂IMSPE(n)

∂ni
= −1>

[
W ◦ ∂S(n)−1

∂ni

]
1

= −V(xi)

n2
i

1>
[
W ◦

(
S(n)−1J(ii)S(n)−1

)]
1

= −V(xi)

n2
i

trace
(
W>S(n)−1J(ii)S(n)−1

)
= −V(xi)

n2
i

trace
(
J(ii)S(n)−1WS(n)−1

)
= −V(xi)

n2
i

p+1+m∑
q,q′=1

[
J(ii)

]
qq′

[
S(n)−1WS(n)−1

]
qq′

= −V(xi)

n2
i

[
S(n)−1WS(n)−1

]
p+1+i,p+1+i

where J(ii) is a (p+1+m)× (p+1+m) matrix with 1 in position (p+1+ i, p+1+ i)

and zeros elsewhere.

We try to compute n∗i , which denotes the optimal allocation of the total number

of replications N over the m old points. We then run into the problem that n∗i is

determined by both KM (specifies external noise) and Kε (internal noise). To solve

this problem, we follow Ankenman et al. (2010) and ignore Kε so K ≈ KM ; moreover,

we relax the integrality condition. Altogether we derive

n∗i ≈ N

√
V(xi)Ci∑m

i=1

√
V(xi)Ci

with Ci =
[
S−1WS−1

]
p+1+i,p+1+i

, (5.22)

so both the internal and the external noises affect the allocation.

Because we need to estimate KM and Kε, we use the two-stage approach proposed

in Ankenman et al. (2010, p. 378). In Stage 1, we obtain a pilot sample of m1 < m

input combinations and allocate n0 > 10 replications to each point. This enable us

to estimate KM(θ̂) and V̂. In Stage 2, we first select m − m1 input combinations

jointly, and then we optimally allocate the N −m1n0 additional replications over m

input combinations using (5.22). In the next section we discuss the application of

this approach for the M/M/1 example.
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5.7. Numerical experiments

In this section we present our numerical experiments for both deterministic and ran-

dom simulations. In all of our experiments we use a zero degree polynomial for the

trend (p = 0), so UK becomes OK. In deterministic simulation we study the per-

formance of OK versus IK. In random simulation we study the random metamodels

developed based on OK and IK which account for internal noise; we call them SK

(stochastic Kriging) and SIK.

We tried to use the MATLAB code developed by Ankenman et al. (2010) and Yin

et al. (2011) to experiment with these Kriging variants (OK for deterministic simula-

tion and SK for random simulation), but their MATLAB code crashed in experiments

with d > 1. So we use the R package mlegp to implement OK and SK; see Dancik

(2013) for more details. To save time, we implemented our MATLAB code only for

IK and SIK (not for OK and SK).

We run some initial experiments to select the ‘best’ covariance function among

valid alternatives; i.e., the function that gives the lowest MSE. In OK and SK, we

found that the Gaussian covariance function in (5.2) performed best; in IK and SIK,

the best candidate was the integrated Brownian motion covariance function in (5.15).

We study several values for the number of old points m; namely, all integers

between 10d−5 and 10d+5 where m = 10d is popular in Kriging; see Loeppky et al.

(2009).

We experiment with several values for d (input dimensionality). The simplest

case is d = 1, so this case may give valuable intuitive insight (obviously, for d = 1

isotropic and anisotropic covariance functions are the same). In practice, however,

d > 1 so we also study test functions with such d values.

To evaluate the performance of OK versus IK and SK versus SIK, we select

m0 = 100d new points x0. For d = 1 we select m and m0 equispaced points; for

d > 1 we use Latin hypercube sampling (LHS) to select m and m0 space-filling

points. For this LHS we use the MATLAB function lhsdesign.

We quantify the performance of different metamodels through RMSE for the m0

new points:

RMSE =

√∑m0

t=1(Yt − Ŷt)2
m0

. (5.23)

5.7.1. Deterministic simulation experiments

In this (sub)section we present the results of our experiments with deterministic test

functions of different dimensionality; namely d = 1, 2, 3, 5.

We start with a monotonic function with d = 1; namely, f(x) = 1/[x(x − 1)]

and 1 < x ≤ 2, which inspired by the mean steady-state waiting-time as a function
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Figure 5.7.1: RMSE versus m with IK-k and OK

of the service rate x with the arrival rate equal to 1 in a single-server queue with

Markovian arrival and service processes (denoted by M/M/1). This function increases

monotonically, and increases drastically as x ↓ 1.

For this function, Figure 5.7.1a shows the RMSE of IK-k and OK versus different

values for m. We observe that IK with k = 2 performs better than OK for m ≤ 11;

for larger m the difference between IK-2 and OK becomes small. Next we experi-

ment with several functions that are popular in optimization; see Dixon and Szego

(1978) and http://www.sfu.ca/~ssurjano/index.html. We experiment with (1)

Six-hump camel-back with d = 2 (2) Hartmann-3 with d = 3 (3) Levy-3 with d = 3

(4) Ackley-5 with d = 5. We define the first three functions in the appendix, and

discuss the Ackley-5 function in detail. The Ackley-5 function is defined as

f(x) = −20 exp

−0.2

√√√√1

5

5∑
i=1

x2i

− exp

(
1

5

5∑
i=1

cos(2πxi)

)
+ 20 + exp(1),

with −2 ≤ xi ≤ 2, i = 1, . . . , 5.

For this function, Figure 5.7.1b shows that IK-(0, 0, 0, 0, 0) gives the lowest RMSE

for all values of m. We also experimented with different k, and found that the RMSE

deteriorated compared with k = (0, 0, 0, 0, 0)>.

The results for the other test functions show that IK performs better than OK

except for the Hartmann-3 function; to be the winner, IK needs an appropriate value

for the parameter k (which is not always k = 0). The figures for these functions can

be found in Figure A.1 in the appendix.

5.7.2. Random simulation experiments

In this (sub)section we first discuss the two-stage approach detailed in Section 5.6.2

for the M/M/1 model (defined in Section 5.7.1) to show how to use SIK in real
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applications. Then we compare the performance of SIK and SK for different test

function simulations. However, in the comparison of SIK and SK for these functions,

we do not use the two-stage approach to compute the optimal number of replications

at each point; instead we select ni proportional to the true value of the variance of

the internal noise at each point. The reason for this approach is that we focus on

comparing SIK and SK, and not on the selection of the number of replications.

We design our M/M/1 experiment as follows. We fix the arrival rate at 1 and

vary the service rate. This gives the traffic rate ρ = 1/x. To tackle the problem

of selecting an initial state (at T = 0) and a warm-up period, we select the initial

number of customers in the system equal to the mean steady-state number ρ/(1− ρ)

and we collect waiting times starting at T = 0. In each replication we select as

terminating event T = 3, 000 (runlength); i.e., we calculate the average waiting time

of customers in the system from time 0 to 3,000. So, for all x we control the internal

noise through the number of replications.

In Stage 1, we select ρ = 0.3, 0.5, 0.7, 0.9 and make 20 replications of length T

at each point. Then we fit a SIK-0 metamodel to the simulated data. Figure 5.7.2a

shows the the average waiting time in the queue metamodel from Stage 1. The

circles represent the simulated data, the solid curve represents the SIK-0 metamodel,

surrounded by ±
√

MSPE(Ŷ(x0)). The dashed curve represents the true function.

SIK is not an interpolator, so it does not pass through the data points, especially at

x = 0.8. Note that the ±
√

MSPE(Ŷ(x0)) intervals which account for internal and

external noise cover the true function except for the region between x = 0.7 and

x = 0.9. Figure 5.7.2b shows the IK-0 metamodel for the internal noise V(x0). Here

the metamodel is an interpolator and goes through the data points. It can be seen

that the simulation gives a poor estimate of V(0.9).

In Stage 2, we use the information obtained in Stage 1 to apply (5.22) and op-

timally allocate N = 500 replications over the four old points and three new points

x = 0.4, 0.6, 0.8. The metamodel for the internal noise help us for these three new

points which were not simulated in Stage 1. The estimated optimal allocation is

n∗ = 1, 1, 2, 3, 12, 126, 355. In some points we have already simulated more replica-

tions than is optimal, and in other points we have to simulate additional replications.

We fit a SIK-0 metamodel to data obtained from Stage 2. Figure 5.7.2c shows the

SIK-0 metamodel for the data obtained from Stage 2. This figure shows that the

new metamodel is close to the true function, and the MSPE intervals cover the true

function. This figure demonstrates the classic shape of the MSPE intervals; namely,

their length is close to zero at the old points, and increases away from these points;

however, Figure 4 in Ankenman et al. (2010) shows “nearly constant” length.

We continue this section with the comparison of SIK and SK for our test func-
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(b) IK-0 metamodel for the internal noise
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Figure 5.7.2: Two-stage approach for the M/M/1 queue; the dotted curve denotes

the true function, and the solid curve denotes the metamodel

tions. In all the test functions we select the number of replications at each point

proportional to the true value of internal noise. In the M/M/1 example, the inter-

nal noise function is V(xi)/T ≈ 4/(Txi(1 − 1/xi)
4); see Whitt (1989, p. 1350). So

ni = BbV(xi)/
∑m

i=1 V(xi)c where B is the total number of replications. In the other

test functions with higher dimensionality we augment the deterministic response with

heteroscedastic noise; namely, V(xi) = (1 + |y(xi)|)2, like Wan et al. (2010) does in

an experiment with linear regression metamodels.

Figure 5.7.3a shows the RMSE of SIK-k and SK versus m for the M/M/1 simu-

lation. SIK-0 gives smaller RMSE for all m. Figure 5.7.3b shows the results for all

three k values for the Ackley-5 simulation. We also observe that changing k from 0

to 1 or 2 in all coordinates give almost identical results. In other test functions SIK-0

gives smaller RMSE in almost all m points except in the Levy-3 function where SIK

and SK give almost identical RMSEs for all m. The figures for these test function

can be found in Figure A.1 in the appendix.
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Figure 5.7.3: RMSE versus m with SIK and SK

5.8. Conclusions

Using IRFs, we derived IK for deterministic simulation, and SIK for random simula-

tion. Next we numerically compared the performance—measured by RMSE—of IK

with OK and SIK with SK. Additionally, we derived a two-stage approach for sample

size allocation in SIK in random simulation. The main conclusion is that in most

experiments IK and SIK give smaller RMSEs than OK and SK.

In any Kriging model—including OK, SK, IK, and SIK—we must choose a type

of covariance function. The best choice varies with the type of Kriging model and the

type of simulation model. We chose covariance functions that seemed best for the

specific Kriging model. Obviously, the choice of the appropriate covariance function

requires more research.
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A. Test functions with d > 1

In this appendix we define the test functions with d > 1, and give the results of our

simulation experiments.

1. Six-hump camel-back with −2 ≤ x1 ≤ 2, −1 ≤ x2 ≤ 1

f(x1, x2) = 4x21 − 2.1x41 + x61/3 + x1x2 − 4x22 + 4x42
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2. Hartmann-3 function with 0 ≤ xi ≤ 1, i = 1, 2, 3

f(x1, x2, x3) = −
4∑
i=1

αi exp[−
3∑
j=1

Aij(xj − Pij)2]

with α = (1.0, 1.2, 3.0, 3.2)> and Aij and Pij given in Table A.1.

Table A.1: Parameters Aij and Pij of the Hartmann-3 function

Aij Pij

3 10 30 0.36890 0.1170 0.26730

0.1 10 35 0.46990 0.43870 0.74700

3 10 30 0.10910 0.87320 0.55470

0.1 10 35 0.03815 0.57430 0.88280

3. Levy-3 function with −10 ≤ xi ≤ 10, i = 1, 2, 3

f(x) = sin2(πw1) + (w2 − 1)2[1 + 10 sin2(πw2 + 1)] + (w3 − 1)2[1 + sin2(2πw3)]

where wi = 1 +
xi − 1

4
.
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(b) SIK-k and SK in camel-back function
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(c) IK-k and OK in Hartmann-3 function
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(d) SIK-k and SK in Hartmann-3 function
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(e) IK-k and OK in Levy-3 function
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Figure A.1: RMSE versus m in deterministic (left panels) and random simulation

(right panels)
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l’Optimisation de Fonctions Numériques Multivariables. PhD dissertation, Ecole

Nationale Supérieure des Mines de Saint-Etienne.

Loeppky, J., Sacks, J., and Welch, W. (2009). Choosing the sample size of a computer

experiment: A practical guide. Technometrics, 51:366–376.

Matheron, G. (1973). The intrinsic random functions and their applications. Ad-

vances in Applied Probability, 5(3):439–468.

Opsomer, J., Ruppert, D., Wand, M., Holst, U., and Hossjer, O. (1999). Kriging

with nonparametric variance function estimation. Biometrics, 55(3):704–710.

Rasmussen, C. and Williams, C. (2006). Gaussian Processes for Machine Learning

(Adaptive Computation and Machine Learning series). The MIT Press, Cambridge,

Massachussets.

Sacks, J., Welch, W., Mitchell, T., and Wynn, H. (1989). Design and analysis of

computer experiments. Statistical Science, 4(4):409–423.

110



BIBLIOGRAPHY

Salemi, P., Staum, J., and Nelson, B. (2013). Generalized integrated brownian fields

for simulation metamodeling. In 2013 Winter Simulation Conference (WSC), pages

543–554.

Santner, T., Williams, B., and Notz, W. (2003). The Design and Analysis of Com-

puter Experiments. Springer-Verlag, New York.

Vazquez, E., Walter, E., and Fleury, G. (2005). Intrinsic Kriging and prior informa-

tion. Applied Stochastic Models in Business and Industry, 21(2):215–226.

Wan, H., Ankenman, B., and Nelson, B. (2010). Improving the efficiency and efficacy

of controlled sequential bifurcation for simulation factor screening. INFORMS

Journal on Computing, 22(3):482–492.

Whitt, W. (1989). Planning queueing simulations. Management Science,

35(11):1341–1366.

Yin, J., Ng, S., and Ng, K. (2011). Kriging meta-model with modified nugget effect:

an extension to heteroscedastic variance case. Computers and Industrial Engineer-

ing, 61(3):760–777.

111



Chapter 6

Global Optimization for

Black-box Simulation via

Sequential Intrinsic Kriging

6.1. Introduction

Optimization methods for black-box simulations—either deterministic or random—

have many applications. Black-box simulation means that the input/output (I/O)

function is an implicit mathematical function defined by the simulation model (com-

puter code). In many engineering applications using computational fluid dynamics

the computation of the output (response) of a single input combination is time-

consuming or computationally expensive. In most operations research (OR) appli-

cations, however, a single simulation run is computationally inexpensive, but there

are extremely many input combinations; e.g., a single-server queueing model may

have one input (namely, the traffic rate) that is continuous, so we can distinguish

infinitely many input values but obviously in finite time we can simulate only a frac-

tion of these values. In all these situations, it is common to use metamodels, which

are also called emulators or surrogates. A popular method for the optimization of

deterministic simulation is efficient global optimization (EGO), which uses Kriging as

the metamodel; see Jones et al. (1998). EGO has been adapted for random simula-

tion with either homoscedastic variances (see Huang et al. (2006)) or heteroscedastic

variances (see Picheny et al. (2013) and Quan et al. (2013)). EGO is the topic of

much recent research; see Binois et al. (2014) , Couckuyt et al. (2014), and Müller

and Shoemaker (2014).

Our first contribution in this paper is the use of intrinsic Kriging (IK) as a

metamodel for the optimization of deterministic or random simulation. The idea of

IK is to remove the trend from input/output (I/O)data by linear filtration of data.

IK does not require the second-order stationary condition and it may provide a more

accurate fit than Kriging; see Mehdad and Kleijnen (2014).

More specifically, in deterministic simulation we use EGO with IK as the meta-
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model. In random simulation we use stochastic IK (SIK) combined with the two-stage

sequential algorithm developed by Quan et al. (2013). This algorithm accounts for

heteroscedastic noise variances and balances two source of noise; namely, spatial un-

certainty due to the metamodel and random variability caused by the simulation.

The latter noise is independent from one replication to another; i.e, we suppose that

the streams of pseudorandom numbers do not overlap. Moreover we assume that

different input combinations do not use common (pseudo)random numbers.

Our second contribution concerns the two-stage algorithm. We replace the opti-

mal computing budget allocation (OCBA) in the allocation stage of the algorithm

by an allocation rule that we build on IK. This rule allocates the additional replica-

tions over the sampled points in a way that minimizes the integrated mean squared

prediction error (IMSPE).

In our numerical experiments we use test functions of different dimensionality,

to study the differences between (1) EGO variants in deterministic simulation. (2)

Two-stage algorithm variants in random simulation. Our major conclusion will be

that in most experiments (1) EGO with IK outperform classic EGO; (2) there is no

significant difference between the two-stage algorithm and our modified version.

We organize the rest of this paper as follows. Section 6.2 summarizes classic

Kriging. Section 6.3 explains IK. Section 6.4 summarizes classic EGO, the two-

stage algorithm, and our variant of this algorithm. Section 6.5 presents numerical

experiments. Section 6.6 summarizes our conclusions.

6.2. Kriging

In this section we summarize universal Kriging (UK), following Cressie (1991, pp.

151-182). UK assumes

Y (x) = f(x)>β +M(x) with x ∈ Rd (6.1)

where Y (x) is a random process at the point (or input combination) x, f(x) is a vector

of p + 1 known regression functions or “trend”, β is a vector of p + 1 parameters,

and M(x) is a stationary GP with zero mean and covariance function ΣM .

This ΣM must be specified such that it makes M(x) in (6.1) a stationary GP; i.e.,

ΣM is a function of the distance between the points xi and xi′ with i, i′ = 0, 1, . . . ,m

where the subscript 0 denotes a new point and m denotes the number of old points.

Separable anisotropic covariance functions use the distances along the d axes hi;i′;g =

|xi;g − xi′;g| (g = 1, . . . , d). The most popular choice for the covariance function in
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M(x) is the so-called Gaussian covariance function:

cov(xi,xi′) = τ 2
d∏
g=1

exp
(
−θgh2i;i′;g

)
with θg > 0 (6.2)

where τ 2 is the variance of M(x).

Let Y = (Y (x1), . . . , Y (xm))> denote the vector with the m values of the meta-

model in (6.1) at the m old points. Kriging predicts Y at a (either new or old) point

x0 linearly from the old I/O data (X,Y) where X = (x1, . . . ,xm) is the d×m matrix

with m points xi = (xi;g) (i = 1, . . . ,m; g = 1, . . . , d):

Ŷ (x0) = λ>Y such that λ>F = f(x0)
> (6.3)

where F is the m× (p+ 1) matrix with element (i, j) being fj(xi), f(x0) = (f0(x0) ,

. . ., fp(x0))
>, and the condition for λ guarantees that Ŷ (x0) is an unbiased predictor.

The optimal linear unbiased predictor minimizes the mean squared prediction error

(MSPE), defined as

MSPE(Ŷ (x0)) = E(Ŷ (x0)− Y (x0))
2.

Cressie (1991, pp. 151-157) shows how to use Lagrangian multipliers to solve this

constrained minimization problem, which gives the optimal weights and the predictor:

Ŷ (x0) = λ>Y (6.4)

λ> =
(
ΣM(x0, ·) + F

(
F>Σ−1M F

)−1 (
f(x0)− F>Σ−1M ΣM(x0, ·)

))>
Σ−1M

with ΣM(x0, ·) = (ΣM(x0,x1), . . . ,ΣM(x0,xm))> denoting the m-dimensional vector

with covariances between the outputs of the new and the m old points, and ΣM

denoting the m × m matrix with the covariances between the outputs of the old

points so element (i, i′) is ΣM(xi,xi′). The resulting minimal MSPE is

MSPE(Ŷ (x0)) = τ 2 −ΣM(x0, ·)>Σ−1M ΣM(x0, ·)+(
f(x0)− F>Σ−1M ΣM(x0, ·)

)> (
F>ΣMF

)−1 (
f(x0)− F>Σ−1M ΣM(x0, ·)

)
. (6.5)

Because the predictor is unbiased, this MSPE equals the predictor variance, which

is often called the “Kriging variance”.

Kriging is an exact interpolator; i.e., for the old points (6.4) gives a predictor that

equals the observed output. For the old points the Kriging variance (6.5) reduces to

zero.

The Kriging metamodel defined in (6.1) can be extended to incorporate the so-

called “internal” noise in random simulation; see Opsomer et al. (1999); Ginsbourger
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(2009); Ankenman et al. (2010); Yin et al. (2011). The resulting stochastic Kriging

(SK) metamodel at replication r of the random simulation output at x is

Zr(x) = f(x)>β +M(x) + εr(x) with x ∈ Rd (6.6)

where ε1(x), ε2(x), . . . denotes the internal noise at input combination x. We assume

that εr(x) has a Gaussian distribution with mean zero and variance V (x) and that

it is independent of M(x).

We assumed that the external noise M(x) and the internal noise ε(x) in (6.6) are

independent, so the SK predictor and its MSPE can be derived analogously to the

derivation for UK in (6.4) and (6.5) except that Σ = ΣM + Σε replaces ΣM where

Σε is a diagonal matrix (no common random numbers) with the variances of the

internal noise V (xi)/ni on the main diagonal, and ΣM still denoting the covariance

matrix of Kriging without internal noise. We also replace Y in (6.4) and (6.5) by the

sample mean Z = ( Z(x1),. . .,Z(xm) )>.

6.3. Intrinsic Kriging

In this section we explain IK, following Mehdad and Kleijnen (2014). We rewrite (6.1)

as

YYY = Fβ + MMM (6.7)

where YYY = (Y (x1), . . . ,Y (xm))>, and MMM = (M (x1), . . . ,M (xm))>. We do not

assume M is second-order stationary. Let Q be an m×m matrix such that QF = O

where O is an m× (p+ 1) matrix with all elements zero. Together Q and (6.7) give

QYYY = QMMM .

Consequently, the second-order properties of QYYY depend on QMMM and not on the

regression function Fβ.

To generalize the metamodel in (6.1), we need a stochastic process for which

QMMM is second-order stationary; such processes are called intrinsically stationary

processes. We assume that fj(x) (j = 1, . . . , p + 1) are mixed monomials xi11 · · ·x
id
d

with x = (x1, . . . , xd)
> and nonnegative integers i1, . . . , id such that i1 + . . .+ id ≤ k

with k a given nonnegative integer. An IRF-k is a random process Y for which

V (x∗) =
m∑
i=1

λiY (xi + x∗) with xi,x
∗ ∈ Rd

is second-order stationary, and λ = (λ1, . . . , λm)> is a generalized-increment vector

of real numbers such that

(fj(x1), . . . , fj(xm))λ = 0 (j = 1, . . . , p+ 1).
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IK is based on an IRF-k. Let M (x) be an IRF-k with mean zero and generalized

covariance function K. Then the corresponding IK metamodel is:

Y (x) = f(x)>β + M (x). (6.8)

Cressie (1991, pp. 299-306) derives a linear predictor for the IRF-k metamodel

defined in (6.8) with generalized covariance function K that is the analogue of UK.

So—given the old outputs YYY = (Y (x1), . . . ,Y (xm))>—the optimal linear predictor

Ŷ (x0) = λ>YYY follows from minimizing the MSPE of the linear predictor:

min
λ
E
(
Ŷ (x0)− Y (x0)

)2
IK should meet the condition E

(
Ŷ (x0)

)
= E (Y (x0)), which is equivalent to

λ>F = (f0(x0), . . . , fp(x0)) . (6.9)

This condition is not introduced as the unbiasedness condition but as the condi-

tion that guarantees that the coefficients of the prediction error λ1Y (x1) + . . . .+

λmY (xm) − Y (x0) create a generalized-increment vector λ>m+1 =
(
λ>, λ0

)
with

λ0 = −1. The IK variance, denoted by σ2
IK is:

σ2
IK = var(λ>m+1YYY ) =

m∑
i=0

m∑
i′=0

λiλi′K(xi,xi′). (6.10)

In this section we assume that K is known, so the optimal linear predictor is obtained

through minimization of (6.10) subject to (6.9). This problem resembles the UK

objective function in Section 6.2, with ΣM now replaced by K which is a m × m

matrix with the (i, i′) element K(xi,xi′). Hence, the IK predictor is

Ŷ (x0) = λ>YYY , (6.11)

λ> =
(
K(x0, ·) + F

(
F>K−1F

)−1 (
f(x0)− F>K−1K(x0, ·)

))>
K−1

where K(x0, ·) = (K(x0,x1), . . . , K(x0,xm))>. The resulting σ2
IK is

MSPE(Ŷ (x0)) = K(x0,x0)−K(x0, ·)>K−1K(x0, ·)+(
f(x0)− F>K−1K(x0, ·)

)> (
F>K−1F

)−1 (
f(x0)− F>K−1K(x0, ·)

)
. (6.12)

IK is an exact interpolator, like UK is. Note that comparison of the predictor and

MSPE of UK and IK shows that if M (x) is a second-order stationary process, UK

and IK give identical results.
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Obviously K is symmetric. Moreover K must be conditionally positive definite

so

var(λ>YYY ) =
m∑
i=1

m∑
i′=1

λiλi′K(xi − xi′) ≥ 0, ∀λ such that (fj(x1), . . . , fj(xm))λ = 0

where the condition must hold for j = 1, . . . , p + 1. Parametric models for K are

given by Matheron (1973).

The anisotropic version of the covariance function K for the k times integrated

Brownian motion—which is an IRF-k—is:

K(x,x′;θ) =
d∏
g=1

(
θ0;g + θ1;g

∫ 1

0

(xg − ug)kg+ (x′g − ug)
kg
+

(kg!)2
dug

)
(6.13)

where θ = (θ0;1, θ1;1, θ0;2, . . . , θ0;d, θ1;d) ≥ 0.

The function in (6.13) accepts different k for different input dimensions, so we

have a vector of the orders k = (k1, . . . , kd)
> instead of a single scalar k for all the d

input dimensions that the isotropic covariance functions have. Anisotropic covariance

functions handle each input dimension separately, which makes them more flexible

than isotropic covariance functions. However, this comes at the cost of estimating

more parameters.

In practice, K is unknown so we estimate the parameters θ. For this estimation

we use restricted maximum likelihood (REML). So we assume that Y in (6.8) is a

Gaussian IRF-k. The REML estimator of θ is then found through minimization of

the negative log-likelihood function

`(θ) = (m− q)/2 log(2π)− 1

2
log
∣∣F>F

∣∣+
1

2
log |K(θ)|+ 1

2
log
∣∣F>K(θ)−1F

∣∣
+

1

2
YYY >Ξ(θ)YYY (6.14)

where q = rank(F) and Ξ(θ) = K(θ)−1 − K(θ)−1F
(
F>K(θ)−1F

)−1
F>K(θ)−1.

Finally, we replace K by K(θ̂) in (6.11) to obtain Ŷ (x0) and in (6.12) to obtain σ̂2
IK.

We could require REML to estimate the optimal (integer) k∗, but this requirement

would make the optimization even more difficult; i.e., we set k = 0.

Mehdad and Kleijnen (2014) also extend IK to account for simulation output that

is random and has variances that change across the input space. The methodology is

similar to the extension of Kriging to stochastic Kriging. We mentioned earlier that

IK is an interpolator; this is not a good property for random simulation. Random

simulation has sampling variability or internal noise besides the external noise that

is the spatial uncertainty created by the fitted metamodel.
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The extension of IK to account for internal noise with a constant variance has

already been studied in the (geostatistics) literature as a so-called nugget effect.

Indeed, Cressie (1991, p. 305) briefly discusses IK in case of a nugget effect, replacing

K by K + c0δ(h) where c0 ≥ 0, δ(h) = 0 if h > 0, and δ(h) = 1 if h = 0. Mehdad

and Kleijnen (2014) considers the case of heteroscedastic variances.

Mehdad and Kleijnen (2014) extends the IK metamodel defined in (6.8) in order

to incorporate the internal noise. This metamodel is similar to the one for SK. The

stochastic IK (SIK) metamodel at replication r of the random output at x is

Yr(x) = f(x)>β + M(x) + εr(x) with x ∈ Rd (6.15)

where ε1(x), ε2(x), . . . denotes the internal noise at input combination x. We again

assume that ε(x) has a Gaussian distribution with mean zero and variance V(x) and

that ε(x) is independent of M(x).

Our new experimental design consists of pairs (xi, ni), i = 1, . . . ,m, where ni is

the number of replications at input combinations xi. The replications enable us to

compute the classic unbiased estimators of the mean output and the internal variance:

Y(xi) =

∑ni
r=1 Yi;r
ni

and s2(xi) =

∑ni
r=1

(
Yi;r − Y(xi)

)2
ni − 1

. (6.16)

Because we assumed that M(x) and ε(x) in (6.15) are independent, the SIK predictor

and its MSPE can be derived similarly to the IK predictor and MSPE in (6.11)

and (6.12)—except that KM will be replaced by K = KM +Kε where Kε is a diagonal

matrix with the variances of the internal noise V(xi)/ni on the main diagonal, and KM

still denotes the generalized covariance matrix of IK without internal noise. We also

replace YYY in (6.11) and (6.12) by Y = ( Y(x1),. . .,Y(xm) )>. So the SIK predictor is

Ŷ(x0) = λ>Y where

λ> =
(
KM(x0, ·) + F

(
F>K−1F

)−1 (
f(x0)− F>K−1KM(x0, ·)

))>
K−1 (6.17)

and its MSPE is

MSPE(Ŷ(x0)) = KM(x0,x0)−KM(x0, ·)>K−1KM(x0, ·)+(
f(x0)− F>K−1KM(x0, ·)

)> (
F>K−1F

)−1 (
f(x0)− F>K−1KM(x0, ·)

)
. (6.18)

We again use REML to estimate the parameters θ of the generalized covariance

function, and replace KM by KM(θ̂). We also need to estimate the internal noise V

which is typically unknown. Let V̂(xi) = s2(xi) be the estimator of V(xi), so we

replace Kε by K̂ε =
(
V̂(x1)/n1, . . . , V̂(xm)/nm

)
. Finally, we replace K = KM +Kε by
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K̂ = KM(θ̂) + K̂ε in (6.17) and (6.18). Next we explain how we choose the number

of replications at each old point ni.

We are interested in an experimental design that gives a low integrated MSPE

(IMSPE). Following Mehdad and Kleijnen (2014)—who revised Ankenman et al.

(2010)—we allocate N replications among m old points xi such that this design

minimizes the IMSPE. Let X be the design space. Then our goal is

min
n

IMSPE(n) = min
n

∫
x0∈X

MSPE(x0,n)dx0

subject to n>1m ≤ N , and n = (n1, . . . , nm)> where ni ∈ N.

We try to compute n∗i , which denotes the optimal allocation of the total number

of replications N over the m old points. We then run into the problem that n∗i is

determined by both KM (specifies external noise) and Kε (internal noise). To solve

this problem, we follow Ankenman et al. (2010) and ignore Kε so K ≈ KM ; moreover,

we relax the integrality condition. Altogether we derive

n∗i ≈ N

√
V(xi)Ci∑m

i=1

√
V(xi)Ci

, with Ci =
[
S−1WS−1

]
p+1+i,p+1+i

(6.19)

where

S =

[
O F>

F K

]
, W =

∫ [
f(x0)f(x0)

> f(x0)KM(x0, ·)>
KM(x0, ·)f(x0)

> KM(x0, ·)KM(x0, ·)>

]
dx0,

and J(ii) is a (p+ 1 +m)× (p+ 1 +m) matrix with 1 in position (p+ 1 + i, p+ 1 + i)

and zeros elsewhere. Note that in (6.19) both the internal noise variance V(x) and

the external noise covariance function KM affect the allocation.

6.4. Global optimization

EGO is the global optimization algorithm developed by Jones et al. (1998) for de-

terministic simulation. It uses expected improvement (EI) as its criterion to balance

local and global search or exploiting and exploring. The EGO steps are as follows.

1. Fit a Kriging metamodel to the old I/O data. Let fmin = mini Y (xi) be the

minimum function value observed (simulated) so far.

2. Estimate x0 that maximizes EI(x) = E [max(fmin − Yp(x), 0)] . Assuming Yp(x)
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∼ N
(
Ŷ (x), σ̂2(x)

)
, Jones et al. (1998) derive

ÊI(x) =(
fmin − Ŷ (x)

)
Φ

(
fmin − Ŷ (x)

σ̂(x)

)
+ σ̂(x)φ

(
fmin − Ŷ (x)

σ̂(x)

)
(6.20)

where Ŷ (x) is defined in (6.4) and σ̂2(x) follows from (6.5) substituting estima-

tors for τ , and θ; Φ and φ denote the cumulative distribution function (CDF)

and probability density function (PDF) of the standard normal distribution.

3. Simulate the response at x̂0 found in step 2. Fit a new Kriging metamodel

to the old and new points. Return to step 1, unless the ÊI satisfies a given

criterion; e.g., ÊI is less than 1% of the current best function value.

Huang et al. (2006) adapt EI for random simulation. They use the metamodel

defined in (6.15) and assume the noise variances are identical across the design space;

i.e., V (x) = V . They introduce the following augmented EI (AEI) to balance ex-

ploitation and exploration.

ÂEI(x) = E
[
max

(
Ẑ(x∗)− Zp(x), 0

)]1−

(
V̂

MSPE(Ẑ(x)) + V̂

)1/2
 (6.21)

where x∗ stands for the current ‘effective best solution’, x∗ = arg min
x1,...,xm

[Ẑ(x) +

MSPE(Ẑ(x))]. The second term on the right-hand side in (6.21) accounts for the

diminishing returns of additional replications at the current best point.

Picheny et al. (2013) develop a quantile-based EI known as expected quantile

improvement (EQI). This criterion lets the user specify the risk level; i.e., the higher

the values for the quantile are specified, the more conservative the criterion becomes.

Their algorithm accounts for a limited computation budget; moreover, to sample a

new point, the algorithm also considers the noise variance at future (not yet sam-

pled) points. However, this algorithm requires a known variance function for the

noise, and Quan et al. (2013) claims that Picheny et al. (2013)’s algorithm is also

computationally more complex.

Quan et al. (2013) show that EI and AEI can not be good criteria for random

simulations with heteroscedastic noise variances. They argue that an EGO-type

framework for random simulation with heteroscedastic noise faces three challenges:

(1) An effective procedure should locate the global optimum with a limited computing

budget. (2) To keep the important balance of exploration and exploitation in random

simulation, a new procedure should be able to search globally without exhaustively
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searching a local region; a good estimation of fmin is necessary especially when there

are several points that give outputs close to the global optimum. (3) With a limited

computing budget, it is wise to explore unexplored regions in the beginning of the

search and as the budget is being expended toward the end, the focus should be on

improving the current best area. Quan et al. (2013) also find no significant difference

between their own two-stage algorithm and Picheny et al. (2013)’s algorithm.

Now we explain Quan et al. (2013)’s algorithm in detail. After the initial fit of

a SK metamodel, each iteration of the algorithm consists of a search stage followed

by an allocation stage. In the search stage, the modified expected improvement

(MEI) criterion is used to select a new point. Next in the allocation stage, OCBA

distributes an additional number of replications over the sampled points. The search

stage locates the potential global optima, and the allocation stage reduces the noise

caused by random variability at sampled points to improve the metamodel in regions

where local minima exist and finally selects the global optimum.

Their algorithm contains a ‘division of allocation heuristic’. The computing bud-

get per iteration is set as a constant, but the allocation of this budget between

searching and allocation stages changes as the algorithm progresses. In the begin-

ning, most of the budget is invested in exploration (search stage). During the progress

of the algorithm, the focus moves to identify the point with the lowest sample mean

(allocation stage).

In the search stage, the MEI criterion is E[max(Ẑmin − Zp(x), 0)] where Ẑmin is

the predicted response at the sampled point with the lowest sample mean, and Zp
is a normal random variable with the mean equal to Ẑ(x) and the variance equal

to the estimated MSPE(Ẑ(x)). The allocation stage addresses the random noise, so

only MSPE(Ẑ(x)) with estimates of Σ = ΣM instead of Σ = ΣM + Σε is used in the

search stage. This helps the search to focus on the new points that reduce the spatial

uncertainty of the metamodel. Ignoring the uncertainty caused by random variability,

the MEI criterion assumes that the observations are made with infinite precision so

the same point is never selected again. This helps the algorithm to quickly escape

from a local optimum and brings the sampling behavior closer to the behavior of the

original EI criterion and its balance between exploration and exploitation.

The allocation stage reduces random variability by allocating additional replica-

tions among sampled points. Additional replications are distributed with the goal of

maximizing the probability of the correct selection (PCS) of a sampled point as the

global optimum. Assume that we have m sampled points with each point xi hav-

ing a sample mean Zi and sample variance V̂ (xi) = s2(xi). Then the approximate

probability of correct selection (APCS) can be asymptotically maximized when the
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available computing budget N tends to infinity and

ni
nj

=

(
V̂ (xi)/∆b,i

V̂ (xj)/∆b,j

)2

i, j = 1, . . . ,m and i 6= j 6= b, (6.22)

nb = V̂ (xb)

√√√√ m∑
i=1,i 6=b

n2
i

V̂ (xi)
(6.23)

where ni is the number of replications allocated to xi, xb is the point with the lowest

sample mean, and ∆b,i is the difference between the lowest sample mean and the

sample mean at point xi. Quan et al. (2013) refers to Chen et al. (2000) for the proof

of (6.22) and (6.23). Given this allocation rule, at the end of the allocation stage the

sampled point with the lowest sample mean will be selected as Ẑmin.

Quan et al. (2013)’s algorithm is summarized in Algorithm 1. Before the algo-

rithm begins, the user must specify T , B, m0, and rmin where T is the total number of

replications at the start, B is the number of replications available for each iteration,

m0 is the size of the initial space filling design, and rmin is the minimum number

of replications for a new point. The size of the initial design m0 may be set to 10d

where d is the number of dimensions; B and rmin should be set such that there are

sufficient replications available for the first allocation stage.

Because the starting parameters that determine the number of iterations, I =

d(T − m0B)/Be, and the computing budget used per iteration B are set prior to

collecting any data, the starting parameter settings may turn out to be unsuitable for

the problem. In step 2, leave-one-out cross validation can provide feedback regarding

the suitability of the initial parameters. If one or more design points fail the cross-

validation test, then the computing budget may be insufficient to deal with the noise

in the response. Possible solutions include increasing B or increasing the number

of design points around the point(s) that fail the cross-validation test or applying a

logarithmic or inverse transformation to the response.

After successful validation, the computing budget set aside for the allocation

stage rA(i) increases by a block of b(B−rmin)/Ic replications in every iteration while

rS(i) decreases by the same amount for the search stage. This heuristic gives the

algorithm the desirable characteristic of focusing on exploration at the start and on

exploitation at the end of the search.

Our modified variant of Quan et al. (2013)’s algorithm differs from Algorithm 1

as follows. (i) We use SIK instead of SK as the underlying metamodel. (ii) In the

allocation stage, we use (6.19) instead of (6.22) and (6.23).
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Algorithm 1 Quan et al. (2013)’s algorithm

Step 1. Initialization: Run a space filling design withm0 points, withB replications

allocated to each point.

Step 2. Validation: Fit a SK metamodel to the set of sample means. Use leave-

one-out cross validation to check the quality of the initial SK.

Step 3. Set i = 1, rA(0) = 0

while i ≤ I do

rA(i) = rA(i− 1) + min

(
bB − rmin

I
c, T −m0B − (i− 1)B

)
if (T −m0B − (i− 1)B − rA(i)) > 0 then

rS(i) = B − rA(i)

Step 3a. Search Stage: Sample a new point that maximizes the MEI criterion

with rS(i) replications.

Step 3b. Allocation Stage: Using OCBA (Eq. 6.22 and Eq. 6.23), allocate

rA(i) replications among all sampled points.

Step 3c. Fit a SK metamodel to the set of sample means

i = i+ 1

end if

end while

The point with the lowest sample mean at the end estimates the global optimum.
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6.5. Numerical experiments

In this section we present our numerical experiments with both deterministic and

random simulations. In these experiments we use a zero degree polynomial for the

trend (so p = 0 in (6.1)), so UK becomes ordinary Kriging (OK). In deterministic

simulation we study the performance of classic EGO versus EGO with IK. In random

simulation we study the performance of Quan et al. (2013)’s algorithm versus our

variant of this algorithm with SIK instead of SK and the minimum IMSE allocation

rule instead of OCBA.

We tried to use the MATLAB code developed by Yin et al. (2011)—which is

a building block in Quan et al. (2013)’s algorithm—to experiment with the Krig-

ing variants (OK for deterministic simulation and SK for random simulation), but

their MATLAB code crashed in experiments with d > 1. So we use the R package

DiceKriging to implement OK and SK; see Roustant et al. (2012) for more details

on DiceKriging. We implement our code for IK and SIK in MATLAB as Mehdad

and Kleijnen (2014) did. In all our experiments we select k = 0.

Furthermore, we select a set of mc = 100d candidate points, and as the ‘winning’

point we pick the candidate point that maximizes EI or MEI. For d = 1 we select m0

and mc equispaced points; for d > 1 we use Latin hypercube sampling (LHS) to select

m0 and mc space-filling points, for LHS we use the MATLAB function lhsdesign.

As the criterion for comparing the performance of different optimization algo-

rithms, we use the number of simulated input combinations needed to estimate the

optimal input combination (say) m. As the stopping criterion we select m reaching

a limit; namely, 11 for d = 1, 61 for the camel-back test function (d = 2), 65 for

Hartmann-3 (d = 3), and 111 for Ackley-5 (d = 5). We select the number of starting

points m0 to be 3 for d = 1, 21 for d = 2, 30 for d = 3, and 51 for d = 5.

6.5.1. Deterministic simulation experiments

In this subsection we discuss our experiments with EGO for deterministic black-box

test functions of different dimensionality.

We start with Gramacy and Lee (2012)’s test function with d = 1:

f(x) =
sin(10πx)

2x
+ (x− 1)4 and 0.5 < x ≤ 2.5. (6.24)

Next we experiment with several functions that are popular in optimization; see Dixon

and Szego (1978) and http://www.sfu.ca/~ssurjano/index.html. We experiment

with: (1) Six-hump camel-back with d = 2 (2) Hartmann-3 with d = 3 (3) Ackley-5

with d = 5. We define the test functions with d > 1 in the appendix.
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Numerical experiments

Figure 6.5.1 illustrates EGO with IK for the d = 1 test function in (6.24). This

function has a global minimum at xopt = 0.5486 with output f(xopt) = -0.869; also

see the curves in the left panels of the figure, where the (blue) solid curve is the true

function and the (red) dotted line is the IK metamodel. We start with m = 3 old

points, and stop after sequentially adding seven new points (shown by black circles);

i.e., from top to bottom the number of points increases starting with three points and

ending with 10 points. When m is ‘small’, the metamodel is a ‘poor’ approximation.

The right panels of the figure displays EI as m increases.
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Figure 6.5.1: EGO with IK for Gramacy and Lee (2012)’s function

Figure 6.5.2 displays fmin(m) = min f(x̂i) (1 ≤ i ≤ m), which denotes the esti-

mated optimal simulation output after m simulated input combinations; horizontal

lines mean that the most recent simulated point does not give a lower estimated

optimal output than a preceding point. The square marker represents EGO with

IK and the circle marker represents classic EGO with OK. The results show that in

most experiments, EGO with IK performs better than classic EGO with OK; i.e.,

EGO with IK gives a better input combination after fewer simulated points.

6.5.2. Random simulation experiments

In this subsection we compare the performance of Quan et al. (2013)’s algorithm with

our variant which uses SIK as the metamodel and a different allocation rule. In both

variants we select rmin = 10, B = 40 (for d = 1), 130 (for d = 2 and 3), 310 (for d = 5).
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(a) EI with IK and OK in Gramacy
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(b) EI with IK and OK in camel-back
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(c) EI with IK and OK in Hartmann-3
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(d) EI with IK and OK in Ackley-5

Figure 6.5.2: Estimated optimal output (y-axis) after m simulated input combina-

tions (x-axis) for three test functions, for deterministic simulation
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In all test functions we augment the deterministic response with heteroscedastic noise;

namely, V(xi) = (1 + |y(xi)|)2.
Figure 6.5.3 illustrates our variant for the d = 1 test function. We start with

m = 3 old points, and stop after sequentially adding seven new points. With small

m and high noise (as x increases), the metamodel turns out to be a ‘poor’ approxi-

mation; compare the (blue) solid curves and the (red) dashed curves. Note that in

the beginning the algorithm searches the region close to the global optimum (namely,

x = 0.5486), and after each iteration and careful allocation of added replications, the

quality of the SIK fit in areas with high noise (when moving to the right) improves.

The right panels of the figure displays ÊI as m increases.

We continue this subsection with the comparison of the two variants based on

50 macro-replications. Figure 6.5.4 displays the fmin(m) = mini

(∑50
t=1 ft(x̂i)

/
50
)

,

1 ≤ i ≤ m; which denotes the averaged (over 50 macro-replications) estimated

optimal simulation output after m simulated input combinations. The square marker

represents our variant and the circle marker represents Quan et al. (2013)’s original

variant. The results show that the two variants are not significantly different in

most sampled points except for Hartmann-3 where the original variant performs

significantly better for m = 32, . . . , 45 and our variant perform significantly better

for m = 31, 59, . . . , 65. We note that this conclusion is confirmed by paired t-tests.
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Figure 6.5.3: Our variant of Quan et al. (2013)’s algorithm for Gramacy and Lee

(2012)’s function
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(a) MEI with SIK and SK in Gramacy
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(b) MEI with SIK and SK in camel-back
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(c) MEI with SIK and SK in Hartmann-3
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(d) MEI with SIK and SK in Ackley-5

Figure 6.5.4: Estimated optimal output (y-axis) after m simulated input combina-

tions (x-axis) for three test functions, for random simulation
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6.6. Conclusions

We derived EGO with an IK metamodel for deterministic simulation, and we modi-

fied Quan et al. (2013)’s algorithm to have a SIK metamodel and also a new allocation

rule for replications of sampled points. We numerically compared the performance

through test functions of different dimensionality. The main conclusion is that in

most experiments; (i) in deterministic simulations, EGO with IK performs better

than Jones et al. (1998)’s EGO with OK; (ii) in random simulation, there is no

significant difference between the two variants of Quan et al. (2013)’s algorithm.

In future research we may further investigate the allocation of replications in

random simulation analyzed by Kriging metamodels. Furthermore, we would like to

see more practical applications of our methodology.

A. Test functions with d > 1

In this appendix we define the test functions with d > 1.

1. Six-hump camel-back with −2 ≤ x1 ≤ 2, −1 ≤ x2 ≤ 1, x>opt = (±0.0898,

∓0.7126), and f(xopt) = -1.0316

f(x1, x2) = 4x21 − 2.1x41 + x61/3 + x1x2 − 4x22 + 4x42

2. Hartmann-3 function with 0 ≤ xi ≤ 1, i = 1, 2, 3, x>opt = (0.114614, 0.555649,

0.852547), and f(xopt) = -3.86278

f(x1, x2, x3) = −
4∑
i=1

αi exp[−
3∑
j=1

Aij(xj − Pij)2]

with α = (1.0, 1.2, 3.0, 3.2)> and Aij and Pij given in Table A.1.

Table A.1: Parameters Aij and Pij of the Hartmann-3 function

Aij Pij

3 10 30 0.36890 0.1170 0.26730

0.1 10 35 0.46990 0.43870 0.74700

3 10 30 0.10910 0.87320 0.55470

0.1 10 35 0.03815 0.57430 0.88280
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3. Ackley-5 function with −2 ≤ xi ≤ 2, i = 1, . . . , 5, and (xopt = 0, f(xopt) = 0)

f(x) = −20 exp

−0.2

√√√√1

5

5∑
i=1

x2i

− exp

(
1

5

5∑
i=1

cos(2πxi)

)
+ 20 + exp(1).
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