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What is Computational Social Science? 

Computers can predict people’s most intimate characteristics 

from digital footprints (the traces we leave via our online behavior, 

most notably social media activity; Hinds & Joinson, 2019). Texts, 

images, and videos are regularly obtained from user accounts to 

be utilized towards monetary gain, political influence, or scientific 

inquiry. The latter is often referred to as computational social 

science, which will be presented in its diverse forms throughout 

this thesis. In the last decade, this discipline has demonstrated 

the impressive (and sometimes scary) power of smart machines, 

automatic media analyses, and the huge quantities of user data, 

which are continuously collected, merged, and shared. 

In this thesis, we1 will leverage these methodological 

opportunities to facilitate new insights into human behavior and 

psychology. We will answer old questions through novel 

approaches (e.g., “How do superficial characteristics of a public 

speaker relate to audience reactions?”). And we will investigate 

entirely new questions that are afforded by new methods (e.g., 

“Are psychological questionnaires correlated in their questions (in 

 
1 I usually use ‘we’ instead of ‘I’ in this thesis as all Chapters, including 

the general introduction and discussion, were written together with co-
authors and/or advisors. 
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addition to their responses)?”). However, before going into detail 

about the current thesis, I will give a short introduction to the new 

and exciting field of computational social science (CSS). 

Much like data science, CSS is not consensually regarded as 

a unique discipline, given preeminent, overlapping fields like 

social science, computer science, and applied statistics. So, if CSS 

does not exist, this thesis does not exist and I have done nothing 

in the last years! I cannot risk that and therefore, I dedicate this 

first section to introducing CSS. Researchers have answered the 

question “What is CSS” in a variety of formats ranging from 

prominent publications on the issue (see Lazer et al., 2020) to 

casual classroom definitions (“Anything that’s cool”, M. Salganik, 

23 Juli 2018).  

From its name, readers could quickly, and correctly, infer 

that CSS refers to social science being conducted by 

computational means. The huge diversity of questions in the 

social sciences indicates that one could thus encounter CSS in 

many corners of the scientific world, ranging from research on 

economic decision making to the mating rituals of fruit flies (but 

nothing outside that range, naturally; Mozaffari, Wen, & Lee, 

2018; Plonsky, Erev, Hazan, & Tennenholtz, 2017). Thus, 
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conditional on ‘social science questions’ being sufficiently 

understood, it remains to clarify what ‘computational means’ are.  

From my experience, ‘using a computer’ is not sufficient to 

make a social science project be perceived as a computational 

social science project (given that virtually all social scientists use 

computers for all of their projects). Rather, computational means 

seem to refer to using a computer in ways that are yet to become 

mainstream in social science. Much social science research 

currently consists of experiments and observational studies 

during which numerical data is collected which is in turn analyzed 

with inferential methods. CSS extends social science by featuring 

new forms of data collection (e.g., APIs, web scraping), new forms 

of data (e.g., text and image encodings), and new forms of analysis 

(e.g., machine learning and optimization algorithms).  

Interestingly, the adoption of computational techniques into 

the realm of social science research entails other profound 

changes. For instance, the increased usage of observational data 

from people’s online behavior usually spawns intense debate 

about the ethical implications of CSS research including privacy, 

data ownership, consent, public behavior, profiling, data sharing, 

authenticity, socially biased prediction models, and insufficient 
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protection of vulnerable groups. When realizing the projects in this 

thesis, we pondered these issues frequently alongside most CSS 

researchers (Williams, Burnap, & Sloan, 2017). For instance, we 

analyze data posted by users on YouTube (Chapter 5) and Twitter 

(Chapter 6). Is it okay to analyze this data because it is public (as 

opposed to information from private accounts)? How do we deal 

with the fact that some users might be underage? Debating these 

issues is always challenging but feels much more comfortable 

when simultaneously implementing safeguards (most developed by 

other parties such as ethics committees). Among these are safe 

data storage, as well as automatic (i.e., blind) data cleaning and 

anonymization. Ultimately, CSS is like all social science as it has 

to weigh its potential contributions against the burden it puts on 

others (most notably participants and social media users). I am 

sure that for the current projects, we did our utmost to minimize 

the burden on participants. But of course, you can make your 

own judgments about research ethics throughout the chapters. 

Next to new data sources, and ethical debates, novel methods 

also bring a shift in research goals. For instance, research now 

sometimes prioritizes accurate predictions of behavior over 

extending scientific theories (Yarkoni & Westfall, 2017). The 
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difference between the two can be explained with the following 

example from Chapter 8.  

Existing theory and evidence tell us that a woman’s clothes 

affect which character inferences are made about her (e.g., 

Johnson, Lennon, & Rudd 2014). However, how well do clothes 

predict those inferences? Surely the prediction cannot be perfect, 

because other factors, like facial traits, also shape people’s first 

impressions and inferences. Sometimes such judgments are much 

better predicted not by the target’s characteristics but by 

characteristics of the observing rater (cf., Chapter 11). By 

highlighting individual predictors, past research implies (or 

sometimes states) that a target behavior is ‘predictable’. However, 

without powerful prediction models and continuous model testing, 

we could never know how predictable the focal concept is and 

therefore we can never know how useful a psychological theory 

really is. Machine learning models and techniques (as introduced 

next in Chapter 2) allow social science to move beyond theory 

development and become more useful for society. 

The profound effects of computational methods on the social 

sciences do not end there. They also spurred the appreciation of 

research infrastructure, tutorial papers, and publications of 
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reusable software. These types of projects were seemingly less 

valued and prevalent than empirical studies or literature reviews. 

With an increase in dedicated journals, journal sections, and calls 

for papers, researchers are now encouraged to advance science by 

sharing their software solutions and instructional texts in high-

ranking journals. These sorts of contributions often support 

others’ research efficiency, transparency, and standardization. In 

this thesis, you will see this trend through tutorials (Chapter 2), 

code packages (Chapters 3 and 4), and online applications 

(Chapters 6 and 10). 

Efforts in CSS have changed the ways we collect and analyze 

data, added to the debate on research ethics, and even expanded 

conceptions of what constitutes a valuable contribution to 

research. Thus, CSS has changed social science in more 

substantial ways than just adding some new tricks. Whether this 

grants CSS the status of a uniquely distinguishable discipline 

remains unclear. However, as novel data sources, data types, and 

analytical methods become more mainstream, the social and 

behavioral sciences are certainly becoming more computational.  
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Outline of the Dissertation 

This dissertation is so diverse in its methods and contents 

that there is only one cross-citation between chapters. The 

chapter contents span emotions, online hostility, human factors, 

person perception, humor appreciation, social discrimination, and 

esports tournaments. Other chapters focus solely on new 

analytical methods or software development.  

As a general roadmap, this thesis is divided into four parts. 

The first part introduces algorithms and methods of statistical 

learning (optimizing numbers in response to data), which have 

been virtually absent from the social and behavioral science 

mainstream until the last decade. Thus, Part I sets the tone for 

the thesis by describing novel, computational methods and 

pointing out the opportunities they afford for behavioral scientists. 

Subsequently, we demonstrate and utilize these new 

computational methods in Part II and III in order to analyze text 

and image data, respectively. Finally, Part IV uses yet another set 

of methods, data simulations and multilevel decompositions of 

variance, which allow us to answer scientific questions that are 

challenging to tackle by other means.  
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Each of the four parts is comprised of multiple chapters, 

which are outlined in more detail below. All Chapters are written 

for behavioral scientists, rather than computer scientists, so that 

any behavioral scientist should be able to understand and review 

the contents of this thesis.  

Accordingly, Chapter 2 provides an introduction to 

(supervised) machine learning methods, including their purpose, 

comparisons to other statistical methods, and various annotated R 

code implementations. This chapter aims to show that there are 

very manageable concepts hidden behind technical-sounding 

words like machine learning, random forests, and model tuning. 

These concepts are especially simple to adopt for statistically-

trained behavioral scientists. Other chapters in this thesis use 

technical procedures and concepts explained in this chapter.  

Subsequently, Chapter 3 introduces StatBreak, a universally 

applicable procedure to find crucial data points in one’s dataset. 

Case analyses, such as checking for outliers, is often neglected, 

partly because many statistical methods come with their own set 

of case analyses, arbitrary cut-offs, lack of standardization, or 

challenging implementations. With StatBreak, we developed an R 

package that standardizes and simplifies case analyses. Any 
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behavioral scientist investigating any sample statistic can find out 

which data points are minimally sufficient to meaningfully shift 

their statistic of interest. Thus, running the one-line StatBreak 

function can prevent wrong or risky conclusions that were based 

on tiny data subsets. The genetic algorithm underlying the search 

for influential data points allows for the high degree of 

standardization when using StatBreak. The algorithm is 

introduced in a reader-friendly way and the R package is 

presented with annotated code examples.  

Chapter 4, the last chapter of Part I (“Machine Learning and 

Optimization”) introduces reinforcement learning algorithms for 

the study of human error. Reinforcement learning algorithms 

constitute a branch of machine learning that is distinct from the 

supervised machine learning methods introduced in Chapter 2. 

Primarily, the according algorithms are unique as they interact 

with their environment themselves and can thereby learn 

autonomously through trial and error. Prominent examples 

include self-teaching chess or GO software (Silver et al., 2018). 

Here, it is demonstrated that the same type of algorithms can 

learn patterns of human error occurring in industrial, medical, or 

traffic scenarios. The chapter presents the idea of autonomous 
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human error learning with simulated data and annotated Python 

code. 

In the following three chapters of Part II, “Text as Data”, 

different types of texts are translated into numerical 

representations to allow for statistical analyses. Such methods of 

quantitative text analyses have opened the door for behavioral 

research to test its theories on a unique form of behavior and large 

data sources such as social media posts. Therefore, such analyses 

have become very popular and are a staple of computational social 

science. In this thesis, we use such text analyses to study often-

discussed social media concepts, such as emotion contagion and 

user homophily (Chapter 5). These two phenomena independently 

contribute to correlations between characteristics of connected 

users (e.g., Facebook friends writing similar posts; Youyou, 

Stillwell, Schwartz, & Kosinski, 2017). We contribute to the 

literature by showing that there are multiple pathways relating 

emotions expressed by YouTube vloggers to the emotions 

expressed by their fans and followers.  

Another prominent concept, online hostility, is investigated in 

Chapter 6, where we uncover association between ideological 

beliefs and rates of online hostility across geographical spaces in 
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the USA. We find that the regional spread in intergroup biases 

(i.e., how polarized the local population is) is associated with more 

anger and swearing in Tweets from that region. This finding adds 

to the growing number of negative, regional phenomena that are 

associated with local intergroup tensions.   

In Chapter 7, we use text analyses to a very different purpose: 

to study the content of questionnaires designed by researchers in 

psychology. The ongoing proliferation of psychological constructs 

and the accompanying flood of ever-new questionnaires and scales 

poses a significant threat by diluting constructs and segregating 

research efforts. By accumulating a large corpus of 

questionnaires, aggregating their content, and displaying 

similarities between the different entries, researchers can easily 

detect redundancies of new (or existing) tools. We developed an 

online application to this purpose, the Semantic Scale Network, 

which is presented in Chapter 7. 

Part III, “Images as Data”, naturally follows from Part II 

because, much like text data, computational methods afford 

numerical analyses of image data. The general idea, transforming 

pixel values into insightful statistics, is exploited in Chapter 8, in 

which we generated an image database of women’s clothing. We go 
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on to replicate human character inferences from clothing through 

a multi-output convolutional neural network. This model, 

essentially an enriched regression model, predicts clothing-based 

trait inferences with above-human accuracy from pixel values 

alone. However, the model’s absolute level of accuracy is only 

mediocre.  

In Chapter 9, we investigate how superficial characteristics of 

TED talkers, their perceived gender, ethnicity, age, and 

attractiveness, are associated with feedback they get from online 

audiences. To this end, we analyze texts from YouTube subtitles 

and comments as well as facial images from YouTube screenshots. 

Bayesian parameter estimation suggests that female speakers as 

well as Black speakers receive substantially more polarized and 

often worse feedback than other groups, whereas age and 

attractiveness are only weakly associated with feedback patterns. 

The final part of the thesis, “Agent-Based Models and 

Amusement” features computational analyses of video games and 

comedy. Both chapters emerged from research questions I 

encountered before gaining awareness of their respective academic 

disciplines. In Chapter 10, we utilize agent-based algorithms to 

simulate data from Battle Royale (simultaneous one-against-all) 
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combats. Our research goal was to quantify how reliable the 

outcomes from Battle Royale tournaments are. While certain 

parameters, like the skill distribution among competitors, shift the 

stability of tournament outcomes, the lack of structure generally 

makes Battle Royale outcomes relatively instable and fluky.  

Finally, in Chapter 11, we investigate what makes a joke 

funny. Is it the quality of the joke, the characteristics of the 

audience, or the interaction between the two? Knowing which 

source of variance contributes most to amusement is necessary to 

generate powerful humor theories and effective humor 

applications.  

All in all, the Chapters in this thesis present new scientific 

insights into various facets of human behavior. Among them are 

social media behaviors (“when do users express which emotion”; 

“where do they express hostility”), interpersonal perceptions (“how 

do people judge others based on clothes”; “how do online 

audiences judge science presenters”), as well as human behavior 

in highly specific contexts like playing video games and viewing 

humorous material. What connects these chapters are the novel 

computational methods that are used to answer the individual 

research questions. Some chapters are devoted solely to the 
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introduction or development of these new methods and do not 

investigate a specific behavioral phenomenon. I hope that the 

thesis shows the vast opportunities, as well as the notable 

limitations, of conducting behavioral science through 

computational means. 

As a final note in this introduction, all following chapters are 

written as stand-alone articles, hence they could be read 

independently and in any order. Since these chapters are written 

together with various co-authors, the word ‘we’ is used throughout 

these chapters. 
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Abstract 

Machine learning methods for prediction and pattern 

detection are increasingly prevalent in psychological research. We 

provide an introductory overview of machine learning, its 

applications, and how to implement models for research. We 

review fundamental concepts of machine learning, such as 

prediction accuracy and out-of-sample evaluation, and summarize 

standard prediction algorithms including linear regressions, ridge 

regressions, decision trees, and random forests (plus additional 

algorithms in the supplementary materials). This selection 

provides a set of powerful models that are implemented regularly 

in machine learning projects. We demonstrate each method with 

examples and annotated R code, and discuss best practices for 

determining sample sizes; comparing model performances; tuning 

prediction models; preregistering prediction models; and reporting 

results. Finally, we discuss the value of machine learning methods 

in maintaining psychology’s status as a predictive science. 

Keywords: machine learning, statistics, prediction, data 

science, research methods  



Chapter 2 

22 

Supervised machine learning methods in psychology: 

A practical introduction with annotated R code 

Psychologists are increasingly interested in adopting powerful 

computational techniques from the field of machine learning to 

accurately predict real-world phenomena (see Yarkoni & Westfall, 

2017). The current work introduces machine learning as a 

collection of methods and tools that can be used in prediction. We 

review fundamental concepts of machine learning, discuss its 

relationship with standard psychological methods, and give 

concrete guidelines to implement machine learning projects in R 

(R Core Team, 2018) using the caret package (Kuhn, 2015). The 

annotated R-code is presented in several boxes throughout the 

paper. Our example analyses in the tutorial sections can be 

replicated with data and scripts provided in the supplementary 

materials. Finally, we provide recommendations for best practices 

and warn of common dangers when implementing machine 

learning techniques. 

Machine Learning and Prediction Accuracy 

Machine learning is “a set of methods that can automatically 

detect patterns in data, and then use the uncovered patterns to 

predict future data” (Murphy, 2012, p. 1). Psychologists already 
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have the tools to detect patterns in data; most commonly ordinary 

least-squares (OLS) regression techniques. When developing and 

testing theories, such patterns (often regression coefficients) are 

examined for statistical significance to ascertain the effect of 

predictors on outcome variables. The remaining element of 

machine learning, predicting future data, is becoming increasingly 

important to social scientists (Alharthi et al., 2018; Kübler et al., 

2020; Plonsky et al., 2017; Walsh et al., 2017). 

When the primary goal is an accurate prediction, researchers 

can again use statistical models to link predictor variables to 

outcome variables. The search for accurate models lies at the 

heart of machine learning. Now, the primary metrics of interest 

are no longer model coefficients, but the accuracy of the model’s 

predictions (i.e., how close predictions are to observed values). 

Importantly, model accuracy must be evaluated using new data. 

Machine learning models are fit on one data set (the ‘training set’), 

and predictions are made and evaluated using a new data set (the 

‘test set’). This out-of-sample testing avoids overestimating a 

model’s accuracy, as models are generally overfitted to training 

samples.  
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Testing out-of-sample prediction accuracy is sufficient to turn 

common regression analyses into machine learning. Previous work 

found, for instance, that insufficient sleep is associated with 

suicidal intentions (Ribeiro et al., 2012). This work, based on 

inferential tests, reveals a significant correlation between sleep 

deprivation and suicidal thoughts. However, It does not tell us 

how accurately sleep predicts suicidal intentions. Is the model 

accurate enough to implement alert systems based on sleep 

quality? A more recent publication featured a machine learning 

study, focused on prediction accuracy, in which the risk of suicide 

attempts was predicted using an array of psychological variables 

(Walsh et al., 2017). However, the project’s prediction models did 

not include sleep quality as a predictor. The potential contribution 

of sleep quality in a model for accurately predicting suicide 

attempts, therefore, remains unquantified. 

Psychology and machine learning come together whenever the 

research question is “How well does x predict y?” Most 

psychologists use linear regression to quantify achievable 

prediction accuracy (e.g., Rimfeld et al., 2016; Hassan et al., 

2016). However, machine learning offers a wide range of 

alternative models that usually lead to substantial accuracy 
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improvements (e.g., Park et al., 2015; Plonsky et al., 2017; Joel et 

al., 2017, Wang & Kosinski, 2018). The cited projects can be 

labeled “applied machine learning” and differ from most 

psychological work in three ways: 

1.  A focus on prediction accuracy. 

2.  Measures of prediction accuracy for new samples. 

3.  Use of prediction models that, unlike typical linear 

regressions, are manually tuned to better fit the specific problem 

at hand (see the section ‘Hyperparameter tuning’). 

These three aspects will be described in more detail 

throughout the text, and always about an example research 

question. 

Example: Predicting Regional Differences in Happiness 

For demonstration purposes, we focus on an example 

research question: “How well can we predict county-level 

happiness (i.e., regional averages) in the USA?” We start with 

prediction models familiar to most psychologists, linear and 

logistic regressions, in which outcome scores (i.e., county-level 

happiness) are expressed as mathematical combinations of 

predictor scores. The standard regression approach is to estimate 

an equation that minimizes the distances (residuals) between the 
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original data points and the values predicted by the regression 

line. We use these familiar models to introduce the concepts of 

prediction accuracy and out-of-sample evaluation. Subsequently, 

we introduce three of the most common machine learning models 

(plus three in the supplementary material) and provide sample R 

code to implement these models. For all code sections, we utilize 

the R package caret (Kuhn, 2015), which includes a large and 

standardized selection of prediction models. A package following 

tidyverse principles for machine learning is tidymodels (Kuhn & 

Wickham, 2020). 

Prediction Accuracy 

The central premise of supervised machine learning is to use 

statistical models to make (accurate) predictions.2 In the following 

section, we describe the most relevant metrics for assessing 

accuracy. Our outcome of interest is county-level happiness 

(BRFSS, 2005-2010; see supplementary materials) and our 

predictor variable is the relative number of people drinking alcohol 

(measured at the county level; e.g., Bellos et al., 2013). We split 

the data into two data frames, using the first for fitting (“training”) 

 
2 Supervised machine learning refers to cases where the goal is to 

predict some known outcome variable. In contrast, unsupervised machine 

learning approaches refer to problems related to clustering (i.e., 

identifying the underlying structure in a dataset).  
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the regression model and the second for testing its accuracy (see 

section ‘Out-of-Sample Evaluation’ below).  

#The dataframe “trainset” contains the data for 1911 counties  
#The dataframe “testset” contains the remaining 635 counties 
> dim(trainingset) 
[1] 1911    2 
> dim(testset) 
[1] 635   2 
> #We work with two variables: alcohol use, and happiness 
> colnames(trainingset) 
 [1] "alcohol_use" "happiness"  
#We fit the prediction model with caret's train function.  
#This function can be used to fit a large selection of machine 
#learning models. 
#Here we chose the model "lm", which specifies a linear regression 
#model. 
predictionmodel = train(happiness ~ alcohol_use, data = 
trainingset, method = 'lm') 

Prediction Accuracy for Continuous Outcomes. When the 

predicted outcome is continuous there are multiple approaches to 

assess accuracy. One of the most common metrics is R2, the 

proportion of variance accounted for by the model. Higher R2 

values signify higher accuracy. When the residual variance (i.e., 

“sum of squared residuals” in the formula below) is zero, the 

model makes perfect predictions and R2 = 1. If the summed 

residuals are equal to the total variance (in the denominator), the 

model is useless, predicting the mean is equally accurate, and R2 

= 0. 

𝑅2 = 1 −  
𝑆𝑢𝑚 𝑜𝑓 𝑆𝑞𝑢𝑎𝑟𝑒𝑑 𝑅𝑒𝑠𝑖𝑑𝑢𝑎𝑙𝑠

𝑆𝑢𝑚 𝑜𝑓 𝑆𝑞𝑢𝑎𝑟𝑒𝑑 𝐷𝑒𝑣𝑖𝑎𝑡𝑖𝑜𝑛𝑠 𝑓𝑟𝑜𝑚 𝑡ℎ𝑒 𝑀𝑒𝑎𝑛
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#We evaluate the prediction accuracy on the test set with caret’s 
#R2 function. 
> predictions = predict(predictionmodel, testset) 
> R2(predictions, testset$happiness) 
 [1] 0.092 

The linear regression model based on county-level alcohol 

consumption predicted 9.2% of the variance in regional 

happiness3. Equivalently, researchers could measure model 

accuracy by correlating predicted and observed scores (Youyou et 

al., 2015). 

> cor(predictions, testset$happiness) 
[1] 0.33 

Other metrics focus on the average residual size (instead of 

residual proportion as in R2) with smaller residuals signifying 

higher prediction accuracy. Most common are the mean absolute 

error (MAE; negative signs of residuals are removed) and the root 

mean square error (RMSE; residuals are squared).  

𝑀𝐴𝐸 =  
1

𝑛
∗  ∑  | 𝑦𝑖 −  ŷ𝑖

𝑛

𝑖=1

| 

RMSE =  √
 ∑  (𝑦𝑖− ŷ𝑖

𝑛
𝑖=1 )

𝑛
 

MAE(predictions, testset$happiness) 
[1] 0.0518286 
> RMSE(predictions, testset$happiness) 
[1] 0.07506596 

 
3 The accuracy is substantially higher when excluding counties with 

unreliable scores (i.e., where predictor and outcome only have a handful 

of measurements). 
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The MAE-metric weighs each prediction error equally, 

whereas the RMSE gives more weight to large errors (due to the 

squaring). This makes the MAE metric easy to interpret, while the 

RMSE is more relevant when large mispredictions are 

disproportionately costly. Evaluating either metric requires 

familiarity with the scale of the outcome variable. 

Prediction Accuracy for Categorical Outcomes. When the 

outcome variable is categorical (e.g., predicting whether a county 

is in the top or bottom 50% in terms of happiness) there are again 

multiple options for assessing accuracy. Many measures can be 

extracted from the so-called confusion matrix, which shows the 

cross-tabulation of predicted and observed values (see Table 1 for 

an example).  

 

Table 1. Example of a confusion matrix 

 Predicted value: 

positive 

Predicted value: 

negative 

True value: positive true positives false negatives 

True value: negative false positives true negatives 

Note. True positives were correctly predicted to be happy above-

average, false positives were incorrectly predicted to be happy 

above-average. True (vs. false) negatives were correctly (vs. 
incorrectly) predicted to score below-average. 

The most prominent measure for categorical data is the 

accuracy score (or just ‘accuracy’) and is defined as the number of 
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correct predictions divided by the total number of predictions (i.e., 

the proportion of correct predictions): 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 𝑠𝑐𝑜𝑟𝑒

=  
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝑇𝑟𝑢𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝑇𝑟𝑢𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠
 

More refined quantifications of accuracy pertain to the 

number of false and true positives and negatives and are known 

as sensitivity (also called ‘recall’) and specificity.  

> caret::confusionMatrix(categ_predictions, 
testset$categ_happiness) 

Prediction FALSE TRUE 
     FALSE   203  116 
     TRUE    123  193       
         Accuracy : 0.6236           
          Sensitivity : 0.6227           

            Specificity : 0.6246            

Sensitivity signifies how many of the positive measurements 

(here: above-average counties) were predicted to be positive cases, 

whereas specificity describes how many of the negative 

measurements (here: below-average counties) were predicted to be 

negative cases (cf. signal detection theory; Macmillan, 2002). The 

‘precision’ refers to the number of true positives divided by all 

positive predictions. 

𝑆𝑒𝑛𝑠𝑖𝑡𝑖𝑣𝑖𝑡𝑦 = 𝑅𝑒𝑐𝑎𝑙𝑙 =  
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠
 

𝑆𝑝𝑒𝑐𝑖𝑓𝑖𝑐𝑖𝑡𝑦 =  
𝑇𝑟𝑢𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠

𝑇𝑟𝑢𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠
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𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠
 

Thus, if researchers want to prioritize that their model is 

accurately predicting “positive” cases (here: labeling happy 

counties as such), they might want to focus on the model’s 

sensitivity. If false positives are to be avoided, then the model’s 

precision becomes more important. When priorities are not one-

sided, the harmonic mean between precision and recall can be 

used (i.e., the F1 score; Scherer, Stratou, Gratch, & Morency, 

2013). 

𝐹1 𝑠𝑐𝑜𝑟𝑒 = 2 ∗
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙

=  
2 ∗ 𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

2 ∗ 𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠
 

> caret::confusionMatrix(categ_predictions, 
testset$categ_happiness, mode = "prec_recall") 
                     F1 : 0.6295     

Given the many alternatives, it is always preferable to report 

multiple accuracy metrics (e.g., by plotting false positive against 

true negative rates). Focusing on one individual metric can distort 

the reader’s impression of accuracy and hinders comparisons 

between projects (e.g., Akosa, 2017).  

Out-of-Sample Evaluation  

In machine learning, accuracies are not tested on the same 
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sample that was used to fit the prediction model (see the 

distinction between training and testing above). Accuracy metrics 

based on training data would be biased due to ‘overfitting’, 

meaning that parameters in the prediction model not only reflect 

the true relationships between predictors and outcome, but also 

idiosyncratic sample characteristics. In other words, prediction 

models are optimized to predict an outcome from predictor 

variables in the present sample, which is straightforward with 

small samples and multiple predictor variables. One could, for 

instance, predict the voting behavior of ten people perfectly, using 

their clothing selections and favorite breakfast cereals (“if a person 

wears a red, worn-out Nike sweater and likes Fruit Loops, predict 

Democrat”), but applying the same model to ten new people will 

likely result in no accuracy at all because patterns exploited in the 

model-fitting data do not generalize to the model-testing data. 

Accuracy scores should quantify the accuracy that can be 

expected when applying the model to new data. Thus, the ideal 

way to test accuracy is to fit the model on one sample (training 

set) and evaluate the model on a different sample (test set). We 

discuss two of the most common approaches to obtain training 

and test sets in machine learning: 
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Train-test split (Hold-out method). The simplest way to 

generate separate training and testing samples is to collect one big 

sample and then randomly split it (which is how we obtained the 

data frames above).  

#We randomly selected 75% of the row numbers of the full data. 
> indices = createDataPartition(data$happiness, p = 0.75, list = 
FALSE) 
#We included the selected rows in our training set (i.e. the data 
#that we fit the model on). 
> trainingset = data[indices,] 
#The remaining rows go into the test set (i.e. the data that we use 
#to evaluate the model accuracy). 
> testset = data[-indices,] 

An alternative (superior) method is to collect one sample for 

training, fit the model on this sample, preregister the model, and 

then collect the new sample for the test set (cf., Brandt, 2017). We 

provide an example for preregistering machine learning models in 

the supplementary materials, which can be used as a template. 

When splitting the original sample, how much data should be 

used for model fitting, and how much should be used to quantify 

the accuracy? Commonly, the training set encompasses 60%-80% 

of the data, while the test set has 40-20% (e.g., Ng, 2018). 

Considering the purpose of the test set is helpful when making 

cut-off decisions. That is, how many predictions does the 

researcher want to see before judging the model? A small test set 

can already inform the researcher whether the model is close to 
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perfect or close to useless. If more precise evaluations are needed, 

then the test set needs to be larger. Another helpful heuristic is 

that the test set should be representative of the target population, 

which limits how small it can be. For more detailed considerations 

see the section “Sample sizes in machine learning” below.  

K-fold cross-validation. Randomly splitting data into a 

training and test set bears risks, especially if the original sample 

is relatively small. Random chance could affect the transferability 

of the prediction model (and the computed test accuracy). A 

process called k-fold cross-validation offers a partial solution: this 

process involves repeatedly splitting the data, fitting the model, 

and testing it on new data. In k-fold cross-validation, the data is 

split into k (often k = 10; Kuhn & Johnson, 2013) equally-sized 

subsets called folds. Subsequently, k rounds of model fitting, test 

set prediction, and accuracy evaluation are conducted (see Figure 

1). In the first round, the model is fit on the first 9 subsets, and 

the model is used to make predictions for the 10th subset. In the 

second round, the model is fit on subset 1 through 8 plus subset 

10 and evaluated on subset 9, etc. The 10 individual accuracy 

quantifications obtained from this procedure are averaged to give 

an estimation of the model’s overall accuracy. This procedure 



Chapter 2 

35 
 

mitigates the danger of chance affecting test accuracy; permits 

researchers to use relatively more of their data for training the 

model; and highlights variability in the model’s accuracy. 
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For our example case of predicting happiness with alcohol 

use, we can easily implement this procedure instead of the simple 

train-test split. 

#We prespecify that the following cross-validation should have k=10 
#splits. 
> cross_validation = trainControl(method="cv", number=10) 
#We again train the model. 
#We do not need to explicitly declare training and test set. 
#caret automatically implements the cross-validation. 
> predictionmodel = train(happiness ~ alcohol_use, data = data, 
method = 'lm', trControl = cross_validation) 
#We obtain a list of results obtained for each split. 
> predictionmodel$resample 
 RMSE    Rsquared         MAE   Resample 
1   0.073   0.077   0.055     Fold01 
2   0.086   0.040   0.055     Fold02 
3   0.073   0.083   0.050     Fold03 
4   0.084   0.089   0.055     Fold04 
5   0.078   0.028   0.052     Fold05 
6   0.070   0.167   0.051     Fold06 
7   0.069   0.129   0.051     Fold07 
8   0.062   0.182   0.049    Fold08 
9   0.074   0.170   0.051     Fold09 
10  0.070   0.152   0.053    Fold10 
#We obtain the overall (average) result. 
> predictionmodel$results 
 RMSE   Rsquared      MAE       RMSESD  RsquaredSD   MAESD 
 0.074  0.112   0.052  0.007  0.056   0.002 

In this case, the result of the cross-validation procedure is in 

line with our initial training and test split. However, there is some 

variability in accuracy estimates. In one of the ten subsets, the 

model only explains 4% of the variance (Fold 02) whereas in 

another it explains 18% (Fold 08). Being able to observe such 

variability is one reason why it is preferable to conduct k-fold 

cross-validation instead of a train-test split, as the latter should 

only be applied with very large sample sizes. The disadvantage of 
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k-fold cross-validation lies in an increased need for computational 

resources, which should be transparently described when 

discarding k-fold cross-validation. 

Interpreting Prediction Accuracy 

Interpreting prediction accuracy metrics (e.g., as high or low 

accuracy) depends on the context and requires domain expertise. 

There are different ways of evaluating prediction accuracy, and 

most involve comparisons with a reference point. For 

psychologists, the reference point is often the measurement 

reliability of the outcome variable, which indicates the maximum 

possible accuracy. When the outcome’s reliability is r = .7, 

prediction cannot exceed this ceiling without predicting random 

error variance. This upper limit entails, for instance, that 

demographic info (often measured with perfect reliability) can 

usually be predicted more accurately than noisy personality 

scores (Kosinski, Bachrach, Kohli, Stillwell, & Graepel, 2014). 

Thus, accuracy scores close to the outcome’s reliability are very 

successful.  

Baseline (or null) models are another common standard for 

comparison: Simple baseline accuracies for continuous variables 

might be provided by the model ŷ = mean(y), and for categorical 
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variables by ŷ = mode(y). If a new model cannot predict y 

substantially better than such baseline models, the performance 

of the new model can be evaluated as poor. Imagine having a 

model predicting relapse rates among drug addicts with an 

accuracy of 80.3%. This accuracy is not impressive if only 20% of 

investigated people relapse. Always predicting the mode (‘no 

relapse’) would already lead to an accuracy of 80% and the new 

model barely improves on that. Still, if there are no better 

alternatives (e.g., human judgment), an increase of 0.3% accuracy 

can amount to saving many lives. That is to say, context matters 

for evaluating accuracies (Sumner, Byers, Boochever, & Park 

2012). 

Lastly, it is common to consider prior prediction attempts. 

Such reference points are commonly discussed in the machine 

learning literature, where the history of classic prediction 

challenges receives much interest (e.g., identifying words from 

speech or tumors on scans). If a model can improve historical 

accuracies, potentially including the accuracy of human raters 

(Youyou et al., 2015), it is argued to be relatively accurate. While 

psychological research has yet to develop a set of classic 

prediction problems, many challenges would benefit from an 
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ongoing competition and bookkeeping. Examples include the 

behavior of people in economic games (e.g., Plonsky et al., 2017), 

health trajectories (e.g., Chekroud et al., 2016), or dispositional 

traits (e.g., Bachrach et al., 2014).  

Sample Sizes in Machine Learning 

In machine learning, complicated models with many 

coefficients might require millions of observations (He et al., 

2016), while other models can be fit using fewer than a thousand 

cases (Golbeck et al., 2011). An accessible description of factors 

affecting required sample sizes in machine learning is provided by 

Raudys and Jain (1991). However, there are no exact guidelines. 

Here we present four strategies to help determine appropriate 

sample sizes: 

1. Becoming familiar with similar research projects and 

making an overview containing each project’s a) predictor 

variables, b) outcome variable, c) prediction model(s), d) sample 

size, and e) achieved prediction accuracy. Projects with similar 

predictors, outcomes, and models usually indicate how accurate 

models will be given specific sample sizes. We provide a short 

example in Table 2. 
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2. Look for similar data published online. In machine 

learning, it is common to publish data sets to stimulate prediction 

competition and knowledge exchange. Acquiring a data set allows 

you to plot achieved accuracies of specific models against the 

sample size used for training the model (i.e., learning curves). The 

saturation point of such curves can give you a good reference for 

how much data you might need (Figueroa et al., 2012). 

3. Simulate a realistic data set based on prior knowledge on 

variable distributions. Multiple packages in R are available to 

generate data sets with prespecified covariance structures (e.g., 

Goldfeld, 2018). Examining how the accuracy of prediction models 

changes with different sample sizes (see Figure 2), can help in 

estimating realistic accuracy levels. Note that this approach 

requires a-priori assumptions about the data and is less feasible 

when there are many predictors. 

4. Collect initial data to assess model requirements. 

Researchers can diagnose a lack of training data by investigating 

how the achieved testing accuracy compares to the training 

accuracy. If a model’s training accuracy is much higher than its 

testing accuracy, the model is too complex for the size of the 

training set, and therefore it is severely overfitted to the training 
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data (i.e., a high variance problem). In such instances, it is 

reasonable to collect more data (or reduce model complexity; e.g. 

changing from non-linear to linear models). If both training and 

testing accuracy are poor, researchers can diagnose that their 

model is underfitted (i.e., a high bias problem) and needs a higher 

degree of complexity or better predictors. 

 

Figure 2. The “learning curve” of a linear regression model, based 

on simulated data with 6 predictor variables (inter-correlations 

between .15 and .70; see supplementary materials for code). 

Accuracy is computed as the correlation between predicted and 

observed values. The learning curve suggests that around 600 
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observations are needed for approaching the maximal prediction 

accuracy with this model. 

 

In sum, machine learning projects split data into separate 

training and testing sets. As the shape of the best prediction 

model is determined based on the data, it is more difficult and less 

common to preregister required sample sizes. However, machine 

learning requires extra data for out-of-sample evaluation and 

prediction models often include many predictors/coefficients; as a 

result, required sample sizes are typically large. The following 

section introduces popular machine learning models, including 

how they can be implemented in R code, and “tuned” to improve 

accuracy. 

Common Models in Machine Learning 

Traditional regression methods, as used above, are often not 

expected to constitute machine learning. However, they are the 

backbone of many machine learning techniques and should be 

used as a reference for prediction accuracy (Jie et al., 2019). When 

it comes to boosting the achievable accuracy, it is advisable to 

consider other methods, some of which we introduce here and in 

the supplementary materials. 

Ridge Regression. In standard linear regression models, the 
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individual beta coefficients are optimized to reduce the residual 

sum of squares of the outcome variable. This optimization should 

improve accuracy, but also guarantees that the coefficients are 

perfectly tailored to the present sample, which might diminish 

generalizability to other samples. Coefficients for each predictor 

variable are precisely specified (to the last decimal) and even 

predictors that are not truly related to the outcome variable 

virtually always have a non-zero coefficient because they happen 

to spuriously explain a small part of residual variance (Lever et al., 

2016). The result is an overfitted model which will not perform 

well with new samples. This problem becomes exacerbated if the 

number of predictor variables is high in relation to the number of 

observations, and if predictor variables are correlated (Askin, 

1982). In such cases, the high-dimensional prediction model can 

explain a large proportion of variance in the training sample, but 

is likely too complex for the sample size, and achieves poor 

accuracies on new samples (Dana & Dawes, 2004). The need for 

much more data for small increases in model complexity is 

referred to as the ‘curse of dimensionality’. 

A potential solution is to use an alternative procedure that 

simultaneously minimizes both the residual variance and model 
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complexity. Ridge regression models accomplish these goals by 

biasing individual regression coefficients towards zero. Hence, 

ridge regression models give more weight to the intercept, making 

predictions less variable and decreasing the magnitude of 

prediction errors that emerge from poor model transferability. This 

simplified model has less noise and can be more generalizable. 

Statistically, ridge regression suppresses beta coefficients by 

changing the optimization criterion of the standard regression 

model. In addition to minimizing residual variance, the model also 

attempts to minimize the sum of squared beta coefficients. The 

result is a tradeoff between residual reduction and complexity 

reduction, which is expressed in the cost function to be 

minimized: 

𝐶𝑜𝑠𝑡 𝐿𝑖𝑛𝑒𝑎𝑟 𝑅𝑒𝑔𝑟𝑒𝑠𝑠𝑖𝑜𝑛 =  ∑(𝑦𝑖 −  ŷ𝑖)2

𝑛

𝑖=1

 

𝐶𝑜𝑠𝑡 𝑅𝑖𝑑𝑔𝑒 𝑅𝑒𝑔𝑟𝑒𝑠𝑠𝑖𝑜𝑛 =  ∑(𝑦𝑖 −  ŷ𝑖)
2

𝑛

𝑖=1

+  𝜆 ∗ ∑ 𝑏2 

The ridge regression cost function has a parameter λ (lambda) 

that is absent in standard linear regression. Lambda is an 

example of a hyperparameter (see next section), that needs to be 

manually tuned using data. Lambda quantifies how strongly 

regression weights should be suppressed, thereby dictating the 
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tradeoff between error reduction and model simplicity. Higher 

values of lambda lead to a stronger penalization of regression 

weights and therefore a more restricted/conservative model. On 

the other hand, when lambda is zero, ridge regression becomes 

identical to the standard OLS regression. It is standard practice to 

test a range of values for lambda (either manually or 

automatically) and choose the value that gives the best accuracy 

for new cases, but not yet the final test set (Claesen & De Moor, 

2015). Next, we describe the general practice of hyperparameter 

tuning and demonstrate how the specific hyperparameter lambda 

can be tuned for ridge regression models. 

Hyperparameter Tuning. For linear regressions, researchers 

can fit models without having to manually specify further 

parameters. That is to say, if the data are the same, two 

researchers fitting a regression model should usually obtain the 

same result. Machine learning techniques (like ridge regression) 

are often tuned with hyperparameters, which are not 

automatically tuned by the data. Hyperparameters determine 

stable model characteristics before the model is fit to a dataset. 

There are some parallels in traditional psychological methods. For 

example, in factor analyses, researchers can specify model 



Chapter 2 

48 

structure a priori (e.g., four factors should be extracted). 

Hyperparameter settings are used to increase prediction 

accuracy. Often, they determine model complexity (vs. parsimony), 

or the procedure with which a model incorporates new data and 

adjusts its coefficients. Most prediction models use a small set of 

hyperparameters. Tuning them involves testing a range of possible 

values and selecting the value with which the model achieves the 

highest out-of-sample accuracy. If multiple hyperparameters are 

tuned simultaneously, researchers typically test ranges for each 

hyperparameter, and try out different combinations (i.e., the ‘value 

range search’ becomes a ‘value grid search’). There are no set 

rules for which and how many values should be tried out. 

Generally, it makes sense to try out a wide range of values, for 

instance, by specifying value ranges and letting software pick 

random numbers within that range (Bergstra & Bengio, 2012). 

Importantly, the model with the best hyperparameter values 

is ultimately evaluated again on new data. Most commonly, all 

models are fit on sample A, and the final model is selected based 

on its accuracy achieved on sample B. The accuracies achieved on 

sample B might still overestimate a model’s true accuracy because 

we select the best model out of a potentially wide range of models. 
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Said differently, we might “manually” overfit to sample B during 

hyperparameter selection. Thus, after fitting the models on sample 

A (the training set), and selecting the best performing model on 

sample B (the development set), researchers apply the final model 

to a new sample C (the test set). Notice, that we only have to 

introduce the development set (sample B), if we tune model 

hyperparameters. In the case of linear regression above, for 

instance, we only had one model, allowing us to directly quantify 

prediction accuracy on the test set (see Figure 3).  

 

Figure 3. The difference in training and test split between 

OLS regression and models with tunable hyperparameters. After 

determining the best model settings through the development set, 

the chosen model is often refitted on all non-test data (training 

and development) before being evaluated on the test set(s).  

Implementation of Ridge Regression. Ridge regression is 

useful if researchers have a large number of (intercorrelated) 
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predictors relative to their sample size. An example case is to 

predict psychological phenomena based on language (i.e., where 

the frequencies of specific words from texts are used as 

predictors). A regression model that predicts an outcome based on 

language often has as many predictor variables as there were 

unique words in the dataset. Further, many words are highly 

correlated in their usage leading to collinearity and unstable 

model coefficients. These conditions make ridge regression a 

sensible choice (Schwartz et al, 2013; Zhang & Oles, 2001). 

We demonstrate how to implement ridge regression by using 

regional Twitter language to predict regional happiness (Wang et 

al., 2014). Each predictor variable pertains to the relative 

frequency with which a specific word is used by Twitter users in 

the target region, meaning that the model includes a total of 

25,902 predictors. In other words, we ask if regional differences in 

word use on Twitter can be used to predict regional differences in 

happiness. 

Implementing the ridge regression model is similar to linear 

regression. However, there are three important differences. First, 

we implement cross-validation to split the data into three sets, 

training, development, and test (in linear regression, we only need 
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training and test sets). Second, we tune the hyperparameter 

lambda during cross-validation using the training data4. Third, 

when training the model, we additionally specify that predictors 

should be standardized (i.e., centered and scaled) before the model 

is fit. Given that we penalize high beta coefficients, all predictors 

should be on the same scale.  

#Split off the test set from the training and development data. 
> indices <- caret::createDataPartition(data$happiness, p = 0.75, 
list=FALSE) 
> train_dev_data <- data[indices,] 
> testdata <- data[-indices,] 
#We implement 10 fold cross-validation (same as above). 
> cross_validation <- trainControl(method="cv", number=10) 
#Set possible values for hyperparameter lambda.  
> tuning <- expand.grid(alpha = 0, lambda = c(0.1, 0.2, 0.4, 0.8, 
1.6, 3.2, 6.4)) 
#We train the model (including preprocessing).  
#The cross-validation is repeated for each value that the 
#hyperparameter can take on. 
> predictionmodel <- train(happiness ~ ., data = train_dev_data, 
method = 'glmnet',  preProcess = c("center", "scale"), tuneGrid 
= tuning , trControl = cross_validation) 
 Fitting alpha = 0, lambda = 1.6 on full training set 
#Get the results. 
> predictionmodel$results 
     lambda   RMSE   R2             MAE          

 
4 A further variable appearing in the code is called ‘alpha’, which is not 

typically part of ridge regression. Here, we set alpha to zero, which simply tells the 

more general ‘glmnet’ model that we want to compute a ridge regression model. An 

alternative approach would be to directly set the method argument to ‘ridge’ 

instead of ‘glmnet’, which would allow us to leave out the alpha specification. 

However, this method appears to take more computational resources based on our 

test runs, which might reflect differences in the methods’ back-end 

implementation. 
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 1    0.1        0.067     0.104         0.049          
 2    0.2        0.066     0.106         0.048          
 3    0.4        0.065     0.111         0.048          
 4    0.8        0.065     0.114         0.047          
 5    1.6        0.065     0.115         0.047          
 6    3.2        0.065     0.111         0.047          
 7    6.4        0.065     0.101         0.048          
#Make predictions with best model and evaluate accuracy 
> test_predictions <- predict(predictionmodel, testdata) 
> R2(test_predictions, testdata$happiness) 
 [1] 0.122 

The most accurate model has a lambda value of 1.6. Notice 

that caret automatically selects this value and uses it to fit the 

final model on all the non-test data (the training and development 

sets). Subsequently, we get an R2 value for the test data which is 

slightly higher than in the training/tuning phase. The reason is 

likely that the final model was fitted on all training and 

development observations, whereas before, we used a cross-

validation approach and therefore 10% less data for model fitting. 

A traditional OLS regression without penalization achieves an 

accuracy of R2 = .11 using the same predictors, which is just 

marginally worse. However, some implementations of linear 

regression in R throw warnings and give worse results when the 

number of predictors is much higher than the number of 

observations. Example implementations of ridge regression in 

psychological research are provided by a range of authors (Dana & 

Dawes, 2004; Eichstaedt et al., 2015; Ghandeharioun et al., 

2017).  
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Alternatives to Ridge Regression. Some techniques offer 

similar approaches to ridge regression, the most prominent 

example being LASSO regression. The sole difference between both 

model types is that LASSO weight penalization is applied to weight 

magnitudes rather than squared weights. The close relation 

between both approaches naturally leads to the question of which 

model to choose for a given problem. While there are possible 

theoretical considerations (such as using LASSO for predictor 

selection, Tibshirani, 1996), many researchers treat this decision 

as a tuning problem by choosing the model that appears to be 

more accurate. It is even possible to employ hybrids of both 

approaches (elastic net regression) and finetune the contribution 

of each approach to weight penalization. 

Decision Trees and Random Forests 

Decision trees are another predictive algorithm and (similar to 

OLS regression) it serves as the backbone for very powerful 

prediction models like random forests (introduced next).  

Decision trees split observations into increasingly 

homogeneous subgroups based on binary questions about 

predictor values (e.g., “Does this observation score lower than 85 

on the questionnaire?”). Accordingly, the decision tree consists of 



Chapter 2 

54 

a sequence of questions used to subcategorize the data set. 

Individual observations are funneled through the tree, and at each 

crossway of branches, the observation is either guided to the left 

or right depending on whether the answer to the specific binary 

question is yes or no. The tree’s endnotes are called leaves and 

contain homogenous subsets of the training data. Predictions are 

made by funneling a new case through the tree and assigning the 

value that was most common in the training data that landed on 

the same leaf (“majority vote”). For continuous variables, the 

predicted value is usually the mean of all training observations on 

this leaf.  
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Figure 4. A fictitious decision tree model used to predict 

county-level happiness. Each observation has scores on 

employment rate, warm climate, and a number of amusement 

parks. The final ‘leaves’ at the bottom of the tree give the model’s 

prediction for new cases. 

The sequence of questions, as well as the optimal cut-off 

values within each branching fork, are determined when fitting 
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the tree model to the training data. Intuitively, it is favorable to 

have a tree model that leads the same outcome values to land on 

the same leaves and dissimilar values on different leaves. Said 

differently, if a leaf only includes observations that have the same 

outcome value (homogenous), we can expect new cases landing on 

this leaf to also have that (or a very similar) value. Conversely, if a 

leaf includes observations that have a range of very different 

values (heterogeneous), we can be less certain about predictions 

for new cases landing on this leaf. Thus, the statistical criterion 

which is minimized when fitting a tree model is the heterogeneity 

of measurements in each of the final leaf nodes. This measure of 

heterogeneity is often an entropy score. For the hypothetical 

example tree in Figure 4 the formula the entropy in leaf i is:5 

𝐸𝑛𝑡𝑟𝑜𝑝𝑦𝑖 =  − 
#ℎ𝑎𝑝𝑝𝑦𝑖

#𝑎𝑙𝑙 𝑐𝑎𝑠𝑒𝑠𝑖
∗ 𝑙𝑜𝑔 ( 

#ℎ𝑎𝑝𝑝𝑦𝑖

#𝑎𝑙𝑙 𝑐𝑎𝑠𝑒𝑠𝑖
) −  

#𝑠𝑎𝑑𝑖

#𝑎𝑙𝑙 𝑐𝑎𝑠𝑒𝑠𝑖

∗ 𝑙𝑜𝑔 ( 
#𝑠𝑎𝑑𝑖

#𝑎𝑙𝑙 𝑐𝑎𝑠𝑒𝑠𝑖
) 

The entropy of the overall model is a weighted sum of the 

leaves’ entropies. The sequence of questions in the tree is 

determined by the information gain, which quantifies the decrease 

 
5 Subscript i refers to the i-th leaf. All variables in the formula are counts 

(e.g., happyi = number of happy training cases on leaf i). 
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in entropy after an additional data split. At each new node, the 

binary question which provides the highest information gain is 

selected and appended to the tree. There are alternatives to using 

the information entropy approach, most notably the Gini index 

method (e.g., Breiman, 2017), which can have advantages in 

terms of computational costs. 

Very large trees (with many splits) are more successful in 

minimizing entropy and prediction residuals in the training data. 

However, they run an increased risk of overfitting. Imagine a tree 

that keeps adding data splits until each leaf only consists of a 

single training case. Such a tree has perfect accuracy on the 

training set but generalizes poorly to new samples. Setting a 

maximum tree size allows researchers to control this trade-off. 

Hyperparameters that can be used for this purpose are the 

maximum ‘number of leaves’ or ‘number of data splits’. Here, we 

give an example of tuning the slightly more sophisticated 

hyperparameter cp (the complexity parameter), which determines 

how high the minimal increase in R2 has to be for a new branch to 

be drawn.  

Implementation of Decision Trees. In the code example, we 

predict regional happiness based on common census variables, 
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including regional levels of education, gender ratio, median age, 

unemployment, ratios of white and black people, proportions of 

democratic and republican voters, and population size. To show 

an alternative method of tuning hyperparameters, we do not 

explicitly set the values for cp in the code example, but let caret 

pick values at random. The number of values to be generated can 

be set through the argument “tuneLength”. We repeat the steps of 

splitting off test data, fitting models on training data, and 

selecting the best model on the development data 20 times, so we 

can estimate the variability in our accuracy evaluation. 

Alternatively, researchers can implement a nested cross-validation 

procedure (see Kuhn & Johnson, n.d.).  

#create an empty vector to store the accuracies 
> achieved_accuracies <- c() 
#repeat splitting, fitting, and evaluating 20 times 
> for(i in 1:20){ 
#data splitting 
> indices <- caret::createDataPartition(data$happiness, p = 0.75, 
list=FALSE) 
> train_dev_data <- data[indices,] 
> testdata <- data[-indices,] 
#set up cross-validation 
> cross_validation <- trainControl(method="cv", number=10) 
#train models with 8 different hyperparameters 
> predictionmodel <- train(happiness ~ ., data = train_dev_data, 
method = 'rpart',tuneLength = 8,  trControl = cross_validation) 
#use best model to make predictions on test set 
> test_predictions <- predict(predictionmodel, testdata) 
> test_result <- R2(test_predictions, testdata$happiness) 
#append the achieved accuracy (20 in total) 
> achieved_accuracies <- c(achieved_accuracies, test_result) 
} 
There were 20 warnings (use warnings() to see them) 
#inspect results across 20 iterations 
> summary(achieved_accuracies) 
   Min.    1st Qu.    Median    Mean    3rd Qu.    Max.  
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   0.023   0.088      0.117       0.109    0.126        0.202 

There are warnings because caret sometimes sets the cp 

parameter so high that no binary split of the data can achieve the 

desired increase in R2 (resulting in an empty decision tree). As 

shown, the best models achieved an average accuracy of R2 = .11. 

Decision tree models can also be visualized in tree form in the 

caret package.  

> plot(predictionmodel$finalModel) 
> text(predictionmodel$finalModel) 

 

Note. The split into counties with high and low employment 

rates is done first (at the top of the tree) as it is the most 

informative (helps the most to distinguish relatively happy and 

relatively sad counties). After this initial split, the employment 
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variable is still the most informative as it is used again for 

splitting, etc. 

As depicted in the graph, most predictor variables are 

excluded as they do not enable improvements higher than the cp 

hyperparameter dictates.  

Random Forest Models. While the decision tree algorithm is 

well-known, its prediction accuracy can virtually always be 

improved through models that build on its basic structure. The 

most prominent extension is the random forest model, which 

consists of many different decision trees (therefore called ‘model 

ensemble’). Random forest models make predictions by averaging 

predictions of its trees (continuous outcome) or by selecting their 

most common prediction (categorical outcome). Why are the 

individual trees in the forest different from each other? When 

building each decision tree, a random (bootstrapped) sample of 

available observations is selected, and a random subset of 

available predictor variables is considered for each split. Having 

many different decision trees based on slightly different sets of 

observations and predictor variables minimizes the biases of 

individual trees and reduces overfitting. Thus, it is often not 

necessary to limit the size of the individual trees in the random 
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forest (Breiman, 2001). Notice that the bootstrap resampling 

approach inherent to random forests allows users to specify yet 

another technique for out-of-sample validation often called out-of-

bag validation. The according out-of-sample score is computed by 

assessing the accuracy of decision trees on cases that were not 

included in the bootstrap sample used to build the tree. In the 

caret package, users can obtain these scores by specifying the 

trainControl method as “oob”. The disadvantages of this method 

are that scores cannot be easily compared with non-tree-based 

models, the oob score could be confused with the biased training 

accuracy (depending on software), and accuracy scores are only 

computed with a subsample of trees (which did not contain the 

corresponding test sample). 

There are two primary hyperparameters to be set when fitting 

a random forest model. First, the number of decision trees has to 

be predetermined. As higher numbers of trees do not lead to 

overfitting and allow for better predictions, it is common to set this 

hyperparameter to a high number (e.g. 500; Oshiro, Perez, & 

Baranauskas, 2012). Increasing the number of trees does not have 

disadvantages, apart from increased computational costs. Second, 

the number of predictor variables that get considered at each split 
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must be set (hyperparameter ‘mtry’ below). Including more 

variables at any stage can lead to either overfitting or better 

predictions, which means that this value must be tuned more 

carefully. It is common to select the square root of the number of 

available predictors and systematically investigate how higher and 

lower values affect the performance. 

Implementation of Random Forests. In the code example, 

we predict regional happiness using the predictor variables 

introduced in the decision tree example. Before, we used the outer 

loop only to quantify prediction accuracy (and the inner loop to 

select the best hyperparameter). Now, we also keep track of the 

best hyperparameter chosen in each of the 20 iterations. 

Additionally, we compare the accuracies of the random forest 

model and the decision tree model through a paired samples t-test 

(Huang, Lu, & Ling, 2003). Inferential tests to compare model 

performance are common in machine learning (Salzberg, 1997), 

but of smaller importance than assessing the practical 

significance of accuracy differences. 

#create empty vectors to store the accuracies and best 
#hyperparameters across iterations 
> achieved_accuracies2 = c() 
> best_mtry = c() 
#20 iterations 
> for(i in 1:20){    
#split data 
> indices <- caret::createDataPartition(data$happiness, p = 0.75, 



Chapter 2 

63 
 

list=FALSE) 
> train_dev_data <- data[indices,] 
> testdata <- data[-indices,] 
#set up cross-validation 
> cross_validation = trainControl(method="cv", number=10) 
#set up hyperparameter 
> tuning = expand.grid(mtry = c(1,2,3,5,7,9)) 
#train models 
> predictionmodel = train(happiness ~ ., data = train_dev_data, 
method = 'rf', tuneGrid = tuning, trControl = cross_validation) 
#make and evaluate predictions with best model 
> test_predictions = predict(predictionmodel, testdata) 
> test_result = R2(test_predictions, testdata$happiness) 
#append achieved accuracy 
> achieved_accuracies2 = c(achieved_accuracies2, test_result) 
#append best hyperparameter 
> best_mtry = c(best_mtry, predictionmodel$bestTune$mtry)} 
#inspect accuracies and hyperparameters across iterations 
> summary(achieved_accuracies2) 
 Min.     1st Qu.    Median       Mean       3rd Qu.    Max.  
 0.112    0.157      0.177        0.179      0.194      0.264  
> table(best_mtry) 
best_mtry 
 ‘2’  ‘3’  ‘5’  ‘7’  
  2   12    5    1 

Notice, that when calling ‘predict’ with the random forest 

model, each tree makes a prediction, but the output constitutes 

the average of all these predictions. Had the outcome variable 

been a dichotomous measure of happiness, the prediction would 

have been the majority prediction from all decision trees. The most 

accurate model (based on the inner cross-validation) most often 

considers three randomly selected predictor variables at each 

split. This model improves the accuracy achieved previously with 

the decision tree model by a substantial margin. 

#compare accuracies with decision tree results 
> t.test(achieved_accuracies, achieved_accuracies2, paired = TRUE, 
alternative = "two.sided") 

t = -6.1189, df = 19, p-value = 6.982e-06 
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95 percent confidence interval: 
 -0.094 -0.046 
mean of the differences  
      -0.070 

On the 20 iterations, the random forest provides an average 

increase of 7% in explained variance, which is an increase of 57% 

relative to the decision tree models. Inferential tests comparing the 

sets of achieved accuracies confirm that the superiority of the 

random forest models is not only practical but also statistically, 

significant (t(19) = 6.119, p < .001).  

Yet, the final random forest model is not easily interpretable, 

as it consists of 500 distinct trees. A traditional OLS regression 

model based on the same predictors achieved an average accuracy 

of R2 = .11 on the test data. Example implementations of decision 

trees and forests are provided by a range of authors in various 

subdisciplines of psychology (Piper et al., 2011; Joel et al., 2017; 

Plonsky et al., 2017). When trying to further improve the accuracy 

of random forest models for high-dimensional, collinear data, 

researchers often apply predictor selection methods, which filter 

the useful predictor variables and discard the others from model 

building. Various algorithms for such predictor selection 

(including links to R code) have been compared by Degenhardt 

and colleagues (2017). One way to assess the relative importance 
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of predictors in random forest models is to rank the predictors in 

terms of their average information gain (as described in the 

section on decision trees). 

We discussed models based on linear combinations and 

dichotomizations of predictor variables. In the supplementary 

material, we provide guidance for alternative modeling options 

based on point distances, Bayes’ rule, and predictor space 

transformations. These additional models help to illustrate some 

of the diverse approaches used in machine learning research. 

Discussion 

Traditional psychological research aims to establish causal 

effects of predictor variables on outcome variables, whereas 

machine learning projects aim to achieve maximal (unbiased) 

accuracy when predicting outcome variables. Still, the intentions 

of researchers in both disciplines often converge. Psychologists are 

also interested in the question of how well A predicts B, and 

therefore the number of papers using machine learning is growing. 

Our code examples demonstrate that traditional regression 

models are frequently less accurate in prediction than alternative 

models. By applying the methods and tools of machine learning, 

psychology can better serve society as a predictive science 
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(Yarkoni & Westfall, 2017).  

Limitations of Machine Learning 

Critics of machine learning models have argued that they are 

black-boxy, atheoretical, or too complex to allow human 

interpretation (Krause et al., 2016). While this is true for some of 

the most sophisticated models, it applies less so to many 

commonly used models (Hindman, 2015). Machine learning 

includes a range of clustering methods (‘unsupervised learning’), 

which allow for the detection of theoretically meaningful patterns 

in psychological data (Jordan & Mitchell, 2015). Experimental 

psychologists can use machine learning techniques to explore 

differences between experimental conditions (Koul et al., 2018), 

and personality researchers can use them to assess the validity of 

psychological constructs (Bleidorn & Hopwood, 2019). Thus, while 

we concentrated on prediction accuracy, machine learning also 

has much to offer to theory-driven research. 

Similarly, it is sometimes argued that machine learning 

methods need too much data and their application is unrealistic 

for many areas of psychology. Again, the required sample size 

depends on the context and the model that researchers utilize. For 

instance, when using image data, models tend to be very complex, 
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and one might need a million images for building a new model 

from scratch. Conversely, when only two or three predictor 

variables are available, say from an online survey, a linear 

regression model will usually require less than 1,000 observations 

to reach maximum performance. 

Of course, the field of machine learning also has 

methodological struggles: Some issues, such as insufficient data 

sharing, reporting, and replication are akin to challenges in 

psychological research (Hutson, 2018). Other issues are more 

characteristic of machine learning, including social biases in 

predictive models (Veale & Binns, 2017) or unequal distribution of 

computational resources (Amolo, 2018). 

Best Practices 

With a new set of methods and tools, there come new 

mistakes that can be made. Therefore, we discuss five issues that 

authors and reviewers should pay attention to in psychological 

machine learning research. First, prediction accuracy is 

accompanied by a degree of uncertainty. While a single split into 

training and test set gives exact numbers of achieved accuracy, 

the next split usually shows a different accuracy. This instability 

is especially large when the sample size is relatively small and the 
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model includes many coefficients. Repeating the splitting process 

usually leads to a more reliable estimation. However, the estimate 

remains uncertain and quantifications of uncertainty (e.g., 

through confidence intervals) are needed. 

Second, the data left-out for final model testing should not 

inform the model (i.e., there should be no ‘information leak’). 

Common dangers are to preselect predictor variables based on 

their correlation with the outcome before splitting the data into 

training and test sets. Such practices lead to an artificially inflated 

measure of accuracy. To avoid such biases, all model 

characteristics should be selected before the model is evaluated on 

the final testing data. This should be done by selecting the best 

predictors, hyperparameters, and models on dedicated 

development sets. An optimal procedure is to pre-register the final 

model in a public repository, collect new data, and report the 

accuracy that the pre-registered model achieved on the new data. 

Third, the authors should not selectively report accuracy 

metrics. For example, models sometimes have seemingly small 

mean absolute errors, whereas the proportion of explained 

variance is negligible. This occurs when the outcome variable is 

tightly clustered around its mean value and making predictions 
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with small errors is therefore easy. Reporting complementary 

metrics and baseline accuracies prevents misinterpretations. 

Fourth, when comparing the predictive value of two 

competing sets of predictor variables, multiple models should be 

considered. It is likely that the predictor sets are not equally 

compatible with all available models. Thus, fitting two regression 

models and finding that one predictor set leads to higher accuracy 

does not imply that this set is always more useful; it merely 

demonstrates that the set is more useful when using linear 

regression. Results may differ when using other, potentially more 

accurate models. Relatedly, practical considerations might steer 

model selection. A deep neural network, which requires immense 

computational resources might not be the optimal choice if less 

costly models perform almost as well. 

Fifth, common questionable research practices can be 

exacerbated in machine learning projects. For example, machine 

learning models are often preceded by multiple preprocessing 

steps (e.g., standardizing predictors for ridge regression). 

Transparency is needed to evaluate and replicate prediction 

accuracies. One of the most powerful techniques to guard oneself 

against many of the listed mistakes is to follow the necessities of 
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open science. For machine learning projects, this includes pre-

registering and publishing predictions models (through data and 

code) and making them openly available for review and replication.  

Additional Topics in Machine Learning 

Topics that were either only briefly or not at all discussed 

include additional cross-validation techniques (Kohavi, 1995), 

boosting (Dietterich, 2000), reinforcement learning (Sutton & 

Barto, 2018), deep learning (LeCun et al., 2015), and advanced 

data preprocessing/acquisition steps (e.g., for unbalanced data; 

Chawla et al., 2004). These topics warrant a review of their own, 

but psychologists interested in applying machine learning 

themselves certainly benefit from familiarizing themselves with 

these concepts. Introductions to machine learning in marketing 

(Kübler et al., 2017; Brei, 2020) and economics (Athey & Imbens, 

2019) are also of value for psychologists as well as general 

introductions, as provided by Berk (2006; 2008). 

Conclusion 

We provide researchers in psychology with concrete guidance 

on implementing and reviewing machine learning research. We 

highlighted machine learning’s focus on generating accurate 

prediction models. Further, we introduced the main metrics to 
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quantify prediction accuracy, as well as different strategies to 

evaluate these accuracies on new data. Relatedly, we described 

the practice of tuning machine learning models through 

hyperparameters, and selecting the best hyperparameter settings 

on dedicated development sets, before quantifying the final 

model’s achieved accuracy. Further, we introduced some of the 

most common machine learning models, alongside annotated 

implementations in R code. Finally, we discussed some dangers 

and questionable practices for implementing machine learning 

models in psychological research. Together, we hope that the 

current review and tutorial sections will facilitate research aiming 

to predict psychological phenomena. 
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Abstract 

Sometimes interesting statistical findings are produced by a 

small number of “lucky” data points within the tested sample. To 

address this issue, researchers and reviewers are encouraged to 

investigate outliers and influential data points. Here, we present 

StatBreak, an easy-to-apply method based on a genetic algorithm, 

which identifies the observations that most strongly contributed to 

a hypothesized finding (e.g., effect size, model fit, p-value, Bayes 

factor). Within a given sample, StatBreak searches for the largest 

subsample in which a previously observed pattern is not present 

or reduced below a specifiable threshold. Thus, it answers the 

question: “Which (and how few) ‘lucky’ cases would need to be 

excluded from a given sample for data-based conclusion to 

change?” StatBreak consists of a simple R-function and flags the 

luckiest data points for any form of statistical analysis. Here, we 

demonstrate the effectiveness of the method with simulated and 

real data across a range of study designs and analyses. 

Additionally, we describe StatBreak’s R-function and explain how 

researchers and reviewers can apply the method to the data they 

are working with. 
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StatBreak: Identifying “Lucky” Data Points Through Genetic 

Algorithms 

Assessing the replicability of statistical findings is an 

important concern in the psychological sciences (Freese & 

Peterson, 2017; Open Science Collaboration, 2015). One reason 

for replication failures is that original results may depend on the 

presence of ‘lucky’ observations, meaning that anticipated findings 

rest on a small number of unique data points (Osborne & 

Overbay, 2004). Yet, individual data points are rarely analyzed, 

potentially due to the large number of alternative (and perhaps 

arbitrary) methods, metrics, and rules of thumb for case 

exclusions (Chawla & Gionis, 2013; Cousineau & Chartier, 2010; 

Langford & Lewis, 1998; Leys, Klein, Dominicy, & Ley, 2018; Leys, 

Ley, Klein, Bernard, & Licata, 2013; Sawant, Billor, & Shin, 2012). 

Additionally, recent debates about questionable research practices 

may lead researchers to be reticent about case analyses and 

exclusions (Bakker & Wicherts, 2014a; Wicherts et al., 2016). As a 

result, researchers frequently avoid such diagnostic analyses, 

potentially endangering the reliability and validity of their 

conclusions (cf. Leys et al., 2018; Osborne, Christiansen, & 

Gunter, 2001).  
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We introduce the StatBreak algorithm (implemented as an R-

function), which highlights the observations most strongly 

contributing to an interesting finding. More precisely, StatBreak 

answers the question: Which (and how few) cases would need to 

be excluded from a given sample to yield a different statistical 

conclusion? This means that the algorithm searches for data 

points that most strongly influence the conclusion-relevant 

statistics in the hypothesized direction (e.g., p-value, Bayesian 

posterior, or number of components in a PCA). Investigating which 

data points contributed most strongly to an interesting finding 

implies a conservative stance by the acting researcher. However, 

StatBreak does not answer the question whether the luckiest data 

points should be excluded, and is therefore a complementary 

method for researchers to engage with their data, an additional 

tool to be used alongside methods for outlier exclusion based on 

preregistered metrics and cut-offs (Leys et al., 2018).  

Facilitating Conservative Outlier Analyses 

Individual case analyses are burdensome and increase 

researcher degrees of freedom, as there are many potential 

reasons to include or exclude observations from the focal 

analyses. In regression models, for instance, individual outliers 
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can be identified based on model residuals, extreme predictor 

values (i.e., leverage points), or the extent to which data points 

shift model coefficients (e.g., DFFITS, Welsch & Kuh, 1977; Cook’s 

distance, Cook, 1977). Each of these criteria can be assessed with 

multiple metrics, and for each metric there are multiple cut-offs 

for case exclusions. Additionally, there are multiple approaches to 

implementing individual procedures; for instance, executing 

procedures once vs. step-wise by reestimating model residuals 

after each case exclusion. Thus, while case analyses can facilitate 

a better understanding of one’s data, they are difficult to navigate 

and can be exploited towards preferred findings by choosing the 

metrics and cut-offs that give the best results. It quickly becomes 

apparent why outlier exclusions are often judged as suspicious, or 

not considered at all (Bakker & Wicherts, 2014a; Wicherts et al., 

2016). 

In response, StatBreak aims to facilitate conservative and 

simple case analyses, and it can produce interpretable results for 

any form of statistical analysis. Essentially, it does so by 

identifying the smallest sample subset that needs to be excluded 

for a conclusion-relevant pattern (e.g., large effect or small p-

value) to disappear. The nature and size of this subset informs 
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researchers of the robustness of their original conclusion. 

StatBreak delivers readable outputs across different types of 

analyses (e.g., “the initial, statistical conclusion changes when 

excluding these two observations”) and can thereby serve as a 

conservative reference point for cut-off based outlier detection 

(e.g., “these two observations are suspicious in nature”). 

Identifying Influential Subsamples 

Finding a data subset with a desired set of characteristics 

presents a computational challenge, as there are many possible 

subsets that could be investigated. For instance, if a researcher’s 

original sample consists of 200 observations, then there are 2200-1 

possible subsets of the sample which would need to be examined. 

Genetic algorithms solve this problem by quickly approximating 

an optimal solution for such expensive computational tasks (see 

supplementary materials for convergence reliability and efficiency 

comparisons to other search algorithms, such as the Artificial Bee 

Colony algorithm). Here, we describe how genetic algorithms can 

be applied to examine the robustness of conclusions drawn from 

an observed statistic. 

In StatBreak, a genetic algorithm (for an introduction, see 

Chatterjee, Laudato, & Lynch, 1996) is used to find the largest 
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subset of observations in which a statistical result is not observed, 

or altered beyond a conclusion-relevant threshold. This genetic 

algorithm is specified as follows: First, randomly sized subsamples 

of the original dataset are drawn. These subsamples differ in 

terms of which observations are included and excluded (e.g., 

Subsample A includes observations 1, 2, and 5; whereas 

Subsample B includes observations 2 and 4). Each subsample is 

assigned a ‘fitness’ score, defined as a function of the generated 

sample statistic and the size of the subsample: the less interesting 

the sample statistic and the fewer cases excluded from the 

original sample, the higher the fitness of the subsample. For 

example, a subsample that excludes many observations and has a 

large target statistic (e.g., a high correlation) would receive a low 

fitness score. On the other hand, a subsample that excludes a 

small number of observations and has a small target statistic (e.g., 

a correlation of zero) would receive a high fitness score. 

This definition of fitness is somewhat counterintuitive, as 

researchers would usually characterize non-interesting findings as 

‘low in fitness’. However, StatBreak does not try to find interesting 

patterns, but rather investigates whether the sample would have 

produced a different conclusion had it not been for a few data 
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points. The fittest subsamples (having the largest numbers of 

observations and the least interesting findings) are retained and 

form part of a next generation of subsamples (i.e., they ‘survive’). 

The next generation of subsamples is created by merging 

characteristics of two parent subsamples (e.g., exclude 

observation 1 as Parent A did; include observation 2 as Parent B 

did, etc.). The higher the fitness of a current subsample, the more 

likely it is to be selected as a parent for the next generation.  

Additionally, some random mutations are introduced into the 

process, meaning that for some subsamples of the next 

generation, the inclusion or exclusion of some cases is randomly 

flipped. After a number of generations, the algorithm converges to 

find the fittest generation members, which are the subsamples 

with the largest amount of observations that generate effects 

smaller than the minimum effect of interest (e.g., p-values higher 

than alpha level, correlation below r = .3, BayesFactor < 3) or 

other findings resulting in conclusions different than the initial 

one. In short, StatBreak optimizes a statistic by creating different 

subsamples of data, quantifying how well each subsample worked 

(fitness), and then exploring in the direction that gives the best 
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(fittest) results. An illustration of this process is presented in 

Figure 1.  
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Figure 1. 4-step visualization of the genetic algorithm 

underlying StatBreak. 

By examining which (and how few) cases were dropped from 

the original sample to arrive at the fittest generation member, 

researchers can assess the robustness of their original conclusion. 

For example, this process might reveal that a significant test 

statistic can be attenuated to non-significance by excluding only 

one specific case. We explain below how to set up the StatBreak 

algorithm (e.g., determining the population size and fitness 

function), and subsequently demonstrate how to apply it with 

simulated and real data. To assist applications, we provide an R 

package and give some guidance on how to interpret and report 

results delivered by the algorithm. 

StatBreak’s Parameters 

When running a genetic algorithm to assess the robustness of 

an initial conclusion, we need to provide the algorithm with the 

original sample of observations as well as the researcher’s statistic 

of interest (e.g., Cohen’s D, Bayes factor, or local coefficient in an 

SEM). Additionally, the following four parameters form part of the 

StatBreak algorithm: 1) the number of subsamples to generate in 

each generation, 2) the function that will be used to compute the 
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fitness of each subsample, 3) how a new generation of subsamples 

is formed, and 4) the probability of random mutations.  

We chose conservative defaults for these parameters in the R 

package, though these defaults can be tuned if convergence fails, 

which should not be the case for most analyses in psychological 

science. Even for very challenging search situations (finding 5 

outliers in 10,000 observations) StatBreak found the exact subset 

in 100 out of 100 trials using our default parameters (see 

supplementary materials). 

Generation Size 

Having more generation members (i.e., subsamples) per 

generation ensures a more comprehensive search for an optimal 

solution, but also requires more computational resources. We 

advise researchers to use StatBreak’s default of 1000 generation 

members, and increase this number if no convergence is achieved.  

The Fitness Function 

This function quantifies the fitness of individual generation 

members (i.e., subsamples). There are two objectives that need to 

be integrated into the function. First, we want to retain as many 

observations as possible (discard as few as possible). Second, we 

want our statistic to lie below or above an (explicitly justified) 



Chapter 3 

97 
 

conclusion-relevant cutoff (e.g., p-value > alpha, or effect size < 

the smallest effect size of interest). An example for such a fitness 

function is this6: 

𝐹𝑖𝑡𝑛𝑒𝑠𝑠 =  
1

proportion_excluded ∗ exclusion_cost

+ min(statistic, statistic_cutoff) 

From the formula it follows that, fitness increases with a 

lower proportion of exclusions and a higher statistic (e.g., a higher 

p-value), but only if the pre-specified cutoff (e.g., alpha) is not yet 

achieved. Notice that other statistics might need to be decreased 

through the algorithm (e.g., effect sizes), which automatically 

changes the fitness function to: 

𝐹𝑖𝑡𝑛𝑒𝑠𝑠 =  
1

 proportion_excluded ∗ exclusion_cost

+ max(statistic, statistic_cutoff) 

 
6 Note that this is only one out of many different formulations of suitable 

fitness functions. In our simulations below we use a slightly extended version of 

the function above:  

𝐹𝑖𝑡𝑛𝑒𝑠𝑠 =  
1

 proportion_excluded∗exclusion_cost
+ max(statistic, exclusion_cost^4 ∗  statistic +

 statistic_cutoff) . This extended function ensures that of 2 solutions excluding 

equally many observations to reach the goal statistic, the subset which goes 

further beyond the cutoff receives a marginally higher fitness score. 
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Further, we might want the fitness function to be hierarchical 

in the sense that it first prioritizes reaching the goal statistic (e.g., 

p > alpha), with optimizing the number of exclusions taken as a 

secondary consideration. In other words, the algorithm only 

considers exclusions after reaching the goal statistics, allowing for 

conclusions such as: “For the effect to ‘disappear’, we would need 

to exclude these 2 observations”. In order to achieve this, the first 

term “1/(proportion_excluded*exclusion_cost)” needs to be 

dominated by the second term of the function “max(statistic, 

statistic_cutoff)” (i.e., changes to the second term in the function 

should have larger effects on overall fitness score). Unfortunately, 

this dominance is not guaranteed as different statistics have very 

different scales. However, we conducted experiments (see sections 

below) and found that setting the exclusion cost to 0.01, serves to 

find optimal solutions for a wide range of sample sizes and various 

statistics commonly used in psychological research.  

Keeping track of the current fittest member across 

generations shows whether the default fitness function works or 

not. More precisely, the continuous output of the algorithm, which 

includes the current leader’s subset size and sample statistic, 

should show incremental growth of the leader’s subset size 



Chapter 3 

99 
 

conditional on a goal statistic being reached. If this behavior is not 

observed, the fitness function can be tuned by adjusting the 

exclusion cost. However, in our experiments that was never 

necessary. Figure 2 illustrates an exemplary fitness mapping 

across an observed statistic and proportion of deleted cases. 

 

Figure 2. Distribution of fitness scores across sample 

statistics (X-axis) and proportion of cases deleted from original 

sample (Y-axis). The chosen goal cutoff lies at p = .05 with higher 

values being less interesting, and the purpose of the algorithm is 

to reach this goal while excluding as few cases as possible. Darker 

tone indicates higher fitness. The five red arrows show how the 
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fittest subset might improve over the first five generations. Notice 

that the algorithm first improves fitness by focusing on optimizing 

the sample statistic (p-value); then, once the minimum desired p-

value is reached (.05), the algorithm also begins to improve fitness 

by reducing the number of excluded cases. 

Reproduction Procedure (not adjustable in R function) 

In our implementations of the algorithm, the top 10% fittest 

generation members are directly copied into the next generation 

without changes. This ensures that good solutions are not 

forgotten. The other 90% of the new generation is generated by 

picking two parent subsets from the prior generation (with 

probability of being picked being proportional to their relative 

fitness), mixing their genetic information, and introducing some 

random mutations (see Figure 3). 

 

Figure 3. The process of generating a new subset from two 

subsets of the previous generation. 

Random Mutations 
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Having a higher chance for random mutations leads to a more 

comprehensive but slower search for an optimal solution. We 

obtained good results with mutation probabilities between pm =.02 

and pm =.05. Just like generation size, this parameter affected how 

quickly the optimal solution was found (usually in less than a 

minute for most datasets from psychological research with 

computations done on a laptop with 8GB RAM and an Intel core i5 

processor), but never whether the solution was found at all. This 

highlights that there is rarely a reason to deviate from the default 

parameters. 

Simulations, Practical Demonstrations, and Online Resources 

All data and materials, including the StatBreak R-package, 

can be obtained here: https://osf.io/fmnxp/. In R itself, the 

StatBreak package can be downloaded though the command: 

devtools::install_github(‘hannesrosenbusch/statbreak’). 

Simulations 

The goal of the StatBreak algorithm is to allow researchers 

and reviewers to investigate the robustness of conclusions, by 

indicating which (and how few) cases would need to be excluded to 

yield a different statistical conclusion (e.g., in reference to a 

justified threshold). To test whether such analyses ascribe higher 



Chapter 3 

102 

robustness to studies with large sample sizes and effects, we 

conducted a comprehensive simulation study. We simulated data 

sets with two variables (M = 0, SD = 1) based on sample sizes 

between 100 and 1,000 observations, and population correlations 

between r = 0.2 and r = .8. We then ran StatBreak on the sample 

correlations, indicating that we would like to know which and how 

many observations would need to be deleted for a non-significant 

finding (p > .05). This means we used the p-value as StatBreak’s 

target statistic, and .05 as the conclusion-relevant cut-off. We 

repeated these simulations for population-level correlations of r = 

0 under random inclusion of outliers (outliers took on random 

values until they shifted the p-value to under .05). The results of 

this simulation study are depicted in Figure 4. 
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Figure 4. Results from applying StatBreak to simulated data. 

More observations would need to be deleted to change a 

statistically significant (p<.05) finding into a non-significant one 

(p>.05) with higher sample sizes (see Plot A) and higher effect sizes 

(see Plot B), both of which are intuitively related to the robustness 

of a positive conclusion (‘there is an effect’). Plot C and Plot D 

relate to data in which the population-level correlation was 0, but 

the sample correlation was still significant due to 1-3 outliers. 

StatBreak identifies the exact set of outliers in each case. Plot D 

emphasizes that a false-positive result due to 1-3 outliers can 

yield tiny p-values in addition to p-values just under the 

significance cutoff. Panel D shows that the presence of just 1-3 

such outliers can produce low "contaminated" p-values that, after 

removing those outliers, are no longer < .05. 

The results of our first simulations demonstrate that the 

proportion of required case deletions is positively related to the 

original sample size and the size of the effect in the population 

(Figure 4, Panels A and B). For example, a study with N = 100 

observations and a population-level correlation of r = .20 can be 

attenuated to non-significance (p > .05) by removing an average of 

1.12% of the sample (i.e., a single observation). This is not 
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surprising, given that the statistical power to obtain a significant 

result is only 1-β = .65 in the first place. That is to say, 

StatBreak’s result might sometimes indicate “non-robustness due 

to lack of power”, rather than “non-robustness due to a single 

influential data point”. A closer inspection of the data point in 

question can clarify why the conclusion threshold was crossed, 

and if the data point is not suspicious, removing it would bias the 

alpha level downwards. On the other hand, a study with N = 250 

observations and a population correlation of r = .35 can only be 

attenuated to non-significance by removing on average 8.2% of the 

sample (or a total of 21 observations). This increase in result 

stability with growing sample size has been described 

comprehensively in simulation studies by Schönbrodt and 

Perugini (2013). The fact that StatBreak flags these observations 

does not mean that they should be removed. StatBreak merely 

highlights them as the strongest contributors to the significant 

finding. Even when the number of excluded cases is low (e.g., 

outliers in Panel C), the researcher still has to review the nature of 

the excluded cases before deciding to exclude them.  

In actual analyses, outliers affecting the p-value of a bivariate 

correlation are relatively likely to be noticed as they are visibly 
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removed from the point cloud in a scatter plot. However, outliers 

are less likely to be noticed (and discussed) when more than 2 

variables are in the model as illustrated in the next section. 

Using StatBreak for high-dimensional models 

When fitting complex models, outlier metrics might not be 

applicable or change their meaning compared to simple regression 

(Yuan & Zhang, 2012) and plots might not have enough 

dimensions to reveal suspicious observations (but see Achtert et 

al., 2010 for advanced visualization techniques). Given that 

StatBreak is based on a fairly general strategy (iteratively 

searching and optimizing subsets) it remains applicable in such 

situations. We provide an example in which a hypothetical set of 

researchers predict a specific effect of one latent variable on 

another latent variable in a structural equation model (SEM; see 

Figure 5). We further use this example to demonstrate that 

StatBreak was not specifically designed to target p-values. Here 

we apply it to a local beta coefficient. 
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Figure 5. Theoretical model for our example study. Observed 

variables are denoted as “O#”, latent variables are denoted as “L#”, 

and coefficients are denoted as “B#”. The focal coefficient is B2. 

We omitted error term visualizations for simplicity. 

Assume a researcher’s theoretical model looks as depicted in 

Figure 5, and their focal hypotheses is that in the incoming 

sample of 402 participants there will be a positive small-to-

medium effect of “L1” on “L3” (say beta between 0.15 and 0.35; we 

ignore p-values in this example). However, the true (population-

level) data generating process has a negative beta coefficient (beta 

= −0.1). In the full data set of 402 participants (see supplementary 

material for data and scripts) they indeed find a beta value of 
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0.178. They conclude that their initial prediction was correct, but 

wonder whether their conclusions might be distorted by a small 

group of observations in their sample. More precisely, a different 

research group had suggested previously that the relationship 

could be negative (beta between −0.15 and −0.35). Thus, the 

current group uses StatBreak to investigate if a finding of −0.15 or 

lower would have actually been in line with their data had it not 

been for some special data points. 

When feeding their own data and model into StatBreak, they 

find that deleting the last two observations (row 401 and 402) 

indeed leads to a negative beta coefficient (beta = −0.170). Thus, 

they can conclude that the last two collected observations fully flip 

the effect that would have been observed for the first 400 

participants, and that they should certainly examine the nature of 

these observations. 

Criteria for Evaluating Robustness 

The StatBreak algorithm provides output such as: “Deleting 5 

cases (observation 15, 19, 209, 664, and 954) entails r < .1”. 

However, this result still needs to be interpreted in terms of 

robustness. Two main criteria have to be considered to ascribe a 

label such as “high robustness” or “limited robustness” to a data-
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based conclusion: first, the nature and, second, the number of the 

observations that would need to be excluded. When it comes to 

ascribing labels and interpretations to numerical tests (here 

robustness tests), it is tempting to generate a set of strict 

conventions to simplify interpretation (cf. p < .05 -> ‘significant’; r 

> .70 -> ‘reliable’; for criticism, see, e.g., Lakens et al., 2018). In 

the same manner, it is also tempting to generate rules of thumb 

for how few excluded cases are too few to call a conclusion robust. 

However, we are reluctant to recommend a one-size-fits-all 

approach, given the numerous factors that influence the 

proportion of exclusions needed to generate reliable cut-off values. 

These factors include sample size, effect size, variable 

distributions, model complexity, test statistic, and the statistic’s 

goal value. Further, as described above, the arbitrary nature of 

alternative rules of thumb appears to be partly responsible for the 

neglect of case analyses in applied research.  

We assume that reviewing the nature of excluded cases is 

more informative than the sheer number of excluded cases, unless 

the absolute number of exclusions required for a qualitatively 

different finding is very small (e.g., an effect crosses a justified 

threshold after excluding only one or two observations). In such a 
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case, the initial conclusion is certainly not robust. Notice that 

despite such low ‘conclusion robustness’, the result might still be 

‘numerically’ robust (e.g., a p-value changing from .049 to .051) or 

not robust (e.g., a change from .005 to .3). Importantly, StatBreak 

focuses on conclusion robustness and not numerical robustness, 

which is apparent in users having to indicate ‘goal values’ for their 

target statistic under which their initial conclusion would change. 

Low conclusion robustness is often easy to anticipate in cases 

where initial results already lie close to justified cut-offs, which is 

a common observation when making binary or categorical 

conclusions (cf., predictive power of p-values for replication 

success: Altmejd et al., 2019). 

When inspecting the nature of excluded cases, the critical 

question is whether there is reason to believe that the 

observations are particularly unusual (Judd, McClelland, & 

Culhane, 1995), belong to a different population than the rest of 

the sample (Aguinis, Gottfredson, & Joo, 2013), or somehow 

contaminate sample statistics (Bakker & Wicherts, 2014b). 

Example cases include measurement errors, non-attentive 

participants, data collected by a different instructor, data collected 

in a different setting, or any other factor making the observation 
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noteworthy. Another source of non-robust findings are 

questionable research practices like optional stopping, optional 

covariates, or motivated outlier exclusion, which allow researchers 

to tune their studies’ outcome statistics. Accordingly, StatBreak is 

also likely to flag non-robustness for such cases (for simulations, 

see supplementary materials). In the next section, we give a 

detailed example of applying StatBreak to real data from 

psychological research and investigating the nature of excluded 

observations. 

Applying StatBreak to Real Data 

Given that the StatBreak algorithm works as intended with 

simulated data, we go on to test its usefulness on real data, and 

provide some guidance on how to use it. The example data stems 

from an unpublished study in which we investigated the 

relationship between online language and dispositional trust. We 

recruited a sample of 398 Twitter users who provided their last 

200 tweets and filled out a questionnaire measure of dispositional 

trust (Yamagishi & Yamagishi, 1994). In this data, we found a 

significant negative correlation between dispositional trust and the 

frequency with which participants talked about themselves in 

their tweets (using personal pronouns, such as I or me): r(396) = 
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−.12, p = .018. This finding is consistent with a theory that 

ascribes more social intelligence to high trusters, while describing 

low trusters as relatively self-focused and non-empathic (Raskin & 

Shaw, 1988; Yamagishi, Kikuchi, & Kosugi, 1999).  

We next used StatBreak to examine which (and how many) 

observations would need to be deleted to conclude that the effect 

was not significant. In the analyses above, we always chose p > 

.05 as the cut-off for a positive conclusion, as it is the most 

common alpha level used in psychological research. However, just 

like alpha levels, numeric target values for StatBreak are not set 

in stone; rather, they should be justified by the researcher (Lakens 

et al., 2018). More precisely, when assessing the robustness of 

one’s conclusion through StatBreak, one needs to be aware how 

one’s conclusions map onto the observed statistic. We, for 

instance, could interpret the observed p-value of .018 similarly as 

we would interpret a p-value of .03 (or maybe even .051)7. 

Conversely, if we had observed a p-value of .1, our conclusions 

would have certainly been qualitatively different8. Here, we chose 

 
7 We would interpret it as “a small, but certainly not tiny, chance that such 

data occur if there is no real correlation”. 

8 “A pretty good chance that such data occur if there is no real correlation”. 



Chapter 3 

113 
 

p > .10 as StatBreak’s conservative goal value for the analyses 

below in order to emphasize that researchers should justify how 

their conclusions map across target statistics (instead of following 

numerical conventions). Notice that such ‘conclusion cut-offs’ 

(here: alpha level) are much more convincing if their justification 

is pre-registered, as this limits their exploitation for questionable 

research practices (albeit not the often unsatisfactory practice of 

dichotomizing/categorizing conclusions). For the examined 

relationship between dispositional trust and self-referencing, 

StatBreak finds a solution with three case exclusion which 

satisfies p > .10. As the analyses only involve two variables in this 

case, StatBreak’s output can be depicted in a scatterplot (see 

Figure 6). 
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Figure 6. Negative relationship between the usage of self-

references in tweets and dispositional trust. The line is drawn with 

all cases included. When excluding the three black triangles from 

the sample, the effect is non-significant with p > .10.  

While the relatively small number of case exclusions could be 

interpreted as a lack of conclusion robustness, it is not sufficient 

to simply note the number. Most small effects found in non-large 

samples disappear under exclusion of a few selected cases (see 

Figure 4) and when simulating 398 observations with a 

population-level correlation of .12, we had to delete a median of 4 

observations, so 3 exclusions are not necessarily noteworthy. 

More important is an assessment of the nature of the excluded 

cases as prescribed in virtually all techniques involving influential 

case analyses (Barnett, 1978; Osborne & Overbay, 2004).  

In the plot, we can see that the three points are somewhat 

but not sufficiently outlying to make us suspicious per se. 

However, one of the three flagged twitter accounts has a high rate 

of self-referencing, because it constantly posts the same, 

apparently non-self-authored advertisement texts including the 

words ‘I’ and ‘me’. A paraphrased example is: “I am winning cash! 

Come join me under this url!” We estimate such tweets to result 
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from a special data generating process, which warrants an 

exclusion. The tweets of both other accounts do not look 

suspicious and because we cannot see any quantitative or 

qualitative reason to exclude them (both include tweets with 

varied wording and non-commercial content), we leave them in the 

sample. When excluding the one suspicious case, the new result is 

r = −.11 and p = .029, which is quite close to the original result. 

Additionally, we should now make use of our new knowledge and 

search for other spam accounts with similarly high frequencies of 

self-referencing across the whole range of trust scores (i.e., not 

biased towards H0). When excluding 4 similar spam accounts 

(which also constantly repost advertisement texts) the analysis 

results in r = −.093 with p = .066. Notice that StatBreak did not 

highlight these additional cases as it merely indicates the ‘luckiest’ 

observations, and not the observations, which are qualitatively 

suspicious given certain rules (here: “repetitive, commercial 

content”). Thus, StatBreak itself does not provide a qualitative 

review of each data point and it also will not highlight non-

outlying data points. In this case, it merely alerted us to the 

luckiest data points (repetitive wording led to their extreme scores) 

and our manual inspection led to the insight that repetitive 
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accounts are sometimes spam accounts. A future study could 

preregister an exclusion rule to discard data from such accounts. 

Given that we judge the sample without the spam cases to be 

more informative, we might adjust our estimated probability of the 

data (or more extreme data) under H0 from small (p = .019) to 

somewhat small (p = .066). Thus, we would argue that the original 

result appears slightly distorted by a small number of suspicious 

data points, only one of which was highlighted by StatBreak due 

to its strong contribution to the hypothesized finding. 

This approach of using the genetic algorithm to find 

suspicious influential cases involves a symbiosis of automatic 

computation (by the genetic algorithm) and researchers’ judgment 

of the excluded subsets, both of which are required for virtually 

any method of influential case analysis.  

Advantages of StatBreak 

In this section, we highlight advantages of StatBreak over 

popular existing methods.  

Breadth and Ease of Applicability 

Methods of dealing with outliers and influential data points 

are often bound to certain types of statistical models. For 

instance, Cook’s D is designed for regression models (Cook, 1977), 
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rules like ‘exclude everything beyond 3 standard deviations’ have 

to be applied to univariate continuous data, and (multiple) robust 

model alternatives have been developed per specific statistical 

analysis (Field & Wilcox, 2017). Having to tailor one’s outlier 

analysis strategy for each analysis is burdensome, and a 

universally applicable tool like StatBreak can therefore be useful. 

Relatedly, popular outlier metrics can alert researchers that 

specific statistics of interest might be distorted. For instance, 

DFBETAS and DFFITS target, respectively, how much individual 

observations influence beta coefficients and predicted values 

(Cousineau & Chartier, 2010), whereas standardized residuals 

target prediction errors. However, such metrics might focus on 

statistics that are not the crucial, conclusion-relevant statistic 

that needs to be examined for distortion by lucky observations. An 

observation might for instance distort the beta coefficient of a 

linear regression model, while having little effect on the explained 

variance or the intercept. In StatBreak, researchers have to 

explicitly specify which statistic(s) are crucial for their 

conclusions, and StatBreak will search data points relevant for 

this statistic.  
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Further, when using popular outlier metrics, researchers 

frequently have to make decisions based on cut-off scores. 

However, many find it difficult to justify a cutoff score given their 

lack of experience with, for example, Cook’s D, studentized 

residuals, or Mahalanobis Distance and thus blindly rely on 

conventional rules of thumb. StatBreak does not get rid of this 

issue, but it allows researchers to base conclusions on metrics 

that they are more familiar with, helping them to make better 

informed decisions. For instance, we assume that it is more 

difficult for researchers to discuss the question “Is this Cook’s D 

score of 3 problematic?”, compared to “Is it problematic that 

excluding observations 7 and 24 reduces my effect size by 75%?”. 

While StatBreak clearly does not solve the issue of subjectivity in 

cut-offs, it allows researchers to calibrate their confidence in a 

way they can justify themselves. Further, StatBreak guides 

researchers towards qualitative instead of purely quantitative case 

analyses (see below). 

Thorough Search 

To effectively test for multiple influential observations, 

researchers are required to test for outliers in a step-wise 

procedure (as single-step procedures cannot detect outliers 
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masked by other outliers; Bendre & Kale, 1985). However, 

manually excluding the most outlying case and re-computing the 

outlier analysis in the new sub-sample is burdensome, leading 

researchers to compute outlyingness scores once (‘greedy search’) 

and exclude cases based on these scores. StatBreak automates 

the step-wise approach, which helps find masked outliers that 

would have been overlooked in non-stepwise analyses.  

Further, high-dimensional data might not allow the 

application of some metrics and plots to find outliers. While there 

are special methods for such data (Caussinus, Fekri, Hakam, & 

Ruiz-Gazen, 2003), applied researchers might be even more 

reluctant to conduct these outlier analyses given the increased 

effort for learning and applying these methods. Conversely, the 

application of StatBreak does not differ between high and low 

dimensional problems and is therefore a simple tool when dealing 

with complex models (see section “Using StatBreak for high-

dimensional models”). 

Facilitates qualitative analyses and explicit links between 

statistics and conclusions 

Simple methods like “exclude top and bottom 2% of cases” or 

“exclude everything with Cook’s D higher than X” can be carried 
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out as automatic decision rules, which do not require reflection on 

the nature of the excluded cases (e.g., “why were they so 

extreme?”). StatBreak gives the output that “deleting cases 3 and 

5 from the data leads to a different conclusion (based on your 

specified criterion)”. It does not state that these cases should be 

deleted. Given that the observations appear crucial, and that their 

level of suspiciousness is to be determined, we believe that users 

are effectively nudged towards finding out what is special about 

these observations. However, it is also noteworthy that this 

traditionally encouraged “qualitative outlier review” can entail “ad-

hoc story telling” which can be misused by authors as a 

questionable research practice. In the case of StatBreak, this 

might take the form of “StatBreak suggests deleting observation 

42 for a much smaller effect size, but we decided to leave this data 

point in, because we do not think it is suspicious.” When faced 

with incomplete and non-convincing applications of StatBreak, 

reviewers should run the algorithm themselves to assess whether 

StatBreak’s output was indeed not worrisome.  

StatBreak not only nudges users towards in-depth review of 

individual cases, it also facilitates explicit links between primary 

analyses and conclusions. Many publications present conclusions 
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based on numerical results. Often a conclusion is based on a 

single number, like “we believe that there is a treatment effect 

because p = .001” or “we believe that the model makes good 

predictions because R2 = .65”. Often, the worry with outliers is 

that the conclusion would have changed, had these special data 

points been considered. To consider alternative conclusions, 

researchers need to be aware how their conclusions map out 

across alternative values of the target statistic (e.g., Funder & 

Ozer, 2019). StatBreak requires users to make this mapping 

explicit by indicating a value under which their conclusion would 

have differed.  

In summary, StatBreak is a tool that offers advantages in 

applicability, thoroughness, and reflection on outlier analyses. 

However, we stress again that this R based tool is not supposed to 

replace well-established methods. Popular metrics remain 

informative about the precise outlyingness of data points (which is 

not provided by StatBreak), and robust estimation methods guard 

against assumption violations beyond the presence of outliers. 

StatBreak R Package 

In order to allow researchers to easily examine the robustness 

of any observed statistic in their samples, we implemented the 
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StatBreak package. Its main function, “stat_break”, implements 

the genetic algorithm as described in the examples above in a way 

that is applicable for any model or sample statistic. We 

demonstrate how to apply the function using the impossible 

‘finding’ of Simmons, Nelson, and Simonsohn (2011) that listening 

to the song “When I’m Sixty-Four” by The Beatles makes people 

younger. 

#read in the authors’ data obtained from: https://osf.io/v6xzw 
>df = read.delim('fp psychology Study 2.txt')  
#apply the same row selection that the authors described 
>filtered_data = df[df$cond != 'potato',] 
#verify that we obtain the same results that are reported in the 
#paper 
>m = lm(aged ~ cond+dad, data = filtered_data) 
>summary(m) 
#define a function that outputs the statistic of interest (here: 
#the #p-value) 
#you can always leave the first following line as  
#“my_value = function(data){” 
#between the curly brackets, paste in your original analyses, end 
#with the number of interest 
>my_value = function(data){ 

  m = lm(aged ~ cond+dad, data = data) 
#this last line gives the focal p-value 
>summary(m)$coefficients['condcontrol',"Pr(>|t|)"]}  
#run the StatBreak algorithm with default arguments 
#we set the cutoff for a qualitatively different p-value to .1 
>solution = StatBreak::stat_break(data= filtered_data, 
 statistic_computation = my_value, goal_value = 0.1) 
output (trimmed): 
Dropped rows: 1, Target statistic: 0.342413, Convergence 
(Generations w.o. change): 1/200 
Dropped rows: 1, Target statistic: 0.342413, Convergence 
(Generations w.o. change): 2/200 
Dropped rows: 1, Target statistic: 0.342413, Convergence 
(Generations w.o. change): 3/200 
Dropped rows: 1, Target statistic: 0.342413, Convergence 
(Generations w.o. change): 4/200 
… 
"Exclude the following observations (rows) for a less interesting 
finding:" 
 2 
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As evident in the output, StatBreak finds the optimal solution 

within the first generation of subsamples. StatBreak indicates that 

discarding a single observation lets the focal p-value jump from 

.040 to .342. The ‘solution’ variable contains a list with four 

elements: “number_exclusions” (how many observations were 

excluded), “excluded_rows” (indices of excluded rows), 

“original_value” (full sample statistic; here .040), and “new_value” 

(new sample statistic; here .342). In addition to the functionality 

described above, the package includes a function for excluding 

lucky groups of observations (i.e, higher-level clusters like school 

or experimental condition of participants). Regardless of whether 

the statistics of interest result from linear regressions, multi-level 

models, meta-analyses, or any other procedure, StatBreak only 

requires one or two lines of code more than the original analysis. 

Adding the StatBreak command will ensure that the researcher (or 

reviewer) notices “lucky” data points, which might distort their 

statistic of interest. Additional parameters of the function, 

described above in the section ‘Defining the StatBreak Algorithm 

Parameters’, can be tuned if there is no convergence, but the 

default options always worked well in our experiments unless the 

original sample was very large (multiple thousands) in which case 
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we suggest to set the additional large_sample_drops argument to 

TRUE. For more information, R code, and example applications of 

StatBreak, see the supplementary materials and ANONYMIZED 

(2019). 

Discussion 

The question whether an interesting sample statistic is 

caused by individual observations is a longstanding concern in 

psychological research. We introduce a new method to find and 

count cases that strongly contribute to a hypothesized finding. 

This search is based on a genetic algorithm. In contrast to related 

strategies such as robust models, outlier metrics, or visual 

inspection, the new method is applicable to any analysis. Further, 

it is straightforward to apply, encourages qualitative data review, 

requires explicit links between statistics and conclusions, and 

provides very readable outputs (“these observations would need to 

be deleted for a non-interesting finding”). Thus, in contrast to 

other techniques for analyzing influential cases, the current 

method is designed specifically to inquire if individual 

observations caused an interesting finding. 

When interpreting the algorithm’s output in terms of 

robustness researchers are encouraged to engage in study-specific 
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discussion of the number and nature of excluded cases. We 

believe that such deliberations are very beneficial as they nudge 

researchers (and reviewers) to engage with their data on a deeper 

level and calibrate their confidence in the obtained findings. We 

again want to mention that StatBreak is biased against 

hypothesized findings and therefore does not remove bias from 

data. Other methods, most prominently preregistered outlier 

exclusion criteria, are better suited to achieve this goal. Further, 

StatBreak does not intend to heighten the bar for empirical 

findings by imposing a new robustness criterion. Rather, 

StatBreak serves as a simple tool for researchers and reviewers 

who want to ascertain that spectacular findings were not due to a 

small number of outliers in their data. 
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Abstract 

In this paper, autonomous human error learning is 

introduced as a method of identifying specific situations in which 

human operators are prone to commit errors or perform poorly in 

control tasks. Specifically, this method involves a reinforcement 

learning agent trying to identify human weak spots by providing 

the most challenging series of input signals to the human 

operator. The agent’s learned strategy highlights dangerous 

situations and allows for targeted intervention and system 

redesign. After brief introductions to reinforcement learning of 

human behaviors, and prediction of human error, we demonstrate 

an application of human error learning for a simple example task. 

A succinct Python implementation for the autonomous-learning 

agent is presented and described in detail to foster research and 

industry applications. Opportunities and challenges are 

discussed. 

Keywords: Human error, Performance analysis, 

Reinforcement learning, Automation, Tutorial 

Précis: This paper introduces the use of reinforcement 

learning techniques to study and prevent human error. It includes 
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a non-technical introduction, an instructive example application, 

and annotated code sections. 
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Autonomous Human Error Learning: 

Using reinforcement learning models to identify weak points 

in human performance 

Computers continue to surpass human performance on wide 

variety of increasingly complex tasks (Brown & Sandholm, 2019; 

Grove, Zald, Lebow, Snitz, & Nelson, 2000; Silver et al., 2017; Van 

Den Berg et al., 2010). However, human controllers are still 

preferred for many high-risk tasks, such as operating machines 

and vehicles (Lotz, Himmel, & Ziefle, 2019; Shariff, Bonnefon, & 

Rahwan, 2017). The general weaknesses of human controllers 

such as slow reaction times or cognitive biases continue to be 

uncovered and described in psychological research (e.g., 

Funkhouser & Drews, 2016). However, it remains challenging to 

accurately predict the pattern of human shortcomings in specific 

contexts (e.g., because psychological research might not 

sufficiently inform a context-rich task carried out by specific 

individuals; Helmreich, 1975; Parker et al., 2017). An unfortunate 

consequence is that human error continues to be a major cause of 

accidents in industry, traffic, and medicine (Dhillon, 2017; Jung, 

Elfassy, Jüni, & Grantcharov, 2019; US Department of 

Transportation, 2017). When passing control to a computer is not 
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(yet) feasible, computer assistance can be leveraged to alert 

human controllers to dangerous situations (e.g., by monitoring 

gaze and fatigue; Kodappully, Srinivasan, & Srinivasan, 2016; 

Yang, Lin, & Bhattacharya, 2010). However, situational 

characteristics leading to inattention remain difficult to anticipate, 

especially in complex environments. 

In the current work, we propose to use reinforcement learning 

methods to identify which combination of environmental stimuli 

lead to poor performance of human controllers. In contrast to past 

work, we do not focus on human indicators (such as gaze or 

current behavior) to predict upcoming performance. Instead, we 

use the incoming stimuli that the human needs to process in 

order to predict poor performance. Specifically, we propose to 

employ reinforcement learning methods to explore which 

situations are prone to human inattention and error. A 

reinforcement learning agent can learn to strategically provide 

environmental stimuli to evoke poor performance by the human 

operator. Thus, counter-intuitively the agent learns to minimize 

human performance and maximize human error. Accordingly, the 

agent’s learned strategy indicates the most challenging situations 

(i.e., combinations of environmental stimuli) for human 
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controllers. Through this approach, risky situations (i.e., 

situations prone to human error) can be recognized, which allows 

for alert systems or redesigns of the inputs received by the 

human.  

Below we discuss current developments in reinforcement 

learning involving humans to integrate the here proposed method 

of autonomous human error learning into the literature. Next, we 

briefly review common prediction methods applied to the problem 

of human error and contrast them with the here proposed method. 

Subsequently, we provide an instructive tutorial application of 

autonomous human error learning that can be tailored to specific 

contexts involving human controllers. We end by pointing out 

challenges and opportunities for autonomous human error 

learning. 

The Roles of Humans in Reinforcement Learning 

Reinforcement learning (RL) refers to learning optimal (i.e., 

reward maximizing) behavior through trial and error in dynamic 

environments. This learning process can be carried out by a 

computer relatively independent of human interference and is 

then sometimes labelled artificial intelligence. Thus, as opposed to 

supervised machine learning methods (like linear regression) the 
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computer agent itself interacts with its environment rather than 

relying on others to provide training data. Still, humans often have 

a role to play in reinforcement learning. Many researchers use 

human guidance to support RL agents if there are too many 

situations and behaviors that the RL agent could try out. For 

instance, the RL agent can be provided with human-made 

summaries of the current learning situation (e.g., human-

generated variables describing chess moves; Campbell, Hoane Jr, 

& Hsu, 2002). A different approach is to have human instructors 

explicitly guide the behavior of the RL agent during learning. This 

approach is referred to as interactive reinforcement learning (e.g., 

Mathewson & Pilarski, 2017). For instance, human instructors 

can encourage or discourage agents’ behaviors through numerical 

rewards (Thomaz, Hoffman, & Breazeal, 2005). Alternatively, they 

could demonstrate or recommend good and bad behaviors to the 

agent (Price & Boutilier, 2003). In autonomous human error 

learning, humans are also part of the learning environment but 

rather than acting as instructors, they constitute the unknown 

entity that the RL agent tries to learn about. The agent’s task is to 

identify weak spots of human attention in a given task, and thus 

the agent’s optimal strategy (i.e., perfectly exploiting human weak 



Chapter 4 

139 

 

spots) might be unknown to human instructors. Still, it is not 

unreasonable to include autonomous human error learning into 

the overarching category of interactive RL as the latter is primarily 

characterized by humans somehow steering an agent’s learning 

process. The central distinction remains that in autonomous 

human error learning the agent does not learn from advice given 

by a human instructor, but rather from error committed by a 

human controller (for human generated rewards in interactive RL, 

see Knox, 2012). 

When learning about incompletely understood actors, 

researchers have utilized methods from inverse reinforcement 

learning (Jara-Ettinger, 2019; Liu et al., 2013). This approach 

aims to extract the reward function that an actor tries to optimize 

by observing the actor’s behavior (Ng & Russell, 2000). In other 

words, an unknown behavioral goal can be identified by observing 

optimal behavior. However, in autonomous human error learning 

the observed actor is not behaving optimally or even in a desired 

way when committing errors. Thus, the extracted reward function 

would not coincide with the human controller’s desired reward 

function, which is actually known a priori (i.e., “no errors” or 

“strong performance” is optimal).  
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In short, autonomous human error learning constitutes an 

application of reinforcement learning to a specific context (learning 

patterns of human error) and is characterized by an interaction 

between fallible human operators and a computer agent. Figure 1 

depicts the process of autonomous human error learning in an 

industrial setting. 

 

Figure 1. Autonomous human error learning. The RL agent 

generates, simulates, or simply observes the current state of the 

industrial system. In response to information about the system’s 

state, the human operator performs their assigned tasks. The 

performance is then assessed in numerical format (e.g., system 

stability metric) and guides the RL agent’s strategy. After this 

iterative learning process, the final strategy can reveal dangerous 

system states, which are prone to evoke poor human performance. 

Predicting Human Performance 

The central idea to have an RL agent probe human 

psychology has been suggested in the fields of education and 

gaming. For instance, Dorça, Lima, Fernandes, and Lopes (2013) 
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used reinforcement learning techniques to iteratively extract 

students’ personal learning style from study performance. Thus, 

as in autonomous human error learning, the configuration of the 

incoming stimuli (learning materials) is optimized in response to 

human performance, but rather than targeting the most 

dangerous weak spots, an RL system tries to enhance human 

performance. Similarly, computer games can, through continuous 

observation of human performance, dynamically adjust the game 

settings and achieve a desired level of difficulty (Andrade, 

Ramalho, Santana, & Corruble, 2005). 

When trying to predict human error, reinforcement learning 

techniques are much less prominent than supervised prediction 

methods such as least-squares regression (e.g., Campoe & 

Giuliano, 2017; Kim, Park, Jung, Jang, & Seong, 2015; Marusich 

et al., 2016; Tango, Calefato, Minin, & Canovi, 2009). The 

advantages of reinforcement learning methods, such as less 

reliance on human hypotheses and dynamic adjustment of the 

model over time, therefore usually remain untapped. In cases 

where reinforcement learning is applied in human factors 

research, the computer agents are usually trained to do the same 

task as the human operator, rather than learning about human 
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error (e.g., Sallab, Abdou, Perot, & Yogamani, 2017; van Oijen, 

Poppinga, Brouwer, Aliko, & Roessingh, 2017). However, given the 

persistence of human operators in many contexts, it is worth 

leveraging smart models to study and defuse human weak points. 

There is some work pointing towards the feasibility of iterative 

learning tools for studying errors or misbehaviors of human 

controllers. Polet, Vanderhaegen, and Zieba (2012) showed that it 

is possible to use reinforcement learning methods to learn 

probabilities of human car drivers intentionally violating traffic 

rules. Importantly, the authors used survey data about personal 

beliefs of the drivers as predictive information, rather than 

immediate, objective inputs from the current traffic situation. In 

autonomous human error learning , as we introduce it here, the 

RL agent also tries to iteratively predict human shortcomings, but 

uses the information that the human needs to process, to predict 

human performance. 

An Illustrative Example of Autonomous Human Error 

Learning 

Autonomous human error learning, the application of 

reinforcement learning techniques to study human error, can take 

many shapes given the large number of techniques in 
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reinforcement learning. In order to promote and demonstrate the 

application of autonomous human error learning, we provide a 

simple case study including computer scripts and data (all 

materials are available at https://bit.ly/3cnZOp1). In this case 

study, a human controller has to carry out the generic task of 

deciding whether to approve the state of an industrial system or 

activate an alarm. In order to make this decision, the controller 

has to integrate two sources of information that we call the safety 

system and the main system.  

The safety system explicitly tells the human controller 

(through text or audio cues) whether information from the main 

system is reliable. Specifically, the safety system either instructs 

to follow or to do the opposite of what the main system is about to 

request in the next step. Then, the main system gives its request 

to either approve the system’s state or to sound an alarm. The 

resulting four scenarios for the human controller are listed in 

Table 1. 

Table 1. Different input scenarios experienced by human controller 

Scenario Safety system 

alert 

Main system 

request 

Correct 

behavior 

1 ‘Follow main 

system request’ 

‘Approve 

system state’ 

Approve 

system state 
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2 ‘Follow main 

system request’ 

‘Sound alarm’ Sound alarm 

3 ‘Reverse main 

system request’ 

‘Approve 

system state’ 

Sound alarm 

4 ‘Reverse main 

system request’ 

‘Sound alarm’ Approve 

system state 

 

The number of scenarios is extended to eight as there are two 

time points for the safety system alerts (0.3 seconds vs 3 seconds 

before the main system’s request). The human controller attempts 

to engage in the correct behavior as fast as possible. If the chosen 

behavior was incorrect, an alert is displayed, and the controller 

has to adjust their previous selection. The correct behavior has to 

be chosen as quickly as possible. Thus, the central performance 

metric of this task is the time span between main system request 

and correct controller behavior. Below, we replace the human 

controller with a naïve human simulator to better explain the code 

and learning process.  

Characteristics of the RL Algorithm 

The technical implementation of reinforcement learning 

techniques in autonomous human error learning is not set in 

stone and can be designed with regard to context requirements 

(for guidance see Botvinick et al. 2018; Sutton & Barto, 2018). For 

each characteristic of the current example task and the algorithm, 
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we chose simple settings, which should improve the ease of 

introducing autonomous human error learning. Possible 

extensions and improvements of the here presented algorithm are 

manifold, but do not concern the general idea of autonomous 

human error learning. 

Agent Actions. For the case study, we generate one RL 

agent, whose only action is to generate the safety system and 

main system information. Thus, it determines the information 

provided to the human controller by simply selecting one out of 

the eight scenarios described above.  

State of the Environment. The ‘state’ constitutes the 

information that can be used by the agent to select its next action. 

Given the state of the environment, the agent tries to identify the 

optimal action. In the current example, the only information 

characterizing the environment’s state is the previous action (i.e., 

which of the eight scenarios was presented to the human in the 

previous round of the task). Thus, there are eight possible states 

(plus the starting state, which was not preceded by any action). 

Possible alternatives and extensions are again manifold (e.g., 

including more information about the system or the human 
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controller to describe the current state) and are reasonable to 

include if they might relate to the probability of human errors. 

Rewards. The numeric reward, which reinforces behaviors of 

the agent, is the reaction time of the human controller. Thus, the 

agent tries to maximize human reaction time and thereby 

minimize human performance by identifying the best action in any 

state. In autonomous human error learning, this numeric reward 

should constitute a measure of human error or performance. 

Other Algorithm Settings. The agent treats its interaction 

with the human operator as a continuous learning task. It 

differentiates between a starting state (i.e., no previous 

interaction) and eight ‘previous action’ states, which allows the 

agent to pick its current action based on what it did just 

beforehand. Thus, it could detect and learn to exploit 

psychological order effects (such as attention gaps, situational 

blindness, and priming; e.g., Kanai, Walsh, & Tseng, 2010; 

Kristjánsson & Ásgeirsson, 2019). We did not allow the agent to 

look further back in time to simplify analyses.  

Given that there are nine states and each one allows the 

agent to engage in one of eight different behaviors, there are 72 

unique state-action pairs. The agent estimates the value of these 
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pairs simply by tracking the interaction outcomes and saving the 

estimated values in a 9 (states) by 8 (actions) table. Naturally, if 

the number of state-action pairs is too high, it is reasonable to 

replace such a tabular value representation with a function 

approximator (e.g., a neural network) mapping state and action 

information to estimated values. In the current case, the tabular 

values of specific behaviors in specific states are updated 

continuously using the following formula: 

𝑣𝑝𝑟𝑒𝑣= 𝑣𝑝𝑟𝑒𝑣 + 𝑠𝑡𝑒𝑝𝑠𝑖𝑧𝑒∗(𝑑𝑖𝑓𝑓_𝑟𝑒𝑤𝑎𝑟𝑑+ 𝑣𝑚𝑎𝑥𝑐𝑢𝑟 − 𝑣𝑝𝑟𝑒𝑣)   

Formula 1.  Vprev= value of previous action in previous state; 

stepsize = adjustable sizing of value update; diff_reward = reward 

experienced after last action minus average reward; vmaxcurr = 

highest value among actions in current state.  

The formula (i.e., the R-learning value update; Schwartz, 

1993) shows that the value estimate of the previous state-action 

pair is updated after the next reward has been received and the 

values of the now available actions are obtained. In the case 

study, all actions in all states are initialized with a value of 0, 

which then changes in line with Formula 1 as the agent gathers 

experiences. 
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Summary of Case Study. In this simple demonstration of 

human error learning, a human controller is faced with multiple 

pieces of information about an industrial system. The controller’s 

task is to either approve the system state or sound an alarm. The 

correct selection has to be made as quickly as possible, meaning 

that time until correct behavior is the central performance metric. 

A RL agent learns the pattern of reaction times as a function of 

system information, thereby identifying the worst-case situation. 

Code 

In this section, I provide code for the case study on 

autonomous human error learning. This code can serve as a 

starting point for applications of autonomous human error 

learning in industry and research. The three primary code 

sections consist of the human simulator, the RL agent, and the 

interactive learning loop. All code and data can be found and 

reproduced here: https://bit.ly/3cnZOp1. 

Human Simulator. I order to show the role of the human in 

the RL system as easily as possible, we devised a short script that 

reacts to system information in place of an actual human. The 

pattern of reaction times of the human simulator is based on 

naïve assumptions as explained in the code comments. 
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The supplementary materials contain an example script 

demonstrating how to replace such simulated human behaviors 

with inputs from actual humans. 

RL Agent. The example RL agent has two primary functions: 

start and learning step.  
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Iterative Learning Loop: The (simulated) human controller 

and the RL agent interact continuously, thereby shaping the 

knowledge and strategy of the RL agent. 

 

Results  

Below we show the knowledge that the reinforcement learning 

agent has gained (see Figure 1) as well as the increase in its 

performance (see Figure 2). 
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Figure 1. Heatmap with lighter colors signifying higher values 

of actions (X axis) in states (Y axis) than darker colors. Imagine 

the previous situation was as follows: The safety system 

instructed the controller in a timely way to follow the systems 

request: approve system. This scenario is listed below start on top 

of the Y axis. According to the agent’s estimates, the human 

controller will now react the slowest if the new scenario involves a 

sudden safety alert to reverse the upcoming system request (white 

squares on right side of X axis). This new action becomes the new 
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state value on the Y axis from which the agent again picks the 

best option from the available X values.  

As the RL agent updates its knowledge about action values, it 

also picks the optimal action more often leading to an increase in 

(simulated) human reaction times (see Figure 2). As we are 

normally motivated to find out about human error rather than 

promote human error, this performance increase validates the 

knowledge gain, but is usually not desired per se, especially if the 

interaction takes place in an actual, live working environment. We 

discuss this issue further below. 

 

Figure 2. The human reaction time is averaged over 500 

independent runs and increases with higher numbers of 

interactions between agent and human. Notice however that the 
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naïve human simulator is programmed to neither vary 

performance nor show reactance to the agent’s strategy. In the 

following sections, we highlight these and other important points 

to consider when having RL agents interact with actual human 

controllers. 

Challenges 

The methodological setup as presented above might appear 

simple enough to allow for easy implementation. However, there 

are various challenges that are characteristic of interactive RL, as 

well as autonomous human error learning specifically.  

Primarily, as mentioned above, the RL agent searches and 

exploits the most dangerous weak spots of human controllers. It 

follows that such an RL system cannot be deployed in live systems 

where human error has real consequences. The insights gained by 

the RL agent would likely not make up for the damage it does 

during learning. Various strategies can be applied to circumvent 

this apparent danger.  

First, off-policy RL systems can learn strategies without 

actually exploiting the knowledge they gain. Thus, they would 

identify human weak spots, but their behavior would not be 

correlated with human weakness and can follow any other policy. 
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This policy could be “RL agent choses behavior at random” (see 

lines 45-51 of second code block). Alternatively, the policy could 

be “select the same action that the real-life power plant is 

expressing at the moment”. Such a policy would prevent that the 

RL agent would influence live outcomes in any way (essentially 

making it a passive learning/monitoring system). Another solution 

would be to let the RL agent and the human controller work in a 

simulated environment, in which the human controller is put in 

the same work situation but decoupled from a real system (e.g., 

simulated power plant or vehicle). 

Another general challenge is learning about human behavior, 

which is usually much more difficult to predict than behavior of 

physical objects and machines (i.e., the usual interaction partners 

of RL agents). Further, humans are much more intelligent than 

other systems and can therefore notice and react to strategies 

developed by RL agents. Lastly, behavioral tendencies can vary 

strongly from person to person requiring individualized strategies 

of RL agents. In sum, the probabilistic, reactive, and 

individualistic behaviors of humans pose unique challenges for RL 

systems. That these challenges can be overcome has been shown 

by various applications of personalization of RL agents (Tang, 
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Chen, Li, Liu, & Ying, 2019; Liao, Greenewald, Klasnja, & Murphy, 

2020). Nonetheless, practitioners and researchers in human 

factors should be aware of potential solutions. Primarily, we see 

this challenge as an increased need for training data to reliably 

identify patterns in human behavior. It can be formulated as a 

problem of achieving enough statistical power despite the often 

high costs of human labor (Knox, 2012). For some applications, a 

huge amount of training data is generated continuously. This 

pertains to cases in which numerous human controllers do the 

same job (e.g., at different locations, or online) or when controllers 

generate much data through very frequent behaviors (e.g., adjust 

the position of their vehicle). For some other applications, 

controller behavior can be crowd-sourced. However, this strategy 

can become costly especially if participants need to undergo 

training. Generally, it is advisable to estimate the required amount 

of data (and the associated costs) before data collection through 

some form of power analysis. For instance, human behavior can 

be simulated and the learning saturation point can be predicted 

as is showcased in the example implementation above. This 

strategy allows to estimate the required amount of training 

observations for different patterns of human behavior.  
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Another issue of identifying human error through RL methods 

is that humans can notice a developing strategy in the behavior of 

the RL agents and change their behavior in response. Such 

reactions can simply take the form of increased training (human 

performance increases sustainably). However, it can be 

problematic if weak spots are simply occluded by momentary 

anticipation (no real performance increase), or if the goal was to 

identify general weak spots that also apply to other human 

workers that did not interact with the RL agent. In short, 

reactance of the human to the behavior of the RL agent might 

complicate the identification of human weak spots. At least three 

solutions apply. First, off-policy RL agents do not unveil the 

knowledge that they gained as their behavior is decoupled from 

what they know to be the optimal behavior. Thus, human 

reactance does not wipe out knowledge on the most crucial 

weakpoints. Second, most RL agents’ behavior is substantially 

determined by chance (see lines 45-51 of second code block) and 

human controllers would therefore often struggle to anticipate the 

behavior of the RL agent. Lastly, one strength of RL systems is 

that they continuously adjust their knowledge of optimal 

strategies. Thus, if human controllers improve their behavior in 
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the most dangerous situations, the RL agent would identify other 

situations as the most dangerous. As humans are likely to change 

and adjust their behavior in response to any experience or 

training, it is beneficial to give them an equally dynamic 

counterpart that can take note of drifting performance patterns. 

Opportunities 

As outlined in the introduction, some controller behaviors are 

still either too complex to be carried out by computers or non-

human control is not yet accepted. In such cases, autonomous 

human error learning is a strategy to leverage the strengths of AI 

without replacing the human controller. Smart agents can 

autonomously find situational weak spots in human performance 

that were not considered by humans. In response, the work 

environment of the human controller can be adjusted to account 

for such weak spots while leaving the human in control. Past 

research suggests that AI systems are more readily accepted in 

such passive roles than if they take over human duties (Rühr, 

2020). 

Given that, autonomous human error learning does not rely 

on a priori hypotheses about human performance, it is especially 

useful when evaluating new or poorly understood human-machine 
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systems in which controllers are prone to perform poorly or 

unreliably. The exploration of non-anticipated scenarios and 

strategies is often a distinctive strength of RL systems (Silver et 

al., 2017). Further, an RL approach allows for dynamic modelling 

of human weak spots throughout training. That is to say, the 

agent could highlight that, situation A is most dangerous for 

untrained controllers, whereas situation B is relatively more 

dangerous for trained controllers. 

Another strength of autonomous human error learning is the 

flexibility of the approach. For instance, numeric rewards can be 

defined as any relevant performance metric such as reaction 

times, reactor core temperature, or monetary costs. The metric 

used for reinforcement can be chosen with respect to its relevance 

for the stakeholders (as long as it is dependent on the controller’s 

performance). Similarly, the representation of the system state can 

take on any desired shape ranging from a short list of system 

states (which could be arranged by a human a priori) to function 

approximations (e.g., a neural network) summarizing high-

dimensional system information. The same flexibility applies to 

the choice of behaviors for the RL agent (i.e., in which ways can 

the agent challenge the controller) as well as the technical details 
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of the RL system. While the choice of technical details often 

appear to fall into the domain of AI professionals, it is closely 

intertwined with the psychological study of human error. For 

instance, the configuration of human simulators and initial value 

estimates of different states and behaviors can be based on 

previous research and theory (see the naïve hypotheses in code 

block 1). Further, knowledge gained by the RL agent (see Figure 2) 

can serve as new evidence for the academic study of human error. 

Thus, while autonomous human error learning is primarily a 

method for applied settings, its design and results can be tied to 

fundamental research.  

Conclusion 

Reinforcement learning techniques are at the forefront of 

artificial intelligence and are increasingly applied to learn about 

human psychology. We describe the opportunity to learn about 

human error in industry, medicine, or traffic by having RL 

systems probe human performance. The feasibility of having AI 

systems explore human weakpoints has been realized in 

education and gaming. Given the huge amount of damage and 

suffering caused by human error, it is necessary to extend the 
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application of these techniques. To this end, we provide an 

introduction and a simple example case with annotated code. 
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Abstract 

Why do connected users in online social networks express 

similar emotions? Past approaches have suggested situational 

emotion transfers (i.e., contagion) and the phenomenon that 

emotionally similar users flock together (i.e., homophily). We 

analyze these mechanisms in unison by exploiting the hierarchical 

structure of YouTube through multilevel analyses, disaggregating 

the video- and channel-level effects of YouTuber emotions on 

audience comments. Dictionary analyses using the NRC emotion 

lexica were used to measure the emotions expressed in videos and 

user comments from 2,083 YouTube vlogs (selected from 110 

vloggers). We find that video- and channel-level emotions 

independently influence audience emotions, providing evidence for 

both contagion and homophily effects. Random slope models 

suggest that contagion strength varies between YouTube channels 

for some emotions. However, neither dispositional channel-level 

emotions nor number of subscribers significantly moderate the 

strength of contagion effects. The present study highlights that 

contagion and homophily independently shape emotions in online 

social networks. 
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Keywords: Emotion transfer, Multilevel analysis, YouTube, 
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Multilevel Emotion Transfer on YouTube: Disentangling the 

effects of emotional contagion and homophily on video 

audiences 

A large part of our social life occurs online. Billions of people 

use the Internet to catch up with their friends, make dates, and 

maintain their hobbies. Accordingly, a substantial part of our 

everyday emotions are elicited through social media, raising 

important questions about the psychological processes underlying 

the emotions we experience online. Different psychological 

mechanisms have been proposed to explain the phenomenon that 

emotions of connected social media users correlate (Ferrara & 

Yang, 2015; Bollen, Gonçalves, Ruan, & Mao, 2011; Kramer, 

Guillory, & Hancock, 2014; Bazarova, Choi, Schwanda Sosik, 

Cosley, & Whitlock, 2015; Alloway, Runac, Qureshi, & Kemp, 

2014). Broadly speaking, proposed mechanisms fall into two 

categories: situational emotion transfer from person A to person B 

(most frequently labelled “emotional contagion”) and general 

similarity between person A and person B (e.g., “flocking-

together,” or homophily of emotionally similar people). The 

difficulty lies in disentangling the contribution of each 

hypothesized mechanism. Here, we utilize multilevel analyses, 
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which can model the hierarchical structure of a major social 

media website (YouTube) to simultaneously estimate situational 

emotional contagion and homophily effects. 

A number of studies have tested contagion effects in online 

social networks: Coviello and colleagues (2014), for instance, 

estimated the situational effect of user emotions on friend 

emotions. To avoid confounding contagion with other 

mechanisms, they restricted their analyses to user emotions 

predicted by rainfall. The high specificity of their model, which 

allowed for good statistical control, was also a weak point. 

Analyses focused exclusively on initial emotion expressions 

caused by rain, and the downstream reactions of friends who lived 

far away from the original poster (and thus were not exposed to 

the initial rain). More importantly, they designed their method to 

test the presence of situational emotion transfers (interpreted as 

contagion), while not explicitly modeling the parallel mechanism of 

flocking. Similarly, Kramer, Guillory, and Hancock (2014) 

demonstrated a situational spread of emotions by experimentally 

manipulating people’s Facebook newsfeeds, with the finding that 

people express more positive emotions when they are presented 

with more positive emotions of other users. However, the authors 
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did not investigate homophily as an additional mechanism that 

could also contribute to emotion clusters on social networks. 

Conversely, a separate string of research has focused on the 

question of whether connected users share psychological 

dispositions. Youyou, Stillwell, Schwartz, and Kosinski (2017), for 

instance, found that Facebook friends tend to score similarly on 

measures of Big 5 personality traits. Other studies reveal 

homophily on online networks between people that share social 

attributes (e.g., their ethnic background; Wimmer & Lewis, 2010). 

Regarding emotional flocking, past work found that people who 

express similarly valenced emotions on specific political topics 

were more frequently connected in network clusters on Twitter 

(Himelboim, Cameron, Sweetser, Danelo, & West, 2016; Yuan, 

Murukannaiah, Zhang, & Singh, 2014). More generally, online 

microblogging websites appear to host emotion communities, 

which consist of interconnected users, who are characterized by 

similar patterns of emotion expressions (Bollen et al., 2011; Zhu, 

Wang, Wu, & Zhang, 2017). The question in how far such 

communities are based on homophily versus emotional contagion 

(e.g., elicited by highly connected users) often remains 

unaddressed. 
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While both emotional contagion and emotional homophily 

were investigated within online social networks, the vast majority 

of projects have focused on one of the two mechanisms in 

isolation. To date, there is very little work that tries to estimate 

both parallel mechanisms simultaneously and in mutual control 

for each other. Lewis, Gonzalez, and Kaufman (2012), however, 

investigated the spread of ‘tastes’ (e.g., likes and dislikes of music) 

on social media and explicitly modeled both homophily (person A 

befriends person B because both like the music genre C) and taste 

diffusion (person A likes music genre C because friend B likes 

music genre C). The authors conclude that correlations of tastes 

between people is more commonly due to selection effects (cf., 

homophily or flocking) than to taste diffusion (cf., contagion). 

Here, we attempt to estimate both effects, situational 

emotional contagion and emotional homophily, by concentrating 

on a relatively unexplored online environment: YouTube vlogs. 

YouTube vlogs have not attracted as much research attention in 

psychology as Twitter, Facebook, or Google. However, we propose 

that YouTube serves as a promising platform to study human 

emotions (Perez Rosas, Mihalcea, & Morency, 2013; Wollmer et al., 

2013), as the users experience very vivid stimuli (videos) and often 
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express their emotional reactions in the comment sections 

(Oksanen et al., 2015). Further, the sheer size of YouTube (over 

one billion users) and the potential impact it has on people’s daily 

lives (one billion hours watched daily; YouTube, 2018) make it an 

environment worth studying for psychologists. An example of the 

dynamism of video-induced emotions is given by Guadagno, who 

show that emotional reactions to videos lead to these videos going 

viral (Guadagno, Rempala, Murphy, & Okdie, 2013). 

Our methodological approach is based on two pillars: First, 

the structure of YouTube allows to distinguish the clustering of 

spectators on specific ‘channels’ (video collections of a specific 

vlogger) from the emotion transfer that occurs between vlogger 

and audience for a specific video. Second, the method multilevel 

analysis maps to the hierarchical structure of YouTube with 

individual videos (level-1 or individual level), belonging to a 

specific vlogger channel (level-2 or group level).  

With this hierarchical structure, the distinction between 

contagion versus homophily can be described as follows: Theories 

on situational emotion transfers (most prominently emotional 

contagion) hypothesize that there is an immediate level-1 effect of 

vlogger emotion on audience emotion, and this effect should exist 
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after controlling for the effects that channel-level emotion 

aggregates might have on the composition of a channel’s audience. 

Conversely, homophily theories propose that general/stable 

vlogger emotions (i.e., level-2 aggregates of channel emotions) 

select audience emotions even after controlling for the emotions 

expressed in individual videos (because, for instance, positive 

audiences are drawn to channels that are generally positive).  

In line with prior research on emotional contagion and 

homophily, we hypothesize that vlogger’s situational (level-1) and 

dispositional (level-2) expressions of emotion A will both 

independently predict their audiences’ expressions of emotion A. 

Next to these hypotheses we explore whether the strength of 

contagion and homophily effects differ between channels. If so, we 

will investigate whether emotional contagion depends on the 

dispositional emotions of the vlogger (i.e., cross-level interactions), 

and whether homophily effects differ between small and large 

channels. Are contagion effects for a specific emotion stronger (or 

weaker) on channels where that emotion is habitually expressed? 

And are homophily effects stronger or weaker on larger, more 

popular channels, given that there are more (but potentially more 

dissimilar) people flocking to these channels? 
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Method 

We found the channels of the vloggers through different ways 

such as online vlogger lists, reports about vlogging, 

recommendations of colleagues, prior knowledge, and searching 

the term ‘vlog’ and ‘vlogger’ on YouTube and Google. We collected 

data from 2,083 YouTube vlogs from 110 vloggers. We did not 

decide to collect this exact number a priori but instead decided to 

keep adding vloggers until our sample covers a range of channel 

contents and sizes that approximates the diversity of vloggers on 

YouTube. Our final sample includes vloggers specialized in 

lifestyle, fashion, science, arts, travelling, make-up, gaming, cars, 

comedy, shopping, photography, sports, and collecting things. The 

number of subscribers per vlogger varies between tens of 

thousands and tens of millions (M = 3,255,470, SD = 6,827,628). 

Small channels (less than 10.000 subscribers) were not collected, 

despite being common on YouTube, because we are interested in 

audience emotions, which are simply too sparse on small 

channels. We excluded vlogs that were not featuring English-

speaking vloggers, as well as very long vlogs (>15 minutes) that 

often document longer periods of a vlogger’s life (e.g., the last 

month/year) and that therefore include a wide range of emotions 
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as well as large quantities of text. We sampled 120 comments per 

vlog and 20 vlogs per vlogger (or the maximum available number). 

While there are no guidelines yet on how much text is sufficient to 

capture emotions (especially on YouTube), an examination of 

emotion research on Twitter led us to believe that the collected 

amount is sufficient for the current analyses (cf. e.g., Ritter, 

Preston, & Hernandez, 2014; Sylwester & Purver, 2015). We 

scraped the spoken text (subtitles) from the vlogs and the 

comments from the audience through an automated python 

script. 

Measures 

We obtained linguistic measures of positive emotion, negative 

emotion, as well as the specific emotions joy and anger for both 

the vlogger and audiences, by cross-referencing the words in the 

video captions (vlogger emotion) and comment sections (spectator 

emotion) with the NRC emotion lexica, which provide rich 

collections of linguistic cues for all four constructs (e.g., “happy” 

indicates joy, “rage” indicates anger, “admire” indicates positive 

emotion, but not joy specifically, and “lifeless” indicates negative 

emotion but not anger specifically; Kiritchenko, Zhu, & 
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Mohammad, 2014). The measures represent relative frequencies 

(0-1) of emotion-indicative words in the analyzed texts. 

Analyses 

We employed a multilevel approach in which we model 

emotions expressed by the audience based on emotions expressed 

in vlogs and emotions expressions averaged per vlogger. 

Individual-level emotions were entered as grand mean centered 

vlog emotions and group-level emotions were entered as the 

vlogger-average emotion. Disaggregating the effects of video vs. 

vlogger emotion by entering the predictor variable once as a grand 

mean centered variable and once as the vlogger averages is the 

easiest way to disentangle the level-1 from the level-2 effect as 

significance tests for both effects are immediately provided in a 

multilevel model.9 

Results 

 
9 An alternative method leading to the same results is to utilize 

group centered as opposed to grand mean centered predictor variables. 

This does however imply running additional tests to compare the sizes of 

the level-1 and level-2 coefficients (Enders & Tofighi, 2007). 



Chapter 5 

181 

 

Descriptive results for all emotions expressed by the vloggers 

and the audiences can be found in Table 1. We started modeling 

audience emotions with so-called empty models which only 

include a random intercept. Such models indicate whether a 

multilevel approach is necessary, by quantifying the amount of 

variance (here: variance in audience emotions) explained by 

between-group (here: between-channel) differences. A significant 

effect of the random intercept, as well as an intraclass correlation 

of > .05 indicate the necessity of multilevel modeling. The empty 

models revealed significant effects of the random intercepts (p < 

.001) and the computed ICC ranged from .145 (negative emotion) 

to .421 (joy), indicating substantial between-channel differences in 

emotion expression. 

Table 1. Descriptive statistics for vlogger and audience emotion 

 Vlogger  Audience 

 M SD Min Max  M SD Min Max 

          
Posit. 0.043 0.014 0 0.146  0.058 0.02 0.013 0.268 

          
Negat. 0.02 0.009 0 0.085  0.023 0.017 0.002 0.619 

Anger 0.009 0.006 0 0.050  0.011 0.009 0 0.226 

Joy 0.028 0.012 0 0.146  0.04 0.02 0.005 0.254 
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Note. The table depicts level 1 descriptive statistics of vlogger 

and audience emotions. The scale reflects relative frequency (0-1) 

of emotion-indicating words in all expressed words. 

Next, we estimated two models predicting each emotion: 

Model 1 included the (grand-mean centered) level-1 emotion 

expressions of the vlogger; Model 2 also included the level-2 

averages of vlogger emotion. Table 2 shows the results of all 

sequences of models, which are described in the following section. 

Model 1 tested the effects of individual-level (i.e., video-

specific) emotion expressions on audience reactions. In other 

words, we tested for the effects of video-level emotional contagion 

without controlling for channel-level homophily. There were 

significant positive effects of video emotions on audience emotions 

(positive emotion: b = 0.246, p < .001; negative emotion: b = 

0.384, p < .001; joy: b = 0.303, p < .001; anger: b = 0.42, p < 

.001).  

As a next step, Model 2 additionally entered group-level (i.e., 

channel-averaged) emotion expressions as a fixed effect into the 

models. There were significant positive effects of group-level 

vlogger emotion on audience emotion (positive emotion: b = 0.531, 

p = .006; negative emotion: b = 0.596, p < .001; joy: b = 0.655, p = 
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.001; anger: b = 0.665, p < .001, providing evidence for the effect 

of user homophily. Importantly, the effects of vlog-specific 

emotions remained significant even when controlling for channel-

level emotions (positive emotion: b = 0.235, p < .001; negative 

emotion: b = 0.301, p < .001; joy: b = 0.29, p < .001; anger: b = 

0.37, p < .001. However, the effects of video-specific emotion 

decreased (4% for positive emotion, 22% for negative emotion, 4% 

for joy, 12% for anger) when aggregated emotions were added to 

the models, indicating that there is some confounding between 

both effects if analyzed individually. 

Table 2. Multilevel models predicting audience emotions from vlog emotions 

DV Empty model  Model 1 Model 2 

 ICC p(rand. 

interc.) 

 b p b p 

positive 
emotion 

.39 < .001 Video 0.246 < .001 0.235 < .001 

Channel - - 0.531 .006 

negative 
emotion 

.145 < .001 Video 0.384 < .001 0.301 < .001 

Channel - - 0.596 < .001 

joy .421 < .001 Video 0.303 < .001 0.29 < .001 

Channel - - 0.655 .001 

anger 

 

.246 < .001 Video 0.42 < .001 0.37 < .001 

Channel - - 0.665 < .001 
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Note. ICC = intraclass correlation, Empty model = random 

intercept only model, Level-1 effect = fixed effect of grand mean 

centered video emotion, Level-2 effect = fixed effect of emotion 

averages for channel/vlogger  

Exploring Random Slopes. Our primary analyses used 

random-intercepts to control for variability between vlogger 

channels. We further examined random-slope models to examine 

the reliability of contagion effects across channels. We found that 

allowing the slopes to vary significantly improved model fit for 

positive emotions (χ2(2) = 11.362, p = .003), joy (χ2(2) = 23.395, p < 

.001), and anger (χ2(2) = 19.553, p = .001), while we did not find a 

significant improvement for negative emotions in general (χ2(2) = 

4.474, p = .107). Thus, there were some vlogger characteristics 

that appear to have affected the strength of emotion transfers 

between video and spectators, at least for some emotions. The 

model improvements were however generally not large and model 

selection based on the Bayesian Information Criterion would favor 

the more parsimonious model for both negative and positive 

emotions (Akaike Information Criteria consistently favor the 

random slope model). Figure 1 illustrates how random-slope 

models disaggregate video-level and channel-level effects. 
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Figure 1. The video-level effects of vlogger emotions on 

spectator emotions (solid lines) are estimated within vlogger 

channels and under consideration of average vlogger emotions 

(dashed lines). Almost all video-level slopes (99.3%) remain 

positive while varying in size.  

To explore which channel attributes could explain the 

conditional strength of emotion transfers, we added cross-level 

interaction terms between channel and video emotions to our 

models. No statistically significant interactions emerged (all 

|t(1971)|’s ≤ 1.064, all p’s = ns.). We also found no significant 

interactions between contagion effects and channel size (all 
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|t(195210)|’s ≤ 1.241, all p’s = ns.), or homophily effects and 

channels size (all |t(105|’s ≤ 1.953, all p’s = ns.), for any of the 

four emotions. Therefore, the marginal conditionality of the 

strength of contagion and homophily effects remains to be 

explained.  

Discussion 

The present analyses show two independent ways that 

emotions spread in the YouTube community. The first is an 

immediate emotion transfer that occurs when audience members 

watch a vlogger express emotions in a video. The second path is 

between dispositional vlogger emotions (i.e., emotion averages over 

vlogs) and audience emotions, which materializes beyond the 

effect of the emotions in the vlog that is currently being watched. 

The two most popular interpretations of these two effects are 

emotional contagion for the immediate effect, and similarity-based 

flocking (or homophily) for the sustained effect. Our analyses show 

that both effects, which were proposed in past psychological 

research, independently contribute to the apparent spread of 

emotions over social media. However, only the emotional 

 
10 We report smaller number of degrees of freedom here because one 

channel was deleted from YouTube before the number of subscribers 

could be noted.  
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contagion effect can really be labelled a spreading effect, as 

emotions are actually transferred from user to user. Homophily 

works the other way around by bringing users with similar 

emotions closer together. Thus, our models reveal that there is a 

spread of emotions, as well as a “despread” (inching together) of 

similar users that lead to the observed correlations between the 

emotions of different people online. The demonstrated 

confounding of both effects shows that neither should be 

interpreted without consideration of the other.  

Importantly, our study builds on prior research by 

demonstrating that contagion and homophily effects do not only 

occur for message-based social media websites like Twitter or 

Facebook, but also on the video-based platform YouTube. As 

emotion expressions are very vivid in video format and given that 

many vloggers have millions of followers watching their frequent 

vlogs, we conclude that YouTube constitutes a highly impactful 

source of emotions as well as a meeting point for emotion 

communities. 

Our estimation of random slopes models shows that 

emotional contagion appears to be a reasonably stable effect, as it 

occurs for almost all investigated YouTube channels and emotions 



Chapter 5 

188 

(99.3% of all coefficients were positive). Still, the strength of 

emotional contagion occurring for individual videos appears to be 

affected by vlogger characteristics. We started exploring which 

channel characteristics might be responsible for the differences in 

contagion strength. Our analyses of dispositional vlogger emotions 

and channel size did however not lead to any significant results. 

The question therefore remains why random slope models 

marginally improve our models of contagion and homophily on 

YouTube. What are the vlogger characteristics that lead to strong 

vs. weak emotion transfers between the vlogger and the audience? 

For future research efforts it might be worthwhile to consider 

moderating attributes such as charisma (Cherulnik, Donley, 

Wiewel, & Miller, 2001), status (Delvaux, Meeussen, & Mesquita, 

2016), and facial expressiveness (Wild, Erb, & Bartels, 2001) to 

better understand the conditional strength of emotion transfers on 

social media. 

Beyond contagion and homophily 

The presented analyses demonstrate that there are at least 

two reasons why emotions correlate on social media. While we and 

past research have labelled these two effects emotional contagion 

and homophily, we want to emphasize that the exact psychological 
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explanations for the immediate and the sustained effect remain 

undetermined in computational social science (Salganik, 2017). In 

order to give a more realistic appreciation of computational 

research on emotion transfers, we go on to contemplate how the 

effects, observed here and in prior research, could be reinterpreted 

and broken down further into different sub-mechanisms. 

After emotional contagion, empathy appears to be the second 

most prominent mechanism explaining immediate transfers of 

emotions between individuals. While the exact distinction between 

both mechanisms is complicated (e.g., Wispé, 1987), empathy with 

a vlogger (especially ‘cognitive empathy’) implies putting yourself 

into the vlogger’s shoes, whereas emotional contagion does not 

require spectators to understand the vlogger’s situation (Preston & 

de Waal, 2002). Both processes are distinct (but overlapping), 

describe emotion transfers, and could therefore form part of our 

individual-level effect. Yet another form of individual-level emotion 

transfers is sympathy, which unlike empathy and emotional 

contagion, does not necessarily imply an emotion matching 

between people (Preston & de Waal, 2002). An example would be 

to be happy or sad for a vlogger, because something happened to 

the vlogger. A visual inspection of the user comments supports 
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our hunch that the immediate level-1 effect is again split into at 

least these three parallel effects. We find instances of apparent 

contagion (“his laugh always makes me laugh”), empathy (“I HAVE 

[…] TOO! I am constantly being asked if I am okay and it annoys 

me so much”), and sympathy (“happy to hear ur doing good”). Yet 

another possibility which is rarely considered is selective 

responding. An example can illustrate this level-1 effect. A 

YouTuber can be quite positive, which leads positive people to 

flock to the channel and some (but certainly not all) negative 

people to discard the channel (i.e., level-2 homophily). The 

commenting behavior of the remaining negative people might be 

affected by the emotions of a specific video, with negative videos 

leading to increased commenting of this viewer group, thereby 

leading to a level-1 effect of video emotion. Research on depression 

supports this potential mechanism by showing that depressed 

individuals show increased attention to negative emotions in other 

people (e.g., Joormann & Gotlib, 2007). 

Similarly, the level-2 effect could consist of distinct but 

parallel sub-effects. The common interpretation of the channel 

effect is that there is homophily between vloggers and audiences. 

However, audience-socialization is equally applicable to explain 
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the level-2 effect. This effect would be based on the gradual 

formation of norms (e.g., ‘being positive’) among people that 

regularly follow a vlogger. While both potential level-2 effects lead 

to the development of emotion communities, one occurs through 

the selection of group members, while the other occurs through 

changes within group members (Anderson, Keltner, & John, 

2003). 

Our study demonstrates that the spread of emotions over 

social media splits into situational and sustained mechanisms.  

Still, there are many distinct effects, identified in basic 

psychological research, which can (jointly) explain both 

mechanisms. We hope that our discussion of some of these 

mechanisms makes researchers gain awareness of the frequent 

uncertainty of psychological labels in computational research.  

Limitations 

While controlling for channel-level effects makes the effect of 

immediate emotion transfers more interpretable there might be 

flocking artifacts left over in the level-1 effects. For instance, it is 

possible that regular followers of a YouTube channel skip a video 

if the title appears to be in dissonance with their own traits (e.g., 

positive people might be less inclined to watch a video of their 
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favorite positive vlogger if the video title is: “Today was a sad day”). 

Still this spontaneous de-/flocking should not be overestimated. 

Compare it too skipping an episode of your favorite TV show 

because the title of the episode does not fit your personality, or 

skipping a book of your favorite author if the title is less aligned 

with your traits than the titles of prior books (which you loved). In 

fact, we assume that the opposite effect might be more reasonable 

with positive people being intrigued when their favorite positive 

vlogger suddenly posts a video with a sad title. While we estimate 

the effect of these artifacts to be small, their existence is still 

reasonable, and could be targeted in future research efforts. 

Generally, and related to the point above, research and 

analysis designs on YouTube are limited as it is not possible to 

assemble comments given by one person on different YouTube 

videos. An accumulation and analysis of such ‘commenter-level’ 

texts would enable researchers to analyze network phenomena 

like homophily more closely on YouTube. It would, for instance, 

allow researchers to quantify the independent contributions of 

homophily and audience socialization, as well as the durability of 

contagion effects. Importantly, such analyses would require strict 

ethics regulation as individual user data would be analyzed. 
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Conclusion 

We demonstrate the existence of immediate and sustained 

mechanisms which help to explain the spread of emotions over 

social media. The emotions expressed in YouTube videos, as well 

as the dispositional emotionality of a vlogger, independently 

predict the emotions experienced by audience members. 

Commonly, these two effects are labelled emotional contagion and 

homophily. However, new data science techniques to collect and 

process data should not lead to theory tunnel vision in 

psychological research. We therefore discuss that the distribution 

of emotions over social networks is likely based on a host of 

additional mechanisms such as empathy, sympathy, and 

audience socialization, which, when taken together with contagion 

and homophily effects, explain why connected users express 

similar emotions.  
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Abstract 

To what extent are intergroup attitudes associated with 

regional differences in online aggression and hostility? We test 

whether regional attitude biases towards minorities and their local 

variability (i.e., intra-regional polarization) independently predict 

verbal hostility on social media. We measure online hostility using 

large US American samples from Twitter and measure regional 

attitudes using nationwide survey data from Project Implicit. 

Average regional biases against Black people, White people, and 

gay people are associated with regional differences in social media 

hostility, and this effect is confounded with regional racial and 

ideological opposition. In addition, intra-regional variability in 

interracial attitudes is also positively associated with online 

hostility. In other words, there is greater online hostility in regions 

where residents disagree in their interracial attitudes. This effect 

is present both for the full resident sample and when restricting 

the sample to White attitude holders. We find that this 

relationship is also, in part, confounded with regional proportions 

of ideological and racial groups (attitudes are more heterogeneous 

in regions with greater ideological and racial diversity). We discuss 

potential mechanisms underlying these relationships, as well as 
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the dangers of escalating conflict and hostility when individuals 

with diverging intergroup attitudes interact. 
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Inter- and Intra-regional Variability of Intergroup Attitudes 

Predict Online Hostility 

Hostile intergroup behavior is frequently expressed through 

hateful speech on social media (Chau & Xu, 2007; Gerstenfeld, 

Grant, & Chiang, 2003). People use social media to express their 

outrage towards opposing groups (Crockett, 2017) and even 

endorse or threaten others with physical violence. Such instances 

of verbal hostility are facilitated through the anonymous nature of 

online environments, where aggression is less risky than it would 

be offline (see online disinhibition: Suler, 2004). Online aggression 

can occasionally spark offline violence, making online hostility a 

risk factor for both psychological and physical well-being (Hinduja 

& Patchin, 2007; 2012). This spill-over effect from online to offline 

aggression was documented in a series of studies by Müller and 

Schwarz (2019a; 2019b), who respectively used temporary social 

media outages and an instrumental variable strategy to ascertain 

the causal order of aggressive acts. Notice that the reverse effect, 

offline behavior affecting online behavior, has also been observed 

across a range of studies and that the order and interaction of 

both spheres are ongoing issues of debate (e.g., Greijdanus et al., 

2020). 
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Importantly, online hostility often consists of intergroup 

aggression, with minority members suffering from victimization 

more frequently than majority members (Awan & Zempi, 2016; 

Müller & Schwarz, 2019a). Online hate often does “not attack 

individuals in isolation” but rather targets a collective of people 

(Hawdon, Oksanen, & Räsänen, 2017, p. 254). Psychological 

researchers therefore frequently measure vicarious experiences of 

online hate in which the reader is not personally attacked, but 

belongs to the derogated minority group (Tynes, Rose, & Williams, 

2010). Given that online hostility towards minorities affects large 

amounts of people (Abbott, 2011; Costello, Hawdon, Ratliff, & 

Grantham, 2016), varies across geographic areas (Hawdon et al., 

2017), and might even turn into physical violence (Awan & Zempi, 

2016), it is important to identify the environments in which it is 

most likely to occur.  

We analyze US American samples from Twitter and 

nationwide surveys from Project Implicit to examine geographical 

differences in online hostility. More precisely, we test whether 

regional averages of attitudinal biases towards minorities and 

their local variability (i.e., intra-regional polarization) 

independently predict verbal hostility on social media. In the 
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following section, we review prior research pointing to the idea 

that average regional attitudes towards minorities are related to 

regional differences in hostility. Subsequently, we argue that 

average regional attitudes do not tell the whole story, and 

introduce the idea that it is also important to consider how 

attitudinal biases are spread within local regions. More precisely, 

we propose that high variance in regional attitudes (which 

indicates the presence of conflicting ideological or demographic 

groups) is positively associated with online hostility. 

Regional Attitudes Towards Minorities and Online Hostility 

In recent years, online social media have become a major 

outlet for blatant intergroup discrimination (for reviews see: Keum 

& Miller, 2018; Peterson & Densley, 2017). While offline 

discrimination often takes on subtle forms, online hostility is often 

blatant and explicit. Arguably, online aggression is bolstered by 

anonymity for perpetrators and decreased visibility of victims’ 

suffering compared to offline settings (Kahn, Spencer, Glaser, 

2013). Accordingly, online abuse is common for both racial 

minorities (Tynes, Giang, Williams, & Thompson, 2008; Tynes, 

Reynolds, & Greenfield, 2004) and sexual minorities (Cooper, & 

Blumenfeld, 2012; Varjas, Meyers, Kiperman, & Howard, 2013). In 
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most cases, such forms of online hostility are argued to originate 

from anti-minority biases including racism and homophobia, 

which vary across geographical locations (e.g., Hehman, Flake, & 

Calanchini, 2018; Swank, Frost, & Fahs, 2012).  

What factors lead to the local emergence of hostile online 

environments? Online hostility can emerge from current local 

events (Williams & Burnap, 2015) or local history (Payne et al., 

2019). For example, Kaakinen, Oksanen, and Räsänen (2018; 

Oksanen et al., 2018) observed that the Paris terror attack from 

November 2015 was associated with a rise in fear and intergroup 

hostility among Finnish internet users, who related to the pre-

attack situation of their fellow Europeans. According to the 

authors, this finding is in line with the general observation that 

threatening societal events serve as a trigger for outgroup blaming 

and intergroup hostilities. In their study, hostility was measured 

as the experienced frequency of verbal online hate. Groups that 

were targeted more often than before the event included religious, 

ethnic, and political groups, as these groups were labelled 

responsible for the attacks and the resulting societal uncertainty.  

More generally, there is a long tradition of research rooted in 

the social identity approach on the connection between ingroup 
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threat and outgroup hostility (Tajfel, & Turner, 1979; Turner, 

1985). Under threat, outgroup derogation appears to be a common 

strategy of regaining collective self-esteem (Branscombe & Wann, 

1994). Specifically, regional experiences of ingroup threat seem to 

elicit heightened aggression and negative intergroup emotions 

(Fischer, Haslam, & Smith, 2010; Huddy & Feldman, 2011), which 

can be locally engrained and passed on over generations if the 

eliciting event was impactful enough (Obschonka et al., 2018; 

Payne, Vuletich, & Brown-Iannuzzi, 2019). Note that regional 

construct aggregates (here: intergroup attitudes and hostility) are 

interpreted as a psychological facet of regional culture (Kitayama, 

Ishii, Imada, Takemura, & Ramaswamy, 2006), and that neither 

their interpretations nor their intercorrelations can be generalized 

to the individual level (Rentfrow, 2010; Rentfrow, Gosling, & 

Potter, 2008). Specifically, interracial biases aggregated on a 

regional level were defined as “average, or collective, psychological 

predisposition” that local groups have towards each other 

(Hehman, Calanchini, Flake, & Leitner, 2019, p. 1025). 

In the context of group relations, local animosity is associated 

with negative phenomena for all the involved groups. For instance, 

the more negatively White locals feel towards Black (compared to 
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White) people, the more stress related health problems Black 

locals experience (specifically circulatory diseases) and the higher 

the mortality for both Black and White locals rises (Leitner, 

Hehman, Ayduk, & Mendoza-Denton, 2016a, 2016b; Orchard & 

Price, 2017). Similarly, regional levels of anti-Black sentiment 

predict lethal police force against Black people (Hehman et al., 

2018). Arguably, racially biased environments put a strain on both 

intergroup and interpersonal relationships, thereby enforcing the 

local propensity for violence against minority members (Hehman 

et al., 2018). Similarly, Johnson and Chopik (2019) found that in 

US counties with strong racial stereotypes, the targeted minority 

group itself also engages in more violence (measured as rates of 

murder, aggravated assault, and illegal weapon possession). Thus, 

there appears to be a relationship between average regional 

attitudes and local rates of violent behaviors. This relationship is 

in line with common correlations between aggregated 

psychological measurements and local indices of well-being (Plaut, 

Markus, & Lachman, 2002).  

Importantly, the link between average anti-minority attitudes 

and regional hostility holds true for other types of (e.g., non-racial) 

intergroup attitudes. There is substantial regional variation in 
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attitudes towards other minority groups including gay men and 

lesbian women (gay people from here). While regional covariates of 

attitudes towards gay people have received less attention, prior 

research suggests that the well-being of sexual minorities is linked 

to their regional environments (Morandini, Blaszczynski, Dar‐

Nimrod, & Ross, 2015). For example, gay people living in southern 

states of the USA were subjected to increased levels of 

discrimination and stigma (e.g., thinly veiled hostility) compared to 

gay people living in non-southern states (Swank et al., 2012). 

Building on previous research, we investigate if biases against 

minorities and prevalence of verbal online hostility are associated 

across geographical spaces. However, we go beyond prior work, 

which focused on comparing average regional attitudes, to 

investigate if hostility is related to the distribution of intergroup 

attitudes within regions. We test if high levels of hostility are more 

likely to be observed in regions where individuals with conflicting 

attitudes and ideologies are more likely to come into contact. In 

other words, hostility may also be observed in regions with high 

levels of intra-regional variability in attitudes. 
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Intra-regional Attitude Variability and Online Hostility 

While average local attitudes (i.e., the extent to which citizens 

from a region are, on average, biased against certain groups) are 

an important indicator of regional culture, they paint a simplified 

picture and discard valuable environmental information. Hostility 

is usually the result of people having divergent, rather than 

convergent, attitudes (Harinck & Ellemers, 2014) and local 

averages do not capture the level of local divergence. Intergroup 

conflicts emerge when two groups disagree about adequate group 

hierarchy (often involving their own group; Bobo, 1999). That is to 

say, compared to the effects of average levels of social biases, 

intra-regional variability of social biases may be more strongly 

associated with regional hostility. Variability in relative attitudes 

towards minorities implies ideological opposition or disagreement 

between the different attitude holders (e.g., some are pro-White, 

whereas others are pro-Black). Past work highlights that such 

ideological opposition can indeed lead to substantial aggression 

and segregation (Brandt, Crawford, & Van Tongeren, 2019; 

Brandt, Reyna, Chambers, Crawford, & Wetherell, 2014; 

Kouzakova, Ellemers, Harinck, & Scheepers, 2012).  
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Donald Trump’s presidential candidacy in 2016 illustrates 

how diverging intergroup attitudes can create a hostile online 

environment. Arguably, dehumanizing and aggressive anti-

minority rhetoric led to hostile backlashes among targeted 

minority members (Kteily & Bruneau, 2017) and among majority 

members whose egalitarian attitudes were in dissonance with 

Trump’s anti-minority standpoint (Meyer & Tarrow, 2018). These 

recent examples suggest that ideological polarization, especially 

regarding minority treatment, often entails aggression (Iyengar & 

Westwood, 2015; Miller & Conover, 2015). This aggression is 

frequently expressed through partisan activity on social media 

(Crockett, 2017; Hasell & Weeks, 2016), which in turn often 

crosses the threshold of hate speech (e.g., Ben-David & 

Matamoros-Fernández, 2016). Theoretical concepts like perceived 

injustice (Van Zomeren, Postmes, & Spears, 2008), status 

instability (Scheepers, 2009), and politicized identities (Van 

Zomeren, Postmes, & Spears, 2012) all point towards conflict 

under diverging attitudes (rather than consensually positive or 

negative attitudes). 

In sum, regions not only differ in the average attitudes 

towards minorities (see previous section), but also in how variable 
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these attitudes are within each region (Evans & Need, 2002). In 

regions with high attitude variability, biased people clash with 

people who hold more egalitarian values (or with people who are 

biased in favor of minority groups). Given that polarized attitudes 

towards minorities spur conflict and hostility, divided regions 

should be characterized by frequent aggression, especially in 

anonymous online environments. Conversely, if locals are 

homogenous and similarly biased (i.e., there is little attitude 

variability), then there is less reason for local conflict (see Figure 1 

for two example counties).  

 

Figure 1. Counties A and B have somewhat similar mean 

levels of social bias (MA = 0.33, MB = 0.51; percentiles 18 and 38), 

whereas they clearly differ in terms of intra-regional variability. 

The distribution of bias in county A is less variable (SD = 1.26, 
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percentile 1) than the distribution of bias in county B (SD = 3, 

percentile 99). In other words, members of county A are more 

homogenous in their intergroup attitudes than members of county 

B. 

Our central hypothesis is that intra-regional variability in 

minority attitudes is correlated with online hostility. Importantly, 

we expect this correlation to remain significant even after 

controlling for the effect of average regional attitudes. In other 

words, we expect that variance in social biases (i.e., regional 

heterogeneity) is positively associated with online hostility.  

Importantly, intergroup attitudes are likely to co-vary 

according to regional group composition. Two opposing groups of 

people, each preferring their in-group, implies relatively polarized 

intergroup attitudes and therefore reason for intergroup hostility 

(Tajfel, & Turner, 1979). Given the importance of social identity for 

eliciting intergroup biases, we assume that the effect of attitude 

variability on local hostility will be subdued when controlling for 

regional differences in racial and political diversity. That is, 

opposition between opinion holders is likely confounded with 

opposition between racial or political groups. Social identity 

research suggests that local contact between groups with 
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opposing group attitudes (e.g., racial or political groups) can spark 

anxiety and intergroup tension (Tausch, Hewstone, Kenworthy, 

Cairns, & Christ, 2007; Zeitzoff, 2017). Notice that this proposed 

connection between local opposition and hostility appears to 

contradict the very influential contact hypothesis, which states 

that intergroup contact should, under certain conditions, improve 

intergroup relations (Allport, 1954). This apparent theoretical 

contradiction has been treated by multiple scholars observing that 

regional diversity in the USA constitutes a special case (Rae, 

Newheiser, & Olson, 2015; Van der Meer & Tolsma, 2014). Most 

importantly, local outgroup presence/diversity in this context 

often does not entail personal, beneficial intergroup interaction, 

which could suppress negative threat effects (for a detailed 

discussion see Laurence, 2014). Therefore, introducing local 

diversity into predictive models should subtract from the effect of 

attitude variability on hostility.  

Method 

We examine how social media hostility is associated with 

regional averages and regional variability in relative attitudes 

towards minorities. Specifically, we focus on US American 

counties and examine: 1) attitudes towards Black people relative 
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to attitudes towards White people (attitudinal bias), and 2) 

attitudes towards gay people (men and women) relative to 

attitudes towards heterosexual people. We focus on these groups 

because attitudes towards minorities (including Black people and 

gay people) are a prevalent topic in US American politics and 

social media discussions. We use two operationalizations of 

attitude variability (standard deviation and kurtosis). We use large 

social media samples (from Twitter) to measure regional 

differences in hostility, as online language reflects regional 

variations in psychological phenomena (Eichstaedt et al., 2015). 

We include two measures of social media hostility (expressions of 

anger and swearing). All data and code for the current work can 

be found here: https://osf.io/r69xj/. Below we refer to the 

supplementary materials by pointing out the specific files in 

question. 

Sample. In many US counties, both the Project Implicit and 

Twitter datasets have zero or very few measurements, which does 

not allow for meaningful county-level scores. Thus, researchers 

have to decide how many measurements are sufficient to compute 

a county-level score and include the county in subsequent 

analyses. In the past, researchers have applied different cut-off 
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scores. We selected US counties with at least 172 racial attitude 

scores per county, which leads to a sample of 1094 counties, as 

this constitutes the average of prior research using a range of 

different cut-offs (Orchard & Price, 2017; Leitner, Hehman, 

Ayduk, & Mendoza-Denton, 2016a; Leitner, Hehman, Ayduk, & 

Mendoza-Denton, 2016b; Rae et al., 2015). We excluded one 

additional county from Alaska (FIPS 02110), because it 

complicated our corrections for spatial autocorrelation (it is ca. 

900 kilometers away from the next county). The remaining 1093 

counties were selected to have sufficient individual attitude scores 

to assure the reliability of our aggregated county-level attitude 

measures. About 2,000 counties or similar small regions are not 

included in the sample due to insufficient local measurements. 

Figure 2 depicts the geographical coverage of the utilized sample.  
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Figure 2. Top: Attitude variability scores (in deciles) of US 

counties in the utilized sample. Lighter tones indicate a higher 

variability. Bottom: Relative frequency of anger expression (in 

deciles) of US counties in the utilized sample. Lighter tones 
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indicate higher frequencies of anger expression on Twitter. For 

additional maps showing the distribution of average bias, bias 

towards gay people, and frequency of swearing please see the 

folder “maps” in the OSF repository. 

In order to examine the effect of our cut-off decision, we 

conducted sensitivity analyses with samples of 815 and 1,280 

counties (at least 301 and 124 scores per county, respectively); 

these alternative cut-offs corresponded to the minimum and 

maximum sample sizes used previously for the racial attitudes 

sample (Orchard & Price, 2017; Leitner, Hehman, Ayduk, & 

Mendoza-Denton, 2016a; Leitner, Hehman, Ayduk, & Mendoza-

Denton, 2016b; Rae et al., 2015). In our sensitivity analyses, only 

4% of all tests for the full and the White population failed to 

replicate (average absolute beta coefficient deviation of 0.029; see 

file “ethnicity bias (main analyses for all & white residents).R” in 

supplementary materials), indicating the robustness of our 

primary results. However, results for Black respondents were 

highly sensitive to sample restrictions, with 39% of tests varying 

in their conclusions (average beta coefficient deviation of 0.035; 

see file “ethnicity bias (all analyses for black residents).R”). This 

instability was likely the outcome of the limited availability of data 
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for the county-level attitude measure (i.e., there were often few 

individual attitude scores from Black respondents). Thus, results 

for this group should be interpreted with caution. Unless specified 

otherwise, we always report the most conservative result in the 

main text.  

There is less prior research using data on regional attitudes 

towards gay people, so we did not use prior research cut-offs. 

Instead, we used counties that had at least as many attitude 

scores as the county with the smallest number of scores for the 

racial attitude data above (172 scores). Thus, for the analyses on 

relative attitudes towards sexual minorities we restricted our 

analyses to 677 counties. In line with the analyses for racial 

attitudes, we again conducted sensitivity analyses with limits of at 

least 301 and 124 scores per county, respectively. The sensitivity 

of the results was again quite high for the relative attitudes 

towards gay people as 25% of test results differed in the sensitivity 

analyses (average beta coefficient deviation of 0.034). We again 

advise to interpret the results for relative attitudes towards sexual 

minorities with caution. All conclusions drawn from the analyses 

were compatible with the results in the main text and the 

sensitivity analyses. 
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Measures. All measures were on the county level. We used 

explicit attitude measures, as the meaning of implicit test scores 

on individual and collective levels remains uncertain (Blanton & 

Jaccard, 2017). However, the utilized data source for explicit 

attitude scores also contains implicit measures (Project Implicit; 

Xu, Nosek, & Greenwald, 2014) and we include implicit measures 

in the supplementary materials (see folder “unprocessed data from 

past publications”). Selection biases are a potential limitation of 

relying on data from Project Implicit, meaning some resident 

groups (e.g., women, young people, Xu et al., 2014; educated 

people, Morris & Ashburn-Nardo, 2009) are overrepresented while 

others are underrepresented. This problem is present in virtually 

all large datasets (e.g. Gosling Potter Internet Project, Gosling, 

Vazire, Srivastava, & John, 2004; BBC Lab dataset, Rentfrow, 

Jokela, & Lamb, 2015). In order to obtain more representative 

county scores, we therefore employed raking by age, gender, and 

education. Raking (for an introduction, see Battaglia, Izrael, 

Hoaglin, & Frankel, 2009) is the process of comparing one’s 

sample to a representative sample (often census data of the target 

population) on a range of, usually demographic, variables. If the 

demographic distribution in one’s sample deviates from the target 
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population, say there are more women in the sample, the scores of 

the underrepresented group, in this case men, receive larger 

weights when computing aggregate scores (say the sample mean 

or standard deviation of a variable). Thus, in the current project, 

we compared the demographics of each county’s Project Implicit 

sample to the county’s census data (US Census Bureau, 2017; 

USDA, 2017) and reweighted participant scores, so that county-

level attitude scores (mean, standard deviation, and kurtosis) are 

more closely in line with the expected population scores. Hoover 

and Dehghani (2019) provide a discussion of sample 

representativeness in large subnational datasets.11 All variables 

were standardized for better comparability of the results. Notice 

that attitude scores were collected between 2003 and 2017 while 

online hostility was measured between 2009 and 2010. This 

temporal overlap prevents claims of one-directional causality (as 

does the correlational nature of the data). 

Interracial Attitudes. The data were obtained from OSF 

repositories (https://osf.io/52qxl/) and are described by Xu and 

colleagues (2014). We estimated the regional level (mean) and 

 
11 The supplementary material includes an earlier version of our 

analyses conducted without raking; note that this procedure does not 

substantively change our findings. 
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variability (standard deviation) of bias in interracial attitudes 

using geo-tagged scores of warmth felt towards Black people on an 

11-point scale subtracted from warmth felt towards White people. 

Thus, positive scores indicate a relative pro-White bias, a score of 

0 indicates a neutral attitude, and negative scores indicate a pro-

Black bias. Given that the two individual warmth questions were 

presented back-to-back in the survey and that they were 

formatted in the same way (the only difference being the target 

group), we assume that participants were very conscious of the 

difference between their two answers and that this numerical 

difference can be interpreted as explicit bias. Previous research 

therefore generally utilized this operationalization of explicit bias 

(e.g., Connor, Sarafidis, Zyphur, Keltner, & Chen, 2019; Hehman 

et al., 2018; Leitner et al., 2016a; Leitner et al., 2016b; Payne et 

al., 2019). The difference scores computed for each participant 

were subsequently used to compute two scores per county: the 

average local difference score (interpreted as regional bias), and 

the standard deviation of the local difference scores (interpreted as 

local disagreements in bias). Validation studies of the utilized data 

and measurements are described by Hehman and colleagues 

(2019). The sample included attitude measurements from 
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2,048,781 participants (county-level minimum = 172, median = 

624, maximum = 54,235). Separate analyses are added for the 

White and Black subsamples (respectively 1,634,117 and 283,239 

participants). 

Attitudes Towards Gay and Straight People. The Project 

implicit data can be obtained from Project Implicit’s OSF 

repositories (https://osf.io/ajdgr). We estimated relative attitudes 

towards gay people using geo-tagged scores of warmth felt towards 

gay men and lesbian women on an 11-point scale subtracted from 

warmth felt towards heterosexual men and women (Xu et al., 

2014). The relative attitude scores for men and women were 

averaged into one score indicating attitudes towards gay people 

relative to attitudes towards heterosexual people. Thus, a higher 

score indicates a stronger bias against gay (or in favor of 

heterosexual) people. The sample included attitude measurements 

from 763,907 participants (county-level minimum = 172, median 

= 513, maximum = 22,412). 

Verbal Online Hostility. Regional variation in online hostility 

was assessed through Twitter language extracted from US 

counties. The dataset (provided by Eichstaedt et al., 2015) 

included 148,000,000 tweets and was successfully used in the 
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original publication to make psychological comparisons between 

US counties. We utilized the LIWC2015 software (Pennebaker, 

Boyd, Jordan, & Blackburn, 2015) to count swear words (e.g., 

“bullshit”) and amount of anger expressions (e.g., “annoyed”, 

“angry”, “stupid”), with relative frequencies being interpreted as 

regional levels of hostility on social media. The LIWC measures of 

anger and swearing were used previously for assessing hostility 

(Hancock, Woodworth, & Boochever, 2018; Ksiazek, 2015; 

Matsumoto, Hwang, & Frank, 2016). While we believe that the 

validation procedures for the hostility measures should generally 

be conducted on the individual level (see citations), we ascertain 

their validity on the collective level in the supplementary materials 

(see file “validity of hostility measure.R”).  

Racial and Political Proportions. We obtained the regional 

numbers of Black and White residents from the website of the US 

Census Bureau (2012-2016 data, 2017) and the amount of votes 

for Donald Trump vs. Hillary Clinton from McGovern (2017). 

Analysis plan. In the results section, we analyze the 

association between racial attitudes and regional hostility. Our 

primary analyses consisted of linear regression analyses in which 

we computed the effects of regional attitudes and attitude 
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variability on social media hostility. First, we probed average 

attitudes among all residents, then we conducted separate 

analyses using average attitudes among only White and only 

Black residents as predictors of hostility. Note, however, that we 

always focused on overall regional hostility as our dependent 

variable, as the county-level Twitter dataset did not allow us to 

differentiate between the hostility of White versus Black Twitter 

users.  

For each analysis, we first report the results for a simple 

regression of regional hostility on average attitude bias. Then, we 

introduce regional proportions of racial and ideological groups as 

covariates into the same model. After our analyses on average 

levels of regional bias, we introduce variability in attitudes as an 

additional predictor of regional hostility. Here, we again present 

results for all, White, and Black residents, and under inclusion of 

the additional covariates. We also dedicate one section to attitude 

kurtosis as an alternative measure to the dispersion of attitudes. 

Lastly, we replicate the analyses for relative attitudes towards gay 

people. In the supplementary materials, we include additional 

analyses with post-hoc county matching on further covariates 

(county-level income, employment, crime rates) to ascertain the 
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observed effects described in the main text. All effects of attitude 

variability were robust in these analyses (see file “matched 

controls.R”). 

Assumption checks. The assumptions of heteroscedastic 

and normally distributed errors were checked through residual 

plots. Residual maps and a significant Moran’s I statistic indicated 

that the assumption of independent observations was violated 

through spatial autocorrelation (see file “test spatial 

autocorrelation.R”). That means counties in close vicinity of each 

other had similar model residuals. To account for this, we added 

an autocovariate to each regression model, which used the 

weighted average of hostile online language in neighboring 

counties as predictors. This correction substantially improved our 

satisfaction with the residual maps. However, in some cases, the 

Moran’s I was still statistically significant at α = .05. As it is 

always greatly reduced, maps no longer show visible patterns, and 

the inclusion of the autocovariate does not seem to shift our 

effects of interest, we assume that the remaining autocorrelation 

does not threaten the conclusions drawn from the data. For 

brevity, we do not describe results for the highly significant 

autocovariate term for each model, but they are included in the 
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supplementary results (see all .R files in the folder “results 

presented in the main text”).12 

Results 

We report descriptive statistics for the primary variables in 

Table 1. Counties were, on average, biased against Black people, 

t(1,092) = 57.322, p < .001, and gay people, t(676) = 61.867, p < 

.001.  

Average Racial Attitudes, Regional Variance, and Online 

Hostility. In the following section, we test how the average 

interracial attitudes of local residents relate to local online 

hostility. In the second paragraph of the section, we change the 

focus from average attitudes to the variability in attitudes. 

Table 1. Descriptive statistics 

Variable M SD Min Max 

Average attitude (White-Black) 0.575 0.331 -1.016 1.704 

Variability attitude (White-Black) 2.100 0.340 1.122 3.463 

Average attitude (straight-gay) 1.193 0.502 -0.266 3.380 

Variability attitude (straight-gay) 2.748 0.265 1.901 4.031 

Anger 0.003 0.0006 0.0008 0.007 

 
12 The supplementary material also includes an earlier version of our 

analyses conducted without the corrective autocovariate term. 
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Swearing 0.002 0.0008 0.0007 0.008 

Note. The mean scores of anger/swearing can be interpreted 

as follows: “0.3% of all tweeted words in the county were 

expressions of anger”. All listed (non-standardized) variables were 

standardized before the analyses below. 

Analyses Including Attitudes of All Residents. Average 

anti-Black (pro-White) attitudes (averaged across all local citizens) 

were associated with decreased swearing (β = -0.145, 95% CI [-

0.199, -0.091], p < .001). This effect was rendered non-significant 

when controlling for local proportions of Black and White people (β 

= -0.048, 95% CI [-0.113, 0.017], p = .149). For anger, the effect 

was also negative and non-significant (β = -0.027, 95% CI [-0.082, 

0.029], p = .344). Thus, there is no strong evidence that counties 

with different levels of average anti-Black bias show different 

levels of online hostility.  

In contrast to county-level means, county-level variability in 

bias was positively associated with anger (β = 0.268, 95% CI 

[0.212, 0.323], p < .001) and swearing (β = 0.327, 95% CI [0.269, 

0.384], p < .001), even after controlling for average regional 

attitudes, race proportions, and ideological proportions (the 

proportions of Trump and Clinton votes in the 2016 election (βanger 
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= 0.171, 95% CI [0.106, 0.236], p < .001; βswearing = 0.231, 95% CI 

[0.168, 0.294], p < .001). Introducing racial and political control 

variables decreased the size of the bias variability slopes by an 

average of 32.8% (see Figure 3). In the full model, the relative 

number of Clinton voters (over Trump voters) was associated with 

less online hostility (βanger = -0.201, 95% CI [-0.271, -0.131], p < 

.001; βswearing= -0.171, 95% CI [-0.237, -0.105], p < .001), while 

racial diversity was associated with more online hostility (βanger = 

0.710, 95% CI [0.460, 0.960], p < .001; βswearing= 0.854, 95% CI 

[0.616, 1.092], p < .001). 
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Figure 3. The association between bias variability and 

regional hostility. Local levels of hostility were positively 

associated with intra-regional variability in bias. Covariates are 

average bias, and local racial and ideological proportions. 

Separate Analyses for White and Black Attitude Holders. 

In this section, we repeat the first set of analyses, but instead of 

computing the mean and standard deviation of attitudes of all 

residents, we compute them separately for White and Black 

residents. This allows us to test whether average attitudes and 

variability in attitudes show the same relationship with hostility 

across racial groups. When, restricting attitude measurements to 

White residents, average anti-Black bias positively predicted 

hostility (βanger = 0.228, 95% CI [0.174, 0.283], p < .001; βswearing = 

0.201, 95% CI [0.146, 0.257], p < .001). Conversely, when 

restricting attitude measurements to Black residents, pro-Black 

(anti-White) bias marginally predicted hostility, with the absolute 

effect size being much smaller than for White residents and not 

significant for the anger measure (βanger = -0.055, 95% CI [-0.111, 

0.001], p = .054; βswearing = -0.063, 95% CI [-0.117, -0.009], p = 

.023). In other words, hostility levels were high in counties where 

White residents had strong anti-Black biases and where Black 



Chapter 6 

230 

residents had strong anti-White biases. Simultaneously 

introducing local proportions of racial and ideological groups into 

the models renders these effects non-significant for White 

residents (βanger = 0.060, 95% CI [-0.024, 0.143], p = .162; βswearing 

= 0.020, 95% CI [-0.061, 0.102], p = .620) and Black residents 

(βanger = -0.038, 95% CI [-0.097, 0.021], p = .209; βswearing = -0.045, 

95% CI [-0.100, 0.010], p = .106).  

County-level variability in attitudes among White residents 

emerged as a positive predictor of online hostility (βanger = 0.221, 

95% CI [0.167, 0.275], p < .001; βswearing = 0.210, 95% CI [0.162, 

0.271], p < .001). Thus, diversity in interracial attitudes among 

White residents is also associated with online hostility. Again, 

these effects are substantially decreased when introducing local 

proportions of racial and ideological groups into the model. For 

white residents the decrease in effect size was 45.3% (βanger = 

0.104, 95% CI [0.026, 0.183], p = .009; βswearing = 0.131, 95% CI 

[0.055, 0.206], p < .001). County-level variability in attitudes 

among Black residents was not significantly associated with 

online hostility (βanger = -0.008, 95% CI [-0.064, 0.047], p = .774; 

βswearing = -0.007, 95% CI [-0.061, 0.047], p = .805).  
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Analyses Using Kurtosis as a Measure of Regional 

Polarization. In our previous analyses, we estimated attitudinal 

variability within each region using the standard deviation of 

regional intergroup attitudes. As a higher standard deviation 

implies a larger dispersion of attitudes, this operationalization is 

in line with our reasoning. However, the relationship between 

regional standard deviations and attitudinal polarization is merely 

indirect. High polarization means that many cases score at the 

extremes of the distribution. Clearly, this phenomenon can 

contribute to high standard deviations, but a more direct measure 

of polarization is a variable’s kurtosis. The (pearson) kurtosis does 

not, as often assumed, quantify the peakedness of a distribution, 

but tail extremity (i.e., the propensity of extreme values on either 

side of the distribution; Westfall, 2014). Smaller kurtosis values 

indicate saturated tails with relatively many values close to the 

poles, which makes kurtosis a good (negative) measure of 

polarization. Using a sample’s kurtosis to assess polarization of 

intergroup attitudes is supported by work of DiMaggio, Evans, and 

Bryson (1996), who argued that kurtosis is likely better suited 

than standard deviation to assess polarization. The following two 

subsections replicate all previous effects of attitude variability, but 
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operationalize the construct as attitude kurtosis rather than 

standard deviation of attitudes. 

Analyses Including Attitudes of All Residents. When replacing 

attitude variability in the upper analyses with bias kurtosis, all 

full-sample effects of kurtosis regardless of hostility measure or 

covariates are statistically significant (all β’s ≤ -0.097, all p’s ≤ 

.003; see Figure 4)13.  

 

 
13 When loosening sample restriction to 1280 counties and 

controlling for average bias, regional racial opposition, and regional 

ideological opposition the attitude kurtosis is not significantly associated 

with swearing (β = -0.057, p = .058).  
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Figure 4. The association between bias kurtosis and regional 

hostility. The kurtosis of attitudes, serving as a reversed measure 

of polarization, was negatively associated with hostility. Thus, 

polarization again predicted hostility. Covariates are average bias, 

and racial and ideological proportions. 

Regions with higher levels of kurtosis (indicating fewer 

extreme scores) had less online hostility compared to regions with 

lower levels of kurtosis (indicating more extreme scores and 

greater regional polarization). The inclusion of local proportions of 

racial and political groups as covariates decreased the initial effect 

size by 46.9%. As attitudinal polarization can be expected to relate 

closely to both standard deviation and kurtosis of opinions (the 

measures are correlated r = -.535), it is not surprising that the 

results from above replicate to such a large degree (see Table 2 for 

a side-by-side view). 

Table 2. Predicting anger and swearing with regional attitude 

variability and kurtosis 

Models predicting anger Attitude 
variability 

Attitude kurtosis 

Simple regression β = 0.268,  

p <.001 

β = -0.190, 

 p < .001 

Including average attitudes + 
 covariates 

β = 0.171,  
p <.001 

β = -0.097,  
p = .003 
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Models predicting swearing   

Simple regression β = 0.327,  

p <.001 

β = -0.193,  

p < .001 

Including average attitudes +  

covariates 

β = 0.231,  

p <.001 

β = -0.106,  

p = .004 

Note. Attitude variability refers to the standard deviation of 

attitudes. 

Separate Analyses for White and Black Attitude Holders. When 

restricting the sample of attitude holders to White locals the 

attitude kurtosis again predicted hostility (βanger = -0.167, 95% CI 

[-0.222, -0.112], p < .001; βswearing = -0.155, 95% CI [-0.210, -

0.099], p < .001). When simultaneously controlling for the above-

mentioned covariates the kurtosis of attitudes no longer predicted 

verbal hostility (βanger = -0.033, 95% CI [-0.105, 0.039], p = .368; 

βswearing = -0.050, 95% CI [-0.120, 0.019], p = .156; drop in effect 

size 74%). For Black residents we also found significant effects of 

attitude kurtosis on online hostility (βanger = -0.082, 95% CI [-

0.138, -0.027], p = .004; βswearing = -0.068, 95% CI [-0.122, -0.014], 

p = .014)14. Again, when simultaneously controlling for the above-

mentioned covariates the kurtosis of attitudes no longer predicted 

 
14 These effects are not significant when loosening sample 

restrictions to 1280 counties (βanger = 0.023, p = .375; βswearing = -0.032, p 

= .208) 
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verbal hostility (βanger = -0.050, 95% CI [-0.106, 0.006], p = .080; 

βswearing = -0.030, 95% CI [-0.082, 0.022], p = .255; drop in effect 

size 47.5%). This pattern of results for the full, White, and Black 

sample is consistent with the analyses above, with the exception 

that local proportions of racial and ideological groups actually 

accounts for all the variance explained by attitude kurtosis among 

White residents. 

Relative Attitudes Towards Gay People and Online 

Hostility. In this last section, we used the above approach to 

examine the association between relative attitudes towards gay 

people and online hostility. This allowed us to investigate whether 

intergroup attitudes towards other minorities, and the local 

distribution of these attitudes, also predicted hostility on social 

media. 

The average anti-gay attitude (i.e., averaged across all local 

citizens) positively predicted hostility (βanger = 0.320, 95% CI 

[0.252, 0.388], p < .001; βswearing = 0.321, 95% CI [0.251, 0.391], p 

< .001). When introducing attitude variability, ideological 

proportions, and racial proportions as covariates, the effect of 

average attitudes on anger was no longer significant (βanger = 

0.100, 95% CI [-0.012, 0.205], p = .081; βswearing = 0.121, 95% CI 
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[0.016, 0.227], p = .025)15. Variability in relative attitudes towards 

gay people also positively predicted regional levels of hostility 

(βanger = 0.307, 95% CI [0.237, 0.376], p < .001; βswearing = 0.287, 

95% CI [0.215, 0.358], p < .001). When entering the covariate set 

into the model, the effect of attitude variability on swearing 

became non-significant (βanger = 0.134, 95% CI [0.037, 0.231], p = 

.007; βswearing = 0.061, 95% CI [-0.033, 0.156], p = .204; drop in 

effect size 67.6%). When replacing the standard deviation of 

attitudes with its kurtosis, the regional attitude kurtosis positively 

predicted online hostility (βanger = -0.237, 95% CI [-0.306, -0.167], 

p < .001; βswearing = -0.225, 95% CI [-0.297, -0.153], p < .001). 

When entering regional divides as covariates into the model, the 

effect of attitude kurtosis decreased by 60.1% (βanger = -0.098, 95% 

CI [-0.178, -0.019], p = .016; βswearing = -0.086, 95% CI [-0.164, -

0.009], p = .02916). We refrained from estimating the effect of 

relative attitudes towards gay people held by people with specific 

sexual orientations, as county-level effects become increasingly 

unstable with lower numbers of attitude scores. However, the data 

 
15 The effect on swearing was also no longer significant when 

applying either looser (β = 0.088, p = .071) or tighter (β = 0.103, p = .104) 

sample restrictions. 
16 In fact, the effects became non-significant when applying either 

looser (βanger = -0.071, p = .065; βswearing = -0.046, p = .209) or tighter 

(βanger = -0.075, p = 0.118; βswearing = -0.078, p = .095) sample restrictions. 
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in the supplementary materials allow for such analyses. For a full 

list of all stepwise inferential tests please see code/results in the 

folder “results presented in the main text”. 

Discussion 

We set out to test the relationship between regional, biased 

attitudes towards minority groups and regional levels of verbal 

hostility on Twitter. The present analysis shows multiple 

connections between both phenomena, supporting past research 

on the broad spectrum of negative correlates of regional 

attitudinal bias. First, we found that average levels of anti-Black 

bias were not reliably associated with online hostility (i.e., the 

significance and magnitude of the relationship depended on the 

operationalization of hostility and the covariate set). However, 

these results differed (and became clearer) when we examined the 

separate attitudes of White versus Black county residents. Average 

levels of anti-Black bias among White residents were positively 

associated online hostility, whereas the opposite relationship was 

observed when viewing the attitudes of Black residents. In other 

words, we observed greater hostility in counties where White 

residents held stronger pro-White biases and in counties where 

Black residents held stronger pro-Black biases. Thus, anti-
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outgroup attitudes were positively associated with hostility, though 

not beyond the underlying effects of local racial and ideological 

group proportions.  

Critically, attitudinal variability was more strongly associated 

with online hostility than regional attitude averages. Overall, 

regions with dispersed racial attitudes were more hostile 

compared to regions with less attitudinal variability. This effect 

was present in the total sample, as well as in the analyses 

restricted to White residents (whereas the effect was less stable 

among Black residents). Further, the introduction of regional 

divides between racial and voter groups subtracts from the effect 

of attitude variability. In other words, controlling for the presence 

of conflicting ideology or demographic groups reduces the 

relationship between attitudinal variability and hostility, 

sometimes to a point where attitude variability is no longer a 

significant predictor. This pattern of results suggests that the 

observed effects might be primarily due to tensions between racial 

and ideological groups, whose in-group identities are closely 

attached to interracial relations (Leach & Allen, 2017; Perry & 

Whitehead, 2015).  
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When conducting similar analyses using relative attitudes 

towards gay people, the main effect of average anti-gay bias on 

regional hostility was significant, but did not remain significant 

when controlling for regional divides (as the relative presence of 

Trump supporters appears to be closely aligned with regional 

attitudes towards gay people). Results also differed regarding the 

effect of attitude variability. It was distinctly weaker than in the 

analyses of interracial attitudes, and could almost always be fully 

accounted for by controlling for ideological divides and average 

attitudes towards gay people. While it is true that attitude 

variability measures were less reliable and effects less stable 

across sensitivity analyses compared to the analyses of interracial 

attitudes, we assume that findings might just not be generalizable 

across minority groups. While discrimination of either kind 

remains a divisive issue, racism might be a more frequent cause of 

hostility given the larger size and visibility of racial minority 

groups, and the USA’s regionally specific history with slavery. 

Thus, racial attitudes might relate to regional online conflict 

relatively more often than homophobia or simply contribute more 

to regional stress and tacit intergroup tension.  
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Intergroup Conflict and Online Hostility 

Computational and social identity research has described 

relationships between ideological opposition, group conflict, and 

aggressive behavior on social media (Bail et al., 2018; Cicchirillo, 

Hmielowski, & Hutchens, 2015; Kwon & Cho, 2017; Kwon & 

Gruzd, 2017; Ott, 2017; Postmes, Spears, Sakhel, & De Groot, 

2001; Spears & Postmes, 2015). We find evidence extending this 

research line by showing that regions with relatively variable 

interracial biases, as largely captured in local proportions of racial 

and political groups, are characterized by more hostility on social 

media compared to other regions.  

Scholars have argued that the USA is experiencing an 

increase in ideological polarization (Twenge, Honeycutt, Prislin, & 

Sherman, 2016) and that treatment of minorities poses one of the 

most divisive topics today (Schaffner, MacWilliams, & Nteta, 

2018). This phenomenon occasionally makes for an explosive mix 

when combined with the often-discussed online disinhibition 

effect, which describes people expressing more anger and hatred 

online than they would in person (e.g., Suler, 2004). Crockett 

(2017, p. 717) stated that “Polarization in the US is accelerating at 

an alarming pace, with widespread and growing declines in trust 
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and social capital. If digital media accelerates this process further 

still, we ignore it at our peril”. While the current research does not 

address whether this dynamic is in fact cascading over time, we 

revealed that ideological divisions and social media hostility are 

associated across geographical regions. 

We want to highlight that while we find correlational evidence 

for a connection between attitude variability and online hostility, 

the non-experimental data and the temporal overlap of variable 

measurements prevents identification of causal mechanisms. 

Multiple phenomena are likely responsible for the correlation 

between regional attitude variability and social media hostility. An 

obvious candidate explanation is that people disagree with other 

users holding different attitudes, for instance, by expressing 

outrage and insulting each other, which should be more likely to 

occur in areas where anti-Black sentiment clashes with egalitarian 

or anti-White sentiment. Another explanation is that the social 

uncertainty resulting from divided neighborhoods is expressed 

through negative affect and venting online. Both directions from 

prejudice to online hostility (Bliuc, Faulkner, Jakubowicz, & 

McGarty, 2018) and from online hostility to prejudice (e.g., 

through desensitization; Soral, Bilewicz, & Winiewski, 2018) have 
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been suggested in previous psychological research and both are in 

line with the observed effects as well as the decrease in effect sizes 

when introducing regional divides. Lastly, it is possible that the 

presence of certain extremist groups contributes to both the 

variability in bias and habitual anger/swearing online. Aggressive 

online activity of such extremist groups is, in turn, likely to spark 

similarly emotional backlash by opponents.  

While the preceding mechanisms have a common root, 

opposition sparking hostility, there is another intriguing 

explanation for the statistical association. Perpetrators (and 

victims, Kaakinen, Keipi, Oksanen, & Räsänen, 2018) of online 

hate tend to have certain dispositions (Kurek, Jose, & Stuart, 

2019; McCreery & Krach, 2018), which can be clustered across 

geographical areas (for psychological traits of US regions, see 

Rentfrow et al., 2013). It is reasonable to assume that a region’s 

dispositional hostility can foster polarization and cross-group 

rejection. Imagine intergroup relations in an area where people are 

prone to swear and curse at each other. This is to say that the 

causal directionality of ideological variability and hostility might 

well be reversed. We estimate that a bi-directional relationship is 

most likely with polarization and online hostility mutually 
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enforcing each other as an explosive mix. Crockett (2017, p. 771) 

might have forecasted this finding by asking “If moral outrage is a 

fire, is the internet like gasoline?” 

Limitations 

In the current work, we could only interpret the hostility 

measure as an all-inclusive county-level characteristic. While 

social biases were suggested to heighten hostility for both 

perpetrator and victim (Borders & Hennebry, 2015; Weber, Lavine, 

Huddy, & Federico, 2014), it would be interesting to examine who 

was hostile towards whom. While it is possible to employ 

predictive methods to estimate demographic information from 

individual Twitter profiles (Kteily, Rocklage, McClanahan, & Ho, 

2019), the linguistic dataset we worked with only includes text 

aggregated over many anonymous users thereby preventing such 

methods. Other shortcomings are related to spatial nature of the 

utilized datasets. For instance, the well-known modifiable areal 

unit problem (Manley, 2014) applies to the current work. This 

problem suggests that aggregated measures can be biased by both 

the shape and the scale of the unit of analysis (counties). Our 

focus on county-level differences was based on convention, rather 

than theoretical justification. Future research should consider 
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whether the present results would replicate on a city or even 

neighborhood level. More fine-grained analyses would allow a 

more detailed examination of local intergroup relations and online 

hostility. Relatedly, despite the large amounts of data available 

through Project Implicit and the Twitter publication, the 

geographical coverage is far from complete, as indicated in Figure 

2. This has been an issue throughout all past spatial analyses of 

the datasets and future efforts to fill blind spots through targeted 

data collection or value imputation would be highly beneficial. 

Conclusion 

We find that a wide intra-regional variation in relative 

attitudes towards minorities is associated with hostility on social 

media. This pattern is seemingly stronger when examining 

attitudinal bias towards racial, rather than sexual, minorities. The 

effect of intra-regional variability runs parallel to regional divides 

between racial groups and political groups; and controlling for the 

local proportions of these groups reduces the association between 

intra-regional variability and online hostility. Together, the results 

suggest that ideological polarization is accompanied with local 

unrest and aggression on social media. Further research is needed 
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to pinpoint the dynamic processes that give rise to this 

association.  
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An online tool to detect semantic overlap 
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Abstract 

Psychological measurement and theory are afflicted with an 

ongoing proliferation of new constructs and scales. Given the often 

redundant nature of new scales, psychological science is 

struggling with arbitrary measurement, construct dilution, and 

disconnection between research groups. To address these issues, 

we introduce an easy-to-use online application: the Semantic 

Scale Network. The purpose of this application is to automatically 

detect semantic overlap between scales through Latent Semantic 

Analysis. Authors and reviewers can enter the items of a new scale 

into the application, and receive quantifications of semantic 

overlap with related scales in the application’s corpus. Contrary to 

traditional assessments of scale overlap, the application can 

support expert judgements on scale redundancy without access to 

empirical data or awareness of every potentially related scale. 

After a brief introduction to measures of semantic similarity in 

texts, we introduce the Semantic Scale Network and provide best 

practices for interpreting its outputs. 

Keywords: Scale development; Scale proliferation; Network 

analysis; Research infrastructure; Latent semantic analysis; 

Decision support system 
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Supplementary materials: The application can be found on 

rosenbusch.shinyapps.io/semantic_net.  
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The Semantic Scale Network:  

An online tool to detect semantic overlap of psychological 

scales and prevent scale redundancies 

Psychologists often rely on scales to measure psychological 

constructs, such as attitudes (Bar-Anan & Vianello, 2018), traits 

(Simms, Zelazny, Williams, & Bernstein, 2019), emotions (Pekrun, 

Vogl, Muis, & Sinatra, 2017), and beliefs (Muis, Duffy, Trevors, 

Ranellucci, & Foy, 2014). These scales usually consist of a set of 

questions or statements that participants respond to by indicating 

their approval or agreement (Loewenthal & Lewis, 2001). Often, 

researchers create new scales, which can run the risk of being 

redundant with existing scales (Bruner, 2003; Haynes & Lench 

2003; Nimon, Shuck, & Zigarmi, 2016; Shaffer, deGeest & Li, 

2016). Whereas some researchers actively investigate and combat 

scale (and construct) redundancies in their fields of expertise (e.g., 

Banks, McCauley, Gardner, & Guler, 2016; Cole, Walter, Bedeian, 

& O’Boyle, 2012; Morrow, 1983; Reeve & Basalik, 2014; Roodt, 

2004), initial publications of new scales often do not sufficiently 

justify their incremental value (Haynes & Lench 2003; Hunsley & 

Meyer, 2003; Sechrest, 1963). Yarkoni (2010) showed that genetic 

algorithms can condense 203 psychological scales into 181 items, 
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which can through recombination accurately capture the variance 

of the original scales (an alternative algorithm to condense multi-

facet scales is discussed by Olaru, Schroeders, Hartung, & 

Wilhelm, in press). While the author introduced the method as a 

way to abbreviate scales, we believe it also speaks to the large 

amount of overlap found in psychological scales. Such overlap and 

redundancies can only be expected to increase in the future as the 

mass of published psychological scales keeps growing. 

Problems resulting from this ongoing proliferation of scales 

are manifold. First, researchers have to decide which scale to use 

for measuring constructs, which becomes increasingly difficult if 

many alternative scales have been published (Terwee et al., 2007). 

Second, the content of psychological constructs cannot be 

expected to be completely stable across scales. Thus, incompatible 

research findings can emerge, leading to separated research 

strings and diluted construct interpretations (Cole et al., 2012). 

Third, with the growing mass of scales, the chances of finding 

spurious correlations between constructs is relatively high. Not 

only do alternative scales inflate the danger of Type I errors, as 

interchangeable scales can lead to more tests per study, but they 

also increase the likelihood that a pair of scales for the respective 
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constructs have similar item phrasings, which can induce 

spurious correlations (Arnulf, Larsen, Martinsen, & Bong, 2014; 

Arnulf, Larsen, Martinsen, & Egeland, 2018; Clark & Watson, 

1995; Gefen & Larsen, 2017; MacKenzie, Podsakoff, & Podsakoff, 

2011; Maul, 2017). Such spurious correlations can easily be 

misinterpreted as convergent validity whereas they actually, given 

the linguistic overlap between scales, indicate measurement 

reliability (Campbell, & Fiske, 1959). In short, redundant scales 

threaten some of the basic requirements of psychological science 

such as standardized measurement and well-understood 

constructs. In order to maintain and improve the quality of scale-

driven research, the proliferation of unneeded scales needs to be 

prevented. 

In the next sections, we review current strategies of assessing 

scale redundancies. Importantly, we highlight how automatic 

analyses of semantic overlap between scales can complement 

current methods. Subsequently, we demonstrate how such 

semantic similarity between questionnaire texts can be quantified. 

Finally, we introduce a “shiny” application (R-based web 

application; Chang, Cheng, Allaire, Xie, & McPherson, 2018) that 
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automatically assesses semantic overlap between new scales and 

previously published scales: the Semantic Scale Network.  

Beyond Correlational Analyses and Expert Judgement 

To date, the predominant approach to identify redundancy 

between scales has been to correlate participant scores on 

different candidate scales, with high correlations indicating 

potential redundancy (e.g., Cole et al., 2012; Le, Schmidt, Harter, 

& Lauver, 2010). However, there are multiple problems inherent to 

this approach. First, researchers have to decide before data 

collection which scales might be redundant to the new 

instrument, as they need participant data to quantify shared 

variance. Despite best efforts to stay up to date, it is difficult to be 

aware of every scale that might be relevant for one’s research. 

Relevant scales are often published under different names, or even 

in different disciplines, and might therefore escape researchers’ 

attention. Second, researchers need to collect data for all scales 

from the same test subjects, which might be problematic if there 

are too many related scales for each participant to fill out. Third, 

there is no cut-off between high convergent validity and 

redundancy (e.g., Cole et al., 2012), mostly because a generic cut-

off value cannot do universal justice to assessing redundancy (cf. 
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discussion of reliability coefficients by Lance, Butts, & Michels, 

2006). Instead of exclusively relying on numerical analyses, it is 

therefore reasonable to assess redundancy through theory-guided 

justifications of a scale’s incremental value based on item content. 

Accordingly, an expert analysis of item content across scales is 

necessary beyond the computation of a correlation score. Fourth, 

usually only the publisher of a new scale conducts and reports 

empirical tests of the new scale. Reviewers typically do not have 

the means to collect data and run additional analyses to assess 

the uniqueness of a new scale after receiving a manuscript. 

Instead of relying on quantitative assessment, reviewers can 

therefore only judge the redundancy of a new scale based on their 

knowledge of existing scales. 

Next to correlational analyses, expert judgements of the 

incremental value of a new scale is an essential part of the review 

process. Qualitative evaluations of scale content and overlap bring 

advantages, as they neither require participant data nor numerical 

cut-off values. However, some problems with pure expert 

assessment remain. Scales might still escape the awareness of 

experts; for example, if they were published for constructs with 

different labels or in different research fields (Hagger, 2014; 
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Judge, Erez, Bono, & Thoresen, 2002). Further, automated 

language processing methods frequently outperform humans in 

detecting construct similarities (Larsen & Bong, 2016). Thus, 

automatic semantic analyses are suitable to support expert 

evaluations in finding and evaluating scale similarities. That being 

said, we emphasize that computations of semantic overlap replace 

neither correlational nor expert assessments of scale redundancy. 

Rather, semi-automated semantic analyses combine the efficiency 

of quantitative methods and the theoretical grounding of expert 

evaluations to address limitations of complementary methods. 

Correlational analyses of convergent and discriminant validity, 

and expert judgement remain a necessary part of investigating 

redundancy and incremental value of new scales.  

In summation, current methods to protect existing scales 

from redundant publications come with a number of limitations, 

which may partly explain the continuous proliferation of 

psychological scales and constructs. The limitations we identified 

here are, in short: 1) Researchers are limited in their awareness, 

resources, and potentially their motivation to collect all data 

required to properly judge the incremental value of a new scale, 2) 

diagnosing incremental value or redundancy based on correlation 
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scores alone may endanger theoretical justification of scale 

content; and 3) reviewers typically cannot collect data and have to 

rely on their subjective knowledge of “what is out there” and the 

analyses presented by the authors. 

To address these problems in assessing scale redundancy, we 

introduce the Semantic Scale Network. The Semantic Scale 

Network is an easy-to-use online application that supports 

traditional methods of scale assessment by detecting and 

quantifying semantic similarities between a new scale and all the 

scales in the application’s corpus.  

Importantly, quantifications of semantic similarities (i.e., 

similarities in question content between scales) are generated 

through the application without access to any participant data. 

The application therefore allows authors and readers alike to spot 

and evaluate semantic overlap between scales, which will 

hopefully stimulate discussion about the uniqueness and 

necessity of new scales. The Semantic Scale Network also 

addresses the problem that authors and reviewers need to be 

aware of every potentially related scale, since comprehensive scale 

repositories, integrated in the application, can automatically 

detect the scales with the highest semantic similarity. Lastly, 
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conducting semantic analyses of scale redundancy directs 

attention to item content, which is informative for evaluating 

questionnaire redundancies beyond correlation scores (Arnulf et 

al., 2014; Arnulf et al., 2018; Clark & Watson, 1995; Gefen & 

Larsen, 2017; MacKenzie et al., 2011; Maul, 2017). Reporting 

insights from this similarity analysis next to established scale 

criteria (e.g., correlational reliability and validity scores) could 

become standard procedure for publishing and reviewing a new 

scale. In the following paragraphs we explain the concept and 

assessment of semantic similarity including exemplary results of 

this online application.  

Semantic Similarity 

At the roots of the application is the computation of semantic 

similarity. Lin (1998) defined the semantic similarity between two 

objects as: “the ratio between the amount of information in the 

commonality and the amount of information in the description of 

the two objects” (p. 298). Tests of semantic similarity therefore 

answer the question of how strongly two texts contain similar (as 

opposed to dissimilar) content. Translated to psychological scale 

development the question becomes: To what degree do two scales 
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target the same construct, as opposed to different constructs, 

based on their question texts? 

With this definition of semantic similarity in mind, we can 

turn our attention to computing semantic similarity. Quantitative 

analyses of similarity between two documents (e.g., an archived 

scale/document and a new scale/search query), constitute a 

substantial part of the research field of information retrieval (for 

an introduction see Zhai, 2008). Thus, the presented application 

shares some methodological features (including semantic 

processing) with well-known search engines on the internet (cf. 

description of Google Scholar in Beel, Gipp, & Wilde, 2009). Below, 

we briefly describe basic word matching, before introducing Latent 

Semantic Analysis (LSA). LSA builds on and improves word 

matching and is the underlying algorithm of the Semantic Scale 

Network. 

Word Matching. Assume we have the following three texts: “I 

usually enjoy parties”, “My manager is cruel”, and “I enjoy dress-

up parties”. Intuitively we recognize that the first and the last text 

are similar, as both mention enjoyment of parties. Word matching 

works just like that, by using words appearing in different texts as 

an indicator of text similarity. The basis for calculating this 
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similarity is a document-term matrix as illustrated in Table 1 that 

indicates which documents (texts) contain which terms (words). 
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We can see that text 1 and text 3 are relatively similar 

because three words match between both texts (highlighted in 

gray in Table 1) whereas neither of these texts share words with 

text 2. These matching scores can be translated into a cosine 

similarity that, if we interpret word scores as coordinates, 

indicates the closeness of the texts in a space with as many 

dimensions as we have words in the texts. This cosine similarity 

can take on values from 0 to 1, with 1 indicating identical texts 

(all words/coordinates match) and 0 indicating no textual overlap. 

For example, to compare text 1 and 3, the cosine similarity is 

given by
1 3

1 3

1 2( , ) 0.75
|| |||| ||

Tv v
CS v v

v v
= = , where 1v  is the row-vector 

from Table 1 that corresponds to text 1, and 3v  is the equivalent 

vector for text 3. Since all entries in these vectors are 1 or 0, their 

product will be a sum of shared words, i.e. 1 3 3Tv v = . The formula 

further indicates that this vector multiplication is divided by the 

corresponding vector lengths, with 1|| ||v  being equal to 1 1
Tv v . 

This cosine normalization ensures that all vectors have unit length 

and the similarities are based on the vector direction in the 

semantic space rather than the vector length. Put differently, 

psychological scales with many items and words are more likely to 
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have matching words with other scales regardless of content. The 

cosine normalization accounts for such inflated similarity scores. 

Word Importance. When we reason why text 1 and text 3 are 

related, most of us would highlight that the texts match in their 

mentioning of “enjoy” and “parties”. However, they also overlap in 

regard to the word “I”. Correctly, one might forward that the word 

“I” is less important, because it is likely to appear in texts about 

any topic. Thus, it is hardly ever characteristic of a scale, nor does 

it give insight into scale similarities. In order to account for these 

differences in term importance, the word scores are weighted by 

the frequency of their occurrence in the total corpus. More 

precisely, researchers usually take the ratio of all documents (i.e., 

scales) to the number of documents that the word appears in, 

then compute the logarithm of this ratio, and finally multiply the 

result with the original word scores (Ramos, 2003). Through this 

procedure, frequencies of words that appear in almost every text 

(e.g., “the” in generic texts, or “think” in psychological scales) are 

shrunk towards zero as they do not serve as strongly to 

characterize or distinguish texts. This normalization procedure is 

called term-frequency - inverse document-frequency (tf-idf) 

normalization. There are alternative forms of these normalization 
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steps in information science, but they are all implemented to serve 

the same purpose of taking into account differences in word 

importance before computing a similarity score (Gefen, Endicott, 

Fresneda, Miller, & Larsen, 2017).  

Preprocessing. Aside from word count normalization, 

preprocessing texts has also proven beneficial for calculating 

semantic overlap. Basic preprocessing steps include deleting stop-

words (e.g., “the”, “and”, “to”), removing punctuation, and 

removing numbers. An example for the usefulness of deleting such 

features is given when looking at psychological scales. Some 

authors publish their scale items with numbers or letters 

preceding each item, while some do not. Some authors use colons 

or periods at the end of each item while others do not. Removing 

these features helps to focus the similarity computation on what 

really counts.  

Two last powerful preprocessing steps that we briefly describe 

are lemmatization and stemming, which successively trim down 

each word to its word stem before computing similarities. Imagine 

that text 1 had not included the word “parties” but instead the 

word “partying”. Now, text 1 and text 3 would have one match 

less, even though “parties” and “partying” describe the same 
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concept. Lemmatization relies on existing word dictionaries to 

convert words to their base form (i.e., both “parties” and “partying” 

become “party”) and subsequent analyses can correctly identify 

the overlap between both texts (e.g., Kanis, & Skorkovská, 2010) 

Stemming is an additional, simple method that cuts down the 

outputted words from the lemmatization to their word stem. To 

clarify, lemmatizing “managers” and “managing” returns, 

respectively, “manager” and “manage”, which both result in 

“manag” after subsequent stemming. Especially for short texts like 

psychological scales this reduction facilitates overlap detection 

(Hull, 1996). For the same reason it is also common to convert all 

words to lowercase. 

Although the combination of multiple preprocessing steps 

from word count normalization to cosine computations can 

already lead to useful quantifications of text similarity, there is 

also room for improvement. Imagine the third text had not been “I 

enjoy dress-up parties”, but instead “Social gatherings are fun”. 

Most people would still agree that this text is very similar to text 1 

(“I usually enjoy parties”), but now there is not a single word 

match indicating similarity. Especially for comparing 

psychological scales, which frequently use different but 
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synonymous items, detecting such latent similarities is key. The 

next technique, which is implemented in the Semantic Scale 

Network, was designed to detect such latent overlap between 

texts. 

Latent Semantic Analysis. In order to move from simple 

word matching to detecting similarity in meaning, the same 

preprocessing steps should be completed as described in the 

previous section (i.e., removing stop-words, lemmatization, 

stemming, lowercasing, tf-idf normalization). Thus, after carrying 

out these steps, we again have a document-term matrix similar to 

that in Table 1, but now with normalized entries instead of raw 

counts, and slightly different terms due to removal of stop-words 

(“I” is no longer part of the document-term matrix) and 

lemmatization/stemming (e.g., “parties” becomes “parti”).  

The crucial improvement beyond word matching is now to 

recognize that texts using different words can still talk about 

similar topics (e.g., “gatherings” and “parties”). In order to 

determine whether texts using different words are similar, we need 

to understand whether their words can be summarized under a 

shared latent topic (e.g., “social event” in the case of “gathering” 

and “party”). To this purpose, we condense the document-term 
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matrix into a smaller document-topic matrix through a method 

that is closely related to principal component analysis. Generally, 

the words “gathering” and “party” can be expected to co-occur in 

texts with a heightened probability as both relate to the latent 

topic “social event”. Further, even in the absence of such direct co-

occurrence, both “gathering” and “party” can be identified as 

similar because of their parallel co-occurrence with other terms 

(e.g., “friends”, “dance”, “talk”). Thus, there is a degree of 

correlation between both words in texts, which is reflected in the 

document-term matrix.  

Such correlational patterns are frequently investigated in 

psychological research through principal component analysis 

(PCA). The assumption is usually that there is a latent 

phenomenon that explains these correlations. In LSA, the 

reasoning is that the co-occurrences of words are explained by 

latent topics; that is, certain words often co-occur (directly or in 

parallel) because they belong to the same topic (Wolfe & Goldman, 

2003). Similar to PCA, we can generate a score for each document 

(in PCA: participant) on each latent topic (in PCA: latent 

construct). These new topic scores can then replace the higher-

dimensional word scores (in PCA often: item scores), transforming 
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our document-term matrix into a lower-dimensional document-

topic matrix. The document-topic matrix thus provides us with a 

more insightful semantic space where texts can have similar 

scores on a topic despite using different words (Kjell, Kjell, Garcia, 

& Sikström, 2018).  

The mathematical method for dimensionality reduction in 

LSA is singular value decomposition (SVD), which is also at the 

core of PCA. As Figure 1 illustrates, the goal of SVD in LSA is to 

express a document-term matrix A as a product of three matrices 

containing the matrix’s eigenvectors and eigenvalues, 

[ , ][ , ] [ , ] [ , ]* * terms topics
T

docs terms docs topics topics topicsA U V=  . 
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Figure 1. Illustration of a singular value decomposition (SVD) 

in the context of latent semantic analysis (LSA). Closely based on 

Fig. 2.1 in Martin & Berry (2007). 

The rows of matrix U contain the left-singular vectors of the 

original document-term matrix (i.e., eigenvectors of AAT) and show 

how much each document loads on each of the latent topics. 

Conversely, the rows of matrix V contain the right-singular vectors 

of the original document-term matrix (i.e., eigenvectors of ATA) and 

describe how much each latent topic loads on each of the terms. 

As such, the matrix V can be used to interpret the content of each 

latent topic. Finally, the matrix Σ contains the eigenvalues of the 

original document-term matrix A. 

As in PCA, the first k eigenvectors and eigenvalues (from the 

left in the three matrices U, Σ, and V) capture the highest amount 

of variance of the original data, and we can therefore truncate the 

solution and still approximate the original data closely. In the 

Semantic Scale Network, the truncated matrix 𝑈𝑘 therefore 

describes how strongly each psychological scale loads on each of 

the k latent topics that explain most semantic variance in the 

corpus of psychological scales. The truncated matrix 𝑈𝑘 can now 

be utilized to generate cosine similarities as indications for 
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similarities between scales in the same way as was the case for 

word matching. However, as LSA topic scores can be negative, the 

cosine similarities now lie between -1 and 1 with negative values 

indicating dissimilarity (i.e., high distance between texts). A widely 

cited introduction to LSA is provided by Deerwester and colleagues 

(Deerwester, Dumais, Furnas, Landauer, & Harshman, 1990). A 

tutorial paper for implementing LSA in R is provided by Gefen and 

colleagues (Gefen, Endicott, Fresneda, Miller, & Larsen, 2017). A 

review of the literature shows that various alternatives to LSA 

exist in the fields of linguistics and computational social science 

(for a recent review see: Pradhan, Gyanchandani, & Wadhvani, 

2015). Still, when put to the test in practical scenarios, many 

procedures for computing semantic similarity actually give similar 

results (Mihalcea, Corley, & Strapparava, 2006). We chose LSA 

over, for instance, latent Dirichlet allocation (Blei, Ng, & Jordan, 

2003), because LSA was shown to outperform LDA in the context 

of psychological single-construct texts (Larsen & Bong, 2016), and 

because LSA is closer to well-known statistical methods in 

psychology. Training more advanced models, most prominently 

neural network architectures, requires much more labeled text 

data than the current corpus provides (e.g., Altszyler, Sigman, 
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Ribeiro, & Slezak, 2016). However, there are ways to enhance the 

size of the training set by relying on previous data publications. 

Thus, we demonstrate in the supplementary materials how large 

amounts of (non-psychological) text data (Google News corpus) 

could be used in combination with a pre-trained word2vec model 

(a shallow neural network; Mikolov, Chen, Corrado, & Dean, 2013) 

to compute similarities between psychological scales. While a 

qualitative assessment suggests similar performance of both 

approaches, LSA and word2vec, future research could generate a 

large labeled training set to further fine tune and optimize the 

selection of algorithms. We describe the LSA approach as it is 

competitive in performance, trained on psychological data (scale 

texts), and closely related to statistical models in psychology. 

The Semantic Scale Network 

LSA is the main method underlying the Semantic Scale 

Network. The main output of the application are quantifications 

and visualizations of semantic similarity (i.e., cosine similarity) 

between psychological scales. The Semantic Scale Network was 

developed as a decision support systems (DSS) to help researchers 

and reviewers detect related scales, protect existing scales from 

redundant publications, and quantify semantic construct overlap 
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(i.e., semantic validity; Larsen, Nevo, & Rich, 2008). As a DSS, the 

Semantic Scale Network falls into “the area of the information 

systems (IS) discipline that is focused on supporting and 

improving […] decision making” (Arnott & Pervan, 2014). In recent 

years, psychological science has adopted multiple DSS’s, often to 

improve research and publication quality (e.g., “statcheck” by 

Epskamp & Nuijten, 2016). Through the current work, we aim to 

contribute a DSS that helps improve psychological science by 

uncovering and preventing scale redundancies. We go on to 

describe the application’s scale corpus, example outputs of the 

application, and best practices regarding the interpretation of 

results. 

Data 

Many psychological scales that we included in the 

application’s corpus were found in public questionnaire 

repositories. We included openly-accessible scales from the 

International Personality Item Pool (ipip.ori.org; Goldberg et al., 

2006), the Measurement Instrument Database for the Social 

Sciences (midss.org; Whitaker Institute for Innovation and Social 

Change , n.d.), the Registery for Scales and Measures 

(scalesandmeasures.net; Santor, 2013), Ron Okada’s collection of 
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scales for students (yorku.ca/rokada/psyctest; Okada, 2018), the 

Association of Religion Data Archives 

(thearda.com/mawizard/scales; The Association of Religion Data 

Archives, n.d.), the Open Source Psychometrics Project 

(openpsychometrics.org/_rawdata; Open Psychometrics, n.d.), the 

Longitudinal Internet Studies for the Social sciences 

(dataarchive.lissdata.nl/concepts; CentErdata, n.d.), the Inter-

Nomological Network (https://inn.theorizeit.org/; Human 

Behavior Project, 2011), psychology tools (psychologytools.com; 

Psychology Tools, 2018), the Positive Psychology Center of the 

University of Pennsylvania 

(ppc.sas.upenn.edu/resources/questionnaires-researchers; 

Schulman, n.d.), and the scale collection of the decision lab 

(decisionlab.shinyapps.io/InterindividualDifferenceMeasures; 

Fiedler & Lyubenova, in preparation). We discarded restricted 

access publications, because users of the application need access 

to the scale items in order to interpret the application’s output. 

Further, we added many scales that were submitted by 

researchers in psychology following open calls over social media, 

mailing lists, and personal communication. Scale submissions can 

be made at any time on the application’s website. Any scale with 
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item texts, which is published in a peer-reviewed journal and of 

which the items are freely available online, qualifies for inclusion. 

The corpus of scales in continuously growing, and contained 

4,037 scales at the time of submitting this paper. The current 

number can be found on the application’s website. All included 

scales can be accessed through references presented on the 

application’s website. 

The distribution of cosine similarities between all included 

scales ranges from -.66 to 1. The corpus includes pairs of scales 

with cosine = 1 (i.e., perfectly redundant scales), simply because 

some scales for assessing a construct for different populations are 

actually comprised of the same items. The average cosine 

similarity between two scales is .007 (Mdn = -.001, SD = .076). It is 

not surprising that this constitutes a very small similarity given 

the wide spectrum of constructs that are assessed by the corpus. 

More interesting in terms of redundancy and overlap is therefore 

the distribution of cosine similarities between a scale and the 

scale to which it is most closely related (i.e., its closest neighbor in 

the network). Here, we find that the average cosine similarity is 

.68 (Mdn = .674, SD = .164). The distributions are depicted in 

Figure 2. 
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Figure 2. Violin plots of cosine similarities between each 

scale and its most similar neighbor (top) and similarities between 

all pairs of scales (bottom). 

When using the application, we advise the reader to always 

evaluate the similarities of the entered scale with its closest 

neighbors regardless of the returned cosine similarity value. 

Although a numerical rule of thumb when deciding whether two 

scales overlap ‘very much’ or ‘only marginally’ might seem 

appealing, we believe that generic cut-offs are not well suited for 

the current application, because they are often misleading (Lakens 

et. al, 2018) and could inhibit a proper examination of item 
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content. Further, as the semantic corpus of psychological scales is 

continuously expanding, cosine values might shift slightly and 

thereby cross arbitrary cut-off lines. To guide users, we therefore 

provide an example of how to investigate the semantic similarity of 

a new scale with scales in the application’s corpus. 

Example Results 

The most basic and for most of us most useful feature of the 

Semantic Scale Network is to identify overlap between two scales 

in order to discuss a scale’s incremental value. Imagine 

encountering a new psychological scale. We assume that the scale 

passes established criteria for psychological scales (e.g., answer 

reliability and validity). The hypothetical scale was developed to 

assess a person’s ‘social drive’ and its items are:  

1. I avoid social interaction as much as possible. 

2. I think parties are fun. 

3. I am outgoing. 

4. I have a lot of friends. 

5. I rarely enjoy group activities. 

6. I like being alone. 
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After entering the items into the application, the returned 

results describe the semantic embeddedness of the scale in the 

scale corpus as depicted in Figure 3. 
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Figure 3. Screenshot of the application’s output. 

As indicated in the result table of Figure 3, the new scale 

appears most strongly related to scales about extraversion and 

sociability. The cosine similarities lie between .387 and .58. Yet, 

more important than these numerical values are the item contents 

of the detected scales. Examining the item contents (under the 

provided links) allows us to answer the question of why the scales 

are suggested to be semantically similar. For example, some items 

of a sociability scale (Goldberg et al., 2006), our scale’s closest 

neighbor in the network, are: 

1. Usually like to spend my free time with people. 

2. Talk to a lot of different people at parties. 

3. Love to chat. 

4. Make friends easily. 

5. Enjoy being part of a group. 

6. Rarely enjoy being with people.  

In this case, almost all items in our new ‘social drive’ scale 

are very closely related with an item in the sociability scale. The 

marginal uniqueness of our new scale seems to lie primarily in 

item 6 which addresses enjoyment of being alone. This concept is 

not directly included in the sociability scale. The insights gained 
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from inspecting the two scales raise three important questions. 

First, is the incremental value of the new scale sufficient to justify 

the publication and use of the new scale? Second, is it the concept 

of ‘enjoyment of being alone’ what distinguishes the concepts of 

extraversion and social drive? Third, is this concept addressed by 

one of the many other related scales? A next step to determine 

usefulness vs redundancy of our scale would be to continue the 

investigation of semantic overlap with its second closest neighbor, 

the ‘enjoyment (expected)’ scale. These steps to systematically 

investigate semantic overlap of a new scale with existing scales 

integrate expert judgements of redundancy with the application’s 

functionality. Further, it is possible to conduct such semantic 

analyses before any data is collected, so correlational analyses 

could “follow up” on analyses of semantic overlap.  

Limitations and How Not to Use the Semantic Scale Network 

As the application is based on methods that are not 

commonly used in psychological research it is crucial to discuss 

the limitations of the application and how not to interpret its 

output. 

Corpus Completeness. It is important to realize that the 

application’s corpus, albeit being of substantial and increasing 
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size, will likely never include all scales ever developed. This has 

two important consequences: First, redundancies of a new scale 

with already existing scales are not highlighted by the application, 

if the relevant scales are not in the corpus. Second, the 

computation of the semantic space in which the psychological 

scales lie is based on an incomplete language sample. This means 

that the LSA procedure likely does not capture all semantic topics 

that can be found in psychological measurement tools. It is for 

example likely that smaller research fields (e.g., back pain) are 

only captured with very few or no latent topics. In order for the 

Semantic Scale Network to evolve into the most useful tool it can 

be, a collective effort is needed to enlarge the scale corpus. To 

facilitate this, published scales can be submitted to the corpus 

under a link provided on the application’s website. 

Confirmation of Uniqueness. Further, it is crucial to realize 

that the application’s functionality can be used to detect potential 

redundancies, but never to confirm uniqueness.  Entering a scale 

and finding no considerable overlap with any neighbor scale 

cannot be seen as proof of uniqueness or necessity to add the 

scale to the existing body of psychological scales. One reason is 

the aforementioned incompleteness of the application’s corpus, 
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which might prevent redundancy detection. Another reason is that 

the utilization of latent topics improves similarity detection, but it 

does not perfect it. This means that it is still possible to generate a 

scale which is closely related to existing scales without using the 

same words, and without words clustering together in any latent 

topic. In fact, we believe it is possible for almost any scale to 

adjust its wording until no strong semantic similarities to other 

scales can be found. Some strategies and best-practices can 

alleviate this concern.  

First, scale semantics with artificially low similarities will be 

characterized by unnecessarily rare words. For instance, “have a 

lot of friends” can be rewritten as “have plentiful companions”. 

Reviewers should question the use of words that are obvious 

synonyms to more intuitive words, not just to ensure similarity 

detection, but also to facilitate a good understanding of scale 

items among participants. The Semantic Scale Network may assist 

reviewers here, as it is possible to actively look for hidden 

neighbors in the network by replacing individual words with their 

synonyms before entering the items into the application. Second, 

the questionable practice to mask similarities with existing scales 

through the adjustment of words may often deteriorate traditional 
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evaluation criteria for scale development, such as factor structure, 

Cronbach’s alpha, or convergent validity with other scales. 

Uniqueness hacking therefore becomes impractical. Third, and 

most importantly, the Semantic Scale Network supports but does 

not replace expert knowledge about existing scales. Reviewing and 

citing existing literature should, for instance, always form part of 

the examination of item content. For that reason, it is clearly 

necessary to familiarize oneself with the relevant literature, for 

instance through general research search engines, or 

measurement-specific repositories like INN (Human Behavior 

Project, 2011), or the subscription-based psycTESTS (e.g., 

Swogger, 2013), and never solely rely on the Semantic Scale 

Network, when judging uniqueness and incremental value. Such 

other online tools have, for instance, the advantage of including 

non-textual (e.g., image-based) scales and tests. 

Reliance on Numeric Similarity. A final caveat is that, as 

mentioned above, cosine similarities can give a false sense of the 

‘exactness’ of content overlap. For this reason, it is not advisable 

to judge uniqueness and redundancy of a new scale based on a 

cut-off or rule of thumb. Cosine values usually shift after 

changing one item in the scale or just a single word, especially if 



Chapter 7 

299 

 

the scale is relatively short. Therefore, the application should be 

used as a guide to find and investigate similar scales based on 

their item content. An expert’s discussion of item content across 

scales always provides stronger arguments than high or low 

cosine values. We therefore advise to always investigate a scale’s 

closest neighbors regardless of their specific cosine value.  

Using the Scale Corpus for Original Research 

Whereas the focus of the Semantic Scale Network lies on 

highlighting scale overlap, an important output of the current 

project is the semantic space of psychological scales. As a whole 

the application can be understood as a semantic network of 

questionnaire texts where connection strength is given by 

semantic overlap. By using the questionnaire texts as empirical 

data, typical network analyses can be conducted, such as 

identifying highly centralized scales and scales bridging different 

scale clusters. Generally, such analyses tap into the hierarchical 

nature and connectedness of psychological constructs (cf., Judge 

et al., 2002). We hope that future meta-analytical research will 

make use of semantic network analyses and the provided data, for 

instance, to discuss possibilities of condensing scale clusters into 
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overarching constructs (cf. Hodson et al., 2018). Figure 4 depicts a 

snippet of the semantic scale network. 
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Figure 4. Small snippet of the Semantic Scale Network. Each 

node is a psychological scale and the edges are drawn based on 

semantic similarities (i.e., cosine similarities). 

Yet another usage of the application’s corpus is to examine 

the latent topics of psychological measurement that can be 

generated by condensing the document-term matrix. Figure 5 

depicts some of these topics as word clouds, alongside the 

psychological scales that relate most strongly to these topics. 

Analyzing such latent communalities of psychological measures 

can give concise summaries of construct clusters and support 

item development. 
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Figure 5. Latent topics are plotted as word clouds. The words 

in each cloud are characteristic of this topic. On the right side of 
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each topic are the psychological scales that score highest on this 

latent topic. Many topics have an intuitive interpretation that we 

can assign to them. For instance, we would relate the top-left topic 

to emotion, bottom-left to cognition, and top-right to social 

behaviors. Many other topics are not easily interpretable as they 

might not pertain to specific psychological constructs. The 

bottom-right topic, for instance, seems to capture a mix of 

constructs relating to money, products, and reading. 

Conclusion 

Redundant scales lead to arbitrariness and disorientation in 

psychological measurement, weak theories, and confusion among 

researchers and practitioners. In order to help controlling scale 

and construct proliferation we created the Semantic Scale 

Network—a corpus-based, easy-to-use online application that 

enables users to find semantically similar psychological scales. 

The application assists researchers and reviewers in detecting 

existing scales before redundant scales are published and used.  

When using the application for scale comparisons, we 

discourage relying on generalized cut-off scores in assessing 

potential redundancy, and highlight the need for expert 

evaluations of the semantically most similar scales. Such an 
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explorative approach is affordable as researchers do not have to 

collect data for the examined scales. Further, the application can 

be used by researchers to search for relevant scales not based on 

construct names, but item content. This will allow researchers to 

find relevant scales even if they were published under unintuitive 

names and in different research fields.  

Aside from research focusing directly on scale development, 

researchers are free to use the Semantic Scale Network as 

language input for their own research. The scale corpus serves as 

an increasingly comprehensive semantic space that captures the 

language of psychological measurement and can be used for a 

wide range of language-based research projects (Chen & Wojcik, 

2016). As semantic overlap and answer correlations often 

approximate each other, the network can, for example, be used to 

investigate which observed correlations between constructs might 

be grounded exclusively in similar question phrasing. To 

illustrate, Arnulf and colleagues succeeded to predict between 

54% and 86% of survey covariance based on semantic similarity 

alone (2014). A very different follow-up would be to generate 

networks for scales in other languages to test whether 

inconsistent construct correlations observed in different cultures 
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could be explained by inconsistent semantic embeddings of scales 

(network structure differs between languages).  

Open Call to Submit Scales 

The Semantic Scale Network is highly dependent on a 

comprehensive corpus of psychological scales. Although we 

accumulated sufficient scales from open repositories to capture a 

large part of the psychological landscape, we realize that there are 

many scales yet to be included in the corpus. In order to turn the 

Semantic Scale Network into the best tool that it can be for 

psychological science, a collective effort is needed. Therefore, we 

hope that authors and users of peer-reviewed and openly-

accessible scales will continue to submit scales to the Semantic 

Scale Network and encourage their colleagues to do the same. 

There are many reasons to submit a scale, among them: 

● protect existing scales from redundant scales in the future 

● increase visibility and reuse of existing scales 

● contribute to an open, free sharing of tools 

● improve the application’s performance by ensuring good scale 

coverage 

● improve the application’s performance by enlarging the 

sample used for LSA 
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● contribute to a parsimonious body and collective 

maintenance of scale measures 

We hope that, the Semantic Scale Network can help prevent 

further development of redundant psychological scales. 

Ultimately, this should help psychologists test and discuss 

theories more correctly and efficiently. 
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R packages used 

All data manipulations and analyses were done in R Studio 

(RStudio Team, 2016) using the language R (R Core Team, 2018). 

In order to read in and manipulate the text data we used the 

packages ‘readr’ (version 1.1.1; Wickham, Hester, & Francois, 

2017), ‘data.table’ (version 1.11.8; Dowle, & Srinivasan, 2018), 

‘dplyr’ (version 0.7.8; Wickham, Francois, Henry, & Müller, 2018), 

and ‘textstem’ (version 0.1.4; Rinker, 2018). The packages ‘lsa’ 

(version 0.73.1; Wild, 2015), ‘quanteda’ (version 1.4.3; Benoit et 

al., 2018), ‘tableHTML’ (version 1.1.0; Boutaris, & Zauchner, 

2017), ‘qgraph’ (version 1.5; Epskamp, Cramer, Waldorp, 

Schmittmann, & Borsboom, 2012), ggplot2 (version 2.2.1; 

Wickham, 2009), and ‘textnets’ (version 0.1.1; Bail, 2016) were 

used to analyze and visualize the data. The online application ‘The 

Semantic Scale Network’ was created and designed using the 

packages ‘shiny’ (version 1.2.0; Chang, Cheng, Allaire, Xie, & 

McPherson, 2018), ‘shinyjs’ (version 1.0; Attali, 2018), ‘shinyBS’ 

(version 0.61; Bailey, 2015), and ‘shinythemes’ (version 1.1.2; 

Chang, 2018), and optimized using the packages ‘DT’ (version 0.5; 

Xie, Cheng, & Tan, 2018), and ‘Matrix’ (version 1.2-14; Maechler, 

Davis, Oehlschlägel, & Riedy, 2018). 
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All supplementary materials are available at the Open Science 

Abstract 

People use clothing to make personality inferences about 

others, and these inferences steer social behaviors. The current 

work makes four contributions to the measurement and 

prediction of clothing-based person perception: First, we integrate 

published research and open-ended responses to identify common 

psychological inferences made from clothes (Study 1). We find that 

people use clothes to make inferences about happiness, sexual 

interest, intelligence, trustworthiness, and confidence. Second, we 

examine consensus (i.e., interrater agreement) for clothing-based 

inferences (Study 2). We observe that characteristics of the 

inferring observer contribute more to the drawn inferences than 

the observed clothes, which entails low to medium levels of 

interrater agreement. Third, the current work examines whether a 

computer vision model can use image properties (i.e., pixels alone) 

to replicate human inferences (Study 3). While our best model 

outperforms a single human rater, its absolute performance falls 

short of reliability conventions in psychological research. Finally, 

we introduce a large database of clothing images with 

psychological labels and demonstrate its use for exploration and 

replication of psychological research. The database consists of 
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5,000 images of (western) women’s clothing items with 

psychological inferences annotated by 25 participants per clothing 

item. 

Keywords: computational social science; computer vision; 

neural networks; digital aesthetics; fashion 
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Psychological trait inferences from women’s clothing:  

Human and machine prediction 

People use an array of social information sources, such as 

physical appearance, language, and belongings, to form first 

impressions of others (Johnson, Yoo, Kim, & Lennon, 2008; 

Zebrowitz, 2017; Hansen, Rakić, & Steffens, 2018). In response, 

people select and display symbols to influence which inferences 

are made about them (Nelissen & Meijers, 2011; Nezlek, Mochort, 

& Cypryańska, 2019). Clothing is one of the most common 

symbols used for this purpose (Damhorst, 1990; Johnson, 

Lennon, & Rudd, 2014). People use clothing to communicate their 

group-memberships, jobs, and interests (Adomaitis & Johnson, 

2005; Chan, Berger, & Van Boven, 2012; Guy & Banim, 2000), as 

well as their emotional states (Moody, Kinderman & Sinha, 2010), 

personality traits (Aiken, 1963; Wei, Yan, Huang, & Nie, 2017), 

and capabilities (Adam & Galinsky, 2012; Maier et al., 2013). 

Thus, clothing is seen as a primary tool of impression 

management by researchers and laypeople alike (Howlett, Pine, 

Orakçıoğlu, & Fletcher, 2013; Lennon et al., 2014), and 

psychological inferences based on clothing influence impression 

formation (Naumann, Vazire, Rentfrow, & Gosling, 2009).   
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In the current work, we use computational social science 

methods to add to the understanding of how people make 

inferences based on women’s clothing items. First, we review the 

social scientific research on clothing-based impression formation. 

Then, we investigate which psychological attributes people believe 

they can infer from women’s clothes (Study 1). Subsequently, we 

examine interpersonal consensus in clothing inferences (i.e., we 

assess interrater agreement), and determine how many human 

raters are needed for stable average inferences (Study 2). Lastly, 

we use the insights from our first two studies to build a labeled 

database of clothes for social scientific research, and to test 

whether a machine-learning model can replicate (i.e., predict) 

human inferences from clothing (Study 3). We conclude by 

demonstrating the use of the database, and discussing the 

insights from all three studies. Importantly, note that these 

studies focus on how people make inferences from clothing, and 

are agnostic about whether these inferences are accurate (or 

inaccurate).  

Psychological Inferences from Clothing 

The role of clothing in impression formation is a popular topic 

in public discourse. Popular media devotes considerable attention 
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to how clothing can help consumers make good impressions and 

‘dress for success’ (e.g., Esquire, 2019). People use clothes to 

attempt to convey a positive image of themselves, assuming that 

the way they dress affects the inferences that others will make 

about them (Bardack & McAndrew, 1985). In scholarly work, this 

theme has also received interdisciplinary attention, with much of 

this work rooted in evolutionary approaches to social signaling 

(e.g., Wiedemann, Burt, Hill, & Barton, 2015). For example, 

various non-human animals benefit in reproductive competition 

through displaying ornaments or costly behaviors (Sanz & García-

Navas, 2011; Cronk, 2005). Humans also engage in similar forms 

of status signaling in their display of clothing. Nelissen and 

Meijers (2011), for instance, observed that perceivers judge targets 

wearing luxury clothing brands as higher status, and also express 

favorable behaviors towards them across a range of social 

situations. 

A complementary account of clothing selection, again rooted 

in evolutionary processes, identifies clothes as a culturally 

acquired indicator of group memberships. Group-specific clothing 

serves to strengthen group cohesion (Daniel, 1996) and signals 

social resources and embeddedness to observers (Sosis, 2004). 
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Clothes help to express such social identities (cf., Feinberg, 

Mataro, & Burroughs, 1992) and they are often explicitly brought 

in line with people’s personal identity, including self-ascribed 

personality, capabilities, and aesthetic preferences (Piacentini & 

Mailer, 2004; Chan, Berger, & Van Boven, 2012).  

In personality psychology, personality judgment from 

observable indicators, or cues (e.g., language, Qiu, Lin, Ramsay, & 

Yang, 2012), is often analyzed using Brunswik’s classic lens model 

(Brunswik, 1956). The lens framework highlights that actual 

personality traits, as well as people’s judgments of personality 

traits, are based on the target person’s cue behaviors (e.g., 

wearing specific shoes, Gillath, Bahns, Ge, & Crandall, 2012). 

However, the degree of association between the observable cue 

and the actual personality measurement (i.e., the cue validity) 

might differ from the association between cue and personality 

judgment (i.e., the cue utilization).  

Clothing choices are often utilized as cues in person 

perception (Lennon et al., 2014). Similar to, for instance, music 

selection, wearing specific clothes may serve as a means to fulfill 

personal psychological needs, thereby allowing for valid 

associations between clothes and personality (Qiu, Chen, Ramsay, 
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& Lu., 2019). On the other hand, humans are widely known to see 

and rely on patterns to an unrealistic degree (Chapman, 1967; 

Walker, Turpin, Stolz, Fugelsang, & Koehler, 2019) and are 

especially prone to this tendency in the context of person 

perception (Sherman et al., 2009). Accordingly, psychological work 

has shown repeatedly that inferences made from clothing can be 

unreliable (i.e., low cue validity) or even fully inaccurate (Grammer 

et al., 2004; Moor, 2010). Clothes may be more likely to reflect the 

personality traits that targets hope to project, rather than the 

traits targets actually possess. This relatively poor accuracy is in 

line with research on psychological inferences from other 

indicators, such as facial and vocal features, where accuracy is, at 

best, extremely limited (Nathanson, Paulhus, & Williams, 2006; 

Oleszkiewicz, Pisanski, Lachowicz-Tabaczek, & Sorokowska, 2017; 

Olivola, Funk, & Todorov, 2014; Sherer, 1978; Todorov, Olivola, 

Dotsch, & Mende-Siedlecki, 2015).   

Despite their lack of validity, psychological inferences from 

clothes are very relevant in everyday life, as they steer people’s 

perception and subsequent behavior towards each other (Johnson 

et al., 2008). For example, red clothes are associated with 

perceived dominance (e.g., Wiedemann et al., 2015) and skin 
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revealing clothes are perceived as indicators of sexual interest 

(Grammer, Renninger, & Fischer, 2004). However, past studies on 

the social psychology of clothing often relied on small, study-

specific clothing samples to test general theories (e.g., three outfit 

options for teachers, Dunbar & Segrin, 2012; Taekwondo 

equipment, Hagemann, Strauss, & Leißing, 2008). In the current 

work, we address this limitation by using a large database (5,000 

images labeled by 25 human raters each) to answer question 

about clothing-based inferences. 

Uniting Computational and Social Psychological Approaches 

Computational research on clothing to date has focused on 

accurate machine classification of clothing images (Liu, Luo, Qiu, 

Wang, & Tang, 2016), extraction of clothes from images 

(Kalantidis, Kennedy, & Li, 2013), and building recommendation 

systems for customers (Hwangbo, Kim, & Cha, 2018). While social 

subtleties of clothes are not considered very often yet, 

computational research does possess two advantages over 

psychological work in the field: typically large datasets and 

powerful analysis tools. In the current work, we utilize both these 

resources to answer our research questions about the nature of 
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clothing-based inferences, the origins of their variance, and their 

predictability. 

Uniting computational and psychological research in the field 

of clothing and impression formation was first proposed by 

Aghaei, Parezzan, Dimiccoli, Radeva, and Cristani (2017). In their 

position paper, they argued that clothing-focused research in 

computer science and machine learning has the methods to 

venture beyond superficial categorizations (e.g., into colors or 

cuts; Liu et al., 2016; Xiao, Rasul, & Vollgraf, 2017) towards 

processing the social signals within clothes. First steps into this 

direction were taken by Ma and colleagues (2017), who 

demonstrated automatic extraction of semantic styles from 

clothing images (e.g., ‘classic’ vs. ‘modern’). Wei and colleagues 

(2017) extended this line of work by extracting significant 

correlations between the ascribed personality traits of 300 

celebrities (e.g., ‘friendly’) and their clothing styles (e.g., ‘light-

colored’) from online images. Note that, like in the current work, 

the authors did not attempt to predict people’s actual personality 

traits from clothes, but rather investigated ascribed (here: 

inferred) characteristics. Personality inferences may be easier to 

predict from clothing than actual personality traits. The nature of 
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inferences already implies that the clothes are (supposed to be) 

the source of the measurement variance, whereas there is no such 

connection between clothes and actual personality. Despite the 

conceptual difference between inferred and actual traits, both are 

extremely important in everyday interactions, as inferences steer 

people’s behavior towards each other (Johnson et al., 2008). 

Similarly, research on human faces began by testing potential 

connections between facial features and actual psychological 

characteristics, before realizing the lack of reliable relationships 

and transitioning to focus on inferred characteristics and the 

downstream consequences of such inferences (Olivola et al., 2014; 

Todorov et al., 2015). In the current work, we aim to use 

computational methods to advance research on clothing-based 

inferences in the same direction. 

Overview of Studies 

As mentioned, there are four overarching goals of the present 

research. First, we investigate which psychological inferences are 

most commonly being made based on clothes (Study 1). Then, we 

determine how much variance there is in clothing-based 

inferences and to which degree this variance emerges from 

differences in clothes versus differences in raters (Study 2). 



Chapter 8 

332 

Subsequently, we utilize the insights from Study 1 and Study 2 to 

build a database for clothing-based research on psychological 

inferences. Lastly, we test whether a statistical model can be 

trained to replicate human-like inferences from images (Study 3). 

In the current work, we focus on women’s clothes to minimize 

the vast diversity of existing clothes and psychological 

associations. This decision makes our studies much more 

economical, while maintaining a clearly defined target population 

for the database and prediction model. We concentrate on 

women’s clothes as they receive more attention by both 

researchers and laypeople (Abbey, Cozzarelli, McLaughlin, & 

Harnish, 1987; Aiken Jr., 1963; Guéguen, 2012; Pentecost & 

Andrews, 2010; Smith et al., 2018).  

Study 1: Identifying Common Psychological Inferences 

The role of clothes in impression formation is an active 

research field across several disciplines in psychology. But what 

are the most prevalent traits that people infer from clothing items? 

In this first study, we aim to identify the traits that are commonly 

inferred according to both researchers and laypeople. Past 

literature reviews provide an overview of psychological attributes 

examined in clothing-focused research (Damhorst, 1990; Johnson, 
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Lennon, & Rudd, 2014; Lennon et al., 2014). We used these 

reviews (and the reviewed publications) to generate a set of trait 

inferences made about the wearers and owners of specific clothes. 

This first set of traits consisted of inferences commonly examined 

by researchers. Additionally, we collected data on the trait 

inferences commonly made by participants/non-researchers. 

Together, these two sets informed us about which psychological 

inferences are considered important in research as well as in 

people’s daily life. In the following section, we describe how we 

acquired, condensed, and ultimately combined these two sets.  

It is worth noting that we did not aim to build a 

comprehensive theoretical framework specifying all latent 

psychological dimensions of clothes. Such work would likely 

employ a factor analytic approach and condense a large set of 

numerical inferences into a smaller set of overarching theoretical 

dimensions (cf., Damhorst, 1990). Instead, our goal was to obtain 

a set of the most prevalent psychological inferences from 

(women’s) clothes according to social science researchers and 

laypeople. Note that these most common inferences might not 

coincide exactly with the sets of characteristics mentioned in 

general models of psychological traits (e.g., Big Five; Zuckerman, 
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Kuhlman, Joireman, Teta, & Kraft, 1993) or states (e.g., basic 

emotions; Ortony & Turner, 1990). This is because specific 

contexts lead to different levels of prevalence for different 

psychological inferences (cf., dimensions in Big Five versus 

dimensions of face-based inferences; Sutherland et al., 2013). 

Therefore, we conducted a dedicated entry study to identify the 

most prevalent inferences from clothing.  

Given the large number of strategies to determine a most 

relevant subset, we used methods from Aaker (1997), who 

developed a taxonomy for personality inferences about corporate 

brands, as a guideline. We modified this procedure to allow an 

integration of open-ended responses from participants and 

previous publications on clothing-based inferences. The overall 

procedure to identify the most prevalent inferences, consisted of 

three steps: First, two sets of words describing psychological 

inferences from clothes were collected. These words (e.g., ‘smart’, 

‘happy’) were provided by participants through online surveys and 

by researchers through past publications in the field. Second, the 

two lists of words were aggregated into two lists of topics (e.g., 

‘happy’ and ‘joyful’ might be assigned to a ‘positive mood’ topic). 

Third, the topics that were commonly mentioned in, both, online 
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surveys and past publications were identified as the most relevant 

subset. This procedure allowed us to utilize basic textual data to 

answer our entry question: Which psychological inferences are 

commonly being made from clothes according to both researchers 

and laypeople? 

Commonly Investigated Inferences in Academic Research 

We identified 53 empirical research papers and 3 literature 

reviews that described psychological inferences that people make 

based on clothing. We concentrated our search on papers cited in 

or citing the 3 review papers and conducted an unstructured 

check for major oversights through Google Scholar. From these 

papers, we extracted 756 traits (394 unique words). While this is 

likely not a complete sample of research papers or trait inferences, 

it allowed us to find the most common clothing-based inferences. 

The top row in Table 1 shows the words that were mentioned most 

frequently in the scientific publications. 

Common Inferences among Laypeople 

We generated an additional set of common inferences 

(according to laypeople) by asking 201 participants on Prolific 

Academic (125 female, 74 male, 2 other; Mage = 33.5, SD = 10.8), 

which psychological attributes can be predicted from clothes. 
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Each participant was asked to provide up to 10 open answers, 

resulting in a total of 1620 answers (460 unique answers). The 

bottom row in Table 1 shows the most common inferences 

mentioned by participants. 

Table 1. Counts of six most frequent inferences mentioned in 56 scientific 
publications (List 1) and by 201 participants (List 2) 

List 1 Attractive  
(18) 

Sexual  
(15) 

Sociable  
(14) 

Competent  
(13) 

Intelligent  
(13) 

Confident  
(12) 

List 2 Confident  
(84) 

Rich  
(64) 

Wealthy  
(54) 

Happy  
(43) 

Fashionable  
(34) 

Poor  
(33) 

 

Identifying the Most Relevant Subset 

Our goal was to identify a subset of traits based on two 

criteria: First, the included traits should be mentioned by both 

researchers and participants. Second, the included traits should 

appear relatively often in both lists. The simplest approach to 

satisfy these criteria would be to sort the terms according to their 

frequency (as in Table 1) and look for terms with relatively high 

counts in both sets. However, this approach would not account for 

the presence of synonyms, meaning that important constructs 

might be overlooked (e.g., because some constructs may be 

described frequently using a multitude of different terms, resulting 

in relatively low counts). Similarly, academic language may differ 
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from participants’ language, potentially leading to difficulties in 

matching latent overlap between the two groups of traits.  

Given these challenges, we introduced two intermediate text 

processing steps to examine, spot, and compare mentioned 

concepts (benefits of such methods for research synthesis are 

described by Christ, Penthin, & Kröner, 2019). First, we used a 

pretrained word2vec model (semantic space generated by Mikolov, 

Chen, Corrado, & Dean, 2013) to convert each mentioned word 

into a sequence of numerical coordinates. This numerical 

representation (often called embeddedness) of each word was 

constructed in the original training process of the word2vec 

model. More precisely, each word received scores on 300 variables 

computed from the word’s relative co-occurrence with other words 

(see word2vec script in supplementary materials). After this 

transformation of words to numerical coordinates, we used k-

means clustering, to define word clusters or ‘topics’ (in the 300-

dimensional space) and simultaneously assign cluster 

memberships to each word. We estimated 100 clusters (as a 

compromise between cluster uniqueness and differentiability), as 

we expected that the most important topics would be identifiable 

at this degree of complexity. Note that these steps were merely 
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introduced to support our human selection of traits and the 

manual matching between research and participant content. 

While it would be possible to fully automate the process, we 

preferred human decision making for the final matching between 

both lists. 

Condensing the two word-frequency lists to two topic-

frequency lists allowed us to better spot the targeted overlap 

between the researcher terms and laypeople terms. For each 

identified topic, we computed a simple count describing how often 

this topic was mentioned (through one of its indicator words) by 

researchers and participants, respectively. Then, we examined the 

20 most commonly mentioned topics in each of the two lists and 

manually searched for overlap. Table 2 shows the five overarching 

inferences which were mentioned relatively often by both 

researchers and participants. The final selection of common 

psychological inferences consisted of five traits: Happiness, Sexual 

interest, Intelligence, Trustworthiness, and Confidence. This set of 

inferences strongly resembles inferences that people draw from 

faces (Oosterhof & Todorov, 2008), which fall into the overarching 

dimensions trustworthiness (also including attributes like 

happiness) and dominance (broadly related to attributes of 
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strength and potency). Inferences of sexual interest seem to be 

more specific to clothing. More general models of person 

perception, for instance the prominent distinction of warmth (here 

trustworthiness and happiness) and competence (here confidence 

and intelligence) in social cognition research (Fiske, Cuddy, & 

Glick, 2007) are also strongly reflected in the list of clothing-based 

inferences. 

Table 2. Final set of clothing-based inferences 

Researchers’ topics Laypeople’s topics Chosen summary term 

 

-sexual, sexually -sexy, sassy, horny, trampy, 

slutty, promiscuous, tomboy 

-provocative, daring, bold 

Sexual interest  

-mood 

-positive, negative 

 

-anxious, pleased, assured,  

-worried, lucky, confident, 

proud, satisfied, happy 

Happiness 
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-confident, assured, 

-composed 

 

-anxious, pleased assured, 

worried, lucky, confident, 

proud, satisfied, happy 

-shy, timid, assertive, 

submissive  

-attractive, impressive, 

important, exciting, interesting 

-independent, dependent 

-insecure 

Confidence 

-intelligent, 

adaptable, leading 

-unqualified, 

competent, credible, 

qualified  

 

-cheap, technical, free,  

professional, experienced, 

successful, vain  

-impressionable, older, skilled, 

younger, drunk, bright, 

desperate, old, youthful, lonely, 

female, young, educated 

Intelligence 

-dependable, 

trustworthy, reliable 

-conscientious, 

knowledgeable, 

attentive, diligent, 

considerate, sincere 

-composed 

-unreliable 

-involved, invested, 

responsible, active 

-orderly 

-overworked, tired, lazy, 

careless 

-sloppy, low, poor 

-tidy, presentable, clean, 

immaculate 

-sweet, neat, elegant, homely, 

charming, pleasant, classy, 

lovely, beautiful, lively 

Trustworthiness 

Note. Topics are indicated by hyphens. There were many 

other constructs addressed by both researchers (e.g., sociability) 

and participants (e.g., socio-economic status). Our selection takes 

into account that we have to be economical in the amount of traits 

in the final database, and that orthogonal traits allow a wider 

coverage than overlapping traits. Such considerations of relevance 

and overlap also steered our selection of the final labels in the 
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third column. For instance, we chose the label intelligence over 

competence for the fourth topic clusters to reduce overlap with the 

confidence and trustworthiness clusters (Adomaitis & Johnson, 

2005). 

 

Study 2: Sources of Variance in Trait Inferences from Clothing 

As described in our review of previous literature, 

psychological inferences from clothes often turn out to be 

inaccurate. The question remains to which degree people agree in 

their inferences, meaning whether independent raters would form 

the same inferences from the same piece of clothing (regardless of 

their accuracy). Alternatively, the source of variance in inferences 

might lie within the specific rater (as opposed to the clothes) 

leading to reliable patterns for an individual rater, but 

inconsistent ratings for a single piece of clothing when collected by 

different raters. To answer the question whether inferences lie ‘in 

the eye of the beholder’ versus in the characteristics of the 

observed clothes, Study 2 quantifies the contribution of both 

sources of variance. Our approach is similar to research that 

quantifies the interrater reliability for face-based inferences, which 
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vary considerably across individual raters (e.g., Hehman et al., 

2017).  

Additionally, quantifications of interrater agreement allow us 

to estimate how many raters are needed to generate stable average 

inferences for clothes. Intuitively, low interrater agreement entails 

the need to collect many inferences per piece of clothing, whereas 

high agreement allows for a lower number of raters for a stable 

average. Knowledge about this critical quantity is necessary for 

constructing a useful database of clothing-based inferences in 

Study 3. Similarly, it is useful to know how much noise can be 

expected in the averaged inference scores when training a 

statistical model to re-predict these scores as also planned for 

Study 3 (Kosinski, Bachrach, Kohli, Stillwell, & Graepel, 2014). 

That is, if the reliability of the averaged scores is low, then the 

achievable prediction accuracy will inevitably be low as well.  

Method 

In short, Study 2 answers two interrelated questions. The 

first is the question of the determinants of clothing-based 

inferences (i.e., do they lie in the clothes or the observer?), and the 

second is how many raters are needed to obtain reliable measures 

of clothing-based inferences. We answer the first question by 
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collecting clothing-based inferences from independent raters, 

specify ‘raters’ and ‘pieces of clothing’ as higher-level variables in a 

multi-level model, and estimating the relative variance explained 

by these variables (cf., methodology of Hehman, Sutherland, 

Flake, & Slepian, 2017). In other words, we ask to what extent the 

ratings of clothing items are based on differences between clothing 

items versus differences between individual raters. 

We answer the second question by iteratively including more 

raters per piece of clothing and judging at which point the 

confidence interval around a ‘true’ average inference (estimated 

based on a much larger sample of raters) becomes sufficiently 

small. This iteratively shrinking confidence interval has been 

labelled the corridor-of-confidence (Hehman, Xie, Ofosu, & 

Nespoli, 2018). Naturally, a threshold for sufficiently narrow 

confidence intervals is somewhat subjective; therefore, we add a 

more intuitive, supporting metric: the correlation coefficient 

between average inferences and the ‘true’ average inferences. A 

higher correlation indicates that the average inferences of the 

subsample are closer in line with the true average inferences. 

Iteratively increasing the number of raters also increases this 

correlation coefficient to a point where social scientists would 
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evaluate it as a reliable measurement (here we chose r = .8). 

Further details are given in the results section below. 

Rater Sample. In order to quantify interrater reliability and a 

corridor of confidence for clothing based-inferences, we collected 

data from a labeling task with a sample of clothing items and a 

sample of raters. We collected responses from 400 raters (250 

female, 146 male, 2 other, 2 missing; Mage = 35.4, SD = 12.6) using 

Prolific Academic. 

Clothing Sample. We obtained an initial sample of 5,000 

images of clothing items by scraping eight large shopping websites 

(The Gap, Topshop, Esprit, Primark, H&M, Zara, Prada, and 

Gucci). We chose websites representing the largest retailers from 

the USA and Europe from a diverse price range. Thus, our 

database represents the clothes commonly worn in Western 

countries at the time of data collection (autumn 2019). We further 

obtained images from Vestiaire Collective, a second-hand website, 

to account for psychologically unique signals from non-new 

clothes. We downloaded all available article images from the 

shopping websites using Python scripts primarily involving the 

selenium package for accessing web elements (Muthukadan, 

2018). The supplementary materials include an annotated Python 
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script showing how to download the images. We manually sorted 

out falsely included images not showing clothes. Table 3 depicts 

the distribution of the six most common clothing categories across 

the six most common colors. 

Table 3. Distribution of common clothing categories and colors in 

the database 

Color long-

sleeve  

sweater short-

sleeve 

dress jeans pants 

black 193 123 122 201 190 182 

blue 111 129 82 70 16 65 

gray 54 81 40 51 214 47 

mixed 86 45 44 55 1 42 

white 70 31 118 18 2 15 

green 15 24 22 14 3 20 

Note. A full description of all 20 categories and 15 colors can 

be obtained from the database/supplementary materials. 

We used a white background for each image (unless the piece 

of clothing was white itself, in which case we used a gray 

background to enhance visibility). We only included upper and 

lower body outerwear, which are commonly visible in social 

interactions (i.e., we excluded underwear, socks, and swim wear). 
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Further, we excluded shoes and accessories such as scarfs, hats, 

and jewelry to minimize complexity in the dataset and the 

resulting strain on the prediction models. Out of the 5,000 

available photos we used 200 randomly selected images in Study 

2. We aimed to collect 80 ratings per image on all five traits as 80 

ratings clearly go beyond the common amounts of raters per 

stimuli in psychological research (Langner et al., 2010; 

Marchewka, Żurawski, Jednoróg, & Grabowska, 2014; Clifford, 

Iyengar, Cabeza, & Sinnott-Armstrong, 2015). While there was 

some random dropout, we obtained a relatively stable number of 

ratings per image (minimum = 79, median = 82, maximum = 86). 

Procedure. Each participant was presented with a subset of 

40 randomly selected images. For each image, participants were 

asked to indicate their inference of each of the five selected 

attributes on a 10-point scale ranging from 0 (not at all) to 10 

(very much). Afterwards, participants were asked about their belief 

in clothing-based inferences and face-based inferences 

respectively (7-point scales with three items from Jaeger, Evans, 

Stel, & Van Beest, 2019). An example item is: “I can learn 

something about a person’s personality just from looking at his or 
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her face (/clothes)”. The rating task was written in Python and 

administered using oTree (Chen, Schonger, & Wickens, 2016).  

Results 

Generally, people believed slightly more in the validity of 

clothing-based inferences than in the validity of inferences from 

neutral faces (d = 0.34, Welch’s t(401) = 6.038, p < .001). Also, the 

belief in clothing-based inference correlated positively with belief 

in face-based inference (r = .35, p < .001). 

Regarding the clothing ratings, there were bell-shaped 

distributions of participant inferences as depicted in Figure 1. 

There were no strong floor or ceiling effects, but sometimes a 

slight dominance of the neutral scale midpoint (e.g., for 

perceptions of sexual interest), likely indicating that there were 

many low-signal clothing items. 
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Figure 1. Distribution of participants’ psychological 

inferences from clothes.  

Regarding the level of interrater agreement, our results 

suggest that the level of agreement is comparable to the results of 

studies on agreement in face-based inferences (Hehman et al., 

2017). In multilevel models predicting the clothing-based 

inferences, the variance explained by the respective piece of 

clothing ranged from 5.8% (trustworthiness) to 16.9% (sexual 

interest).  The variance explained by individual rater tendencies 

was slightly higher, again mirroring research in face-based 

research (see Figure 2). For example, Hehman and colleagues 

(2017) estimated that face stimuli explain only about 5-10% of 

rating variance in perceived intelligence, whereas interrater 
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differences accounted for 3-4 times more variance. Our results 

suggest that when people infer psychological attributes from 

clothes, interrater differences are more important than the actual 

characteristics of the clothes. 

 

Figure 2. Variance in ratings accounted for by clothes and 

raters respectively. The bars depict the variance explained within 

individual ratings (ICC2, 1). Variance explained by “other” factors 

include error variance and the interaction between clothing and 

rater (not computable with our study design). The reliability of 

average ratings (estimating how much of the true variance 

between clothes, can be captured by average ratings) is naturally 

higher with G(q, k) lying between .86 (happiness) and .94 (sexual 

interest; for more information on G as a measure of explained 
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variance and alternative to ICC in rating tasks see Putka, Le, 

McCloy, & Diaz, 2008). 

To probe how many raters are needed to generate reliable 

mean inferences, we examined each trait’s corridor of confidence. 

That is, we took a subsample of raters and plotted the deviation of 

their mean inference against the full-sample mean inference (i.e., 

based on all 80 raters) across a range of sample sizes (with larger 

subsamples of raters naturally leading to smaller deviations). 

These deviations can be regarded as residuals indicating how far 

off the subsample of raters was from the actual average score. As 

such residual sizes are not normalized and might thus be difficult 

to interpret, we also provide an alternative form of the corridor of 

confidence by plotting the correlation between sub-sample 

inferences and full-sample inferences across the same range of 

sub-sample sizes. The corridors of confidence for the most reliable 

trait (sexual interest) and least reliable trait (trustworthiness) are 

depicted in Figure 3.  
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As shown in all panels of Figure 3, higher numbers of raters 

allowed for a better approximation of the average inferences 

obtained by the full sample of raters. With 25 raters (see the 
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dotted lines), the mean’s deviation from the full sample mean was 

usually less than 0.4 scale points on the 10-point scales (in our 

study, standard deviations were between 0.502 and 0.956). More 

intuitively, the average inference of 25 raters always correlated 

with over .8 with the inferences of the full rater sample. As 

mentioned above, most social scientist would consider this a 

reasonably reliable approximation. Therefore, in Study 3, we 

decided to recruit 25 raters per image. 

Study 3: Building a Database and Testing the Predictability of 

Clothing-Based Inferences 

In our final study, we collected data for a fully labeled 

clothing image database. Additionally, we aimed to test whether it 

is possible to train a statistical model to replicate psychological 

inferences from images. We employed a convolutional neural 

network (for an introduction to these models, see Albawi, 

Mohammed, & Al-Zawi, 2017), a predominant approach in image-

based machine learning that commonly outperforms other image-

based prediction models, conditional on large sample sizes 

(Chatfield, Simonyan, Vedaldi, & Zisserman, 2014; Liu, Abd-

Elrahman, Morton, & Wilhelm, 2018; Li, Sun, Wang, & Liu, 2015). 

Accordingly, research on clothing recognition, classification, and 
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synthesis has predominantly relied on Deep Convolutional Neural 

Networks (DNNs; Liu et al., 2016; Wang, Xu, Shen, & Zhu, 2018; 

Zhu, Urtasun, Fidler, Lin, & Loy, 2017). Consequently, we also 

targeted this family of models to address the current problem. 

However, building a DNN from scratch requires a large quantity of 

training data, which is often out of the budget of research 

projects. In such a case, a common practice is to deploy a pre-

trained model with pre-initialized coefficients and to fine-tune it 

for a new task (e.g., AlexNet: Krizhevsky, Sutskever, & Hinton, 

2012; ResNet: He, Zhang, Ren, & Sun, 2016; VGG: Simonyan & 

Zisserman, 2014). Employing this technique enables DNNs to 

adequately learn new tasks with less training data. Thus, we used 

a pretrained network (built for a general object recognition task) 

and fine-tuned it for the task at hand (Tajbakhsh et al., 2016).  

Method 

Below, we describe the full sample of clothes and raters used 

to generate the final dataset, as well as results from the model 

validation. The procedure for the collection of images and ratings 

was identical to Study 2. 

Final Image Collection. As described in Study 2, we 

obtained 5,000 images of women’s clothing items from online 
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shops. In order to generate the fully labelled database, we 

recruited human raters to label the 4,800 images that were not 

used in Study 2. The full database including the five commonly 

inferred traits from Study 1 can be accessed here: 

https://bit.ly/2V7X4p6. 

Rater Sample. We acquired ratings again from participants 

on Prolific Academic. Based on the results of Study 2, we aimed to 

obtain 25 ratings per image, with each rater evaluating a total of 

40 images each. In order to label all 4,800 images (200 were 

labelled for Study 2) we therefore aimed to collect responses from 

4,800 * 25 / 40 = 3,000 participants. There are some minor 

deviations in the numbers of raters per image, as participants 

occasionally dropped out (primarily during a short server outage) 

and were automatically replaced by Prolific (minimum = 20 raters, 

25th percentile = 24, median = 26, 75th percentile = 27, maximum 

= 28). The rater sample consisted of 3,283 participants (1,734 

female, 1,214 male, 20 other, 11 prefer not to say, 304 missing; 

Mage = 36.14, SD = 12.47). 

Results 

Belief in Inference from Clothing. Again, people believed 

slightly more in the validity of clothing-based inferences than in 



Chapter 8 

355 

 

the validity of face-based inferences (d = 0.299, Welch’s t(2986) = 

15.189, p < .001). Also, measure of belief in face-based and 

clothing-based inferences again correlated positively (r = .421, p < 

.001). 

Exemplary Insights from Database. With the large number 

of clothes, it is possible to analyze correlational relationships 

between different clothing features (such as color) and personality 

inferences (see Figure 4). For instance, we replicated the effect of 

clothing brightness on inferred happiness (Boyatzis & Varghese, 

1994). Gray clothes were seen as stronger indicators of happiness 

than black clothes, t(1580.7) = 6.416, p < .001, and white clothes 

were seen as happier than gray clothes, t(995.5) = -2.239, p = 

.025) Of course it is also possible to make new discoveries in the 

database. An example is that silver clothing was associated with 

more extreme scores on all five personality dimensions (all 

|t|’s(≈34.5) > 4.736, all p’s < .001). 
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Similarly, it is possible to analyze relationships between trait 

inferences and different clothing cuts (see Figure 5). For instance, 

we replicated the positive effect of exposed skin (here: length of 

skirt) on perceived sexual interest (t(275.83) = -10.509, p < .001; 

Johnson, Ju, & Wu, 2016). We also observed new insights: for 

example, track pants were negatively associated with perceptions 

of intelligence and trustworthiness (t(117.74) = 10.197, p < .001; 

t(118.11) = 8.934, p < .001).  
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Model Building and Test Accuracy. Lastly, we tested 

whether a statistical model can be trained to replicate human-like 

inferences from images of clothing. To build the prediction model, 

we used the keras module in Python to finetune ResNet50 (a 

popular object recognition network; He et al., 2016) for the current 

task. This convolutional neural network makes predictions based 

on raw pixel inputs, meaning no handcrafted features such as 

clothing categories or styles are used for prediction, though they 

may in fact be correlated with the specific features that are used 

in prediction. The capability of neural networks to generate their 

own predictive features by feeding raw data through consecutive 

transformation layers constitutes their main advantage over 

classical machine learning. The associated disadvantage is that 

deep networks are, similar to human vision, highly complex and 

their inner workings remain difficult to explain (Samek, Montavon, 

Vedaldi, Hansen, & Müller, 2019). For each of the five traits, we 

report the out of sample prediction accuracy obtained during 10-

fold cross-validation. Prediction accuracies are listed in Table 4. 

The full training and tuning python script, as well as the final 

model can be obtained here: https://bit.ly/2V7X4p6. 
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Note. RM = average prediction accuracy across 10 folds as 

correlation between measured and predicted values. RSD = 

standard deviation of prediction accuracy across 10 folds. The 

three columns to the right indicate the performance of human 
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raters with which the model’s performance can be compared. The 

model performs about as well as two human raters combined. 

The prediction model was able to replicate the inferences 

about as well as two human raters combined. While this is a good 

relative performance of the model (cf. medical diagnoses by a 

statistical model being as good as consulting two independent 

doctors), the absolute, practical performance of the model is 

medium for some traits and low for others. Note that the model 

performs worse for traits where the initial rater reliability is also 

low, suggesting that prediction is generally more difficult for these 

traits.  

To give a better sense about the scale of our accuracy scores, 

one can refer to guidelines for evaluating test-retest reliabilities in 

psychological science, as test-retest reliabilities and our accuracy 

scores use the same scale. For sexual interest predictions (the 

trait with the highest level of model accuracy), the accuracy of the 

model is r = .503 (correlation between measured and predicted 

values). This is equally high as the often criticized test-retest 

reliability of Implicit Association Tests (correlation of measured 

and repeated values; Lane, Banaji, Nosek, & Greenwald, 2007), 

and clearly below conventional guidelines for good reliability, 
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which lie at r = .7 or higher. Thus, future attempts at training 

models to reliably replicate average human inferences still have a 

way to go, despite initial models already performing better than a 

human rater. 

General Discussion 

What psychological inferences do we make when looking at 

clothes? In the current work, we investigate which inferences are 

most commonly drawn from women’s clothing items; how strongly 

people overlap in their inferences; and whether statistical models 

can be trained to replicate human inferences from clothing. In 

Study 1, we found that people commonly use clothing items to 

make inferences about five overarching traits: happiness, 

intelligence, confidence, trustworthiness, and sexual interest. The 

first four of these attributes replicate work from face-based 

inferences as well as overarching dimensions in person perception 

(Fiske et al., 2007; Oosterhof & Todorov, 2008). In contrast, the 

inference of sexual motivation seems to be more specific to 

clothing. In Study 2, we examined the consistency of trait ratings 

from clothing items across raters. The psychological inferences 

made from clothing are strongly affected by the characteristics of 

the observer, meaning that differences between the raters 
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contribute more to inferences than differences between the actual 

clothing items. That is, much like inferences from faces, the 

inferred attributes often lie in the eye of the beholder. 

Nonetheless, there is sufficient agreement among raters to 

generate stable average inference scores with a minimum of 25 

raters per piece of clothing. For inferences that vary more among 

people (e.g., the inferences of happiness and trustworthiness) the 

reliability of 25 averaged ratings is somewhat low.  

In Study 3, we generated a database of 5,000 images with 

inferred psychological attributes. We demonstrated that the 

materials from the database can be used to replicate and extend 

social scientific research on the psychology of clothing. Further, 

we tested whether deep convolutional neural networks (DNN) 

could be trained to re-predict human inferences for new clothing 

items. The achieved accuracies surpass the prediction of some 

other latent psychological phenomena (e.g., personality from 

language, Schwartz et al., 2013; romantic attraction from 

questionnaires, Joel, Eastwick, & Finkel, 2017; sexual orientation 

from faces, Wang & Kosinski, 2018). One reason could be that the 

current prediction target (‘inference from picture X’) is more 

closely related to the used predictors (‘picture X’) compared to 
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other prediction contexts (e.g., using facial features to predict 

sexual orientation). Another theoretical advantage is that the 

current work predicts inferences of psychological characteristics, 

whereas other work targets the challenging goal of predicting 

actual (i.e., self-reported) attributes, which differ from inferred 

attributes, both in conceptual terms and in their behavioral 

consequences. 

On the other hand, the absolute accuracy of our prediction 

model falls behind non-psychological work in object recognition 

(e.g., Liu et al., 2016). The reason is likely that the task of such 

models (e.g., ‘predict whether this picture shows a human’) is less 

difficult than the goals here and in most psychological work, 

which are tied to more latent attributes of pictures. Models 

predicting variables measured with high reliability (e.g., clothing 

color) can achieve much higher accuracies than models where 

accuracy results are limited by noise in the target variable (e.g., 

personality scores; Kosinski et al., 2014). In this regard, it is 

noteworthy that the current model delivers predictions that are 

usually better than labels provided by a human rater. That is, 

they are more consistent with the average inferences of a crowd of 

raters.  
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Interestingly, the reliability of human trait ratings and model 

accuracies varied across traits: Reliability and model performance 

were best for sexual interest and confidence, and worst for 

trustworthiness and happiness (with intelligence falling 

somewhere in between). Here, worse model performance is likely 

attributable to the lower levels of reliability in human perceptions 

of trustworthiness and happiness. But why is there less 

consistency in human ratings of these two traits in particular? 

Ratings of trustworthiness and happiness are likely seen as 

indicators of warmth, a fundamental dimension in person 

perception (Fiske et al., 2007). Warmth refers to an individual’s 

intentions towards others, and it is seen as closely related to 

morality. Perhaps people believe that these traits are harder to 

observe from superficial characteristics, such as clothing items. 

This example highlights that it is important for researchers to 

understand how people think about and perceive different traits, 

when trying to build models re-predicting people’s inferences.  

 

 

Use and Limitations of the Database and Model  
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The image database can be accessed and downloaded here: 

https://bit.ly/2V7X4p6. We hope that researchers in the social 

sciences use this resource to replicate analyses in published work 

and test new ideas about the effect of specific features (such as 

colors, cuts, and clothing type) and other predictors (e.g., ‘skin 

exposure’, ‘brand labels’) on trait inferences. It would also be 

interesting to examine the potential of such handcrafted features 

to improve the here presented prediction accuracies, which were 

achieved based on raw pixel values alone. Next to such analyses, 

researchers can relabel (part of) the data and test for changes over 

time, over rater samples, or the effect of certain conditions (e.g., 

effects of colorblindness, regional differences, fashion trends). 

Other interesting areas of research pertain to the interrelations of 

traits inferred from clothes in the tradition of the implicit 

personality theory (Bruner & Tagiuri, 1954). In other words, it 

may be interesting to investigate whether the inference of one trait 

(e.g., intelligence) commonly entails the inference of a different 

trait (e.g., trustworthiness, Stolier, Hehman, Keller, Walker, & 

Freeman, 2018). 

Lastly, the database can be used as a missing puzzle piece 

within research on impression formation, primarily research on 
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faces, bodies, and clothes. Disentangling the effect of these factors 

on first impressions through large studies with crossed stimuli 

(from existing databases) is in our opinion an important extension 

of the current research. While the database provides a large set of 

stimuli, we want to highlight that improved machine learning 

models could be even more useful given their ability to accurately 

label new images of clothes, thereby extending the research 

possibilities listed above. While the accuracies achieved here are 

promising, we want to highlight that the study is not sufficiently 

comprehensive for individual diagnosis. However, the models are 

still capable to enable research on larger sets of clothes in which 

the accuracy of individual predictions is less crucial. Further, 

researchers can use the provided models to save resources in 

labeling new clothes by replacing some raters with a prediction 

made by the model. Next to psychological work, we hope that the 

provided materials are adopted in work focused on machine 

learning techniques (e.g., fashion recommendation systems). 

 

 

Conclusions 
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We found that the most prevalent psychological inferences 

from clothes lie on the dimensions of happiness, sexual interest, 

intelligence, trustworthiness, and confidence. When making 

psychological attributions to clothes, the observing rater has a 

stronger influence on the result than the actual clothes in 

question. Further, we generated a database of 5,000 clothing 

images. Psychological inferences were provided by 25 raters per 

image. The materials enable a wide range of psychological, 

clothing-focused research. Lastly, we show that machine learning-

models can achieve better-than-human performance in replicating 

inferences from clothing images. The present research opens 

potential avenues for future interdisciplinary research in the areas 

of computer vision and social psychology.  
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Abstract 

Do scientists with different superficial characteristics (gender, 

race, age, and facial attractiveness) receive different audience 

reactions to their online presentations? Previous work has 

produced conflicting results: some studies find that speaker 

characteristics lead to biased evaluations, whereas other studies 

find negligible effects. We use computer vision software to examine 

the relationship between superficial characteristics of TED talk 

presenters and their respective audience reactions (N = 2,542). We 

find that women and Black speakers receive worse evaluations 

compared to men and White speakers, respectively. Age and facial 

attractiveness have negligible effects. Moreover, talks from women 

and Black presenters are polarizing: they receive more likes per 

view and more positive comments, while also receiving many more 

dislikes per view and negative comments. The effects of gender 

partly depend on talk content, with stronger gender differences for 

non-scientific talks compared to scientific talks. Science (vs. non-

science) talks are seemingly more likely to be judged based on the 

substantive content of their messages. The present research 

provides new insight into the different experiences made by 

scientists in online science communication. 
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Using Automated Procedures to Assess the Experience of 

Diverse Speaker Groups in Online Science Communication 

The way in which science is communicated often determines 

its impact in society. For example, effective science 

communication can change the way that people think about the 

negative consequences of climate change (Kahan, 2015), or the 

benefits of hand washing (Lapinski, Maloney, Braz, & Shulman, 

2013). Much research suggests that seemingly irrelevant 

characteristics of the science communicators affect whether their 

insights are accepted and implemented (Weingart & Guenther, 

2016). For example, some studies observed biases against female 

scientists and ethnic minorities (Knobloch-Westerwick, Glynn, & 

Huge, 2013). However, null findings and reversed bias findings 

have recently been added to the literature (Gheorghiu, Callan, & 

Skylark, 2020). Do superficial speaker characteristics impact the 

public’s reaction to science communication? And if so, which 

characteristics have the largest impact? 

Here, we used novel methods from computational social 

science (i.e., computer vision, text analysis) paired with social 

media data to better understand how superficial speaker 

characteristics are associated with reactions of lay audiences. The 
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observational units of the current study are TED Talks, a series of 

presentations from experts in science, business, and politics 

viewed by millions of people on YouTube (TED, 2020). We focus on 

four superficial characteristics: gender, ethnicity, age, and facial 

attractiveness, examining how these characteristics are associated 

with positive and negative feedback from audiences (likes, dislikes, 

and comments).  

The present research builds on and extends prior work in two 

important ways: First, we study the effects of superficial 

characteristics in a large sample of 2,542 TED talks from 2,213 

unique speakers, which allows us to precisely estimate effect sizes 

and the probabilities of null effects. Second, we examine the 

reactions of actual YouTube users, the intended audience for TED 

talks, allowing us to examine audience behavior that speakers 

actually face in the field. The present research, using novel 

methods, provides new insight into how superficial speaker 

characteristics shape the evaluation of scientists and public 

speakers.  

Social Biases in the Evaluation of Scientists and Educators 

There is an ongoing struggle to increase public trust in 

scientific research. Diverse subjects, such as space travel, gender 
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fluidity, and vaccination, are faced with public skepticism (Nguyen 

& Catalan, 2020). Science communication is one barrier to public 

trust as the social biases of audiences may influence how they 

react to scientists (Rose, Markowitz, & Brossard, 2020). Groups 

that generally experience unfavorable treatment in society often 

face more barriers to disseminate their scientific work (Zivony, 

2019).  

Research on person perception (e.g., Cuddy, Fiske, & Glick, 

2008; Cuddy, Glick, & Beninger, 2011) suggests that people are 

judged on two overarching dimensions: warmth (intentions 

towards others) and competence (ability to accomplish intentions). 

Perceptions of warmth and competence are influenced by 

superficial characteristics, such as gender (Heflick, Goldenberg, 

Cooper, & Puvia, 2011), race (Agerström, Björklund, Carlsson, & 

Rooth, 2012), age (Cuddy, Norton, & Fiske, 2005), and 

attractiveness (Fruhen, Watkins, & Jones, 2015). These superficial 

impressions have far-reaching consequences, and can influence 

hiring decisions (Chang & Cikara, 2018), promotion and 

compensation decisions (Frieze, Olson, & Russell, 1991), and 

political voting behavior (Olivola, Funk, & Todorov, 2014). In the 

remainder of this section, we give a cursory review of work 
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highlighting how these characteristics can impact the evaluation 

of scientists and educators. Subsequently, we focus on recent 

work that suggests null effects of gender, race, age, and 

attractiveness on the evaluation of scientists. 

Gender 

People hold stereotypical beliefs about the thoughts and 

behaviors of men and women; for example, men are expected to 

prioritize work and individual achievement, whereas women are 

expected to prioritize family and interpersonal relationships 

(Ellemers, 2018). The stereotypical male traits are believed to 

predict success in science more so than the stereotypical female 

traits do (Carli, Alawa, Lee, Zhao, & Kim, 2016; Ramsey, 2017). 

Additionally, people believe that men are more likely to innovate 

than women, while men are simultaneously more likely to be 

positively recognized for innovative behaviors (Luksyte, Unsworth, 

& Avery, 2018). Similarly, men are believed to be better leaders 

(Eagly & Karau, 2002; Player, Randsley de Moura, Leite, Abrams, 

& Tresh, 2019).  

These general tendencies in perceptions and evaluations also 

appear to play out in the context of science and education. For 

instance, the evaluation of teachers appears to be affected by their 
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gender, usually to the benefit of male teachers (Boring, 2017; 

Mitchell & Martin, 2018). Similarly, female academics frequently 

experience relative devaluation (a historic tendency coined the 

Matilda effect; Rossiter, 1993). This disadvantage is experienced 

by junior and senior academics alike (Moss-Racusin, Dovidio, 

Brescoll, Graham, & Handelsman, 2012; Pingleton, Jones, 

Rosolowski, & Zimmerman, 2016). The magnitude of the 

experienced disadvantage for female scientists is stronger in male-

dominated fields (Knobloch-Westerwick, Glynn, & Huge, 2013) 

and for relatively feminine looking scientists (Banchefsky, 

Westfall, Park, & Judd, 2016). Further, the evaluative bias against 

female scientists and educators replicates in experimental settings 

and holds for online presentations (MacNell, Driscoll, & Hunt, 

2015; Mitchell & Martin, 2018). On YouTube specifically, female 

science vloggers are faced with relatively critical, hostile, and 

sexual language, which might explain why relatively few science 

channels are run by women (Amarasekara & Grant, 2019). 

However, there are also studies suggesting that there is little or no 

bias for female educators (Centra & Gaubatz, 2000; Feldman, 

1992, Feldman, 1993; Reid, 2010). More recent experimental 

studies even suggest evaluative advantages for female essay 
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writers, who are more likely to receive inflated feedback (i.e., white 

lies) than their male counterparts (Jampol & Zayas, 2020). Thus, 

while previous evidence leans towards pro-male biases in the 

evaluation of science presenters and educators, there is some 

counter-evidence and, as always, the possibility of non-published 

null effects.  

Race 

Many people hold the belief that the prototypical leader is 

White, and when this prototype is salient, non-White people are 

judged as less effective and as having less leadership potential 

(Rosette, Leonardelli, & Phillips, 2008; see also Carton & Rosette, 

2011). The evaluation of non-White leaders depends, in part, on 

the fit between the expert’s occupational field and racial 

stereotypes. One study found that Asian-Americans are judged 

more positively than Caucasian Americans in the field of 

engineering, though the reverse was true in the field of sales (Sy et 

al., 2010). African Americans are generally faced with the 

stereotype of being intellectually incompetent (Swencionis, 

Dupree, & Fiske, 2017), specifically in matters of science (Beasley 

& Fischer, 2012). In line with this general stereotype, there are 

many findings of anti-Black bias in teaching evaluations (Chávez 
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& Mitchell, 2020; Reid, 2010; Smith & Hawkins, 2011) and 

research grant allocations (Hoppe et al., 2019). Asian professors 

were found to experience similar disadvantages in teaching 

evaluations (Subtirelu, 2015).  

However, there are noteworthy exceptions and irregularities 

to the typical disadvantage for non-White teachers and scientists. 

Specifically, when teaching courses on diversity, Black teachers 

are seen as more knowledgeable, albeit more biased, than White 

instructors (Littleford, Ong, Tseng, Milliken, & Humy, 2010). In an 

experimental study, researchers found that students gave higher 

ratings to Black teachers of an online course (whereas test scores 

indicated that students actually paid more attention to the White 

teachers; Basow, Codos, & Martin, 2013). Thus, similar to the 

case of gender, most research suggests a clear disadvantage for 

non-White scientists and educators, while a few studies pose 

exceptions.  

Age 

The majority of research on age stereotypes has focused on 

ageism in the contexts of job applicants and lower-level 

employees, with the finding that younger applicants and 

employees are often preferred over older ones (Rupp, Vodanovich, 



Chapter 9 

394 

& Crede, 2006). Evidence on how age influences the perceptions of 

top-level experts is scarce and less clear. In some cases, older 

leaders are evaluated less positively, as they are seen as less 

adaptable to new situations and challenges (DeArmond et al., 

2006). Conversely, youthful facial features can be associated with 

incompetence (Montepare & Zebrowitz, 1998; Zebrowitz & 

McDonald, 1991). Similarly, older physicians were assumed to be 

less patient-centered, whereas younger physicians were assumed 

to be less competent (Hall & Ruben, 2020). In the context of 

science and education, age again comes with advantages and 

disadvantages. On the one hand, older faculty members are often 

ascribed lower competence and productivity than younger 

researchers by students, other researchers, and sometimes by 

themselves (Kahana, Slone, Kahana, Langendoerfer, & Reynolds, 

2018; Stonebraker & Stone, 2015). On the other hand, age is often 

seen as a prerequisite for promotion (Chambers & Freeman Jr, 

2020) and the stereotypical image of a wise scholar is that of an 

older person (Chou, 2015). Thus, unlike in the case of gender and 

race, age equally facilitated both higher and lower evaluations of 

scientists and educators in previous work. 
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Facial Attractiveness 

Finally, perceptions of attractiveness are also associated with 

evaluations of scientists and educators. People quickly and 

effortlessly form impressions of others based on their facial 

appearances (Todorov, 2017). Benefits of facial attractiveness 

include receiving higher salaries (Bosch-Domenech, Montalvo, 

Nagel, & Satorra, 2002) and more votes in political elections 

(Berggren, Jordahl, & Poutvaara, 2010; Jaeger, Evans, & Van 

Beest, 2020). Preferences for attractive people may due to the 

perceived relationship between attractiveness and physical health 

(Jaeger, Wagemans, Evans, & Van Beest, 2018) or due to general 

halo effects, whereby people assume that attractive individuals 

tend to have an array of other positive characteristics (Wilson & 

Eckel, 2006). Accordingly, people show more interest in work 

conducted by attractive scientists (Gheorghiu, Callan, & Skylark, 

2017).  

However, similar to the effect of age, attractiveness can also 

come with disadvantages, because the stereotypical smart person 

is imagined to be unattractive, whereas very attractive people are 

often depicted as dumb in the media (cf. discussions on nerds, 

jocks, and blondes; Jun, Wilcox, & Matz). Gheorghiu and 



Chapter 9 

396 

colleagues (2017) even found that attractive looks compromise the 

perceived quality of scientists’ work. Attractiveness can also 

diminish evaluations by others who feel threatened or jealous of 

the other person’s looks (Agthe, Spörrle, & Maner, 2010). Thus, 

while evaluative benefits clearly favor male over female scientists, 

and White scientists over non-White (and particularly Black) 

scientists, the evidence on age and attractiveness appears to 

strongly depend on the context and form of the evaluation. 

Speaker Characteristics in Online Science Communication 

Previous research provides evidence that superficial 

characteristics influence the evaluation of scientists and 

educators; however, the directionality and strength of these 

associations is still debated. For example, some studies have failed 

to find significant evidence of gender biases (Centra & Gaubatz, 

2000; Feldman, 1992, 1993; Reid, 2010) and ethnic biases 

(Littleford, Ong, Tseng, Milliken, & Humy, 2010). We set out to 

add new data to this debate by using complementary methods 

from computational social science to conduct a large field study of 

online science communication.  

In our study, we examine audience reactions to TED talks, 

the world’s most famous series of educational presentations. A 
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recent study suggests that substantive content (rather than 

superficial impressions) takes precedence in the evaluation of TED 

talks, the world’s most famous series of educative presentations. 

Gheorghiu and colleagues (2020) conducted an important initial 

study to examine the effects of superficial characteristics in TED 

Talks. In their study, university students, staff members, and 

local community members evaluated a series of scientific TED 

Talks and their corresponding speakers. The central finding was 

that speaker characteristics (gender, race, age, and attractiveness) 

had no effects on talk evaluations. One interpretation provided by 

the authors is that superficial characteristics had little effect on 

audience evaluations due to the presence of stronger, diagnostic 

information (i.e., the substantive content of speakers’ 

presentations).  

While this initial study marks an important step towards 

understanding how online speakers are evaluated, there were four 

notable limitations: First, the study relied on a relatively small 

sample of talks (100 videos). As a result, Bayesian analyses did 

not allow for sufficient power to ascertain high confidence in either 

null or non-null effects of superficial characteristics (while 

sometimes notably favoring null effects over non-null effects by a 
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ratio of about 1 to 7). This raises the possibility that larger studies 

may yet uncover significant effects of superficial characteristics. 

Second, given the small sample of videos, the researchers had to 

average evaluations of different ethnicities into the category non-

White speakers. This might have cancelled out observable effects 

given that evaluative bias towards different non-White groups can 

go in opposing directions (e.g., Chang & Demyan, 2007). Third, 

the study relied heavily on the evaluations by university students 

and staff members (15 raters per talk), who may differ from lay 

audiences in terms of their biases, or in their attitudes towards 

science and scientists (Aarnio & Lindeman, 2005). Fourth, the 

evaluations took place as part of a study, and the participants 

may have felt the need to evaluate the talks on the basis of 

content, and they may have explicitly corrected for the impact of 

superficial characteristics. In our present study, we address these 

four limitations and provide a high-powered field test of whether 

public evaluations of TED talks are associated with the speakers’ 

superficial characteristics.  

The Present Study 

We conducted a large-scale field study to understand how 

superficial characteristics relate to evaluations of scientists and 
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experts. We used superficial speaker traits (gender, race, age, and 

facial attractiveness) to predict audience evaluations of TED talks 

in the form of likes and dislikes, as well as positive and negative 

user comments. We used novel automated procedures to collect all 

the required data: More precisely, we developed an automated 

procedure to access data from YouTube videos of TED talks (e.g., 

likes, views, comments) and automatically take multiple 

screenshots of the speaker’s face. Then, we used computer vision 

software (Face++) to automatically assess the four superficial 

traits of the speakers (Jaeger, Sleegers, & Evans, 2020; Jung, An, 

Kwak, Salminen, & Jansen, 2017). The automated collection and 

annotation of the field data allowed us to increase statistical 

power for the targeted effects. We used Bayesian estimation to 

assess the strength of evidence in favor of null and non-null 

effects. 

Method 

Data, code, and preregistration are available at: 

https://bit.ly/2FfMs2b. The screenshots and attractiveness 

ratings of speakers were made available to the reviewers. To avoid 

copyright violations, we did not include this information with our 

openly accessible supplementary materials. Instead, we shared 
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code that can be used to retrieve the data (and reproduce our 

analyses). 

Sample and Measures. We automatically scraped titles, 

descriptions, likes, dislikes, views, and up to 25 screenshots of the 

speaker’s face from 3,000 TED talks (i.e., all available videos) from 

TED’s official YouTube channel 

(www.youtube.com/user/TEDtalksDirector). We collected data 

from all available TED talks to increase the representativeness of 

our sample and to enhance statistical power. These were all of the 

available TED talks at the time of data collection (22.09.2019). We 

applied the following (preregistered; https://bit.ly/2FfMs2b) 

exclusion criteria. We excluded talks with multiple speakers; no 

speaker; musical content; fewer than three capturable screenshots 

of the speaker’s face; and disabled user likes and user dislikes. 

After these exclusions, there were 2,542 remaining talks.  

Gender and Race Classification. We used the computer 

vision API provided by Face++ (www.faceplusplus.com) to generate 

labels for all speakers. Validation studies have shown that the 

Face++ algorithm can accurately assess demographic 

characteristics, such as age, race, and gender (Jaeger et al., 
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2020). Using Face++, gender and race classifications have typical 

accuracy rates of 85% or higher per image. 

Of the 2,213 unique speakers, 664 were categorized by 

Face++ as female, 1,281 as male, and 268 speakers’ gender 

remained undetermined according to our preregistered confidence 

cut-off of >90% label consistency across a speaker’s screenshots. 

Face++ categorized 972 White speakers, 193 Black speakers, 149 

East-Asian speakers, and 899 speakers that could not be 

classified using these categories, or failed to reach our confidence 

cut-off. 

Two blinded raters manually recoded the speakers with 

demographic attributes that could not be determined with 

sufficient confidence by the computer vision models. Raters agreed 

on gender labels in 98% of these uncertain cases and on race 

labels in 80% of the cases. After aggregating these human ratings, 

the demographics of our sample were distributed as follows: There 

were 846 female speakers, 1,359 male speakers, and 8 speakers 

with other or inconsistent gender labels. There were 1,578 White 

speakers, 222 Black speakers, 161 East-Asian speakers, and 252 

speakers with other or inconsistent race labels. Importantly, these 

final labels are not guaranteed to be in line with speakers’ self-
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assigned attributes, but they are likely to be an accurate 

representation of the speaker attributes inferred by audience 

members.  

Age and Attractiveness Classification. The average 

annotated age of the speakers was 44.62 (SD = 12.093, Min = 

19.33, Max = 83). The average annotated attractiveness score (on 

a scale from 0 to 100) of the speakers was 54.11 (SD = 8.673, Min 

= 27.48, Max = 82.17).  

YouTube Likes and Dislikes. The TED talks received on 

average of 8,720 likes (SD = 33,668, 456 dislikes (SD = 1,242), and 

500,513 views (SD = 1,722,948).  

Our primary dependent variable, talk evaluation, was 

computed as the relative frequency of positive feedback (compared 

to the total amount of user feedback). Talk evaluation: 
𝑙𝑖𝑘𝑒𝑠

𝑙𝑖𝑘𝑒𝑠+𝑑𝑖𝑠𝑙𝑖𝑘𝑒𝑠
 

(M = 0.91, SD = 0.108, Min = 0.167, Max = 0.995). As secondary 

dependent variables, we distinguished between positive feedback: 

𝑙𝑖𝑘𝑒𝑠

𝑣𝑖𝑒𝑤𝑠
 (M = 0.017, SD = 0.009, Min = 0.0004, Max = 0.069); and 

negative feedback: 
𝑑𝑖𝑠𝑙𝑖𝑘𝑒𝑠

𝑣𝑖𝑒𝑤𝑠
 (M = 0.002, SD = 0.005, Min = 0.00004, 

Max = 0.105). The distributions of these variables are depicted in 

Figure 1. 
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Figure 1. Distributions of all dependent variables trimmed to 

5th-95th percentiles (variables were trimmed for the purpose of 
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visualization only, our analyses included all observations). Given 

the non-normality of these variables, we complemented our 

analyses with power transformed dependent variables. Talk 

evaluation is the number of likes divided by the sum of likes and 

dislikes that the talk received. Positive feedback is the number of 

likes per view, and negative feedback the number of dislikes per 

view. 

Analysis plan. Our approach for all four predictor variables 

(gender, race, age, and attractiveness) was to conduct Bayesian 

estimation of linear regression models with talk evaluation as the 

primary dependent variable.  

We used Bayesian estimation because our goal was to 

quantify the probability with which the true effect size lies in a 

certain range (Marsman & Wagenmakers, 2017). More precisely, 

Bayesian results (here the posterior distribution of effect sizes) 

allow observations like: “There is a 50% chance that the true beta 

value lies between -0.1 and 0.1.” Such observations are especially 

useful when investigating the possibility of negligible or null 

effects, which were suggested in the current context (Gheorghiu et 

al., 2020).  
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For each model, this approach required us to generate a prior 

probability distribution of the slope parameter (i.e., the size of the 

effect of a superficial characteristic on talk evaluations). This 

parameter was distributed normally, with M = 0 and SD = 1, 

constituting a symmetrical, wide (and therefore conservative) prior 

distribution (also given how unlikely large standardized betas are 

in psychological research). Prior distributions for all model 

parameters were defined as preregistered, with the exception of 

one mistake in the preregistration (see supplementary materials). 

We used the brms package (Bürckner, 2019) and NUTS sampling 

(Hoffman & Gelman, 2014) for estimating all models. Four Markov 

chains were run for 5000 iterations per model. Trace plots and 

convergence diagnostics for all independent variables provided by 

brms consistently indicated good convergence. Posterior 

distributions were based on 10,000 samples.  

Our key dependent variable, talk evaluation, violated the 

assumption of normality. To address this issue, we also conducted 

analyses using a power transformed talk evaluation variable. This 

marginally affected our results for facial attractiveness in one 

case. Additionally, the assumption of independent observations 

was violated, as 283 speakers gave more than one talk. To address 
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the issue of non-independence, we estimated multi-level models 

with random-intercepts for each speaker. This decision was not 

pre-registered, but the addition of random-intercepts did not 

substantially influence the results. All continuous variables were 

standardized prior to the analyses. Note that our supplemental 

analyses also include exploratory analyses of the effects of 

superficial characteristics on the number of views. 

Analyses on Viewer Comments. Past research has shown 

that users express their approval and discontent with YouTube 

videos in the respective comment sections and that these 

sentiments can be measured using automatic language processing 

(Rosenbusch, Evans, & Zeelenberg, 2019; Thelwall, 2018). If 

speakers’ superficial characteristics do correlate with audience 

evaluations, one should find effects on the audience’s language in 

the comments, in addition to the effects on likes and dislikes. 

Thus, we added an exploratory replication of our primary 

analyses, replacing video likes with positive sentiment in video 

comments, and dislikes with negative sentiment.  

Positive sentiment was quantified as the percentage of 

positive words in user comments (e.g., ‘great’, ‘awesome’, 

‘interesting’), while negative sentiment was the percentage of 
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negative words (e.g., ‘poor’, ‘boring’, ‘stupid’). The overall talk 

evaluation variable (previously 
𝑙𝑖𝑘𝑒𝑠

𝑙𝑖𝑘𝑒𝑠 + 𝑑𝑖𝑠𝑙𝑖𝑘𝑒𝑠
 ) is estimated as 

#𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝑤𝑜𝑟𝑑𝑠

#𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝑤𝑜𝑟𝑑𝑠 +#𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒 𝑤𝑜𝑟𝑑𝑠
 in the replication. For each video, we 

downloaded up to a maximum of 200 user comments and used 

the LIWC software (Pennebaker, Boyd, Jordan, & Blackburn, 

2015) to extract the sentiment scores from the raw text data. The 

according variables provided by LIWC are called ‘posemo’ (positive 

emotion words) and ‘negemo’ (negative emotion words). 

Results 

Gender. First, we examined the effect of gender on talk 

evaluations (likes divided by the sum of likes and dislikes), 

positive feedback (likes per view) and negative feedback (dislikes 

per view). Gender was coded with 0 = ‘female’ and 1 = ‘male’. The 

numeric results of our analyses are reported in Table 1 and 

visualized in Figure 2. Talks from men received better overall 

evaluations than talks from women. To put this difference in 

context, the observed difference was comparable to one in twenty 

users pressing like instead of dislike.  

To better understand this difference in overall evaluations, we 

examined the effects of gender on the rates of positive and 
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negative feedback. When investigating the effect of gender on 

positive feedback, the number of likes per view, we found male 

presenters received fewer likes per view than female presenters. 

Yet, when investigating the effect of gender on negative feedback, 

the number of dislikes per view, men also received fewer dislikes 

per view compared to female presenters. In other words, talks by 

female speakers were more polarizing (attracting more positive and 

negative reactions) than talks by male speakers. 

Table 1. The effects of speaker gender (0 = ‘female’ and 1 = ‘male’) 

on talk evaluation, positive feedback, and negative feedback 

  Standardized 
Beta 

2.5th 
percentile 

97.5th 
percentile 

Talk 
evaluation 

𝑙𝑖𝑘𝑒𝑠

𝑙𝑖𝑘𝑒𝑠 + 𝑑𝑖𝑠𝑙𝑖𝑘𝑒𝑠
 

 

0.464 0.390 0.548 

Positive 

feedback 

𝑙𝑖𝑘𝑒𝑠

𝑣𝑖𝑒𝑤𝑠
 

 

-0.150 -0.232 -0.068 

Negative 
feedback 

𝑑𝑖𝑠𝑙𝑖𝑘𝑒𝑠

𝑣𝑖𝑒𝑤𝑠
 

 

-0.395 -0.471 -0.315 

Note. Talk evaluation = likes divided by the sum of likes and 

dislikes; Positive feedback = likes divided by views; Negative 

feedback = dislikes divided by views. 
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Figure 2. Posterior distributions of the standardized beta 

coefficient when regressing on gender. The small vertical lines 

indicate the 5th percentile, peak, and 95th percentile of the 

probability distribution. The probability that the effect of gender 

on dislikes is stronger than the effect on likes is larger than 

99.99%. Talk evaluation is the number of likes divided by the sum 

of likes and dislikes that the talk received. Positive feedback is the 

number of likes per view, and negative feedback the number of 

dislikes per view. 

Race. Our second set of analyses focused on the relationship 

between speaker race and talk evaluations. We obtained three 

posterior distributions to compare differences in talk evaluations 



Chapter 9 

410 

among East-Asian, White, and Black presenters. Results are 

reported in Table 2 and displayed in Figure 3. There were 

substantial racial differences in overall evaluations: East-Asian 

presenters received better general evaluations than Black 

presenters, and the difference was equivalent to one in nineteen 

responders pressing like instead of dislike on the video. White 

presenters also received better evaluations than Black presenters, 

and the difference was equivalent to one-in-twenty-three 

responders choosing like instead of dislike. Finally, there was no 

discernible difference between the overall evaluations of talks by 

White presenters and East Asian presenters.  

Table 2. The effects of speaker race on talk evaluation, positive 

feedback, and negative feedback 

  Standardized 
Beta 

2.5th 
percentile 

97.5th 
percentile 

East-
Asian 

vs. 

Black 

Talk 
evaluation 

0.500 0.300 0.682 

Positive 

feedback 

-0.306 -0.502 -0.130 

Negative 

feedback 

-0.526 -0.703 -0.366 

White 
vs. 

Black 

Talk 
evaluation 

0.403 0.290 0.554 

Positive 

feedback 

-0.550 -0.685 -0.415 

Negative 
feedback 

-0.528 -0.647 -0.415 

East 

Asian 

Talk 

evaluation 

0.065 -0.086 0.214 
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vs. 

White 

Positive 

feedback 

0.242 0.082 0.383 

Negative 
feedback 

-0.019 -0.140 0.127 

Note. Talk evaluation = likes divided by the sum of likes and 

dislikes; Positive feedback = likes divided by views; Negative 

feedback = dislikes divided by views. 

Next, we examined racial differences in rates of positive and 

negative feedback: Black presenters received more positive 

feedback than White presenters and East-Asian presenters, and 

East-Asian presenters received more positive feedback than White 

presenters. However, there were also marked differences in the 

rates of negative feedback: Black presenters received more 

negative feedback than both White presenters and East-Asian 

presenters. There was, however, no differences in the rates of 

negative feedback for White and East-Asian presenters. 
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Figure 3. Posterior distributions of the standardized beta 

coefficient when regressing on speaker race. The probability that 

the effect of race on dislikes is stronger than the effect on likes is 

95.73% for the East-Asian - Black effect, 58.72% for the White - 

Black effect, and 2.19% for the East-Asian - White effect. Talk 
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evaluation is the number of likes divided by the sum of likes and 

dislikes that the talk received. Positive feedback is the number of 

likes per view, and negative feedback the number of dislikes per 

view. 

Age. Next, we examined the effects of age on overall 

evaluations, positive feedback, and negative feedback; results are 

reported in Table 3 and illustrated in Figure 4. Older speakers 

received better overall evaluations compared to young speakers, 

and they were less likely to receive positive feedback and negative 

feedback compared to young speakers. The effect on overall 

evaluations was equivalent to one in 145 responders pressing like 

instead of dislike for an age increase of 8.67 years (one SD). 

Table 3. The effects of speaker age on talk evaluation, positive 

feedback, and negative feedback 

 Standardized 

Beta 

2.5th 

percentile 

97.5th 

percentile 

Talk 

evaluation 

0.064 0.023 0.102 

Positive 

feedback 

-0.191 -0.228 -0.151 

Negative 
feedback 

-0.088 -0.127 -0.048 

Note. Talk evaluation = likes divided by the sum of likes and 

dislikes; Positive feedback = likes divided by views; Negative 

feedback = dislikes divided by views. 
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Figure 4. Posterior distributions of the standardized beta 

coefficient when regressing on age. The probability that the effect 

of age on likes is stronger than the effect on dislikes is 99.98%. 

Talk evaluation is the number of likes divided by the sum of likes 

and dislikes that the talk received. Positive feedback is the 

number of likes per view, and negative feedback the number of 

dislikes per view. 

Attractiveness. The effects of attractiveness on talk 

evaluations, positive feedback, and negative feedback are reported 

in Table 4 and illustrated in Figure 5. Attractive speakers received 

better evaluations than unattractive speakers. However, when 

applying a power transformation to the dependent variable to 
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bring it closer to a normal distribution, the 95% credible interval 

includes 0 (peak17 = 0.032, 2.5th percentile = -0.004, 97.5th 

percentile = 0.072). We also looked at the relationship between 

speaker attractiveness and positive and negative feedback: 

attractive speakers were less likely to receive negative feedback. 

Table 4. The effects of facial attractiveness on talk evaluation, 

positive feedback, and negative feedback 

 Standardized 

Beta 

2.5th 

percentile 

97.5th 

percentile 

Talk 

evaluation 

0.049 0.007 0.084 

Positive 
feedback 

-0.036 -0.075 0.004 

Negative 

feedback 

-0.058 -0.093 -0.017 

Note. Talk evaluation = likes divided by the sum of likes and 

dislikes; Positive feedback = likes divided by views; Negative 

feedback = dislikes divided by views. 

 
17 The “peak” refers to the peak of the posterior distribution for the effect size 

(i.e., the peak is relatively most likely effect size). 
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Figure 5. Posterior distributions of the standardized beta 

coefficient when regressing on facial attractiveness. The 

probability that the effect of facial attractiveness on dislikes is 

stronger than the effect on likes is 75.53%. Talk evaluation is the 

number of likes divided by the sum of likes and dislikes that the 

talk received. Positive feedback is the number of likes per view, 

and negative feedback the number of dislikes per view. 

Comparing Scientific and Non-Scientific Talks. Next, we 

examined whether the preceding analyses differed for scientific 

(vs. non-scientific) talks. Previous work suggested that superficial 

characteristics of experts have different effects on the audience 

depending on the speaker’s area of expertise, as in the results of 

Gheorghiu and colleagues (2020). Content effects might also hint 
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at a reason as to why superficial characteristics covary with 

audience evaluations. As preregistered, we followed YouTube’s 

classification of talks as either “Science & Technology” (n = 1,135) 

or “Other” (n = 1,407). Non-scientific talks covered topics related 

to art and design, or political and social issues. Overall, talks 

about science received higher evaluations than other talks (peak = 

0.302, 95% CI [0.220, 0.373]).  

Gender and Talk Content. We re-estimated the model for 

gender described above and included an interaction term with talk 

content. The posterior distribution for the interaction effect of 

gender and talk content peaked at -0.179, 95% CI [-0.330, -

0.012]. To better understand this interaction effect, we examined 

the simple effects of gender for scientific and non-scientific talks. 

Men received generally received better evaluations than women, 

but the effect was stronger for non-scientific talks, peak = 0.504, 

95% CI [0.414, 0.616] than for scientific talks, peak = 0.333, 95% 

CI [0.220, 0.463].  

Race and Talk Content. Next, we re-estimated the model for 

race described above and included an interaction term with talk 

content. The posterior distributions for all three interaction effects 

peaked at positive values (0.314, 0.263, 0.027), again suggesting 
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that the effects of race were more pronounced for non-scientific 

talks than scientific talks (see Figure 6). However, all 95% credible 

intervals included zero, alerting us that the directionality of the 

population-level interaction effects remains uncertain. There is a 

92% probability that the advantage for East-Asian speakers over 

Black speakers is generally higher in non-scientific talks than 

scientific talks, a 95% chance that the advantage for White 

speakers over Black speakers is generally higher in non-scientific 

talks than scientific talks, and a 57% probability that the 

advantage for Asian speakers over White speakers is generally 

higher in non-scientific talks than scientific talks. 
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Age and Talk Content. Next, we re-estimated the model for 

age described above and included an interaction term with talk 

content. The posterior distribution for the interaction effect of age 

and talk content peaked at -0.040, 95% CI [-0.116, 0.037]. Again, 

the 95% credible interval included zero, implying an uncertain 

directionality of the interaction effect. There is an 84% probability 

that the advantage for older speakers is generally higher in non-

scientific talks than in scientific talks and a 16% probability of the 

opposite pattern. 

Facial Attractiveness and Talk Content. Finally, we re-

estimated the model for facial attractiveness described above and 

included an interaction term with talk content. The posterior 

distribution for the interaction effect of facial attractiveness and 

talk content peaked at -0.038, 95% CI [-0.115, 0.038]. Again, the 

credible interval included zero, implying an uncertain 

directionality of the interaction effect. Again, there is an 84% 

probability that the advantage for attractive speakers is generally 

higher in non-scientific talks than in scientific talks and a 16% 

probability of the opposite pattern. 

Probabilities of Negligible Effects. Given that past research 

has started considering negligible (or “null”) effects of superficial 
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characteristics, we computed probabilities of negligible effects for 

all independent variables. Figure 7 depicts the probabilities of 

negligible effects based on subjective cut-offs for negligibility (X 

axis).  
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There are three important insight from these analyses. First, 

applying an effect size (beta weight) of 0.6 to 0.7 as a personal cut-

off, would make all observed effects certainly negligible, also 

implying that all observed effects are likely to be smaller than 

these values at a population level. Second, even the small effects 

of age and attractiveness are relatively unlikely to be negligible 

given a sufficiently low cut-offs (equivalent to 3-5 changed likes 

per 1,000 reactions). We discuss the issue of determining 

reasonable negligibility cut-offs below. Third, true ‘null effects’ 

(i.e., the effect of superficial traits being exactly zero are virtually 

impossible. This phenomenon has often been proclaimed by 

statisticians, as all variables are likely to have an observed non-

zero correlation (of which only few are large enough to be 

noteworthy). 

Exploratory Analyses of Viewer Comments. Given that the 

results so far suggest substantial effects of gender and race on 

talk evaluations, as well as potential effects of facial attractiveness 

and age, we set out to conceptually replicate these results using a 

different measure of how the viewers evaluated the talk: user 

comments. We re-estimated the previous models leaving the model 

structure and priors unchanged, but replacing the dependent 
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variables with positive and negative sentiment in comments 

respectively. We also examined whether controlling for positive 

and negative sentiment expressed by the speaker (scraped from 

the video subtitles), alters the result for the focal superficial 

characteristics. 

Gender and Sentiments in Comments. We found that male 

speakers received better talk evaluations in the comment sections 

(peak = 0.204, 95% CI [0.115, 0.278]). More precisely, male 

speakers received fewer positive (peak = -0.077, 95% CI [-0.165, -

0.0007]) but also fewer negative comments (peak = -0.311, 95% CI 

[-0.394, -0.232]), implying that female speakers received more 

positive and more negative feedback in audience comments. When 

controlling for speaker sentiments, the gender coefficients for 

positive sentiment (peak = -0.077, 95% CI [-0.165, -0.0007]) and 

negative sentiment (peak = -0.311, 95% CI [-0.394, -0.232]) 

remained the same. This mirrors results from the earlier analyses 

showing polarized likes and dislikes for female speakers. 

Race and Sentiments in Comments. We found that East-

Asian speakers received non-significantly better talk evaluations 

in the comment sections than Black speakers (peak = 0.144, 95% 

CI [-0.062, 0.324]). More precisely, East-Asian speakers received 
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non-significantly less positive (peak = -0.080, 95% CI [-0.275, 

0.103]) and significantly less negative comments (peak = -0.386, 

95% CI [-0.577, -0.205]) than Black speakers. When controlling 

for speaker sentiments, the coefficient for positive audience 

sentiment (peak = -0.139, 95% CI [-0.300, 0.055]) remains similar 

and the coefficient for negative audience sentiment (peak = -0.245, 

95% CI [-0.411, -0.094]) is a little smaller. When comparing 

overall evaluations in comments between East-Asian and White 

speakers we found a non-significant advantage for East-Asian 

speakers (peak = 0.120, 95% CI [-0.025, 0.279]). However, East-

Asian speakers received more positive comments (peak = 0.153, 

95% CI [0.002, 0.307]) and less negative comments (peak = -

0.252, 95% CI [-0.406, -0.108]) than White speakers. When 

controlling for speaker sentiments, the coefficients for positive 

audience sentiment (peak = 0.098, 95% CI [-0.041, 0.241]) is no 

longer significant whereas negative audience sentiment remains 

more prevalent for White speakers (peak = -0.192, 95% CI [-0.322, 

-0.066]). Lastly, there was no difference in overall evaluation 

between White speakers and Black speakers (peak = -0.005, 95% 

CI [-0.133, 0.140]). However, White speakers received less positive 

comments (peak = -0.250, 95% CI [-0.375, -0.110]) and less 
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negative comments (peak = -0.135, 95% CI [-0.268, -0.003]) than 

Black speakers, which cancelled each other out. When controlling 

for speaker sentiments, the coefficients for positive audience 

sentiment remains favorable for Black speakers (peak = -0.220, 

95% CI [-0.341, -0.094]), whereas there is no longer a significant 

difference regarding negative audience sentiment (peak = -0.063, 

95% CI [-0.171, 0.052]).  

Overall, these results suggest that speakers of different racial 

groups do experience differences in online feedback. Black 

speakers receive the most negative comments; an effect that 

shrinks when controlling for speaker language. Conversely, East-

Asian speakers receive the least amount of negative feedback in 

comments. Positive feedback is also more prevalent for Black 

speakers than White speakers, whereas the difference to East-

Asian speakers lies close to zero. East-Asian and White speaker do 

not differ by much regarding positive feedback. Similar to the 

analyses of likes and dislikes, we see some evidence for polarized 

feedback for Black speakers albeit less consistently. Further, 

whereas East-Asian and White speakers differed on likes above, 

they differ slightly on negative feedback in the new analyses, each 
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time suggesting small, somewhat flukish advantages for East-

Asian speakers. 

Age and Sentiments in Comments. Overall age did not 

show an association with talk evaluations in the comments (peak 

= -0.0001, 95% CI [-0.039, 0.039]). We found that older speakers 

received less positive (peak = -0.062, 95% CI [-0.103, -0.024]) and 

non-significantly less negative comments (peak = -0.034, 95% CI [-

0.070, 0.007]) than younger speakers. When controlling for 

speaker sentiments, the coefficients for positive audience 

sentiment (peak = -0.070, 95% CI [-0.106, -0.033]) and negative 

audience sentiment (peak = 0.0002, 95% CI [-0.036, 0.030]) 

remain almost the same. This is partially in line with the results 

from above, where age had a significant negative relationship with 

likes. However, the (smaller) negative relationship with dislikes is 

absent in the linguistic analysis.  

Facial Attractiveness and Sentiments in Comments. 

There was no association between speaker attractiveness and 

overall evaluations in comments (peak = -0.002, 95% CI [-0.044, 

0.035]). Accordingly, we found that more attractive speakers 

received non-significantly less positive comments (peak = -0.011, 

95% CI [-0.050, 0.029]) and non-significantly more negative 
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comments (peak = 0.011, 95% CI [0.030, 0.047]) than less 

attractive speakers. When controlling for speaker sentiments, the 

coefficients for positive audience sentiment (peak = -0.008, 95% CI 

[-0.041, 0.032]) and negative audience sentiment (peak = 0.011, 

95% CI [-0.022, 0.043]) remain around zero. These small effects 

roughly mirror the effect sizes found above, albeit the negative 

relationship between attractiveness and dislikes previously being 

significantly different from zero. 

In summary, the analyses replication on viewer comments (as 

opposed to likes and dislikes) reiterates the main finding from the 

first set of analyses: a polarized evaluation for female and Black 

presenters. Further, the effects of age and attractiveness are either 

small or absent in the new analyses, which again highlights that 

they lie close to zero. 

Discussion 

Social media platforms offer scientists and science 

communicators an unprecedented opportunity to reach and 

influence wide audiences. However, it remains important to 

understand how lay audiences react to science communication in 

these environments. Do scientists with different superficial 

features experience different audience reactions online? To this 
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end, we conducted a large observational study of TED talks. We 

found clear evidence that some speaker characteristics are 

strongly associated with audience reactions. Primarily, female and 

Black speakers receive polarized audience reactions in the form of 

increased likes, dislikes, and evaluative comments. These findings 

fit with recent work arguing that online conversations on 

contentious topics often dynamically evolve into polarized 

communities (Barberá, Jost, Nagler, Tucker, & Bonneau, 2015). 

Most of the time this polarized feedback resulted in an overall 

disadvantage for female and Black speakers.  

Conversely, the effects of speaker age and attractiveness were 

very close to (or were not even significantly different from) zero 

making them likely irrelevant in most scenarios. Further, observed 

effects depended, in part, on talk content; superficial 

characteristics generally had larger effects on evaluations for non-

scientific talks (most notably, for analyses involving gender). 

Together, these findings provide important observational evidence 

of the potential existence of social biases affecting online science 

communication. While some effects might have been overlooked in 

previous research, perhaps due to different methodologies (e.g., 

averaging over racial groups), other effects were likely too small to 
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be detected with small samples, such as the effects of age and 

facial attractiveness. Our results also show that the evaluative 

metric has strong effects on the observed group differences. In 

fact, if we had only used either positive or negative feedback as 

our only outcome variable, we might have concluded that there 

are one-sided advantages between men and women or between 

different ethnicities. Only the usage of multiple outcome variables 

showed that there are in fact polarizing effects rather than one-

sided shifts. 

We also considered the probabilities that the effects of 

superficial characteristics were non-zero, but negligible in size, as 

this was suggested previously. In order to set a cut-off for 

negligibility, we could consider how effects may be perceived by 

the scientists themselves, or by media outlets (such as the TED 

channel). If a scientist gives a TED talk and receives 10,000 

reactions (9,500 likes and 500 dislikes), would they be notably 

more successful than if they had received 9,450 likes and 550 

dislikes? If the answer is yes, then even the small effects of age 

and facial attractiveness could be relevant. Similarly, assume that 

a talk receives 9,000 likes and 1,000 dislikes. If this is seen as 

comparable to 9,500 likes and 500 dislikes, then even the 
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relatively strong effects of gender and ethnicity might not matter 

much. Naturally, the metrics used to judge online content 

influence the extent to which an effect is seen as negligible. Even 

small disadvantages could over time lead YouTube channels (and 

other online publishers) to disfavor experts from disadvantaged 

groups to boost positive feedback statistics. Further, some talks 

treat subjects that are extremely important to communicate to the 

public (e.g., health behaviors) and for which public defiance or 

polarization is extremely costly, even for small numbers of viewers. 

Thus, some speaker groups could experience an additional form of 

discrimination by being deselected from science communication 

roles. Efforts from scientists and media channels need to address 

this problem. 

Future Directions 

Our study relied exclusively on observational data, leaving 

ambiguity as to the specific psychological processes that gave rise 

to our results. We consider several possibilities: First, we cannot 

rule out the possibility that our results are due to correlations 

between superficial characteristics and talk content. It is possible 

that White speakers and male speakers may present topics that 

are more likely to result in positive audience evaluations, whereas 
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women and Black speakers may discuss more divisive issues. Our 

moderation analyses indeed suggest, albeit not consistently, that 

some types of talks (specifically, talks about non-scientific topics) 

are more likely to be influenced by superficial characteristics. 

Future work should incorporate content analyses of the TED talks 

themselves to better understand the role that substantive content 

plays in mitigating (or exacerbating) the effects of superficial 

characteristics.  

A related possibility is that the effects of superficial 

characteristics are related to non-substantive differences in 

presentation style or nonverbal behavior. Indeed, thin-slices of 

leaders’ nonverbal behavior predict leader evaluations (Tskhay, 

Zhu, & Rule, 2017). We consider this possibility less likely, as 

TED speakers undergo a rigorous coaching and vetting process 

(https://www.ted.com/about/conferences/speaking-at-ted). 

Additionally, our results could arise through differences in the 

audiences attracted to different types of speakers. For example, it 

may be the case that critical users are more attracted to certain 

types of speakers (e.g., women and Black presenters). Indeed, 

such trolling behavior exists in online social media, though its 
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general prevalence is unclear (Buckels, Trapnell, & Paulhus, 

2014). 

Regardless of the specific processes at play, our work makes 

an important contribution by demonstrating that superficial 

characteristics are consistently associated with the evaluation of 

science communicators. Moreover, our study demonstrates how 

computer vision and linguistic analyses can be used to examine 

the process of science communication on social media platforms. 

The data obtained for this study can be used to dig further into 

this research topic. 

Conclusion 

What are the factors associated with the evaluations of 

scientists on social media? We conducted a large field 

observational study to investigate whether superficial 

characteristics of scientists are associated with audience 

evaluations. We found clear associations with gender and race: 

male speakers received better evaluations than female speakers, 

and Black speakers received worse evaluations than White and 

East-Asian speakers. Interestingly, the overall effects were the 

outcome of two opposing sub-effects: Increases in likes, but also 

dislikes, for the overall disadvantaged groups. Additionally, there 
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is evidence for likely negligible associations between age and talk 

evaluations, as well as facial attractiveness and talk evaluations. 

Moreover, the effect of gender was more pronounced in talks about 

non-scientific topics. This current work show how new tools, can 

be employed to understand the psychology of science 

communication.  
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Abstract 

Background: The amount of random chance involved in 

multiplayer competitions varies depending on the structure of the 

competition. A hugely popular mode of competition is the Battle 

Royale, in which a group of participants semi-randomly 

encounters and battles each other until only one player is left. We 

utilized computer simulations to investigate how strongly the 

outcomes of different Battle Royale formats reflect the actual 

distribution of skill among the players. Further, we investigated 

which game features affect the congruency between skills and 

results. Method: We build agent-based models in NETLOGO to 

simulate the outcomes of different Battle Royale formats. Results: 

Our results consistently forwarded that outcomes from Battle 

Royale are only weakly aligned with actual player skills. 

Conclusion: Our findings suggest that many forms of Battle 

Royale involve substantially more luck than other sports or e-

sports competitions. Further, game developers should note that 

introducing new game features can entail both higher and lower 

involvement of skill over luck, and that these features can be 

tuned to obtain a desired level of uncertainty. 
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Would Chuck Norris18 certainly win the Hunger Games? 

Simulating the result reliability of Battle Royale games 

through agent-based models 

The structure of Battle Royale combat is as simple as it is 

popular. Since the times of gladiator fights in the Roman 

Colosseum the rules simply state: Everybody enters but only one 

leaves the arena. Nowadays, Battle Royale games experience huge 

popularity again (Choi & Kim, 2018) either in the form of 

videogames (e.g., FORTNITE; PUBG) or on the cinema screen (e.g., 

the ‘HUNGER GAMES’ series, and ‘BATTLE ROYALE’ which 

contributed the name to the popular video game genre). The 

survivor of the everybody-against-everybody combat is crowned 

the winner, admired by the masses, and often rewarded 

generously (e.g., with their freedom in ancient Rome). While losers 

in modern Battle Royale might not have to fear for their lives 

anymore, stakes remain high. The prize pool of a single FORTNITE 

tournament recently reached a hundred million dollars 

(Pommerenke, 2019; vastly exceeding traditional sports or other e-

sport championships), and winners can expect fame and lucrative 

business opportunities. Amateur players can also compete for 

 
18 Chuck Norris is a martial arts fighter and actor. He is often 

portrayed as a virtually unbeatable competitor. 
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money in Battle Royale video game tournaments. FORTNITE 

tournaments, for instance, are hosted regularly on 

https://gamebattles.majorleaguegaming.com/, with rule sets 

differing between competitions. On this platform, a popular setup 

is placing competitors, who paid money to enter a tournament, in 

a fully public match (i.e., including players who are unaware of 

the tournament) and the competitor who survives the everyone-vs-

everyone gun fights the longest (or performs better on a 

tournament specific metric) wins.  In 2018, Tyler Belvins (‘Ninja’), 

earned close to 10 million dollars by streaming his FORTNITE 

games online (Cuthbertson, 2019). Given that Battle Royale is 

commonly seen as a tournament mode to find the most skillful 

competitor and given the historically high stakes involved, we set 

out to test how reliable different forms of Battle Royale games are. 

That is to say, how much do the final results reflect the skills of 

the participants and how likely is the most skillful competitor to 

survive? Although Battle Royale video games are already extremely 

popular in tournaments, their e-sport scene is still in its infancy: 

In 2018, the lead director of PUBG, one of the most successful 

Battle Royale games and fifth best-selling video game ever (50 

million copies; Tassi, 2018), admitted not to be e-sports-ready yet 
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and announced a five-year roadmap to further develop (Jones, 

2018). The need for such a development phase reflects our general 

question about Battle Royale’s ability to accurately rank 

competitors of different skill levels. 

The Reliability of Different Tournament Modes 

Within sports sciences, researchers have long been interested 

in the question: How does the structure of a competition affect the 

predictability of the results? McGarry and Schutz (1997) 

conducted a widely cited simulation study, investigating which 

tournament mode ranks competitors in a way that is most 

representative of their skill level. They found that the most 

accurate player rankings are produced by round-robin 

tournaments, in which all players face each other at some point 

during the competition. Many sports and e-sports tournaments 

therefore follow this ‘league play’ format. However, various other 

modes exist, such as Knockout (K.O.) modes in which defeated 

players are eliminated from further competition. Through 

computer simulations, the authors found that final rankings 

obtained in a K.O. system are more strongly affected by chance 

than round-robin tournaments. Ryvkin and Ortmann (2008) 

replicated these findings, and additionally observed that ‘contests’ 
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(i.e., every competitor is judged on a single performance) can be 

even less reliable than K.O. modes. In order to satisfy both a high 

result reliability and stay within reasonable time constraints, 

many real tournaments employ modifications and mixed designs, 

such as an incomplete league play followed by multiple K.O. 

rounds. Many of these modes have been investigated through 

simulations in regard to their predictability (e.g., Clarke & Dyte, 

2000; Koning & McHale, 2012; Marchand, 2002). Here, we add 

another, very popular form of tournament to the literature: the 

Battle Royale, in which players encounter and battle each other in 

no predetermined order. 

The cited studies examining different tournament modes 

usually investigate how closely tournament results are aligned 

with the participants’ actual abilities (we call this relationship 

‘result reliability’). This phenomenon can be quantified in different 

ways (Scarf, Yusof, & Bilbao, 2009). The most straightforward 

metric to assess result reliability is to quantify the relative 

frequency with which the best player wins a tournament in 

repeated simulations. A higher relative win frequency of the best 

player is interpreted as a higher result reliability, and a relative 

frequency of 100% would make the tournament win a perfectly 
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diagnostic event. However, this metric evidently prioritizes a single 

player over the whole field of competitors, whose rankings do not 

affect the reliability score. To obtain a metric that also considers 

whether less successful competitors are ranked correctly, 

researchers frequently employ rank correlation coefficients, most 

prominently a spearman correlation, which quantifies how 

strongly the skill ranking of players is in line with their result 

ranking. If there is a perfect (positive) monotone relationship 

between skills and placings (i.e., each player places higher than all 

weaker competitors and lower than all stronger competitors) the 

spearman correlation has a value of 1. A perfectly negative 

relationship would entail a score of -1 (implying that the best 

player always finishes last and the worst always wins). If there is 

no association between both rankings (e.g., when tournament 

results are fully determined by chance) the spearman correlation 

coefficient becomes 0. Naturally, higher values ascribe higher 

result reliability to tournament modes. Other metrics (most 

notably Kappa; e.g., McGarry and Schutz, 1997) and extensions 

(e.g., likelihood of specific players to advance to a certain point in 

a tournament; Koning, Koolhaas, Renes, & Ridder, 2003) are also 

informative but were not used in our studies below. 
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The Current Study 

Here we set out to test how reliable results from Battle Royale 

games are and which factors affect the reliability of Battle Royale 

games. Importantly, we acknowledge that Battle Royale is 

attracting many casual players (Choi & Kim, 2018), who might 

perceive a low reliability (i.e., a strong involvement of situational 

luck) as less bad than competitive players would. In fact, we agree 

with Ahn (2017) that a certain degree of uncertainty while playing 

the game elicits a thrill that is partly responsible for attracting 

masses of casual players. Still, we wanted to investigate how 

much uncertainty is actually at play in Battle Royale games and 

which game features affect the level of uncertainty. 

The method we chose for simulating a variety of different 

Battle Royale games is agent-based modeling (for introductions 

see e.g., Bonabeau, 2002; Macal & North, 2005; Yilmaz, Ören, & 

Aghaee, 2006). This method is specifically suited to simulate 

group-level phenomena (here: the reliability of tournament 

rankings) which emerge from individual level interactions (here: 

individual combats between players). Further, this method is well 

suited to investigate how macro level factors (e.g., features of the 

game) affect individual-level interactions, which in turn result in 
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the group-level outcome of interest. Thus, it matched well with our 

targeted research objective. Ethics approval was given by the ERB 

of the first author’s institution.  

Method 

There are many different forms of Battle Royales with diverse 

features. Ancient gladiator games share only very broad 

characteristics with current Battle Royale video games. As game 

features are very likely to affect result reliabilities, it is not 

possible to forward a single quantification of result reliability for 

Battle Royale games. Rather, we simulated various formats of 

Battle Royale games, ranging from very basic to more feature-rich 

versions. Thus, the purpose of the simulation model was to 

investigate the spread of results across different formats of Battle 

Royal games, and test how different features affect the games’ 

result reliability. To implement the agent-based models we used 

NETLOGO (Wilensky, 1999), a language specifically developed for 

agent-based modeling. Individual agents in our model represented 

individual competitors in the Battle Royale. Each competitor had a 

general skill score (scaled between 0 and 1) which described how 

good they are at playing the game. This skill score can also be 

interpreted as a linear combination of specific skill facets (e.g., 
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speed and strength), but below we only worked with the aggregate 

score for simplicity. In every format of the game, agents had at 

least two capabilities: moving and fighting. Each game spans a 

sequence of time units. In each time unit, agents could consider to 

move and fight competitors that appear in their reach. When two 

agents met, they fought, and one of them died. Similar to real life, 

agent behaviors were actually never occurring in the exact same 

time. Two independent fights could never end at the exact same 

time, as this would prevent a relative ranking of the eliminated 

parties as undertaken in actual tournaments. Thus, we ensured 

that fights occurring in different parts of the arena ended one after 

the other in random order. The probability of winning a fight was 

determined by: Formula 1: 𝑝(𝑤𝑖𝑛) =
𝑠𝑘𝑖𝑙𝑙𝑠𝑒𝑙𝑓

𝑠𝑘𝑖𝑙𝑙𝑠𝑒𝑙𝑓+𝑠𝑘𝑖𝑙𝑙𝑒𝑛𝑒𝑚𝑦
. This formula 

was extended in more feature-rich formats of the game (see below).  

For each played game format, we computed Spearman rank 

correlations (ranging from -1 to 1) between final tournament 

ranking and actual skill ranking. Additionally, we report the 

relative frequency with which the most skillful player actually 

ended up winning/surviving the competition. We ran each 

simulation 10,000 times (random seeds 1 to 10,000) to generate 

estimates of the average and spread of results for each Battle 
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Royale format. All described effects are statistically significant 

(given the N of 10,000 per simulation) and so we focus on 

reporting effect sizes. In the last subsection, we report how many 

repeated games would need to be played of a certain format to find 

the most skillful competitor most of the time.  

Methods of Analysis 

For ease of reading, we generated and report results in three 

stages: 

1) Basic survival: We simulated result reliabilities of the 

simplest form of Battle Royale games: A restricted arena in which 

competitors encounter and kill each other in a non-determined 

order until one player is left. Here, we also contemplated different 

skill distributions among the competitors. 

2) Shrinking arena: We extended the simple structure of 

Stage 1 by introducing a very common feature of Battle Royale 

video games: A slow shrinking of the combat arena, which forces 

participants to fight each other (Ahn, 2017). We implemented this 

feature by restricting the arena’s radius by 0.5 distance units 

every other time that all competitors had the chance to move and 

fight. For reference, competitors can move up to 3 distance units 

in this time frame, thereby easily outpacing the shrinking arena. 
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Another basic feature examined at this stage was the number of 

competitors and its effect on result reliability. 

3) Advanced features: We introduced more advanced 

features, which affect players’ chances to win individual combats. 

First, we implemented a diverse landscape, which can be exploited 

by skillful players to increase their chances of survival. Second, 

we varied the importance of exploiting the environment over pure 

combat skill, as in some formats combat skill is much more 

important (e.g., gladiator fights in the Colosseum), whereas in 

other formats the terrain plays a substantial role (e.g., Hunger 

games in the jungle). Third, we introduced resources that can be 

accumulated and skillfully utilized. The effect of these resources is 

that they add to players’ battle skill score, which is used to 

compute the probabilities of winning fights. Each player starts 

with the same resources but can obtain additional resources from 

their competitors by defeating them in combat. Importantly, 

resources can also be negative (i.e. detract from battle skill scores) 

as players can obtain injuries or material damage from fights. 

Fourth, we implemented varying degrees of advantage for 

stationary over moving players. The reasons are that stationary 

players are familiar with the surroundings, that approaching 
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players can be heard and therefore noticed ahead of time, and 

that stationary players have the opportunity to set up defenses or 

establish an advantageous combat position.  

Notice that this set of features can be extended to be more 

closely in line with specific video games or other Battle Royale 

formats. This can be done with relative ease and only few lines of 

code in the interactive web version of our Battle Royale simulator 

from which the annotated source code can also be downloaded. 

The simulator can support replication attempts and boundary 

checks of our results (c.f., Seagren, 2015) and is accessible here: 

https://bit.ly/2kiXucw.  

Results 

We present the results from the three stages in order of 

increasing complexity. All data and scripts can be retrieved from 

https://osf.io/enz6g/. 

Stage 1: Basic Survival. We let 100 competitors roam an 

isolated, rectangular area (e.g., island) while randomly 

encountering and fighting each other. In this format, the survival 

ranking is only marginally representative of the participants’ skill 

ranking. Table 1 shows the reliability coefficients under different 

skill distributions among the players. 
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Table 1. Reliability of combat results in reference to actual 
player skills 

Skill distribution normal uniform exponential 

Spearman  
(skill & result) 

M = .181 
SD = .097 

M = .268 
SD = .090 

M = .345 
SD = .084 

Success rate of 

most skilled 
4.3% 3.8% 14.5% 

It is obvious that an exponential distribution of skills among 

the players led to the most reliable outcomes. An exponential 

distribution of skill means here that there were many players with 

a skill level that is substantially lower than that of a dominating 

elite. In other words, there was a small group of players with 

relatively very high skill. The reason why this distribution led to a 

higher winning probability for the most skilled competitor is 

intuitive: The best player was likely an outlier in the distribution 

and only few competitors posed a danger in individual combats. 

Thus, long periods of survival were likely. The success rate of 

these outliers (14.5%) are closely in line with the success rate of 

top-performing PUBG players (≈15%; PUBG, 2019). We did not 

anticipate the finding that the spearman correlation between skill 

and placing is also higher when skills are distributed 

exponentially. After examining the data, we found that the lower 
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skilled players were responsible for the high spearman 

correlations under exponential skill distributions. When skill is 

distributed exponentially, there are many players with a relative 

skill score close to zero and over the first rounds of the game these 

players die, thus reliably occupying the lower ranks. Accordingly, 

when removing the 50% least skilled players, exponential skill 

distribution does no longer entail higher spearman correlation 

than other skill distributions, but remains more reliable in terms 

of the most skillful player winning with relatively high frequency 

(see supplementary materials). Naturally, exponential skill 

distributions might not occur very often in real Battle Royale 

competitions, but these results do align with niche scenarios such 

as professional players dominating games when they join casual 

players. 

Stage 2: Shrinking Arena. We extended the upper analyses 

by letting the size of the arena shrink continuously, which forces 

players to encounter and fight each other. The immediate and 

intuitive consequence was that the battles were over much faster 

than in Stage 1. A snapshot from a single battle simulated in 

NETLOGO is provided in Figure 1. 
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Figure 1. Battle between 8 remaining players of different skill 

levels. The black square defines the original arena, while the 

shrinking white circle forces players towards each other. 

Additionally, we investigated how a smaller number of players 

(10) and a larger number of players (1000) affect the result 

reliability. The outcomes are depicted in Figure 2. 
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Figure 2. Each point/symbol represents a different version of 

the Battle Royale game characterized by the number of players 

and the distribution of their skills. The percentage labels indicate 

how frequently the most skilled player survived. The whiskers 

reach from the 20th percentile value to the 80th percentile value for 

the spearman correlation accumulated across the 10,000 

iterations. Standard errors are smaller than the radius of the 

points. 

The results for the success probability of the best player are 

intuitive: The chance of the most skillful player to survive were 

substantially larger when the field of competitors was relatively 

small. Similarly, spearman correlations were larger with smaller 

numbers of competitors, which can be explained by larger 

differences in skill between competitors with adjacent skill ranks. 
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Stage 3: Advanced Features. So far, the outcome of the 

simulated Battle Royale games was only marginally representative 

of players’ actual skill ranking. However, in the simulations above, 

players’ skill only affected how likely they were to win individual 

combats. In most forms of Battle Royale games players can 

heighten their chance of survival by other means such as strategic 

positioning or resource management. Thus, in this final form of 

the simulation model we introduced four advanced features 

mentioned above. Details of these implementations are as follows: 

1) Terrain: The simulated battle advantages inherent to 

specific positions within the arena ranged from zero to one and 

were randomly set alongside players’ initial position at the start of 

each game. This local advantage score was integrated into the 

formula that computes each player’s probability of winning fights 

against their encounters (see point below). 

2) Importance of combat skill over terrain: While in some 

Battle Royales (e.g., Colosseum or wrestling) positioning in the 

given terrain is less important than pure combat skill (e.g., 

physical power or speed) other Battle Royales (e.g., FORTNITE, 

PUBG) are strongly determined by strategic use of the 

environment. Thus, local advantage scores had to be integrated 
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into the formula of winning individual combats depending on the 

importance of terrain. We thus implemented two variables: 

importanceskill and importanceterrain, which took on values between 

zero and one adding up to one. These variables were multiplied 

with a player’s skill and their current position’s advantage score 

respectively, and both products were added up. The result 

functions as a player’s combat score and the player’s chance of 

winning a battle is computed as 

Formula 2: 𝑝(𝑤𝑖𝑛) =
𝑐𝑜𝑚𝑏𝑎𝑡𝑠𝑐𝑜𝑟𝑒𝑠𝑒𝑙𝑓

𝑐𝑜𝑚𝑏𝑎𝑡𝑠𝑐𝑜𝑟𝑒𝑠𝑒𝑙𝑓+𝑐𝑜𝑚𝑏𝑎𝑡𝑠𝑐𝑜𝑟𝑒𝑒𝑛𝑒𝑚𝑦
.  

Naturally, skillful players could be more likely to maneuver to 

advantageous positions, especially if they are familiar with the 

environment. Thus, we also varied whether players find the best 

position in their environment depending on their skill. More 

precisely, in formats where skill did not affect positioning, players 

followed a random trajectory through the arena. In simulations in 

which skill did affect positioning, players’ probability to find the 

most advantageous position in their environment was set by their 

skill level (i.e., if a player has a skill value of 0.9, there was a 90% 

chance at every step that this player maneuvers to, or stays at, 

the best surrounding position instead of a random one). 
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3) Resources: During most Battle Royale games, 

participants utilize resources to gain advantages in combats. 

Typically, these could be weapons, armor, or even medical 

equipment. We introduced positive as well as negative resources 

(e.g., injuries) that could be obtained from combats. Positive 

resources added to players’ skill score (up to a new skill score of 

one), whereas negative resources subtracted from a player’s skill 

score (down to a minimum of zero). It is reasonable to assume that 

skillful players are more effective in obtaining resources (e.g., 

using loot to build armor) and preventing negative resources (e.g., 

injuries). Thus, we also varied whether skill affected resource 

management. When skill did not affect resource management, the 

obtained resources were of random sign and size. When skill was 

set to affect resource management, the probability of obtaining 

positive as opposed to negative resources was equal to the player’s 

skill (cf. skill affecting positioning). 

4) Movement penalty: In many Battle Royales, a player 

that enters an area in which another player is situated is at a 

disadvantage in the confrontation. Naturally, the size of this 

disadvantage varies across different forms of Battle Royale and 

some in some cases there might not be any movement penalty at 
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all (e.g., increased momentum or surprising nature of incoming 

players). Thus, we also varied this parameter across simulations. 

In mathematical terms, the combat score of the moving player (see 

Formula 2) is multiplied with a penalty term (1 = no penalty, 0 = 

no chance of winning). 

By varying the factors described above, we obtained 96 

different versions (i.e., design points; Lorscheid, Heine, & Meyer, 

2012) of a Battle Royale game (each simulated 10,000 times). In 

Table 2, we classify the varying factors as independent variables 

(of primary interest) and control variables (of secondary interest) 

to provide guidance for this section.  

Table 2. Features of different Battle Royale games 

Factor Factor levels Classification  

Skill distribution 

among players 

Normal 

Uniform 

Exponential  

Independent variable  

Skill affects positioning True 

False 

Independent variable  

Skill affects resource 

management 

True 

False 

Independent variable  

Relative importance 

skill vs positioning 

100:0 

66:34 

Control variable  

Movement penalty 1 
0.66 

Control variable  
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Terrain Uniform 

Diverse 

Control variable  

For all formats, we implemented a shrinking arena (as it is 

very common in most Battle Royale video games) and set the 

number of competitors to 100 (as this number is used in the most 

popular games including FORTNITE, CALL OF DUTY BLACKOUT, 

and PUBG). The rest of this section is structured around the 

independent variables (see Table 2) by consecutively describing 

their effect on the game’s result reliability. Where noteworthy, we 

add brief descriptions of interaction effects with the control 

variables. All results for the 96 factor combinations are included 

in the supplementary materials. 

In Figure 3, readers can see the spread in reliability across all 

96 versions and specifically the effect of exponential skill 

distributions that was observed in stage 1. 
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Figure 3. Result reliability of all Battle Royale versions that 

emerge from different combinations of game features. 

Overall, the range of reliabilities was similar to the ones 

obtained in the simpler Battle Royale simulations in Stage 1 and 

Stage 2. As before, the most influential factor appeared to be the 

distribution of skills among the competitors. The most accurate 

tournament outcomes were obtained with an exponential 

distribution of skills (i.e., when a few players clearly dominated 

the field). In less reliable game versions (for instance when skill 

only contributed 66% to the combat score and players’ current 

positioning contributed the remaining 34%), skill distributions 

mattered less and uniform skill entailed marginally higher 

reliabilities than exponential distributions. Next to the 
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aforementioned spread of skill among the participants, it was 

important whether positioning was affected by players’ skill level 

(e.g., previous knowledge of the terrain). When skillful players 

were relatively good at navigating their surroundings, the outcome 

reliability was relatively high. In the same way, when skill 

contributed to the amassing of resources (e.g., obtaining beneficial 

resources from opponents), outcome reliability was relatively high 

(see Figure 4). 

 

Figure 4. Being able to exploit game features through skill 

affects result reliability. 

This does not imply that the mere introduction of new 

features increases the outcome reliability per se. For instance, the 
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beneficial effect of skillful movement is slightly more pronounced, 

first, in a diverse terrain, and second, when positioning directly 

contributes to players’ combat scores. Further, the net effect of 

advanced features, like a diverse terrain, on ranking reliabilities 

depends on how much more effectively skillful players can exploit 

these features in comparison to their opponents. This is apparent 

in a comparison between the results of stage 1 and stage 3. The 

very simple Battle Royale format from stage 1 led to equally high 

result reliabilities as the most optimal combination of advanced 

features in stage 3. Still, it is not impossible to heighten result 

reliability through advanced features. For instance, when skillful 

players did not just find, but also utilized advantageous battlefield 

positions better, and when skillful players were able to mitigate 

the disadvantages of running into stationary players (e.g., through 

increased awareness), result reliabilities reached marginally 

higher maxima. However, even after the introduction of these 

additional skill multipliers into the formula for combat scores, the 

result reliability was only 0.013 higher than in the most optimistic 

simulation in Stage 1 (i.e., a jump from .345 to .358). 

Repeating Games. While the most dramatic of Battle Royales 

are only fought once (repetition is impossible because all but one 
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competitor perished), modern video game tournaments often 

repeat individual Battle Royales and aggregate the outcomes to 

determine the final winner. This procedure naturally enhances the 

result reliability, which grows asymptotically towards perfect 

reliability as the number of repetitions grows towards infinity. In 

this section, we produced some first estimates about the required 

number of repetitions for finding the most skillful player with high 

certainty.  

We repeated Battle Royale games, but unlike in the 

simulations above, the same competitors reentered the 

competition on each iteration. We kept repeating the competition 

until the most skilled player had the best overall result. The best 

overall result is computed by averaging the ranks of the played 

games. 

For the most optimistic scenario described above, we had to 

repeat the game 12 times to correctly identify the most skilled 

player 50% of the time and 163 times to correctly identify them 

90% of the time. For the basic 100-player Stage 2 scenario with 

normally distributed skill, we needed to repeat the game 79 times 

to find the most skilled player 50% of the time and more than 500 

times (simulation end) to find them 90% of the time. 
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Conclusions 

We set out to simulate how strongly the results of Battle 

Royale contests are in line with the skills of the competitors. Both 

simple models and more complex models suggested that results 

are only weakly aligned with player skills. That is, there is a high 

degree of outcome uncertainty in a Battle Royale. When comparing 

our findings for the Battle Royale tournament format to similar 

simulations of other tournament modes, it is apparent that even 

our highest estimates for result reliability lie substantially lower. 

For instance, results from work on robin-round competitions 

consistently led to higher spearman correlations (e.g., two to three 

times higher than our highest estimates: Mendonca & 

Raghavachari, 2000), as do simulations of mixed-design 

tournaments (e.g., one to two and a half times higher than our 

highest estimates: Scarf, Yusof, & Bilbao, 2009). 

When enriching the current simulations with elements 

commonly found in Battle Royales such as variation in terrain, 

movement, and resources, we again observed relatively low 

reliabilities (never exceeding r = .4). We also observed that the 

inclusion of additional elements (e.g., enhanced movement 
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through a diverse terrain) can heighten the reliability of results, if 

players can exploit them to a degree strongly determined by their 

skill. While introducing more features to our simulations could 

still heighten the observed reliabilities, we showed that even under 

very optimistic assumptions, Battle Royale remains far more 

steered by luck than traditional tournament modes. In short, the 

examined Battle Royale formats give first evidence to the public 

claim that the popular tournament mode is mostly a game of luck 

(e.g., Pommerenke, 2019).  

Future research may be done to find ways of increasing 

fairness and reducing the amount of luck in the game by taking 

inspirations from other e-sports games. For instance, in MOBA 

(multiplayer online battle arena) games such as League of 

Legends, teams of players are positioned at opposite ends of 

nearly symmetric and meticulously balanced maps19 where the 

outcome of a game is not affected by random positioning or 

randomly distributed loot over the terrain. This would also 

increase the importance of the players’ knowledge of the map and 

 
19 For instance see: 

https://leagueoflegends.fandom.com/wiki/Maps_(League_of_Legends)  
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allow for detailed strategizing. However, such measures will 

generally not address a core random factor inherent to the Battle 

Royale genre: The fact that achieving a single good outcome rank 

is often much easier for one player compared to another due to 

encountering less or weaker players. This is likely the reason it 

proved very difficult in our simulations to substantially heighten 

tournaments’ outcome reliability through advanced game features. 

Conversely, the simple step of repeating games and aggregating 

outcomes for a final score greatly enhanced result reliability and 

actual tournament organizers already started utilizing this 

strategy. Further, tournament organizers started experimenting 

with more complex scoring metrics that no longer only reflect 

players’ period of survival, but also factor in their success in 

individual combats. Such a remodeling of tournament 

characteristics (rather than game characteristics), might be a 

pathway towards more reliable player rankings, and poses an 

interesting avenue for future research. 

We again want to mention that a high involvement of luck is 

typically regarded as a negative thing in competitive sport or e-

sports tournaments. However, a high level of short-term 

uncertainty as in, for instance, Poker games, offers increased 
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excitement, which in turn fosters players’ motivation to keep 

playing (Wood, Griffiths, & Parke, 2007; Zaman, Geurden, De 

Cock, De Schutter, & Abeele, 2014). Thus, there is no universal 

optimum for result uncertainty/reliability in terms of popularity or 

quality of entertainment and our results should not be seen as a 

criticism of the Battle Royale genre, but rather as a 

characterization. It is likely that the Battle Royale genre will 

succeed to establish itself in the e-sports scene long-term, due to 

its enormous popularity. On the streaming platform Twitch, 

FORTNITE matches alone amassed over 2 billion hours of watch-

time in the last two years (Yosilewitz, 2019), possibly creating a 

niche for itself in gaming, where the line between raw 

entertainment and e-sports competition is blurred.   

We hope that game developers can use our simulation tool to 

test hypotheses about the effect of introducing new game features 

(cf., Grüne-Yanoff, 2011). The model settings that we applied can 

be extended to be more closely in line with specific games and 

models can be empirically validated with gaming data from online 

Battle Royale games, which is unfortunately sparsely available to 

the public. To conclude, quantifying result uncertainty in Battle 

Royale games and experimentally optimizing it for either casual or 
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competitive consumers is a challenging goal, but computer 

simulations can guide both analysts and game developers towards 

better understanding and design.  
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Abstract 

You tell a joke and no one laughs. Are we dealing with a bad joke 

or a tough audience? The current work estimates the relative 

importance of stimulus factors and perceiver factors in the 

occurrence of amusement. Much psychological research has 

focused on stimulus characteristics when searching for the 

ultimate source of funniness. Other researchers have instead 

highlighted the importance of perceivers’ characteristics when 

predicting amusement. Across 5 studies with varied stimuli and 

perceiver samples, we find that characteristics of the perceiver 

account for substantially more variance in funniness ratings than 

stimulus characteristics. Thus, psychological theories focusing on 

between-person differences have a relatively high potential for 

explaining and predicting humor appreciation. Even more crucial 

than the two individual sources of variance appears to be their 

interaction, suggesting that the most powerful humor theories 

consider the fit between humor and audience characteristics when 

predicting amusement. Implications for humor theories as well as 

applied work are discussed alongside limitations of the current 

work. 
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Why Aren’t They Laughing?  

Determining the Relative Importance of Joke and 

Audience Characteristics When Trying to Elicit Amusement 

Humor profoundly affects our emotions (Ford, Lappi, & 

Holden, 2016; Fritz, Russek, & Dillon, 2017), social life (Treger, 

Sprecher, & Erber, 2013; Wilbur & Campbell, 2011), and health 

(Martin, 2004; Romundstad, Svebak, Holen, & Holmen, 2016; 

Schneider, Voracek, & Tran, 2018). Accordingly, scholars from 

many research fields have dedicated much attention to the subject 

of humor. Here, we aim to address a basic question in humor 

research: To what degree does amusement stem from funny 

material, and to what degree is it in the eye of the beholder? Past 

research implies that both factors are important, but their relative 

impact is yet to be quantified. Is it adequate to consider both 

factors equally when conducting future research? Is audience 

selection or joke selection more important for successful comedy 

programs, health interventions, and pick-up lines? In order to 

develop useful theories that accurately predict human 

amusement, we need to understand the relative importance of 

humor and audience. 
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After a brief introduction to the psychology of humor, we will 

highlight research pointing to either the importance of funny 

material or the importance of audience characteristics. Then, we 

will describe four studies in which we isolate the relative 

importance of humorous material and participant samples. A fifth 

study quantifies how much of the remaining explanatory power 

lies in the interaction between both factors. 

What is Humor? 

Defining humor has been an interdisciplinary challenge for a 

long time as its meaning and forms have changed continuously 

(see for a historical review, Carrell, 2008). The earliest references 

to humor (Latin for ‘liquid’) pertained to bodily fluids, including 

blood, phlegm, black bile, and yellow bile, which were thought to 

determine a person’s temperament. The notion of humor 

describing a person’s general temperament or dispositional mood 

is still partly preserved today in expressions like ‘good-humored’ 

(Ruch, 2008). Early scholars thought of humor as a disparaging 

activity pointing out laughable shortcomings in others (Hobbes, 

1950; Plato, 1975). Around the sixteenth century, the term ‘wit’ 

was employed to describe as a socially desirable talent to make 

others laugh standing in contrast to the less sophisticated and 
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usually unintentional ‘humor’ (Ruch, 2008). Currently, humor is 

used to refer to all things laughable, as well as personal 

dispositions like the ability to make people laugh or the 

dispositional appreciation of humorous material (both are often 

referred to as ‘sense of humor’; Martin & Ford, 2018). Here we 

adopt this broad definition of humor: 

“Humor is a broad, multifaceted term that represents 

anything that people say or do that others perceive as funny and 

tends to make them laugh, as well as the mental processes that go 

into both creating and perceiving such an amusing stimulus, and 

also the emotional response of mirth involved in the enjoyment of 

it” (Martin & Ford, 2018, p. 3). 

While the terminology and the things that we find funny 

change over time and cultural context, laughter and amusement 

are basic phenomena found in all human (and some non-human) 

populations (Bryant et al., 2018; Todt & Vettin, 2005). Laughter is 

expressed from a very early age including by deaf-blind people 

(Black, 1984; Kawakami et al., 2006). Various functional and 

evolutionary explanations of laughter, humor, and the 

accompanying emotion of amusement (or mirth) have been 

forwarded (Gervais & Wilson, 2005; Wood, Martin, & Niedenthal, 
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2017). Humor is associated with a range of positive outcomes: For 

instance, laughter and humor are very powerful communication 

tools that can be used to signal and enhance affiliation, 

partisanship, attraction, self-esteem, status, mood and various 

other phenomena (e.g., Apostolou & Christoforou, 2020; Martin, 

Puhlik-Doris, Larsen, Gray, & Weir, 2003; McGee & Shevlin, 2009; 

Oveis, Spectre, Smith, Liu, & Keltner, 2016; Pearce & Hajizada, 

2014; Wellenzohn, Proyer, & Ruch, 2016). A good sense of humor 

(both in terms of humor production and appreciation) is among 

the most highly valued traits a person can have and accordingly 

predicts social, professional, and reproductive success (Bressler, 

Martin, & Balshine, 2006; Mao, Chiang, Zhang, & Gao, 2017; 

Medlin, Brown, & Sacco, 2018; Robert & da Motta Veiga, 2017; 

Wagner, 2019). Further, laughter and amusement serve as a 

buffer from stress and anxiety, help to cope with trauma, and 

thereby potentially promote health and quality of life although 

these effects tend to be flukish (Boerner, Joseph, & Murphy, 2017; 

Merz, et al., 2009; Richards & Kruger, 2017; Rowe & Regehr, 

2010; Sliter, Kale, & Yuan, 2014). Thus, while humor has multiple 

meanings that have changed throughout history, the experience of 
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amusement and laughter in response to funny things is part of 

basic human nature and profoundly impacts our life. 

What is Funny? 

Similar to defining humor, many theories have been proposed 

to explain what makes some jokes funnier than others. Early 

theories often focused on the prevalence of sexual and aggressive 

themes in humor, concluding that humor and laughter serve as 

cathartic relief from suppressed urges or ways of dominating 

others (Freud, 1905; McGhee & Duffey, 1983). While helpful in 

decoding many specific instances of humor, these theories are no 

longer accepted as general theories of humor. More recent 

approaches, motivated by cognitive psychology, have highlighted 

that laughable material involves perceptions of incongruity 

(Deckers, 1993). That is, the perceiver is misled, surprised, or 

presented with seemingly incompatible information that needs to 

be reconciled. Take for instance the following joke: 

Our Grandma Ruth always gets angry that her local 

supermarket does not sell eggs in packs of six, but only by the 

dozen. When she came to visit us, she saw that our 

supermarket does have packs of six. She got so excited she 

took home two. 
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The incongruity lies in the fact that two packs of six eggs are 

contain the same number of eggs as a 12 pack and that the 

grandma’s buying behavior therefore seems surprising and 

inconsistent with her own preferences. 

In opposition to incongruity theory, superiority theorists 

(Gruner, 2017) would say that amusement in response to this joke 

is experienced because one can feel superior to the grandma, and 

that such feelings of superiority can be found in all forms of 

humor (cf., historical employment of humor for means of 

disparagement). As mentioned, this assumption is no longer held 

by many as humor often appears unrelated to feelings of 

superiority or victory (e.g., in the case of simple linguistic puns).  

Similarly, researchers have pointed out that not all moments 

of incongruity are funny and that incongruity theories therefore 

need to be refined and extended. For example, the Benign 

Violation Theory (McGraw & Warren, 2010) states that funniness 

hinges on the simultaneous perception of a stimulus being a 

violation (cf., incongruity) as well as benign (not overtly harmful). 

When an instance of incongruity or an unexpected event lacks 

benignity, it can very well be tragic or disgusting rather than 

funny. The ways in which situations can constitute violations are 
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manifold including violated expectations, norms, or grammatical 

rules. Similarly, the benign nature of the event can be indicated in 

many ways including non-verbal signs of playfulness throughout 

joke delivery, low (non-threatening) personal relevance for the 

perceiver, or heightened psychological distance to the comical 

event (e.g., a tragedy happening long ago; McGraw, Williams, & 

Warren 2014). While the broad, fuzzy nature of the terms violation 

and benign can make the theory challenging to apply and 

constrain, it appears that such terms are necessary for a 

comprehensive account of the many things that can be funny. 

However, most theories do not explicitly state whether the 

origins of funniness can ultimately be attributed to the material, 

the observer, their interaction, or a mix of all three. Here, we aim 

to estimate the explanatory power of these components through a 

variance decomposition approach (Krueger, 2009). Such an 

approach allows to unite perspectives from social and personality 

psychology and highlights which components need to be 

incorporated and prioritized in humor theories. 
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Funniness as Determined by the Quality of Humorous 

Material 

It is commonly believed that some jokes are funnier than 

others. Supporting the notion that ‘funniness lies in the material’, 

there are even competitions and prize money for coming up with 

the best joke for a given context (e.g., 

newyorker.com/cartoons/contest). Further, some people are 

consistently able to generate laughter and amusement, whereas 

others struggle, leading to a measurable quality difference in 

humor production (Greengross & Miller, 2011). Thus, amusement 

and laughter seem to be (at least in part) determined by the 

characteristics of the material. 

Accordingly, psychological theories as well as empirical 

studies suggest that some attempts at humor are better than 

others at eliciting amusement. In fact, much research on the 

psychology of humor investigates how funny the jokes are that 

were generated in specific experimental or field contexts (e.g., 

Forgas & Matovic, 2020; Ruch & Heintz, 2019). These types of 

studies forward insights such as funny examples enable 

participants to write funnier jokes than unfunny examples (Shin, 

Cotter, Christensen, & Silvia, 2020) and jokes written by non-
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professional men are on average funnier than jokes written by 

non-professional women (Greengross, Silvia, & Nusbaum, 2020; 

but see Hooper, Sharpe, & Roberts, 2016). These studies imply 

that one joke can be funnier than another and that these 

differences can matter. 

Theoretical work has forwarded that the funniness of jokes 

can be attributed to their specific content or structural qualities. 

The simplest assumption is that, absurdist humor 

notwithstanding, material must be understandable to the 

perceiver in order to be funny. This is important as the 

incongruity in jokes often requires the perceiver to have 

contextual knowledge as well as the ability to reinterpret 

information and take multiple perspectives on the same context. If 

the joke overstrains these resources, it won’t be funny 

(Cunningham & Derks, 2005). Conversely, if a joke is too simple it 

is not fun, which is why people regularly outgrow their sense of 

humor (especially early in life; McGhee, 2013). Further, jokes and 

punchlines arguably profit from sexual and aggressive content, 

which is why Freud and others argued that all humor serves as a 

socially accepted valve for our suppressed urges (Freud, 1905; 

Ferguson & Ford, 2008). Accordingly, some research found that 
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sexual and aggressive content heightens the amusement felt in 

response to jokes (McCauley et al., 1983; Wilson & Molleston, 

1981). Follow-up investigations challenge these positive 

relationships pointing towards possible negative relationships, 

inverted-U shaped relationships, or qualifying interaction effects 

(Herzog & Anderson 2000; Herzog, Harris, Kropscott, & Fuller; 

2006; Ruch & Hehl, 1988). Thus, main effects of humor 

characteristics on funniness have been suggested, but the notion 

that one can easily distinguish between good and bad jokes based 

on these factors is outdated.   

Another suggestion is that a joke’s punchline should be 

surprising in order to maximize the perceived incongruity and its 

sudden resolution. However, empirical studies are again split 

regarding the main effect of surprisingness on experienced 

funniness. Jääskeläinen and colleagues (2016) found that seeing a 

humorous video elicits more amusement during the first viewing 

compared to a second viewing later on. This could indicate that 

surprise benefits amusement with humorous material. However, 

when correlating punchline predictability with audience 

expressions of amusement, Pollio and Mers (1974) found strong 

positive correlations. A replication by Fearman (2014) came to the 
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same result. Thus, it appears that good jokes are, in a way, 

predictable, potentially because the joke teller and the audience 

must share contextual knowledge and attitudes. However, when 

prediction is very easy, for instance through familiarity with the 

joke, amusement is diminished. But, even then amusement is still 

possible as evidenced by running gags and “classic” comedies (for 

a review, see Warren et al., 2020). 

As part of their comprehension-elaboration theory (1992), 

Wyer and Collins proposed multiple characteristics that 

distinguish good from bad jokes. For instance, good jokes have a 

high elaboration potential while bad jokes do not. That is, a 

punchline may conjure up many unexpected implications and rich 

imagery leading to high amusement. Alternatively, it may carry 

little potential in this regard (e.g., linguistic puns) and only entail 

little amusement. Further, the authors mention that good jokes 

should be understandable albeit not too simple in order to elicit 

the maximum amusement (see above). 

In summary, lay people as well as scientists are united 

behind the idea that humorous material can, at least to some 

degree, be ranked according to its funniness. This is contrary to 

the argument that funniness lies in the eye of the beholder. In the 



Chapter 11 

502 

following section, we will introduce the audience as an alternative 

source of variance in amusement, before estimating the 

contribution of each factor in a series of empirical studies. 

Funniness as Determined by Audience Characteristics 

Whether an attempt at humor is successful has long been 

regarded as a question of the humor’s overall quality, although the 

audience plays a significant role in determining humor success 

(Carrell, 1993). Anybody can relate to the feeling that some people 

seem virtually impossible to amuse, which often leads to labels of 

‘humorlessness’ or ‘no sense of humor’ (Hofmann, Carretero-Dios, 

& Carrell, 2018). Having a sense of humor refers to, among other 

things, a dispositional tendency to laugh and enjoy humorous 

material (for a review, see Ruch, 2010). Research has established 

that people vary greatly on this trait and it has genetic as well as 

environmental roots (Vernon, Martin, Schermer, & Mackie, 2008). 

This implies that your chances of getting a laugh depend on your 

current conversation partner and not entirely on your material 

(see section above).  

Various psychological constructs have been suggested to 

capture one’s proclivity to amusement including the 

aforementioned sense of humor. An alternative construct 
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capturing individual differences in humor appreciation is trait 

cheerfulness referring to one’s temperamental disposition towards 

humor (Ruch, Platt, Proyer, & Chen, 2019). Various measures of 

dispositional humor enjoyment have been developed including 

measures of general and content-specific humor appreciation (e.g., 

Carretero-Dios & Ruch, 2010; Ruch et al., 1997). Clinical 

disorders can entail extreme loathing or enjoyment of laughter, 

referred to as Gelotophobia and Gelotophilia respectively, which 

also predict experienced amusement (Ruch, Beermann, & Proyer, 

2009). 

Next to stable dispositions, reactions to humorous material 

are also affected by temporary psychological states. Laypeople are 

aware that one can be ‘in the mood’ for consuming funny material. 

Accordingly, research has shown that current emotions affect how 

a person rates others’ attempts at humor. Psychological theories 

have acknowledged the importance of a person’s current state by 

highlighting that humor requires a specific mindset in order to be 

enjoyed. This mindset allows people to process information in a 

playful rather than a serious way (e.g., Apter, 1984; Raskin, 

2012). It is also related to perceiver emotions as, for instance, 

situational elation, state cheerfulness, or even nervousness, 
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predict expressions of humor appreciation (e.g., Gervais & Wilson, 

2005; Ruch, Köhler, & Van Thriel, 1997; Wicker, Thorelli, Barron, 

& Willis, 1981). 

Humor research has also highlighted some constructs from 

personality and political psychology that predict how much 

amusement people experience in response to humorous material. 

For instance, general dispositions like sensation-seeking can 

heighten a person’s appreciation of jokes (Carretero-Dios & Ruch, 

2010). Similarly, emotional intelligence and extraversion were 

found to be related to humor appreciation (Gignac, Karatamoglou, 

Wee, & Palacios, 2014). Moreover, political and moral beliefs show 

correlations with amusement and funniness ratings (Yam et al., 

2019), arguably as they hinge on a person’s attitudes and 

intentions towards others and oneself (Deen, 2018). In sum, 

numerous dispositional and situational tendencies of audience 

members affect whether humorous material will be responded to 

with amusement and laughter, or unease and silence.  

Psychological theories and practical interventions hinge on 

incorporating the most important determinants of amusement and 

laughter. These determinants could be characteristics of the 

perceiver or the humorous material. However, they could also lie 
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in the interaction between the two, meaning amusement could 

primarily be the outcome of a fit between joke and perceiver 

characteristics. 

The Power of Interactions Between Humorous Material and 

Audience Characteristics 

Initial hypotheses that a certain attribute can make one joke 

reliably better than another, have often been revised in follow-up 

work showing that certain jokes work if the perceiver has certain 

knowledge, dispositions, or attitudes. Thus, rather than 

aggression always working well in jokes, there are audiences for 

which it reliably works well and others for which it does not 

(Swani, Weinberger, & Gulas, 2013). Similarly, a joke’s complexity 

versus understandability, which are important for eliciting 

amusement, depend on the joke content, but also on the 

capabilities of the perceiver (Southam, 2005). Thus, theories 

focused on humor materials are generally refined with reference to 

audience characteristics, pointing towards the potential power of 

interaction effects (rather than main effects) in predicting 

amusement. Ruch (2008, p. 20) made a supporting observation in 

his humor research review, when noting that “there are always 

individuals finding the poorest joke maximally funny”. 
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Similarly, narrow theories about perceiver characteristics 

predicting amusement can be extended to incorporate joke 

characteristics. These extensions either target the ways in which 

seemingly humorless people can be amused or the situations in 

which cheerful people are stoic. Accordingly, general measures of 

people’s dispositional humor appreciation are nowadays 

complemented by measures of content-specific humor 

appreciation (e.g., Carretero-Dios & Ruch, 2010).  

The potential power of interaction effects is shown through 

past experiments in which participants’ characteristics predicted 

their response to specific types of jokes. For instance, personal 

beliefs and morals are often moderating the appreciation of 

political and disparaging humor (Hodson, Rush, & MacInnis, 

2010; Thomas & Esses, 2004; Weise, 1996). Similarly, different 

personality traits are associated with different humor styles again 

implying that successful comedy lies at the intersection of 

material and perceiver characteristics (Mendiburo‐Seguel, Páez, & 

Martínez‐Sánchez, 2015). 

Further, if one examines the proposal that funny things 

consist of benign violations, one might conclude that different 

people hold different expectations that, depending on the 
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humorous material can be benign, violated, both, or neither. 

Thus, an interaction between material and audience seems to lie 

at the core of current explanations of humor appreciation (Warren 

et al., 2020). 

The question of the current paper is how predictive the three 

potential sources of amusement variance are: material effects, 

perceiver effects, and their interaction. Being able to estimate their 

relative importance is highly beneficial for at least three reasons. 

First, knowing which source of variance dominates the prediction 

of amusement highlights where future research should be 

invested. If, for instance, perceiver effects account for relatively 

little variance compared to material effects, research efforts should 

be weighted accordingly. Secondly, as accurate predictions (as 

opposed to theoretical explanations) of behavior rise in popularity 

(Yarkoni & Westfall, 2017), predictions models need to be set up 

using the optimal set of predictor variables. Thus, when trying to 

predict the success of a humor-based health intervention, the 

current research points out which predictors need to be 

incorporated. Lastly, humor theories are plentiful but one-sided as 

they often neglect audience characteristics when trying to explain 

what is funny (Carrell, 1993; Raskin, 1998; Warren et al., 2020). 
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The current set of studies examines whether this one-sidedness is 

appropriate or whether humor theories should instead focus on 

perceiver or interaction effects to gain explanatory and predictive 

power. 

Study 1: Jokes 

In the first study, we isolate variance in amusement due to 

rater characteristics from variance due to joke characteristics. 

Canned jokes have been the primary stimuli in humor research in 

the past decades. One of the largest datasets containing funniness 

ratings of canned jokes is the Jester dataset (Goldberg, Roeder, 

Gupta, & Perkins, 2001). The primary analysis that we conduct 

for this dataset, as well as the datasets in Study 2, 3, and 4, 

consists of fitting a multilevel model predicting funniness with 

random intercepts for raters and jokes. This approach allows us to 

compare how much variance in funniness ratings is located on the 

rater level and the joke level. We expected that rater 

characteristics would be more informative than joke 

characteristics given the low interrater reliabilities (i.e., high 

interrater variance) observed in past research. The preregistration 

of our hypothesis and analyses can be found here: 

https://osf.io/qcnhf/. 
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Dataset and General Analysis Plan 

The Jester dataset (more specifically Jester Dataset 3; 

http://eigentaste.berkeley.edu/dataset/; Goldberg et al., 2001), 

contains ratings of 140 jokes from 54905 raters at time of our 

download (November 2020). The total number of ratings excluding 

missing values is 1842370. Demographic information about the 

sample was not collected. The original authors utilized the 

collected data to develop cost-efficient recommendation 

algorithms. Participants did (and are still able to) rate the 

funniness of the consecutively presented jokes on a slider scale 

from -10 to 10. The slider could take on about 200 different 

positions between -10 and 10 according to the authors. Jokes 

featured a wide range of subjects including politics, popular 

culture, relationships, group stereotypes, and puns. The analysis 

approach for Study 1 (as well as Study 2, 3, and 4) consists of two 

steps. First, a multilevel model is fit to the data to predict 

funniness ratings with joke and participant specific intercepts 

(i.e., a random intercepts only model). This allows us to estimate 

the variance accounted for by differences between materials and 

differences between perceivers respectively. The according metrics 

are the respective ICC scores (for a tutorial see supplementary 
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materials of Hehman, Sutherland, Flake, & Slepian, 2017). 

Second, we visualize how informative perceiver and joke 

characteristics are for predicting funniness (see Figure 1). 

Specifically, we sample 1000000 pairs of ratings (“paired” as they 

pertain to the same joke) and plot how close these ratings are to 

each other in a heatmap. We then repeat the process but pair 

ratings on the same perceiver (rather than the same joke). These 

visualizations highlight whether it is more informative to know the 

audience member or the joke content to predict a funniness 

rating. 

Results 

We refit a multilevel model predicting funniness ratings using 

random intercepts for perceivers and jokes 500 times using 

bootstrap samples of perceivers and jokes. The average variance 

accounted for by perceivers was 33.68% (2.5th percentile = 30.86, 

97.5th percentile = 37.93) while differences between jokes 

accounted for 7.09% (2.5th percentile = 5.56, 97.5th percentile = 

8.71). The average differences between both values was 26.59 

percentage points (2.5th percentile = 22.82, 97.5th percentile = 

31.6). 
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Discussion 

The results of Study 1 suggest that rater characteristics have 

a stronger effect on reported amusement than joke characteristics. 

Thus, when predicting a person’s amusement, it seems more 

important to know the person rather than the joke. However, 

these first analyses were restricted to a single (albeit large) sample 

of raters and a single outlet of humor: canned jokes. In the 

following studies, we utilize different types of stimuli and rater 

samples. 
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Study 2: Cartoons 

Study 2 replicates the analyses of Study 1 replacing joke 

ratings with ratings of cartoons (including captions). Like jokes, 

cartoons are very common materials in humor research (Aykan & 

Nalçacı, 2018; El Refaie, 2011; McCauley, Woods, Coolidge, & 

Kulick, 1983). However, given that they include an additional 

(visual) component, it is possible that the relative importance of 

material and audience characteristics is shifted. However, given 

the generally weak interrater reliabilities in past research and the 

clear-cut results of Study 1, we maintained our assumption that 

differences between audience members will account for more 

variance than differences between cartoons. The preregistration 

for Study 2 can be found here: https://osf.io/zyf9e/. 

Dataset 

For the analyses in Study 2, we utilized the dataset provided 

by Hooper and colleagues (2016). In their study, the authors 

investigated gender biases in rating cartoon captions and 

remembering the gender of caption authors. The dataset contained 

ratings of 20 cartoons with 2 alternative captions judged by 228 

raters (university students; 36% male and 69% female; Mage = 

20.8, SD = 4.70) in about equal parts from Britain, Canada, and 
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Australia. Excluding missing values, the dataset contains 8844 

ratings. All cartoons were taken from the ongoing New Yorker 

caption competition (newyorker.com/cartoons/contest). Ratings 

were given on a 5-point scale ranging from ‘not funny at all’ to 

‘very funny’. 

Results 

We refit a multilevel model predicting funniness ratings using 

random intercepts for perceivers and cartoons 500 times using 

bootstrap samples of perceivers and cartoons. The average 

variance accounted for by perceivers was 24.31% (2.5th percentile 

= 20.26, 97.5th percentile = 28.34) while differences between 

cartoons accounted for 8.45% (2.5th percentile = 5.86, 97.5th 

percentile = 11.39). The average differences between both values 

was 15.86 percentage points (2.5th percentile = 10.36, 97.5th 

percentile = 21.39). 

Discussion 

Similar to Study 1, analyses of cartoon ratings suggest that 

funniness ratings are much better predicted by rater 

characteristics than joke characteristics. As most humor research 

relies on joke or cartoon stimuli, these insights can steer 

explanation of study results as well as predictive modeling of 
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humor appreciation. Still, real world experiences of humor go far 

beyond jokes and cartoons. The next study utilizes stimuli that 

are substantially more vivid and information rich.  
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Study 3: Videos 

Study 3 replicates the previous analyses in Study 1 and 

Study 2. Instead of joke or cartoon stimuli, Study 3 investigates 

humorous videos, which constitute an even more information-rich 

medium than cartoons. We again expected audience effects to 

outweigh material effects in this study. However, given that the 

stimuli are more vivid and immersive than in the previous studies 

and given that the rater sample is relatively homogenous 

(university students), we expected the importance ratio to shift 

away from the raters and towards the humorous stimuli. The 

preregistration of Study 3 can be found here:  

Dataset 

For the analyses in Study 3, we utilized the dataset provided 

by Wood (2020). In their study, the author investigated the various 

social functions of laughter. The dataset contained ratings of 120 

videos varying in length between 1 and 30 seconds and featuring 

3 overarching themes: reward (baseline funniness), affiliation 

(funniness + cuteness/empathy), and dominance (ridicule). The 

videos did not include any audio as the original study investigated 

audio cues given by the participants. 118 raters participated in 

the study (students at a US American university; 70 females, 41 
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males, 7 no gender reported; Mage = 18.81, SD = 1.22). Excluding 

missing values, the dataset contains 6679 ratings. Videos were 

partly obtained from an existing database (Cowen & Keltner, 2017) 

and partly gathered from YouTube. Funniness ratings were given 

on a 7-point Likert scale prompted with the statement ‘This video 

was funny’. 

Results 

We refit a multilevel model predicting funniness ratings using 

random intercepts for perceivers and videos 500 times using 

bootstrap samples of perceivers and videos. The average variance 

accounted for by perceivers was 23.15% (2.5th percentile = 16.41, 

97.5th percentile = 30.69) while differences between videos 

accounted for 16.55% (2.5th percentile = 11.68, 97.5th percentile = 

21.76). The average difference between both values was 6.60 

percentage points (2.5th percentile = -3.71, 97.5th percentile = 

17.18). 
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Discussion 

While funniness ratings were still more strongly associated 

with rater characteristics than stimulus characteristics, the 

importance ratio was only about 1.5:1 rather than 4.5:1 (study 1) 

or 3:1 (study 2). In fact, the confidence interval around the relative 

importance includes zero in the latest study. While we anticipated 

this shift in importance, it is noteworthy that sample size and 

statistical power were also smaller in Study 3. Therefore, we added 

a study using stimuli on the other side of the vividness spectrum: 

single word humor. 

Study 4: Words 

While comedy movies or stand-up performances are very 

immersive and intense experiences, humor also comes in much 

more minimalistic forms. It may be just a quick exchange of looks 

or a slight grammatical error. Sometimes, single words that are 

experienced as funny given their pronunciation, complexity, or 

visual associations (Engelthaler & Hills, 2018; Westbury & Hollis, 

2018). In this study, we replicate the analyses of funniness ratings 

from above to single word ratings. Although we failed to 

preregister our analyses (as we assumed the data file might be 



Chapter 11 

521 

 

corrupted), we employ the identical procedure and analytic 

strategy as in the studies above. 

Dataset 

For the analyses in Study 4, we utilized the dataset provided 

by Engelthaler and Hills (2018). In their study, the authors 

established the first database of word humor ratings. The dataset 

contained ratings of 4997 words. 821 raters participated in the 

study (Amazon Mechanical Turk users; 478 females, 341 males, 2 

no gender reported; Mage = 35.37, SD = 11.74). Excluding missing 

values, the dataset contains 243000 ratings. Words were partly 

selected from a range of different norm lexica such as ‘arousal 

norms’ or ‘age of acquisition norms’. Funniness ratings were given 

on a scale from 1 (humorless = not funny at all) to 5 (humorous = 

most funny). 

Results 

We fit a multilevel model predicting funniness ratings using 

random intercepts for perceivers and words 500 times using 

bootstrap samples of perceivers and words. The average variance 

accounted for by perceivers was 38.75% (2.5th percentile = 36.39, 

97.5th percentile = 40.99) while differences between words 

accounted for 11.10% (2.5th percentile = 10.07, 97.5th percentile = 
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12.09). The average difference between both values was 27.64 

percentage points (2.5th percentile = 24.82, 97.5th percentile = 

30.60). 

Discussion 

As in study 1 and 2, the results of study 4 suggest a 

substantially higher importance of rater characteristics compared 

to stimulus characteristics. We speculate that less immersive 

stimuli (like words or jokes) require raters to “get into it” or “have 

an eye for humor” (more so than vivid stimuli like videos) thereby 

accentuating rater differences. In figure 4 (right side), one can see 

that if someone rates the funniness of a word with either the low-

point or the mid-point of the scale, they are likely to do so again 

with another word. We assume that these raters do not see how 

the rated words could be funny, whereas others might somehow 

“find” the funniness within these minimalistic stimuli. Studies 1 

through 4 suggest that rater characteristics outweigh material 

characteristics in determining funniness. However, all studies 

employed a single humor format (either jokes, cartoons, videos, or 

words) thereby potentially limiting the predictive power of 

between-material differences. Further, as none of the studies 

collected repeated ratings, we could not isolate the variance 
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explained by the interaction of rater and joke characteristics. 

Therefore, we conduct a new study below in which we employ 

repeated ratings of mixed stimuli. 
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Study 5 

The previous studies give insight into the predictive power of 

psychological theories focusing on either the humorous material 

or the audience. The evidence points towards a higher importance 

of perceiver characteristics. In this last study, we address two 

notable limitations of the previous analyses. First, we could not 

quantify the predictive power of perceiver-material interactions. 

Second, both the humorous material as well as the rater samples 

were relatively homogenous in the utilized datasets. This is a good 

representation of humor research, but neglects the diversity of, 

both, comedic materials and audiences in everyday life. In this 

study, we obtain repeated ratings of a diverse set of stimuli by a 

participant sample from Prolific. We predicted that rater 

differences would again be more impactful than stimulus 

differences when predicting funniness ratings, although we predict 

that by increasing stimulus diversity and vividness, the difference 

would be smaller than in the previous studies. Further, we 

predicted that the interaction between perceiver and stimuli would 

be more predictive than either of the individual sources of 

variance. The pre-registration of study 5 can be found here: 

https://osf.io/saq3m/. 
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Method 

As in the previous studies, raters are presented with 

humorous materials which they rate according to the perceived 

funniness. The rating procedure is repeated after three weeks. We 

estimated three weeks to be sufficient for participants to forget 

their numerical responses from the first wave, thereby preventing 

automatic answer repetition. 

Material. We collected 105 different humorous materials from 

different websites, social media portals, video channels, and books 

(see supplementary materials). In order to maximize the diversity 

of the stimuli, we used 35 stimuli per format (text, image, or 

video/gif) respectively. Each format includes stimuli from seven 

different humor categories suggested in the past (Martin et al., 

2003; Ruch, 1992). These categorizations include self-deprecating, 

affiliative, aggressive, reward-focused, sexual, incongruity-

resolution, and nonsense humor. While it is certainly not possible 

to represent all facets of humorous materials with 105 stimuli, the 

current selection is fairly diverse, including knock-knock jokes, 

memes, fail videos, celebrity interviews, political and artistic 

content, musical comedy, scenes from talk shows, movies, or 

sitcoms, nonsensical texts, cartoons, standup comedy, puns, 
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riddles, roasts, interactions with animals, jokes about group 

stereotypes, jokes about science, pickup lines, humorous tweets, 

and bloopers. 

Participants. All 911 participants were recruited on 

prolific.co in January and February 2021. Participants needed a 

90% approval quota on their previous studies and indicated that 

English was their first language. Pre-registered exclusion criteria 

were confirmation that participants watched the videos with audio 

(21 exclusions), did not have technical issues with more than two 

stimuli (3 exclusions), and passed an attention check about the 

content of the last shown video (76 exclusions). The remaining 

sample of 811 participants included 518 women, 289 men, 2 

people identifying with a different gender, and 2 people preferring 

to not answer. The average age was 35.31 years (SD = 12.68). 

During the second wave of ratings, we managed to re-recruit 555 

participants passing the same exclusion criteria again. 

Results 

We fit a multilevel model predicting funniness ratings using 

random intercepts for perceivers, stimuli, and perceiver-stimulus 

pairs 500 times using bootstrap samples of perceivers and stimuli. 

The average variance accounted for by perceivers was 20.05% 
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(2.5th percentile = 18.22, 97.5th percentile = 21.91) while 

differences between stimuli accounted for 13.07% (2.5th percentile 

= 9.96, 97.5th percentile = 16.57). The differences between both 

values was on average 6.99 percentage points (2.5th percentile = 

2.80, 97.5th percentile = 11.20). The unique interactions between 

raters and stimuli predicted 34.84% of funniness variance (2.5th 

percentile = 33.16, 97.5th percentile = 36.46). The difference in 

predictive power between rater characteristics and interaction 

characteristics was 14.79 percentage points (2.5th percentile = 

12.30, 97.5th percentile = 17.47). The difference in predictive 

power between stimulus characteristics and interaction 

characteristics was 21.77 percentage points (2.5th percentile = 

16.74, 97.5th percentile = 25.95).  
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Discussion 

As in all previous studies, rater characteristics were better 

predictors of funniness ratings than the nature of the humorous 

material. This result emerged despite the stimuli being diverse in 

their contents and formats. The difference in explained variance is 

less stark than in some of the previous studies and we again 

assume that this is due to a high stimulus diversity (accentuating 

between stimulus variance) and some stimuli being relatively 

immersive (decreasing the effect of between rater differences like 

situational cheerfulness). Most importantly, study 5 highlights 

that, despite being prominently discussed, neither rater nor 

stimuli effects are the most insightful when it comes to predicting 

amusement. Rather, it is their interaction which reliably explains 

humor appreciation. Some jokes are relatively good and some 

audiences are relatively easy, but most notably, certain jokes work 

well for certain audiences. 

General Discussion 

What is at the root of amusement: the joke or the audience? 

Past research has emphasized the quality of the humorous 

material as the primary factor to be investigated under the 

umbrella question: “What is funny?”. In the 90s, multiple 
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researchers highlighted that audiences are equally necessary for 

studying amusement and that audience characteristics covary 

reliably with measures of amusement (Carrell, 1993; Raskin, 

1998). Most current approaches either explicitly or implicitly 

highlight the interaction between humor and rater characteristics 

(e.g., Martin et al., 2003; McGraw & Warren, 2010) making 

theories more complex but potentially more realistic. We set out to 

test how much variance the three alternative sources contribute to 

measures of amusement. Across 5 studies, perceiver 

characteristics were reliably more useful for predicting 

amusement than joke characteristics.  

This result is important as much humor research focuses on 

between-stimuli differences while ignoring or merely controlling for 

the more impactful differences between audience members. In 

1998, Raskin observed that “a typical humor theory […] tends to 

ignore the differences between various senses of humor, striving 

instead to learn the nature of the funny” (p. 96). As the current set 

of studies point out, such theories focus on the least informative 

part of a humorous experience: the material. If the goal is to 

provide the best explanation of amusement, theories should focus 

on, first, “a match between perceiver and material”, and second, 
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“perceiver characteristics”, before considering “joke 

characteristics”. 

Even applied studies that are explicitly trying to predict 

amusement as accurately as possible through machine learning 

approaches have ignored rater-level predictors or tried to minimize 

their effect by aggregating responses of different raters (e.g., 

Shahaf, Horvitz, & Mankoff, 2015). Standardizing humor 

interventions for health or social bonding is equally daunting as 

they ignore audience characteristics and potential mismatches 

between joke characteristics and preferences of the audience. 

Comedians regularly report the difficulty of avoiding to “bomb” 

with their well-rehearsed programs, and trying read and to adjust 

to the present audience.  

As stated, our quantifications suggest that specific audience 

requirements are important when predicting amusement. 

However, these audience-level predictors are often relatively 

difficult to assess or utilize in practice. Humorous material only 

contains a few bytes of readily accessible, and easily encodable 

information (e.g., topic, length, word choice), whereas an audience 

member is filled with an insurmountable volume of relevant but 

often unknown variables (e.g., “do they like Donald Trump?”, “are 
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they vegan?”, “did they ever eat food on an airplane?”). Thus, it is 

relatively challenging to “know your audience” and utilize that 

knowledge towards predicting amusement. A useful challenge for 

psychological research is to find a small number of generalizable 

rules to inch towards the maximal explanatory power of each 

respective variance source examined in the current work. 

Limitations and Future Research 

In the current work, we did not examine an important, 

additional source of variance: the social context in which the 

humor is experienced. In everyday life, the high ratio of social 

laughter to solitary laughter speaks strongly to the central role of 

social context in amusement (Addyman, Fogelquist, Levakova, & 

Rees, 2018; Dezecache & Dunbar, 2012; Provine, 1993). Creating 

humorous experiences for participants across a wide range of 

social interactions and everyday contexts requires substantial 

investments. Specifically, it requires multiplying the (already large) 

number of ratings by the number of social contexts, each of which 

is designed and realized in a standardized way by the researchers. 

Thus, adding a “social level” to the variance decomposition 

approach of the current work is quite challenging. However, in 

order to extend the current analyses from performance humor to 
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the more common spontaneous, social humor, such challenges 

will need to be tackled, perhaps by first varying a few social 

variables which are known to be impactful (e.g., shared social 

identity; Lynch, 2010). 

Conclusion 

Some attempts at humor are better than others. However, 

differences between perceivers ultimately play a larger role in 

determining amusement. More important yet is the interaction 

between humor characteristics and specific preferences of the 

consumer. By honoring this trifold hierarchy of explanatory power, 

humor theories can become more useful. 
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What are the lessons learned from the last 4 years? Naturally, 

a range of data science and statistics tricks were popularized, but 

I will use this discussion to reflect on some bigger picture 

impressions of computational social science. I will also not dive 

into the different social science contexts from the chapters and 

rather focus on the characteristics and development of 

computational social science as a new scientific discipline. 

Look at the drawings in the beginning and end of this thesis. 

You see a classic therapist’s office with a patient on a couch and a 

Freudian looking counsellor in an armchair. Somewhat unusual is 

that the therapist stares at a laptop rather than a paper notepad. 

In fact, the therapist barely listens to the patient, and only looks 

for an opportunity to play with new software and analysis tools. At 

times, this is what computational social science feels like. The 

hype is frequently centered on newer data, more complex models, 

or the latest research software. New insights into human behavior 

are sometimes at danger of being pushed in the background. I was 

(and still am) part of the computational methods hype, but given 

my constant involvement with computational methods over the 

last years, I have naturally been confronted with some of their 

limitations and dangers. The following paragraphs will outline my 
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current perspective on the computational methods in this thesis 

and the value of computational social science. 

Machine learning has gained a huge amount of attention in 

the behavioral and social sciences. Like many others, I was drawn 

to the more complex prediction models allowing researchers to 

forecast human behavior with much higher accuracy. Specifically, 

the text by Yarkoni and Westfall (2017), arguing that establishing 

prediction accuracy is equally important to formulating new 

theories, and the increasing number of applied machine learning 

projects in the social and behavioral sciences (Eichstaedt et al., 

2015; Joel, Eastwick, & Finkel, 2017; Kosinski, Stillwell, & 

Graepel, 2013; Wang & Kosinski, 2018; Sumner, Byers, 

Boochever, & Park, 2012) inspired me to dive deep into machine 

learning. In fact, my excitement carried me through various 

extracurricular courses on machine learning, completing multiple 

projects on predicting human behavior (see Chapters 2 and 8), 

and even teaching about machine learning through lectures and 

seminars. Future behavioral research can become much more 

relevant for practitioners (i.e., everyone outside of academia) if 

findings and results are phrased in terms of prediction accuracy. 



Chapter 12 

553 

 

This opportunity appears to be one of the most intriguing 

affordances of computational social science. 

Statistical techniques from the field of machine learning are 

not the only innovations prominent in computational social 

science. Specifically, new ways to measure psychological variables 

through automatic language processing are getting much of the 

limelight. At the start of the thesis, I was fascinated that one could 

scrape people’s social media posts for emotional language. It 

seemed almost revolutionary to have immediate access to people’s 

everyday feelings rather than developing and distributing surveys 

to a set of paid participants. Further, turning people’s written or 

verbal statements into numerical units suitable for statistical 

analysis felt like an opportunity to break free from Likert scales or 

multiple-choice behaviors, which sometimes seem very 

constraining. However, in Chapters 5, 7, and 9, I learned that 

while social media data is indeed fast, plentiful, and insightful, it 

is above all, noisy. Tracing which type of utterances underlie 

patterns in one’s statistical analyses is very challenging. The 

richness of social media data allows for plenty of confounds and 

misinterpretations. 
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We showcase one method to “dig deeper” into one’s social 

media analyses when introducing StatBreak in Chapter 3. 

StatBreak serves to highlight data points which were crucial in 

bringing about a statistical result. In the example, we 

reinvestigated a negative correlation between Twitter users’ 

number of self-references (through words like “I” or “me”) and 

their dispositional tendency to trust others. While this observation 

could be explained through psychological theories, a careful 

observation of the crucial data points revealed that some of the 

included accounts were continuously spamming the same 

commercial texts and advertisements, thereby distorting our 

results. Even more covert dangers are biases introduced by 

proprietary social media algorithms determining content exposure 

and user connections (Kosinski, Matz, Gosling, Popov, & Stillwell, 

2015). 

Thus, one of the main lessons I learned was to spend more 

time circling back to the raw texts, instead of assuming my initial 

interpretations of the numerical results are valid. In fact, the 

initial attraction to the seemingly objective text processing 

methods later fueled an appreciation for careful, qualitative text 

review.  



Chapter 12 

555 

 

While quantitative text analyses are slowly moving towards 

the mainstream of social science methods, other forms of 

unstructured data are less prominent. For instance, analyses of 

images can produce valuable insights, but are seemingly less 

prevalent in social science research. The reasons might be that the 

baseline units carry less obvious meanings (pixel values instead of 

word counts or n-grams) or that required methods (e.g., 

convolution) are relatively far removed from other social science 

methods. One of the simplest ways to analyze images is to extract 

content from them through automated scripts often involving 

predictive models. Such analyses are demonstrated in Chapter 9, 

where we automatically capture screenshots of TED talkers’ faces 

from videos and add labels of specific facial features. Similarly, in 

Chapter 8, we extract people’s personality inferences from images 

of women’s clothes. In both cases, the images’ pixel values are 

used to numerically predict the target scores by help of 

convolutional neural networks. More elaborate approaches try to 

trace how the predictive model arrived to its predictions from the 

pure pixel values. These methods are not used in this thesis, but 

are explained elsewhere (e.g., Nam, Gur, Choi, Wolf, & Lee, 2020).  
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All in all, computational methods open new avenues for social 

scientists to analyze the enormous amount of unstructured field 

data that has so far been neglected in favor of surveys and lab 

experiments. However, as the data are large, unstructured and 

noisy, they are usually quite challenging to analyze and interpret 

with high certainty. An example of noise in data being only 

partially addressed leading to controversy is given by Eichstaedt 

and colleagues (2015), who used Twitter language to predict 

regional rates of heart disease, based on the premise that stress is 

reflected in language and has negative health outcomes. In a 

response paper, Brown and Coyne (2018) argued among other 

things that this association rests on confounding variables, that 

the statistical models might have latched on to noisy predictor 

variables (as in the failed Google Flu project), that region selection 

and tagging were flawed, and that the linguistic variables were 

misinterpreted. Thus, while high-dimensional social media data 

bring in new ways of doing science, they also come with increased 

challenges in data cleaning and interpretation. 

Beyond machine learning and unstructured data, 

computational social science has introduced various software 

solutions, simulation methods, and autonomous computer agents. 



Chapter 12 

557 

 

Such tools allow to build scripts which only need minimal user 

inputs to carry out a range of complex analyses. For instance, 

such a script could look for content overlap in psychological 

questionnaires (Chapter 7) or it could highlight noteworthy 

observations in a dataset (Chapter 3). While making the many 

complex activities in a research project more efficient, smart 

software solutions and reusable code also make our efforts more 

replicable and allow for standardization and optimization. I 

assume that computational social science will continue to provide 

a range of powerful tools in the next years. In fact, I assume that 

computational researchers will be so prolific that the supply of 

novel software and code packages will surpass the demand from 

the research community. 

After finishing this thesis, I continue to strongly appreciate 

computational methods. However, I realized that they should only 

impress when they happen to address an initial scientific goal 

(and do so better than available alternatives). In this thesis, I 

never neglected traditional methods for the sake of novelty. I do 

believe that the computational methods were always good choices 

for carrying out the presented research. However, I admit that 

research goals were sometimes born out of a preoccupation with a 
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specific computational method. This order (from method to 

research interest) is certainly not optimal if science is supposed to 

address society’s most pressing needs. I do not mean to imply that 

the various topics addressed in this thesis are unimportant. In 

fact, I invested a lot of time into finding interesting research 

questions and goals that need to be addressed, but one could 

argue that my motivation was at times biased towards exploring 

methodological novelty. If this were the driver behind most 

computational research in the social sciences, and sometimes it 

feels that way, computational social science is a somewhat pitiful 

field.  

Moreover, as mentioned in the introduction, the ethicality of 

the discipline is often seen as debatable. Are the insights obtained 

from non-consenting social media users worthy of potentially 

violating their expectations and feelings (especially if the studies 

might be partially run for the sake of the methodology)? Is 

accepting a website’s terms of service sufficient to replace 

informed consent established in laboratory settings? Publishing 

that sexual orientation can be predicted from social media profiles 

can raise awareness among users, but who ends up benefiting 

more: the exploited or the exploiters? Readers of this research are 
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sometimes offended by participants’ lack of consent, the mere 

action of predicting intimate traits, enabling organizations that 

seek to exploit users, and the seeming closeness to pseudo-

sciences like phrenology (for discussions, see Ienca et al., 2018; 

Naughton, 2021). Less often do affected users thank the 

computational scientist for uncovering unknown risks of social 

media usage. The motive to ‘unveil unethical practices’ appears 

insufficient to justify unethical research methods.  

Consequently, a focus on advising users about effective 

protection and privacy maintenance should form part of social 

media powered research. This is especially necessary as default 

settings on social media sites often err on the side of unrestricted 

data sharing. Just this week, Twitter opened its entire data history 

to researchers thereby clearly indicating their stance on the issue 

(Statt, 26 January 2021). One could argue that users willingly give 

up their privacy and regularly show behaviors that are 

inconsistent with their verbal privacy concerns (Kokolakis, 2017). 

But is computational social science valuable enough to exploit this 

privacy paradox? 

Method hype and debate on research ethics are certainly part 

of computational social science and will probably be for the 
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foreseeable future. However, original research questions and a 

sincere drive for knowledge and innovation are also part of the 

discipline. Especially as online behavior takes over an increasingly 

dominant role in our everyday activities, society needs research on 

social media, entertainment platforms, and online games. Further, 

the new data and methods adopted from computational sciences 

are useful and address existing problems in the social sciences.  It 

is much faster to collect social media data than to conduct 

surveys or studies and it is very easy to achieve extreme statistical 

power (often entailing insightful discussions of p-values and effect 

sizes). Similarly, researchers are increasingly interested not only 

if, but how well, they can predict their behavior of interest, and 

therefore computational methods in the form of machine learning 

models and pipelines are becoming indispensable.  

Moreover, theories on social behavior can be elegantly 

formalized and demonstrated with simulations and autonomous 

agents. Without such methods, I would not know how to, for 

instance, investigate the dynamisms of complex social behaviors 

(without spending an enormous number of resources). As yet 

another benefit, image and text processing software make data 

labeling much faster, cheaper, and replicable. We used existing 
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models to label texts in regard to their sentiments (Chapter 5), 

images in regard to facial attributes (Chapter 9), and developed 

our own reusable software solutions for text (Chapter 7) and 

images (Chapter 8). Thus, computational social science 

undoubtedly adds value to the social sciences, although this value 

might sometimes be obscured by method hype and borderline 

ethics.  

The healthy antidote against these two drawbacks is, as 

usual, reasonable skepticism by researchers, reviewers, and ethics 

committees. Throughout the past years, I already experienced my 

fair share of skepticism. In reaction to various social media data 

leaks, the Cambridge Analytica scandal, and the introduction of 

the GDPR in the EU, even the most benign social media research 

seems to trigger an immediate alarm reaction in ethics 

committees. My assumption is that the pendulum will swing back 

to a hotly debated middle ground in the next years. Similarly, 

buzzwords like machine learning are by now triggering a balanced 

mix of awe and eye rolls among audience members. Thus, as hype 

and novelty are wearing off, computational social science is 

finding its place among the other social sciences.  
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With an increasingly spectacular and diverse set of available 

data and methods, many behavioral scientists are tempted to 

make their work ‘computational’. If relevant research questions 

remain the primary drivers of our work, and if ethical issues are 

conscientiously reviewed, we can benefit greatly from 

computational innovations. 
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