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Summary 

Multivariate multigroup data are collected in many fields of science, where the so-called 

‘groups’ pertain to, for instance, experimental groups or countries the participants are nested 

in. To summarize the main information in such data, principal component analysis (PCA) is highly 

popular. PCA reduces the variables to a few components that are linear combinations of the 

original variables. Researchers usually assume those components to be the same across the 

groups and aim to apply a simultaneous component analysis. To investigate whether this 

assumption is reasonable, one often analyzes the groups separately and computes a similarity 

index between the group-specific component loadings of the variables. In many cases, however, 

most variables have highly similar loadings across the groups, but a few variables, which we will 

call ‘outlying variables’, behave differently, indicating that a simultaneous analysis is not 

warranted. In such cases, the outlying variables should be removed before proceeding with the 

simultaneous analysis. To do so, the variables are ranked according to their relative outlyingness. 

Although some procedures have been proposed that yield such an outlyingness ranking, they 

might not be optimal, since they all rely on the same choice of similarity coefficient without 

evaluating other alternatives. In this paper, we give an overview of other options and report 

extensive simulations in which we investigate how this choice affects the correctness of the 

outlyingness ranking. We also illustrate the added value of the outlying variable approach by 

means of sensometric data on different bread samples. 
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Detecting outlying variables in multigroup data: A comparison of different loading similarity 

coefficients  

Sopiko Gvaladze*, Kim De Roover, Francis Tuerlinckx, & Eva Ceulemans   

Short summary 

We start by elucidating that the assumption underlying simultaneous component analysis -

component loadings are the same across the groups - is often too strict.  We introduce a 

recent psychometric method for outlying variable detection that aims to detect the source of 

the discrepancy, by pinpointing outlying variables. We investigate different similarity measures 

and how they perform in regards to outlying variable detection. 
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1.  Introduction 

 

In many research areas, including disciplines like chemistry and psychology, studies are 

conducted that yield linked or coupled data blocks 1,2. The main feature of this kind of data is 

that the blocks share one of the two modes, so either the column or variable mode (i.e., 

column-coupled data or multigroup data) or the row or object mode (i.e., row-coupled data or 

multiblock data). In this paper, we will focus on column-coupled data. For a first example, one 

can think of studies that inspect the expression of multiple genes in a few participant groups 

(e.g., groups that are vaccinated with different vaccines 3).  A second example is given by cross-

cultural studies in which inhabitants of different countries fill in the same questionnaire 4. A 

third example, that we will focus on in this paper, are sensory profiling data, where a number 

of assessors rate different food samples with respect to a set of sensory attributes 5,6.   

When analyzing column-coupled multigroup data, extracting constructs that 

summarize the linear relations between the variables in all groups simultaneously, is often of 

prime interest 7,8. To this end, principal component analysis (PCA) and multi-group variants 

thereof, such as simultaneous component analysis (SCA) 8 , are highly popular across different 

disciplines. Applying SCA to the vertically concatenated data of the different groups, yields a 

few components and a decomposition of the original data into component scores and loading 

matrices. The loading matrix, which is identical for each group, reflects the linear relationships 

between the variables and the components, and thus allows to interpret and label the 

constructs captured by the components. The score matrix holds the scores of the objects on 

the components and differs across the groups.  

In psychometrics, after conducting the SCA analysis, researchers often execute follow-

up analyses in which they investigate whether the groups differ with respect to their mean 

scores on the obtained SCA constructs 4. Alternatively, they inspect how the obtained SCA 

components relate to other measured variables by computing correlations between the 

component scores and these covariates 9. Such follow-up analyses imply the crucial 

assumption that the variables behave similarly across the groups and thus that it makes sense 

to force the loadings and thus the components to be identical across the groups 10-13. If this 

assumption does not hold, the constructs captured by the SCA components cannot be 

interpreted in a meaningful way across the groups as they will strike a middle ground between 

the group-specific solutions, and the follow-up analyses regarding these constructs are shaky 

at best. Thus, though parsimonious and simple, this SCA-based approach may not be 
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satisfactory if some of the variables behave differently across the groups in that they have 

different linear relationships with the components. This phenomenon is well-known in the 

psychometric literature, where it is called differential item functioning 14,15. At this point, the 

researcher has two options: The first option is to switch from using SCA to running separate 

PCA analyses per group. The second option is to check for and remove variables that have 

different correlation patterns across the groups. If most of the variables have similar 

correlation patterns, the latter option is often more desirable, because the SCA model is more 

parsimonious than separate PCA models and because we gain more insight into which 

variables show systematic correlational differences between the groups 16. We will call these 

variables ‘outlying variables’. Note that these variables should not be confused with outlying 

objects (i.e., multivariate outliers, which are objects that have deviating scores on the variables 

17), or with variables that hardly correlate with any of the other variables 18.  

Although less extensively discussed, similar concerns exist in chemometrics and 

sensory profiling. Naes, Brockhoff and Tomic elaborate on the importance of evaluating 

whether different assessors use sensory variables in a similar way 19. Since these assessors are 

extensively trained and calibrated beforehand, individual differences in the correlation 

structure of the variables are considered nuisance effects, and the variables causing it should 

be removed.  To do so, they build for instance on the work of Dahl and colleagues 20, and 

propose to fit SCA models (i.e., the assessors constitute the groups) with shared scores rather 

than loadings. Next, they plot the component loadings of one single variable at a time using 

labels to indicate the different assessors. This way, it can be visually assessed whether the 

loadings of an attribute differ considerably across the assessors, indicating that it may be wise 

to remove this attribute. Moreover, De Roover et al. 21 and Wilderjans & Ceulemans 6 mention 

the strict assumptions underlying the Candecomp/PARAFAC (CP) model22-24 that is very popular 

in chemometrics. CP is a component analysis approach for three-mode data. These data are a 

specific case of column-coupled data, in which the groups not only share the column mode, 

but also the row-mode. A CP analysis extracts a set of components from the data, on which the 

elements of all three modes score. Thus, CP imposes the assumption that the component 

loadings are the same in all the groups. This assumption may not always be reasonable. Again, 

it can be the case that the structures within the different groups are so widely different that 

applying a different technique (e.g.,  clusterwise PARAFAC, SCA, or separate PCAs) is 

recommended. However, in other cases, the differences may be concentrated around one or a 

few variables that behave differently across the group. In such cases, it can be recommended 

to detect and remove variables that violate the CP assumption, so that CP can still be used. 
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Moreover, inspecting the removed variables can yield useful information about the data at 

hand. 

Within psychometrics, De Roover, Timmerman and Ceulemans 25 and Gvaladze et al. 26 

recently developed and evaluated multiple heuristics to do just that. All these heuristics imply 

that one runs separate PCA analyses on the different groups, performs some kind of oblique 

Procrustes transformation (also known as rotation) and finally assesses the similarity of the 

resulting loadings by means of Tucker’s congruence index 27-30. Bases on the similarity results, 

the heuristics yield an outlyingness ranking of the variables.  To obtain this ranking, first, one 

computes for each variable how much the congruence value would increase upon its removal. 

The variable for which this increase is the largest, is the most outlying variable. Next, this most 

outlying variable is removed, the PCA solutions are recomputed and transformed (i.e., 

rotated), and the second most outlying variable is identified and removed in the same way, 

and so on until no more variables can be removed1. Given this outlyingness ranking, the 

heuristics implement a different stopping rule to decide how many variables are outlying. 

Overall, based on the simulation results reported by De Roover, Timmerman and Ceulemans 25 

and Gvaladze et al. 26 the methods look promising, however. 

 A first aim of this paper is to introduce this research line on outlying variable 

detection in column-coupled data to the field of chemometrics and sensory profiling. As we 

have discussed above, establishing whether attributes are used in the same way by assessors is 

an important topic in sensory profiling. Furthermore, the  assumptions of the very popular CP 

model are quite strict and by loosening and questioning these assumptions, one might gain 

further insight into the data at hand. 

A second aim of this paper is to further investigate the outlyingness ranking 

procedure. The results of De Roover et al. 25 and Gvaladze et al. 26 are incomplete because they 

only evaluated the Tucker’s congruence index, whereas many other indices have been 

proposed in the literature: the Rv-coefficient 27,31,32 and its modified variant 33, the angle 

between the subspaces formed by the components 34,35, and the Root Mean Square Difference 

between the loadings (RMSD) 36,37. On the one hand, these measures differ in which loadings 

are involved in the computation of the index (all loadings, loadings on a specific construct, 

loadings of a specific variable). These alternative loading selections correspond nicely to 

different ways of looking at loading differences and similarities (e.g., applying a similarity 

                                                           
1 In order to update the PCA solution, there should remain as many variables as components in the 
blocks. 
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measure per variable is related to inspecting for each variable whether it has the highest 

loading on the same component in all groups).  On the other hand, some of the coefficients are 

affected by all component transformations, whereas others are not, or only by oblique 

transformations. If transformation-invariant indices would perform equally well as indices that 

are sensitive to transformations, this would be important to know, since many transformation 

criteria exist 38-42adding to the arbitrariness of the analysis. Thus, the second aim of this paper 

is to shed light on whether and how the choice made among the similarity indices affects the 

outlyingness ranking. To this end, we run an extensive simulation where we simulate data with 

a few outlying variables and investigate whether these variables constitute the top of the 

outlyingness ranking.  If this is not the case, no ranking-based heuristic can ever yield the 

correct set of outlying variables. We will disregard the performance of subsequent stopping 

criteria to determine the number of outlying variables, because multiple stopping criteria have 

been developed and considering them all would make the endeavor considerably more 

complex. Moreover, these criteria build on the Tucker congruence score and thus may have to 

be adjusted before applying them to other similarity indices.  We think that such adjusting is 

only worthwhile, if other similarity indices would perform better than Tucker’s congruence in 

terms of correctly ranking the variables. Note furthermore that we focus on data that consist 

of two groups. If the data consist of more than two groups, the procedure can be applied in a 

pair-wise manner, or on clusters of groups that are induced from the data, using a clustering 

approach that focuses on loading differences 43,44. 

The remainder of this paper is organized as follows. First, we recapitulate the data 

structure and preprocessing in section 2. In section 3, we recapitulate the PCA-based 

approaches for analyzing column-coupled data. Section 4 discusses how the outlyingness 

ranking is obtained in the above-mentioned heuristics 25,26 followed by a brief discussion of the 

associated limitations. Section 5 recapitulates the different similarity measures that can be 

plugged into the heuristics as an alternative to Tucker’s congruence. Section 6 presents an 

extensive simulation study investigating which similarity measures provide the user with a 

correct outlyingness ranking. In section 7, we apply the outlyingness ranking heuristic to an 

empirical data set on sensory bread ratings. In section 8, we discuss our findings and directions 

for future work. 

2. Data structure and preprocessing  
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In this paper, we assume that the data stem from two groups and thus comprise two 

data blocks, where each data block 𝐗𝑖 (𝑖 = 1,2) consists of the scores of 𝑁𝑖  objects on the same 

𝐽 variables. The number of objects in each group 𝑁𝑖  is allowed to differ between groups. The full 

data set 𝐗  is obtained by vertically concatenating the 𝐗𝑖 blocks and thus counts 1 2N N N   

rows. Moreover, we assume that 𝐽 is considerably smaller than N. In case J approaches or 

exceeds N, the heuristics discussed in this paper probably would not perform well, because the 

component solutions would become unstable and in this case other options like sparse PCA 

could be examined 45,46. The data are preprocessed before the analysis. As we are interested in 

between-group differences in correlation structure, the variables are centered in each group, 

discarding between-group differences in means which may otherwise distort the obtained 

loadings 47. Moreover, to focus on the group-specific correlation structures of the variables 

rather than on their covariances, each variable is rescaled so that its variance equals one per 

group 47. Thus preprocessing boils down to standardizing all variables per group. Note that in 

case the groups contain strongly different numbers of objects, this standardization means that 

the larger group will dominate the SCA solution that is used as target structure when ranking 

the variables.  

3. PCA and SCA 

3.1 PCA   

PCA 48 reduces the  𝐽 observed variables to 𝑄 components (𝑄 < 𝐽). To this end, the 𝑖𝑡ℎ 

data group 𝐗𝑖 is modeled as follows: 

𝐗𝑖 = 𝐅𝑖𝐁𝑖
′ + 𝐄𝑖          (1) 

The score matrix 𝐅𝑖(𝑁𝑖 × 𝑄) holds the scores of the 𝑁𝑖  objects on the 𝑄 components. 

Note that we restrict the number of components 𝑄 to be the same across the groups, because 

we assume that most of the variables behave similarly. To partially identify the models 

(partially, because any rotation is still allowed), the variance of each column of 𝐅𝑖 is fixed to 

one. Due to the centering of the data blocks, the mean of each column of 𝐅𝑖 equals zero. The 

matrix 𝐄𝑖  denotes the residual matrix. In principal axes orientation or after orthogonal 

transformation (see section 3.4), the loadings in 𝐁𝑖  represent the correlations between the 

observed variables and the components, and allow to label the constructs measured by the 

components. As equation (1) suggests, the loading matrices 𝐁𝒊(𝐽 × 𝑄) are allowed to differ 

across the groups. 
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3.2 SCA 

The multigroup extension of PCA is easily derived from (1) by restricting the loading matrices to 

be the same across the groups:  

𝐗𝑖 = 𝐅𝑖𝐁′ + 𝐄𝑖          (2) 

Here, the variance of each column of the vertically concatenated 𝐅𝑖 matrices is fixed to one. The 

obtained model is thus the simultaneous component analysis model with equal pattern 

restrictions (SCA-P) model 49. Note that other, more restrictive, SCA variants exist 8 but will not 

be discussed further in this paper.  Again, the loadings in 𝐁 can be interpreted as correlations, 

unless the components are obliquely transformed (see Section 3.4). 

3.3 Deciding on the number of components Q 

As mentioned before, the number of components Q is assumed to be the same across 

the groups in this paper. Sometimes this number will be decided on based on previous studies 

or a priori hypotheses about the correlation structure of the variables. Alternatively, one can 

try to assess which number of components yields an optimal balance between fit to the data 

and model complexity. To do this, we can apply SCA-P with different numbers of components 

to the data set and conduct a scree test 50-52 or parallel analysis  53.  

3.4 Linear transformation  

Once the decision on 𝑄 is made, we will have two loading matrices for each group, one 

based on the SCA-P analysis and one based on the group-specific PCA analysis.  We may now 

linearly transform (or rotate as it is also often called) the obtained group-specific loading 

structures, to enhance interpretation. Several options exist: Each structure may be linearly 

transformed independently. Alternatively, one may freely transform only one of them and 

transform the other structure towards the obtained loadings for the first one to discard arbitrary 

differences between both structures. Applying such a target linear transformation before 

investigating the loading patterns’ similarity is common practice in psychological research 

29,36,54,55. In this paper, we follow De Roover et al. 25 and use yet another option. Specifically, we 

first apply a VARIMAX transformation 56 to the SCA-P loadings, followed by an oblique Procrustes 

transformation (i.e., target transformation) of the group-specific PCA loadings towards the 

VARIMAX rotated SCA-P ones. Note that after an oblique transformation, the loadings can have 

an absolute value higher than one and can therefore no longer be interpreted as correlations.  
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4. How outlyingness rankings are obtained in the existing 

outlying variable heuristics  

 

The existing methods to detect outlying variables in column-coupled multigroup data, 

such as the Lower Bound Congruence Method 25 (LBCM) and the Lower and Resampled Upper 

Bound Congruence Method 26 (LRUBCM), differ in stopping criterion, but start from the same 

outlyingness ranking. This outlyingness ranking is obtained through 𝐽 − 𝑄 iterations. In each 

iteration the most outlying variable is determined and removed and the resulting increase in 

Tucker’s congruence is recorded. Each iteration consists of the following steps: 

1. For each corresponding component in the two groups, compute Tucker’s congruence  

between the associated loading columns of the remaining variables in the two groups. 

Specifically, Tucker’s congruence 𝜑𝑞 for the 𝑞𝑡ℎ component is calculated as follows, 

with 𝑏𝑗𝑞
𝑖  indicating the loading of variable j on component q in group 𝑖: 

𝜑𝑞 =
∑ 𝑏𝑗𝑞

1 𝑏𝑗𝑞
2

𝑗

√∑ (𝑏𝑗𝑞
1 )2 ∑ (𝑏𝑗𝑞

2 )2
𝑗𝑗

                                                                        (3) 

Next, compute the mean of the 𝑄 resulting congruence scores:  𝜑𝑚𝑒𝑎𝑛. For example, 

for hypothetical data shown in Table 1 the congruence scores for the first and second 

components amount to  . 9875 and . 9834, respectively.  The mean of these values 

equals . 9855. 

2. To decide which of the remaining variables is the most outlying, compute variable-

specific congruence-after-exclusion scores, quantifying the mean congruence obtained 

after excluding each variable one by one. The variable with the highest congruence 

after-exclusion score is considered the most outlying variable. 

3. Remove the most outlying variable and re-estimate the group-specific PCA and overall 

SCA-P solutions. Rotate the group-specific PCA loadings towards the VARIMAX rotated 

SCA-P ones. Record the most outlying variable from sub-step 2, and 𝜑𝑚𝑒𝑎𝑛 value from 

sub-step 1. 

For the hypothetical example, performing nine iterations yields the outlyingness ranking 

given in Table 2. 
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5. Coefficients for quantifying the similarity of two loading 

structures 

 

Tucker’s congruence for each component is a common way of quantifying similarities 

of loading structures 37,38,40. Yet, many alternatives have been proposed, both in psychology 

and in other disciplines: applying Tucker’s coefficient to all loadings at once or per variable 

rather than per component 27,54, computing the Rv-coefficient 27,31,32 or a modified version 

thereof 33, focusing on the angle between subspaces 34,35, and calculating the Root Mean 

Square Difference (RMSD) between variable-specific, component-specific or all loadings 36,37. In 

this section, we will review these measures, focusing on four characteristics: which loadings 

are included (per variable, per component, all), which types of transformation are they 

affected by, which range of values can they take and do they measure similarity or 

dissimilarity. Table 4 presents an overview of these characteristics for the different 

alternatives.  

5.1 Tucker’s Congruence coefficient 

Equation (3) showed the formula for computing component-specific congruence scores. 

This formula can easily be adapted to obtain a variable-specific version:  

𝜑𝑗 =
∑ 𝑏𝑗𝑞

1 𝑏𝑗𝑞
2

𝑞

√∑ (𝑏𝑗𝑞
1 )2 ∑ (𝑏𝑗𝑞

2 )2
𝑞𝑞

,                                                                     (4) 

or a version for all loadings at once 27, which we call the full version: 

𝜑𝑓𝑢𝑙𝑙 =
∑ ∑ 𝑏𝑗𝑞

1 𝑏𝑗𝑞
2

𝑞𝑗

√∑ ∑ (𝑏𝑗𝑞
1 )2

𝑞𝑗 ∑ ∑ (𝑏𝑗𝑞
2 )2

𝑞𝑗

.                                                         (5) 

For the hypothetical data in Table 1, the variable-specific congruence scores range from . 9996 

to . 9674. To obtain one overall congruence score, we compute the mean of the variable-specific 

scores which amounts to . 9890. The full congruence coefficient in equation (5) evaluates the 

similarity of all loadings at once and thus does not require any further aggregation steps. It 

equals . 9715 for the hypothetical example. 

 All three congruence coefficients measure the proportional similarity of the considered 

loadings and are thus insensitive to differences in scaling. Possible values range from −1 

(loadings are perfectly proportional and have opposite signs) to 1 (loadings are perfectly 
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proportional and have the same sign). A value close to zero means that the vectors are very 

dissimilar, whereas absolute values close to one indicate strong similarity. Since all congruence 

coefficients are based on specific loading values, which are affected by transformations, they 

are all transformation-dependent.  

5.2 The Rv coefficient 

The Rv coefficient is a similarity coefficient for positive semi-definite matrices, which are thus 

square and symmetric 27,31,32. Generally, loading matrices are rectangular, however, because the 

number of components 𝑄 is lower than the number of variables 𝐽. Therefore, the Rv coefficient 

is computed on the matrices that result from multiplying the loading matrices by their transpose, 

thus on 𝐂1(𝑐𝑖𝑗
1 ) = 𝐁1𝐁1

′  and 𝐂2(𝑐𝑖𝑗
2 ) = 𝐁2𝐁2

′  , where 𝑖, 𝑗 = 1, … 𝐽: 

𝑅𝑣 =  
∑ ∑ 𝑐𝑖𝑗

1 𝑐𝑖𝑗
2

𝑗𝑖

√∑ ∑ (𝑐𝑖𝑗
1 )2

𝑗𝑖 ∑ ∑ (𝑐𝑖𝑗
2 )2

𝑗𝑖

.                                                                 (6) 

Comparing equations (5) and (6) shows that the computation of the Rv coefficient boils down 

to computing the full congruence of 𝐁1𝐁1
′  and 𝐁2𝐁2

′ . Based on the Cauchy-Schwartz 

inequality, the Rv coefficient ranges from 0 to 1 and can also be considered a similarity 

measure. In comparison to the congruence coefficient, the Rv coefficient is completely 

unaffected by orthogonal transformations. Indeed, if 𝐓 is an orthogonal transformation matrix,  

(𝐁1𝐓)(𝐁1𝐓)′  = 𝐁1𝐓𝐓′𝐁1
′ = 𝐁1𝐁1

′. However, Rv-values are sensitive to oblique 

transformations. Nevertheless, in comparison with all the other coefficients that are sensitive 

towards the oblique transformation, Rv (as well as modified Rv) is less affected by such 

transformations, because it is based on the derived matrices, 𝐂1 and 𝐂2, instead of  being 

based directly on the loadings. Therefore, we will consider two Rv-versions in this paper, Rv on 

the untransformed (unrotated) loadings  (𝑅𝑣𝑢𝑛𝑟) and Rv on the obliquely transformed ones 

(𝑅𝑣𝑜𝑏𝑙), as this will show us how much the performance results depend on the decision to 

apply oblique rather than orthogonal transformations.  For the obliquely transformed loadings 

shown in Table 1, the 𝑅𝑣𝑜𝑏𝑙 coefficient equals . 9248.  

5.3 The modified Rv coefficient 

Smilde et al. 33 showed that, although one would expect Rv to be close to zero for 

random matrices, it is artificially high for matrices with a small number of rows. Since this bias 

can be traced back to the diagonal of the 𝐁1𝐁1
′ and 𝐁2𝐁2

′ matrices, they suggested to replace 

the diagonal elements with zeros, yielding the modified Rv coefficient 𝑅𝑣𝑚𝑜𝑑. This coefficient 

has the same characteristics as the Rv coefficient in that it is a similarity measure, ranges from 
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0 to 1, and is affected by oblique transformations only. Thus, we will again consider two 

versions: 𝑅𝑣𝑢𝑛𝑟
𝑚𝑜𝑑 and 𝑅𝑣𝑜𝑏𝑙

𝑚𝑜𝑑 For the loadings shown in Table 1, 𝑅𝑣𝑜𝑏𝑙
𝑚𝑜𝑑 hardly differs from 

𝑅𝑣𝑜𝑏𝑙:  . 9232.  

 

5.4 Cosine of the angle between the two subspaces 

Another interesting coefficient boils down to calculating the cosine of the angle 

between the two subspaces spanned by the two loading matrices 34,35. It is defined as follows: 

𝑐𝑜𝑠𝜗𝐁1,𝐁2
= 𝑐𝑜𝑠𝜗1𝑐𝑜𝑠𝜗2 ⋯ 𝑐𝑜𝑠𝜗𝑞                                                                  (7) 

where 𝜗1,, 𝜗2 … , 𝜗𝑞 are the principal angles, that is, the angles between the corresponding 

principal vectors that span the 𝐁1 and 𝐁2 spaces. By definition, principal angles range between 

0 and 𝜋/2 and therefore, the cosine of the angle between the subspaces ranges from 0 to 1. In 

this paper, we use the MATLAB implementation to calculate the cosine of the angle between 

two subspaces.  This implementation is based on numerical methods elaborated by Bjorck & 

Golub 57 and Wedin 58.Values close to zero indicate that loading patterns are dissimilar, while 

values close to one indicate strong similarity. The cosine of an angle between the subspaces is 

not affected by transformations, as no transformation can change the subspace that is 

spanned by the loading matrix. For the loadings in Table 1, the cosine of the angle between the 

subspaces equals .9771. 

5.5 Root mean squared differences of the loadings (RMSD) 

 

Finally, one can compute the root mean squared difference 36,37 of component-specific 

loadings:  

𝑅𝑀𝑆𝐷𝑞 =  √
∑ (𝑏𝑗𝑞

1 − 𝑏𝑗𝑞
2 )2

𝑗

𝐽
,                                                                     (8) 

variable-specific loadings: 

𝑅𝑀𝑆𝐷𝑗 =  √
∑ (𝑏𝑗𝑞

1 −  𝑏𝑗𝑞
2 )2

𝑞

𝑄
,                                                                     (9) 

or all loadings at once:  
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𝑅𝑀𝑆𝐷𝑓𝑢𝑙𝑙 =  √
∑ ∑ (𝑏𝑗𝑞

1 −  𝑏𝑗𝑞
2 )2

𝑞𝑗

𝐽𝑄
.                                                         (10) 

As was the case for the congruence coefficients, the first two RMSD measures have to 

be averaged across the components and the variables respectively, to obtain an overall value.  

For example, for the loadings in Table 1, the mean RMSDq amounts to  . 1276 and the mean 

RMSDj to  . 1251; RMSDfull equals  . 1276. RMSD values close to 0 indicate strong similarity, 

while higher values suggest dissimilarity. Thus unlike all the other measures discussed in this 

paper, the RMSD is a dissimilarity measure. Since absolute differences for specific loadings 

constitute the basic building block of the RMSD, it is sensitive to every type of transformation.  

 5.6 Comparison of the different coefficients and possible effects on the 

outlyingness ranking 

Next to the characteristics discussed above, a further investigation of the different 

coefficients reveals some interesting differences that might affect the outlyingness ranking. 

First, unlike the measures that only assess proportional similarity, the RMSD coefficients are 

more strict and quantify absolute similarity of the loadings. For example, let us assume that a 

variable has the following two loading patterns in the two groups: [.4, .5, .4] and [.6, .75, .6]. 

These patterns are perfectly proportional as the loadings for the second group are 1.5 times 

larger than those in the first group. So,  𝜑𝑗  would equal 1. 𝑅𝑀𝑆𝐷𝑗 would be larger than 0, 

indicating some dissimilarity, however, because the loadings are clearly larger in the second 

group. As a result, replacing the congruence measure by a RMSD coefficient might lead to a 

different variable being labeled as the most outlying one, and in general, to a different 

outlyingness ranking. Indeed, Table 2 shows the outlyingness rankings for the toy example for 

the different similarity measures and it demonstrates that 𝑅𝑀𝑆𝐷𝑞 results in the 8th variable 

being the most outlying one, while component-specific congruence 𝜑𝑞 pinpoints the 11th 

variable as most outlying.  

Second, we also expect that the subset of loadings that is considered by the coefficient 

can determine what kind of differences they are prone to detect. In particular, component-

specific Tucker’s congruence scores 𝜑𝑞 (resp. variable-specific scores 𝜑𝑗) assess the 

proportional similarity of each separate component (resp. variable), while including all loadings 

yields a coefficient 𝜑𝑓𝑢𝑙𝑙  that is more sensitive to the proportional similarity of the whole 

configuration. Indeed, if all components are proportionally similar, but the exact proportions 

change across the components, this will yield very high 𝜑𝑞  scores, but a lower 𝜑𝑓𝑢𝑙𝑙 score, as 
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here the proportion should be the same across the components to obtain a high score. As 

expected, for the toy example 𝜑𝑓𝑢𝑙𝑙  is lower than 𝜑𝑗  and 𝜑𝑞 (Table 2). 

Third, we also expect sensitivity differences between the coefficients that are applied 

at the full level, thus between 𝜑𝑓𝑢𝑙𝑙 , Rv and 𝑐𝑜𝑠𝜗𝐁1,𝐁2
. Specifically the Rv coefficient boils 

down to computing 𝜑𝑓𝑢𝑙𝑙  on different matrices, that is, the loading matrices multiplied by 

their transpose. In these new matrices, loading differences might be less clear and harder to 

detect because multiple loadings are combined in each entry.   

6. Simulation study 

6.1 Problem  

In this section, we present a simulation study in which we evaluate whether and how 

the different similarity indices affect the obtained outlyingness ranking. Moreover, we explore 

how the performance is further influenced by the following seven factors: (1) the degree of 

outlyingness, (2) the error level 𝑒, (3) the number of components, (4) the ratio of non-outlying 

variables to components, (5) the number of outlying variables, (6) the number of observations 

per group and (7) the component variances and correlations. In general, we expect that the 

outlyingness ranking will be less correct for lower degrees of outlyingness, more error, more 

components, less non-outlying variables per component, more outlying variables, less 

observations per group, and larger differences in component variances and correlations. 

Nevertheless, some of the similarity coefficients might be more robust towards the harder data 

configurations than others. Finally, we will also briefly examine whether performance is affected 

by differences in the number of observations per group. We expect that such differences will 

impact performance in two interacting ways: First, the smaller the size of the smaller group, the 

worse the performance.  Second, the larger the average group size, the better the performance. 

So, results will be good if both groups are sufficiently large and especially bad if both groups are 

too small. These expectations are based on the well-known fact that the recovery of PCA 

loadings depends on the number of observations.  

Concerning the manipulation of the component variances and correlations, note that in 

case of component variances that differ from one, the identification restrictions on the 

component variances will result in a component-specific rescaling of the estimated loadings,  

which will therefore deviate from the ‘true’ loadings. This effect is only partly counteracted by 

standardizing the data per group. As a result, the measures that are more robust towards 
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component-specific disturbances in the loading structures, such as 𝜑𝑞 and 𝑅𝑀𝑆𝐷𝑞, should be 

less affected by this manipulation.  

 

6.2 Design and procedure  

 In the main simulation each simulated data set consisted of two equally sized groups; 

the results when varying group size within the data sets will be discussed in section 6.3. The 

following seven ‘between’ factors were systematically varied in a complete factorial design: 

1. The degree of outlyingness: very high, high, medium and low; 

2. The error level 𝑒, which is the expected proportion of error variance in the data 

groups: . 20 and . 40; 

3. The number of components: 2, 3 and 4.  

4. The ratio of non-outlying variables to components: 3, 5 and 7. 

5. The number of outlying variables: 1, 2, 3 and 4. 

6. The number of observations per group: 100, 250 and 750. 

7. The component variances and correlations: For the first level, all the component 

variances are set equal to one and all the component correlations to zero. For the 

second level, the component variances were uniformly sampled between .25 and 1.75 

and the components were all uncorrelated. For the third level, the component 

variances and correlations were uniformly sampled between .25 and 1.75 and  

between  -.5  and .5, respectively. 

The factorial design thus contains 4 × 2 × 3 × 3 × 4 × 3 × 3 = 2592 cells. For each 

cell of this design, 100 data matrices 𝐗 were generated, yielding 259200 datasets. Each data 

matrix consists of two  groups.  For each group, a component score matrix 𝐅𝑖 was randomly 

sampled from a multivariate normal distribution with the component variances and correlations 

determined by design factor 7.  

To generate the two group-specific loading matrices, 𝐁𝑖, the following steps were 

performed. To each of the components, three, five or seven different non-outlying variables 

were assigned according to design factor 4, implying that those variables have a loading of one 

on that component and zero loadings on the other components. In group 1, outlying variables 

also had a loading of one on a single component, whereas in the other group they received a 

loading  𝑏𝑜𝑢𝑡𝑙1 on the corresponding component but also a loading 𝑏𝑜𝑢𝑡𝑙2 on another 

component in the following manner. The 𝑏𝑜𝑢𝑡𝑙1 loadings of the outlying variables were spread 
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as evenly as possible across the components. For example, in case of three outlying variables 

and three components, each of those components receives one outlying variable only. As 

another example, when there are four outlying variables and three components, one randomly 

selected component contains two outlying variables and the other two components only one. 

The components that receive the 𝑏𝑜𝑢𝑡𝑙2 loadings were selected in a similar way. The values of 

𝑏𝑜𝑢𝑡𝑙1 and 𝑏𝑜𝑢𝑡𝑙2 depend on the degree of outlyingness. For the very high, high, medium, and 

low degrees of outlyingness, the combinations of 𝑏𝑜𝑢𝑡𝑙1 and 𝑏𝑜𝑢𝑡𝑙2  are √. 25  and √. 75  ,  √. 50 

and  √. 50, √. 75 and √. 25, and √. 85 and √. 15 , respectively. Afterwards the loading matrices 

were rescaled by multiplying them to √1 − 𝑒 , to take the error level (design factor 2) into 

account. For instance, the loadings in Table 1, which pertain to a condition with five non-outlying 

variables per component and very high outlyingness, were multiplied by √1 − .4 since the error 

level equals . 4. 

For both groups, the error matrices, 𝐄𝑖, were randomly sampled from a multivariate 

normal distribution with zero means and an identity covariance matrix and were rescaled by 

multiplying it with √𝑒 to obtain the desired error level (design factor 2). Finally each 𝐗𝑖 is 

computed as  𝐅𝑖𝐁𝑖
′ + 𝐄𝑖.   

When analyzing the simulated data, we obtained 11 outlyingness rankings by using the 

following eleven similarity measures and transformation choices: 𝜑𝑞, 𝜑𝑗, 𝜑𝑓𝑢𝑙𝑙, 𝑅𝑣𝑜𝑏𝑙,𝑅𝑣𝑢𝑛𝑟, 

𝑅𝑣𝑢𝑛𝑟
𝑚𝑜𝑑𝑅𝑣𝑜𝑏𝑙

𝑚𝑜𝑑, 𝑐𝑜𝑠𝜗𝐁1,𝐁2
, 𝑅𝑀𝑆𝐷𝑞 , 𝑅𝑀𝑆𝐷𝑗 and 𝑅𝑀𝑆𝐷𝑓𝑢𝑙𝑙. Note that when using 𝜑 and  𝑅𝑀𝑆𝐷, 

loadings are always obliquely transformed using Procrustes transformation. 

 The correctness of the ‘outlyingness ranking’ was used as a performance measure. We 

knew beforehand how many outlying variables each data set contained and we used this 

knowledge when analyzing the data. For example, in case the data was simulated with four 

outlying variables, we consider the outlyingness ranking to be correct when the first four 

variables in the ranking are the truly outlying ones. 

An attentive reader might wonder whether and how differences in group size would 

influence the obtained outlyingness ranking. In order to not make the simulation design too 

complex, we decided to check for this after we had identified the best performing measure. We 

expected that the following two factors will have an effect on the performance: the size of the 

smallest group and the average size of the groups. To inspect this, we fixed the other six 

‘between’ factors as follows: the degree of outlyingness to low, the error level to 40%, the 

number of components to 3, the ratio of non-outlying variables to components to 7, the number 
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of outlying variables to 4, and the component variances and correlations to one and zero 

respectively. With respect to the group sizes, we used the following approach: we varied the 

average group size from 100 to 500 in 9 equal steps, yielding 100, 150, 200 etc. We also varied 

the difference between the group sizes from 0 to at maximum 800 in equal steps. For each level 

of average group sizes, we started with a minimum group size of 100 for the smallest group and 

increased this size with 50 until it reached the desired average group size. As a result, the  

number of possible combinations depends on the average group size. Specifically, for the 

average sample size of 100, there is only one combination, [100, 100]; for 150, there are two 

combinations, [100 200] and [150,150]; and for 500, there are 9 different combinations ranging 

from [100 900], [150, 850],…, until [500,500]. Table 3 shows all the combinations of the group 

sizes that were simulated. As results might be somewhat more unstable across replications due 

to the group size differences, we generated  1000 data sets for each of these combinations, and 

analyzed them using Tucker’s congruence, 𝜑𝑞. Again, the correctness of the outlyingness ranking 

was used as a performance measure.  

In order to investigate whether it matters which of both data blocks is largest, we 

checked two different scenarios. In the first scenario the bigger group showed perfect simple 

structure whereas the smaller group was characterized by cross loadings. In the second scenario 

the loadings were generated the other way around, so with the larger group showing cross-

loadings.  

 

 

6.3 Results  

The overall performance is a good place to start comparing the eleven ways of extracting 

outlyingness rankings. The top plot of Figure 1 shows the percentage of simulated data sets for 

which the outlying variables are ranked correctly. This plot reveals that 𝜑𝑞 shows the best 

overall performance. To check whether this measure is consistently the best choice across the 

different ‘between’ factor design cells, we first ranked the 11 measures in each of the 2592 cells 

according to performance. The measures yielding the highest number of correct outlying 

rankings (note that more than one measure can yield the same number of correct outlying 

rankings) receiving the lowest rank (i.e., one), the measures yielding the second highest number 

of correct outlying rankings received rank number two, and so on. Afterwards, we calculated the 

average rank across the cells per measure and visualized these averages in the bottom plot of 

Figure 1. Both performance orderings of the 11 measures are quite comparable, indicating that 
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𝜑𝑞 performs very well in all cells of the design. The other two congruence measures, 𝜑𝑗  and 

𝜑𝑓𝑢𝑙𝑙, take the second and third place followed by the three RMSD based measures and 

𝑐𝑜𝑠𝜗𝐁1,𝐁2
. The four Rv based measures perform the worst, although the ones considering 

oblique transformations do better than the ones without transformation. 

This conclusion is further strengthened by Figure 2. In this figure, the performance of 

𝜑𝑞 is marked with bigger dots and that of the other measures with smaller dots, whereas the X-

axis reflects the different between-cells of the design. 𝜑𝑞 is clearly the best measure in the 

biggest number of cells, but was outperformed by other measures in 194 out of the 2592 cells. 

These cells, which show no coherent design factor pattern and thus seem to be sampled rather 

randomly from the design, correspond to the spikes that cross the line of large dots in Figure 2. 

We inspected which measures do better than 𝜑𝑞  in these cells, noting that multiple measures 

can yield better results than 𝜑𝑞 in a specific cell. Figure 3 shows that all other measures yield 

better results in specific cells. 𝑐𝑜𝑠𝜗𝐁1,𝐁2
 is the clear winner in this regard because it outperforms 

𝜑𝑞 in 83 cells, whereas the Rv based measures only beat 𝜑𝑞 in a low number of cells. Also here, 

not transforming the loadings yields the worst Rv results.  

Furthermore, we only consider the outlyingness ranking to be correct when all the 

outlying variables are ranked correctly, thus if the 𝑛 outlying variables take the top 𝑛 positions 

in the outlyingness ranking. This implies that even if the complete ranking is considered 

incorrect, some of the outlying variables may still be among the top n variables and are thus 

found. To investigate this further, we looked at the incorrect outlyingness rankings, that were 

produced by 𝜑𝑞 for 18847 out of the 259200 data sets. From these incorrectly ranked data sets, 

2558 data sets contained only one outlying variable (which were all incorrectly ranked), 4195 

data sets contained two outlying variables, yielding 8390 outlying variables of which 4654 were 

not found, 5541 datasets contained three outlying variables, yielding 16623 outlying variables 

of which 6838 remained unfound, and 6553 datasets with four outlying variables, yielding 26212 

outlying variables of which 8758 were incorrectly ranked.  

Finally, the influence of the different ‘between’ factors on the performance of 𝜑𝑞 can 

be observed from Figure 4. As expected, increasing the number of components, number of 

outlying variables, error level, differences in component variances and correlations and 

decreasing the number of observations, the non-outlying variables to components ratio and the 

level of outlyingness makes it harder to rank outlying variables correctly. However, some of 

these factors influence performance less than others. 
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Table 3 shows the number of data sets with correct variable rankings in each design cell, 

for the scenario in which the smaller groups showed simple structure. We observe that when 

the smallest group size is close to 100, increasing the sample size of the second group has a 

strong influence. When the small group is already quite large, the average group size matters 

more.  The results for the alternative scenario (i.e., larger groups showed simple structure) were 

very comparable, with the largest absolute cell difference amounting to −26 and the mean cell 

difference amounting to 7.6. 

Conclusion 

The main objective of the simulation study was to find the best performing measure and to 

check whether this measure is consistently the best across all the cells of the design. The 

results showed that 𝜑𝑞 performs better than the other ten measures investigated in this 

paper, with this result being hardly affected by the data characteristics manipulated in this 

study. The Rv based measures yield the worst results, which might be explained by the third 

discussed difference in section 5.6. This implies that if an Rv based measure yields a different 

outlyingness ranking than 𝜑𝑞 the Rv based one is probably less trustworthy.    

 

7. Illustrative Application 

In this section, we re-analyze the bread data that were reported on before 21,22 

discussing CP and clusterwise SCA analyses, respectively. The data can be downloaded from 

http://www.models.kvl.dk/Sensory_Bread. Two replicates of five different breads were baked, 

resulting in ten different samples. These bread samples were evaluated on eleven attributes by 

eight trained panelists (i.e., assessors) in a fixed vocabulary profiling analysis. We follow up on 

the analysis by De Roover et al. 21. These authors investigated whether the equal components 

assumption that underlies the CP analysis, actually holds up in the bread data. Specifically, 

they investigated whether the attributes were used in different ways by the panelists. To this 

end, they considered the samples by attributes data of each panelist as a different group and 

applied clusterwise SCA. This technique partitions the groups into mutually exclusive clusters, 

according to the correlation structure of the variables, and fits a SCA model to the data within 

each cluster. The analysis yielded two clusters of panelists and associated components. Albeit 

interesting, this analysis sheds no direct light on which variables are used most differently in 

the two clusters. To answer this question we will extract the outlyingness ranking of the 

attributes using the different measures studied in this paper.  

http://www.models.kvl.dk/Sensory_Bread
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We split the data into two groups, that correspond to the clusters of panelists 

identified by De Roover and et al. 21. So the first data group is the vertical concatenation of the 

data of the panelists that belong to their first cluster, whereas the second data group compiles 

the data of the panelists in the second cluster. Like De Roover et al. 21, we preprocessed the 

data by standardizing the attributes of each panelist and extracted two components. Table 5 

shows the VARIMAX SCA loadings (across all data) and the obliquely transformed cluster-

specific loadings. The first SCA component is characterized by high positive loadings of ‘color’, 

‘moisture’, ‘tough’ and ‘salt-t’, while ‘off-flavor’, ‘sweet taste’ and ‘other taste’ have lower 

loadings. This loading pattern makes sense as salt on the one hand gives a tougher structure to 

bread, causes moisture retention, and on the other hand masks bad flavors. Because of the 

central role of ‘salt’ in this interpretation, we labeled this component as ‘salt’. We labeled the 

second component as ‘yeast’ due to the high loadings of ‘yeast odor’ and ‘yeast taste’. ‘Off 

flavor’ and ‘other taste’ have very strong negative loadings on this component, which might 

indicate that when yeast has such a dominant taste, other tastes can become hard to notice. 

The group-specific (or in this case, cluster-specific) loadings can in general be interpreted in a 

similar manner. In particular, the attributes that are related to saltiness load highly on the first 

component and yeast-related attributes load highly on the second component. However, there 

are subtle loading differences for some other attributes between the groups.  

Table 6 shows the outlyingness rankings obtained with the different measures. The list 

of the four most outlying variables that is most consistent across the measures consists of : 

‘total’, ‘bread-odor’, ‘color’ and ‘other taste’. The Rv based results depend on whether or not 

the loadings are obliquely transfromed. Whereas 𝑅𝑣𝑜𝑏𝑙 and 𝑅𝑣𝑜𝑏𝑙
𝑚𝑜𝑑 also yield these same four 

outlying variables. 𝑅𝑣𝑢𝑛𝑟 and 𝑅𝑣𝑢𝑛𝑟
𝑚𝑜𝑑 produce a somewhat different list: ‘total’, ‘bread-odor’, 

‘yeast odor’ and ‘yeast taste’.  

As discussed in section 5.2 and 5.3 these measures are affected by oblique 

transformation, which explains these differences between the four outlyingness ranking lists 

provided by the  Rv-based measures. Moreover, simulations showed (section 5.6) that the two 

Rv measures that are computed on the original loadings had a clearly inferior performance in 

comparison to the other measures, thus, our finding suggests that the data contain two 

strongly outlying variables, ‘total’ and ‘Bread-odor’, and possibly two weaker ones, ‘color’ and 

‘other taste’.  

Conclusion 
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According to Bro 22 the panelists should have very similar responses, if they are well 

trained, so that averaging responses over panelists should be reasonable. The analysis of the 

bread sensory data showed that there are differences between the panelists, however. In 

particular, panelists seem to use two attributes – ‘total’ and ‘bread odor’ in a different way.  

These finding raise the question whether it is appropriate to apply simultaneous analyses to 

the data as it is. It might make sense to remove these outlying attributes before running 

further analyses on these data. 

8. Discussion 

This paper focused on methods to check whether components can be considered the 

same across the groups of a multivariate multigroup dataset and to find the outlying variables 

that cause possible discrepancies. This research line originated from psychometrics. Overall, 

this paper had two main aims. The first aim was to introduce this line of research to 

chemometrics and sensory profiling. We think that looking for possible outlying variables can 

lead to crucial information and insight into  data as well as suggest some steps that need to be 

taken to make sure that the assumptions made by some multi-way models hold. Indeed, CP, 

one of the most popular multi-way data analysis techniques in chemometrics, implies the 

assumption that the components are the same for all the elements of all three modes.  We 

motivated in the introduction that it can be expected that this assumption does not hold for 

many empirical data sets. The bread sensory data, which were previously analysed with CP 22 

constitutes a good example. In particular, our re-analysis of these data showed that some of 

the variables are used in different way by the panelists. 

The second aim of this paper was to investigate whether the outlyingness ranking that 

promising detection heuristics use, can be improved by plugging in other similarity measures. 

The results of our extensive simulation study clearly indicate that computing Tucker 

congruence coefficients per component yields the best results when it comes to correctly 

ranking the variables according to their outlyingness. Indeed, in section 5.6, we hypothesized 

that the congruence coefficient based measures, might have an advantage over RMSD based 

measures as the latter is more sensitive to small absolute differences between the loadings. 

Moreover, we expected that the specific subset of loadings that is considered would make a 

difference. From the simulation study, it became clear that measuring the similarity per 

component is more effective than measuring it per variable or on all loadings at once. This 

finding corresponds nicely to the fact that we are looking for components (i.e., columns of 

loadings) that can be considered equal across the groups. 
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We see multiple directions for future research. First, one might argue that a limitation 

of our simulation was that we put the same amount of error on all the groups. It might be more 

in line with real data to vary this amount across the groups. However, we think that doing this 

will not change the main outcome of this simulation study, because computing the congruence 

per component only accounts for proportional similarity, which should not be affected by such 

error manipulations across the groups. Thus, we would mostly expect the performance 

difference between the proportional and absolute measures to increase. 

Second, the simulation study only contained conditions in which the error level was kept 

constant across the variables of a group. In empirical data, it may occur that the amount of error 

varies considerably across variables. In those cases, the added value of other dimension 

reduction techniques that allow for such error differences could be investigated. For instance, 

factor analysis 59,60  explicitly models such differences in error variance so that they do not bias 

the loadings and, thus, cannot affect the outlyingness ranking. 

Third, we only considered data sets consisting of two groups. However, in principle, our 

approach is not limited to this setting. In case the data consist of more than two groups, the 

number of groups can be reduced by first applying clusterwise SCA 43 and afterwards, if still more 

than two clusters remain, the heuristics can be applied in a pair-wise manner on cluster pairs 26. 

This clusterwise SCA approach was illustrated in the application. 

Fourth, the outlying variable detection approach is not confined to two-mode data but 

can also be useful to trace the discrepancies across any two multi-way data groups that are 

variable-coupled and are simultaneously analyzed. For example, Clusterwise Parafac 6 has been 

proposed to model heterogeneity in the underlying components of three-way three-mode data 

and in this context the outlyingness ranking can probably be applied to further investigate which 

variables cause that heterogeneity. Linked mode Parafac-PCA analysis constitutes another 

example. This technique simultaneously models a three-way three-mode and two-way two-

mode data group that share one mode, using PARAFAC and PCA respectively, while constraining 

the component scores of the shared mode to be the same in both models. Again, the outlying 

variable heuristic can help finding which elements of the shared mode behave differently in the 

two considered groups.  
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Table 1 

Group-specific true loading matrices and the ones recovered by PCA for a simulated 

data set. The data set was simulated with two components, consisting of five non-

outlying variables each, one outlying variable with very high degree of outlyingness, 

40% of error and 250 observations in each group. Each group-specific loading matrix 

was obliquely transformed towards the VARIMAX transformed overall structure 

(obtained by SCA). The loadings with an absolute value higher than .40 are printed in 

bold. 

 
𝐁1 𝐁2 

True 

loading 

matrices 

.77 0 .77 0 

.77 0 .77 0 

.77 0 .77 0 

.77 0 .77 0 

.77 0 .77 0 

0 .77 0 .77 

0 .77 0 .77 

0 .77 0 .77 

0 .77 0 .77 

0 .77 0 .77 

.77 0 .39 .67 

PCA 

loading 

matrices 

.70 .07 .87 .06 

.71 -.05 .86 .05 

.71 .16 .83 .13 

.75 .07 .88 .03 

.68 .12 .86 .02 

.00 .75 .14 .60 

.03 .81 .12 .71 

.12 .79 -.05 .61 

.16 .80 .10 .67 

.11 .77 .05 .59 

.65 .21 .63 .40 
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Table 2 

Outlyingness rankings for the toy example for the different similarity measures. The 

loadings of the hypothetical example are shown in Table 1.  

Meas. 
Mean 

stats. 

Most 

outl. 

var. 

Meas. 
Mean 

stats. 

Most 

outl. 

var. 

Meas. 
Mean 

stats. 

Most 

outl. 

var. 

𝜑𝑞 

.9855 11 

𝜑𝑗  

.9890 11 

𝜑𝑓𝑢𝑙𝑙 

.9715 8 

.9913 8 .9915 8 .9768 10 

.9935 5 .9942 6 .9812 9 

.9940 6 .9961 7 .9831 5 

.9962 7 .9966 2 .9878 2 

.9970 2 .9981 1 .9886 11 

.9983 1 .9996 9 .9951 7 

.9995 3 .9977 3 .9975 6 

.9945 9 .9995 4 .9431 4 

𝑅𝑀𝑆𝐷𝑞 

.1276 8 

𝑅𝑀𝑆𝐷𝑗 

.1251 8 

𝑅𝑀𝑆𝐷𝑓𝑢𝑙𝑙 

.1276 8 

.1186 5 .1167 5 .1187 5 

.1111 10 .1097 10 .1111 10 

.1032 9 .1026 9 .1037 9 

.0955 2 .0918 2 .0957 2 

.0901 11 .0871 11 .0901 11 

.0604 1 .0606 1 .0618 1 

.0465 4 .0462 7 .0468 7 

.0385 3 .0323 6 .0362 6 

𝑅𝑣𝑢𝑛𝑟 
 

.9186 6 

𝑅𝑣𝑜𝑏𝑙 
 

.9248 8 

𝑅𝑣𝑜𝑏𝑙
𝑚𝑜𝑑 

 

.9232 8 

.9358 7 .9445 10 .9445 10 

.9561 8 .9600 9 .9610 9 

.9772 9 .9735 6 .9749 6 

.9855 10 .9837 2 .9831 2 

.9724 5 .9841 7 .9857 11 
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.9794 11 .9619 5 .9931 7 

.9566 1 .9927 11 .9885 4 

.9534 2 .9752 4 .9995 5 

𝑅𝑣𝑢𝑛𝑟
𝑚𝑜𝑑 

 

.9158 6 

𝑐𝑜𝑠𝜗𝐁1,𝐁2
 

 

 
 
 

.9771 11 
   

.9357 7 .9880 6 
   

.9598 8 .9931 8 
   

.9819 10 .9938 5 
   

.9919 9 .9956 7 
   

.9668 5 .9948 2 
   

.9769 11 .9977 1 
   

.9469 2 .9993 3 
   

.9463 1 .9880 10 
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Table 3 

The number of datasets with correct outlyingness rankings (depicted in black) when 

varying the group sizes within the data. Each dataset was simulated with low 

outlyingness, 40% of error level, 3 components, 7 non-outlying variables assigned to each 

component, 4 outlying variables and one and zero component variances and correlations 

respectively. Both group sizes (depicted in grey) depend on the average group size and on the 

difference between the two group sizes.   

 

 Difference in group size 

average 
group 
size 

800 700 600 500 400 300 200 100 0 

100         100 100 

          347 
150        100 200 150 150 

         528 607 
200       100 300 150 250 200 200 

        627 607 824 
250      100 400 150 350 200 300 250 250 

       664 848 905 935 
300     100 500 150 450 200 400 250 350 300 300 

      685 897 953 965 973 
350    100 600 150 550 200 500 250 450 300 400 350 350 

     705 907 973 987 992 990 
400   100 700 150 650 200 600 250 550 300 500 350 450 400 400 

    719 907 980 993 995 998 996 
450  100 800 150 750 200 700 250 650 300 600 350 550 400 500 450 450 

   704 914 979 990 997 1000 999 998 
500 100 900 150 850 200 800 250 750 300 700 350 650 400 600 450 550 500 500 

  726 927 987 990 997 999 999 1000 1000 
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Table 4  

Characteristics of the different similarity indices. 

Similarity Measure 

Which loadings included sensitive to 

which 

transformations 

Similarity or  

Dissimilarity 
Range 

variable component all 

Congruence ✔ ✔ ✔ all similarity [-1, 1] 

Rv ✖ ✖ ✔ oblique  similarity [0, 1] 

Modified Rv ✖ ✖ ✔ oblique  similarity [0, 1] 

The cosine of an 

angle between 

subspaces 

✖ ✖ ✔ none similarity [0, 1] 

RMSD ✔ ✔ ✔ all dissimilarity ≥0 
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Table 5  

Group-specific PCA loadings for the bread data, where the first group  consists of the 

first, second and seventh panelists and the second group comprises the rest of the 

panelists. Group-specific solutions are obliquely transformed towards the VARIMAX 

SCA  loadings. The loadings with an absolute value higher than 0.40 are printed in 

bold. 

Attributes 

B1  B2  Overall B-varimax 

Salt 
Yeast & 

disfavor 
Salt Yeast Salt Yeast 

Bread-od -.20 -.20 .50 .17 .34 .08 

Yeast-od -.04 .87 .14 .69 .09 .75 

Off-flav -.32 -.43 -.51 -.51 -.49 -.52 

Color .38 -.18 .34 .43 .43 .09 

Moisture .80 .26 .74 .21 .77 .22 

Tough .78 -.35 .85 -.08 .83 -.23 

Salt-t .76 -.41 .82 -.32 .80 -.36 

Sweet-t -.80 -.10 -.81 -.17 -.81 -.16 

Yeast -t .03 .84 -.09 .75 -.05 .79 

Other-t -.61 -.68 -.67 -.26 -.63 -.47 

Total -.69 .03 .75 .01 .31 .17 
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Table 6 

Outlyingness rankings for the loading differences across the two clusters of panelists. 

Meas. 
Mean 

stats. 

Most 

outl. var. 
Meas. 

Mean 

stats. 

Most 

outl. var. 
Meas. 

Mean 

stats. 

Most outl. 

var. 

𝜑𝑞 

 

.7425 Total 

𝜑𝑗  

 

    .5540    Total 

𝜑𝑓𝑢𝑙𝑙 

 

.7133 Total 

.8871 Bread-od     .7431    Bread-od .8907 Bread-od 

.9319 Colour     .9071   Colour .9384 Colour 

.9758 Other-t     .9822  Other-t .9731 Other-t 

.9857 Tough     .9875   Yeast-od .9829 Tough 

.9914 Yeast-od     .9942   Tough .9882 Yeast-od 

.9968 Off-flav     .9960  Off-flav .9953 Off-flav 

.9959 Salt-t     .9977    Salt-t .9972 Salt-t 

.9920 Sweet-t     .9972    Moisture .9974 Sweet-t 

𝑅𝑀𝑆𝐷𝑞 

 

    .3835    Total 

𝑅𝑀𝑆𝐷𝑗 

 

    .2847   Total 

𝑅𝑀𝑆𝐷𝑓𝑢𝑙𝑙 

 

    .3983    Total 

    .2472     Bread-od     .1890    Bread-od     .2491     Bread-od 

    .1790    Colour     .1500    Colour     .1972    Colour 

    .1337    Other-t     .1204    Other-t     .1395    Other-t 

    .1094    Yeast-od     .0898     Yeast-od     .1095    Tough 

    .0779     Tough     .0621  Tough     .0966   Yeast-od 

    .0616     Moisture     .0579    Moisture     .0621   Moisture 

    .0630     Sweet-t     .0616     Sweet-t     .0640     Sweet-t 

    .0432   Salt-t     .0437     Salt-t     .0446   Salt-t 

𝑅𝑣𝑢𝑛𝑟 

 

    .4752   Total 

𝑅𝑣𝑜𝑏𝑙 

 

    .4820    Total 

𝑅𝑣𝑜𝑏𝑙
𝑚𝑜𝑑 

 

    .3751    Total 

    .7765   Bread-od     .7973     Bread-od     .7579     Bread-od 

    .8750     Yeast-od     .9004     Colour     .8843   Colour 

    .9227    Yest-t     .9441    Other-t     .9376    Other-t 

    .8805     Colour     .9614    Tough     .9547   Yeast-od 

    .9629  Tough     .9715   Yeast-od     .9815   Tough 

    .9686     Off-flav     .9886     Off-flav     .9848     Yest-t 

    .9764   Other-t     .9943    Yest-t     .9812   Off-flav 

    .9762   Moisture     .9779     Sweet-t     .9610    Moisture 
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𝑅𝑣𝑢𝑛𝑟
𝑚𝑜𝑑 

 

    .3696    Total 

𝑐𝑜𝑠𝜗𝐁1,𝐁2
 

 

    .6628   Total 
   

    .7330     Bread-od     .8385   Colour 
   

    .8501   Yeast-od     .8885  Bread-od 
   

    .9069     Yest-t     .9629  Other-t 
   

    .8514    Colour     .9816   Tough 
   

    .9614    Tough     .9875   Yeast-od 
   

    .9771  Salt-t     .9962    Moisture 
   

    .9498     Moisture     .9937     Off-flav 
   

    .9785    Other-t     .9819     Yest-t 
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Figure 1. The top plot shows the overall percentage of datasets with correct 

outlyingness rankings for the different similarity measures. The bottom plot shows the 

mean ranking for each of the measures. The rank for each measure in each cell of the 

simulation design was determined in the following manner: the measures yielding the 

highest number of correct outlyingness rankings (i.e., the highest number of correctly 

identified data sets out of 100) received rank 1, if there was more than one measure with 

the highest number, all of them were ranked as 1; the measures with the second highest 

number were ranked second and so on.  Finally, for each measure, the average rank 

across the cells of the design was calculated. For both plots, the measures are ordered 

from better to worst performing.  
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Figure 2. The plot of the number of correct outlyingness rankings for the 2592 design 

cells across different measures. The performance of 𝜑𝑞 is marked with bigger dots and 

all the other measures are marked in smaller dots. The X-axis reflects the different 

between-cells of the design and the cells are ordered according to the increasing 

performance of  𝜑𝑞. 
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Figure 3. The bar graphs of the better performing measures in 194 cells of the simulation 

design where 𝜑𝑞 was not ranked as the best combination.  
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Figure 4. Performance of 𝜑𝑞 as a function of the seven manipulated factors. 


