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Chapter 1

Introduction

Maximum likelihood is a commonly used method to estimate the parameters
of models for categorical data.  It is well known that under weak regular-
ity conditions, such as the parameter space having a nonenipty interior with
the true value falling in its interior, maximum likelihood estimators exist and

have desirable properties. They have large-sample normal distributions, they
are asymptotically consistent, converging to the true values as the sample size

increases, and they are asymptotically efEcient, producing large-sample stan-

dard errors no greater than those from other estimation methods (Agresti,
2002). However, it may happen in practice that maximum likelihood esti-
mators yield values that lie on the boundary of the parameter space, and

since we do not know whether the corresponding population parameters are

also on the boundary, these estimators may loose some of their attractive

properties.
A parameter estimate is said to be on the boundary of the parameter

space when it takes a value that is not defined under the model. In some
cases. the parameter space is constrained to guarantee the existence of max-

imum likelihood estimates. For example. empty cells and sparse tables may

cause problems with existence of estimates for log-linear model parameters
and with performance of maximum likelihood algorithms. In other cases.

the parameter space is constrained to test whether a monotonic relationship

9



10                                                                    Chapter 1

between the parameters exists. For example, inequality constraints may be
used to test whether a positive relationship between two ordinal variables is
present. Iii the latter cases, efficieIlt algorithms to obtain maximum likeli-
hood estiniates have been developed.

After obtaining the parameter estiniates, a question of interest is whether
the model fits the data in an acceptable way. To answer this question, an
overall goodness-of-fit test, such as the likelihood-ratio test. can be used. If
the model holds in the population and some regularity conditions are ful-
filled. the likelihood-ratio test statistic has an asymptotic chi-square distri-
bution with degrees of freedom equal to the difference between the number
of paraineters in the saturated and the target models (Bishop, Fienberg,
and  Holland, 1975). However. when certain parameter estimates  are  on  the
boundary of the paranietefs space. tlie standard regularity conditions do not
hold and the sainpling distribution of the likelihood-ratio test statistic can-
not longer be assumed to be a chi-square distribution. The consequence is
that the coniputation of the p vallie corresponding to the goodness-of-fit test
is not longer as straightforward as we are used to. An alternative method to
empirically approximate the distribution of the likelihood-ratio test statistic
is the parametric bootstrap (Efroil, and Tibshirani.  1993).   If the parameter
estimates on the boundary emerge as a consequence of empty cells in the
contingency table, Von Davier (1997) showed in a simulation study that the
parametric bootstrap yields reliable p values. He tested this procedure with
latent class models and mixed Rasch models.  If the estimates on the bound-
ary emerge because inequality constraints are iinposed on the paranieters.

however, the asymptotic theory does not hold and the parametric bootstrap
does not always perform well.

In this thesis. estimation and testing problems associated with the pres-
ence of parameters on the boundary are investigated. In the. first part, we
investigate Bayesian methods to deal with estimation problems occurring
when maxiknum likelihood would yield boundary estimates. In the second
part, we investigate models for ordiIial variables and relationships, which are
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based on imposing inequality constraints on the parameters. The problems
that emerge when assessing the goodness-of-fit of these ordinal models are

investigated.  The use of parametric bootstrap and posterior predictive p val-
ues is suggested to overcome the difficulties that classical procedures have to

yield accurate p values.

1.1 Estimation Problems

A contingency table is said to be sparse when many cells have zero or small
frequencies. That usually occurs when the sample size iS SInall and/or the
variables studied have many categories. Sparse tables often contain cells

having zero counts. Such cells. called empty cells, may correspond to theo-
retically impossible response sequences or may be a consequence of sampling
fluctuations. In the first case, the model is fitted without the empty cells. In
the second case, the empty cells are included in the likelihood and estima-
tion problems may emerge because some maximum likelihood estimates are
on the boundary.

To overcome estimation problems some authors, such as Goodman (1979),
advise to add a small constant, generally 0.5, to each cell of the table whereas
other authors,  such as Agresti (2002), advise  to  add  a very small constant,
10-8, only on the empty cells.  If we can assume that the empty cells are a
result of the small sample size and that they have non-zero expected prot.
abilities, it is very natural to adopt Bayesian methods to avoid possible es-
timation problems. By means of a prior distribution, parameter estimates
can be smoothed so that they stay within the parameter space.  If no pre-
vious knowledge about the parameter values is available, it is common to
use a 6 noninformative" prior, in which case the contribution of the data to
the posterior distribution will be dominant. Adding 0.5 to each cell of the
contingency table is actually equivalent to using a Dirichlet prior for the cell
probabilities with all parameters equal to 1.5.

A additional problem that is related to the occurrence of boundary es-
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timates is the computation of the standard errors of the model parameters.

Generally. it is assumed that maximum likelihood estimates are approxi-
mately normally distributed and the delta method is applied to derive the
standard errors. However. when computing the Fisher information matrix.
numerical problems may emerge if some parameter estimates are close to the
boundary and. as a consequence. standard errors cannot be computed or are
extremely large. These kinds of problems can also be prevented by using
noniiiformative priors.

In the first part of this thesis. we use Bayesian estimation methods to ob-
tain better point and interval estimates in situations in which some parameter
estiniates may be on the boundary. In Chapter 2. we show by a simulation
study that the Bayesian approach achieves better point and interval estimates
than maximuIIi likelihood when the contingency table is sparse. In Chapter
3, similar results are obtained in the context of the estimation of standard
errors in latent class models. The performance of the Bayesian approach is
compared to niaximum likelihood and bootstrap methods.

1.2 Testing Problems

The variables and relationships investigated in social sciences are often of an
ordinal nature. An example of arl ordinal variable is the opinion about the
quality  of a commercial product, which  may have categories  like   "very  bad",
"quite bad", "good" and "very good". Several statistical tools are available to
analyze ordinal categorical data, such as correspondence analysis, regression
models for transformed cumulative probabilities. and log-bilinear models for
studying associations between ordinal variables. However, the assumptions
of these models tend to be either too strong or too weak.  For example.
the uniform association model assigns a priori scores to the categories of
the row and coluizin variables. which means that the variables are in fact
treated as interval level. The log-bilinear row-column association model. on
the other hand. treats the row aiid column scores as unknown parameters to
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be estiinated. Since there is no guarantee that the estiniated scores will have
the assumed order. the row and column variables are actually treated as if
they were nominal.

Truly ordinal modelling approaches have been developed which are based
on imposing inequality restrictions on relevant model parameters. These
#nonparametric" approaches permit  defining and testing more intuitive  hy-
potheses about ordinality. For example, by using inequality constraints on
the scores we can transform a row-column association model in a truly ordinal
model since the scores are constrained to be monotonic. In the same manner,
we can transform a standard log-linear model in an ordinal log-linear model
by, for example, assuming that all local log-odds ratios are non-negative.
Several maximum likelihood algorithms have been developed for estimating
ordinal models with inequality constraints (e.g., Dardanoni, and Forcina,
1998;  Vermunt,   1999. 2001). However, assessing the goodness-of-fit of these
models is not a simple issue. Again because of parameter estimates on the

boundary of the parameter's space (e.g. estimated log-odds ratios equal to
zero), the asymptotic distribution  of  the test statistic cannot be easily  de-

rived.

In the second part of this thesis, we deal with problems associated with
the testing of models with inequality constraints on the parameters. After
explaining the testing problem in a non-technical way in Chapter 4, we com-
pare the asymptotic approach to the parametric bootstrap and the Bayesian
approach. A simulation study described in Chapter 5 reveals that the para-
metric bootstrap may present some problems when testing order-restricted
row-column association models. We compare posterior predictive p values
to the classical and the bootstrap approaches in Chapter 6. The conchision
from the latter chapter is that the Bayesian approach is a very promising
alternative providing better and more intuitive methods to test models with
inequality constraints, and that can overcome several of the problems asso-

ciated with the asymptotic approach.

As is becoming common practice in the social and behavioral sciences in
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The Netherlands. all chapters of this thesis have been published. accepted

or submitted for publication in international journals. Although there is a
logical order in their appearance in this thesis, the chapters are self-contained
and can be read separately. The chapters are kept as similar as possible to
their published or submitted counterparts, causing some variation in notation
between the chapters. as well as some overlap in their contents. I hope that
this will not affect the readability of the thesis.



Chapter 2

Bayesian Posterior Estimation
of Logit Parameters with Small
Samples

When the sample size is small compared to the number of cells in
a contingency table. niaximuni likelihood estimates of logit parame-

ters and their associated standard errors niay not exist or niay be
biased. This problem is usually solved by -smoothing" the estimates
assuming a certaiii prior distribution for the parameters. This chapter
investigates the performance of point and interval estimates obtained

by assuniing various prior distributions. We focus on two logit para-
meters of a 2-by-2-by-2 table: the interaction effect of two predictors
on a response variable. and the main effect of one of two predictors on
a response variable. under the assumption that the interaction effect

is zero. The results indicate the superiority of the posterior-mode to
the posterior-meani.

t This chapter is based on: Galiiido. F.. Vermunt,  J.K.  and  Bergsnia.  W.P.
(2004) Bayesian Posterior Estimation of Logit Parameters with Small Samples.
Sociological Methods and Research. 33. 1-30

15
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2.1 Introduction

When the sample size is small in comparison with the number of cells in
the contingency table, there may be a number of cells that contain few or
no observations. In such sparse tables, standard statistical procedures based

on large-sample assumptions do not work as well as we would like. Max-
imuni likelihood (ML) estimates of certain log-linear parameters may not
exist or may be on the boundary of the parameters space. Clogg, Rubin.
Schenker, Schultz. and Widman (1991) report the difficulties with zero cells

when standard log-linear analysis software is used.
Adding a small constant.  generally  0.5. to every cell of the observed table

has been a common recommendation in some standard references; for ex-
ample. Goodman (1970) recommended this practice for saturated log-linear
models. Adding 0.5 yields good results in terms of bias reduction for log-
linear parameter estimates under the saturated log-linear model. Because of

this, it has also become the default option in the log-linear analysis routine
of SPSS 11 for saturated models.

Usually, we want to have confidence intervals as well as point estimates for
the unknown parameters.  In interval estimation. it iS conunon to assume that
ML estimates are approximately normally distributed and to apply the delta
method to derive the standard errors. However, the delta method is based

on the asymptotic properties of the ML estimates and works poorly for small

samples   (e.g., see Agresti,   2002). In contingency tables with empty cells,
adding a constant has become a common way to improve the performance of

confidence intervals. For example. Agresti (2002) proposed adding a constant
that smoothes toward the model of independence to construct logit confidence

intervals for odds ratios. Chosen for its simplicity and good performance. this
method has been used successfully in investigating a binomial proportion (see
also Brown, Cai, and DasGupta, 2001; and Agresti and Coull, 1998).

From a Bayesian point of view. adding 0.5 to each cell entry is equivalent
to using a Dirichlet prior for the cell probabilities with all parameters equal

to  1.5  (see, e.g.. Gelman. Carlin, Stern.  and  Rubin,  2003).  This is, however,
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just one of the niany possible ways of introducing prior information on the
parameter values. Another option is to use a different type of Dirichlet distri-
biition, smoothing the parameter to a specific model (see Bishop. Fienberg.
and  Holland, 1975; Clogg  et  al.,  1991).   It  is also possible  to  work  with  pri-
ors that have different distributional forms than Dirichlet. Two such priors,
which have become popular in logit modelling. are normal priors (Congdon

2001: Koop and Poirier 1995; Weiss, Berk, Li, and Farrell-Ross, 1999) and
tlie Jeffreys's prior (Ibrahim and Laud 1991).  For instaiice, many of the
log-linear and logit modelling examples from the BUGS computer program
manual (Gilks, Thomas, and Spiegelhalter, 1994) make use of normal priors,
and Congdon (2001) also suggests using normal priors with mean zero and
large variance when estimating binomial logit regression coefficients in the
absence of prior information.

Since Bayesian methods are often used in applied papers, more research
should be done to investigate whether Bayesian estimates have better proper-
ties than ML estimates and whether some prior distributions produce better
estimates than others.  In the present work, we deal with the problem of para-
meter estimation in sparse tables using a Bayesian approach. In a 2-by-2-by-2
contingency table, the estimation of two parameters was examined. First, we
explored the interaction parameter of a saturated logit model. Second. we
examined an effect parameter of a no-interaction logit model. We computed
two commonly used Bayesian point estimators - posterior mode or modal a

posteriori and posterior mean or expected a posteriori - and their confidence
intervals under several prior distributions. A simulation experiment was per-
formed to determine which Bayesian estimation method produces the best
estimates. The quality of the point estimates was measured by the medi-
ans2 and the niediaii square errors, and the quality of the interval estimates

2 In  order  to  coinpare  AIL and Bayesian results.  we  used the median  as  a  nieasure  of
central tendency because it is less sensitive than the mean to extreme values. Extrenie
values - logit parameters close to plus or minus infinity - are very common iIi ML estinia-
tion with small saniples. The consequence of using the median is, therefore. that it is less
unfavorable for ML compared to the Bayesian methods than when using the mean. This
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was determined by the coverage probabilities and the median widths of the
confidence intervals.

The remainder of this chapter is divided into four sections. Section 2.2
illustrates the two parameters investigated by mean of examples that illus-
trate the zero cells problems treated in each case. In Section 2.3. the Bayesian

estimation methods used are described.  Next. the results of the simulation

study are presented and discussed. The chapter  ends with some conclusions
and some recommendations.

2.2 Two Examples
A three-way contingency table used by Agresti (2002. Table 2.6) in the text-
book Categorical Data Analysis to explain certain concepts of the analysis

of contingency tables is preseIited in Table 2.1. The example deals with the
effect of the racial characteristics of defendants and victims on whether in-
dividuals coiivicted of homicide receive the death penalty. The variables iIl
Table 2.1 are "death penalty verdict." with the categories (yes=1. no=2).
and "defendant's race" (Xl) and "victim's race" (X2), with the categories

(White=1,Black=2).

Table 2.1. Cross- Tabulation of Death Penalty

Verdict by Defendant's and  Victim's Race
Defendant's Victilll'S Death Penalty
Race (Xl) Race ( X2) Yes No

White White             19          132
White Black        0       9

Black White           11         52

Black Black               6            97

Total                      36     290

Suppose we would like to test the hypothesis as to whether the effect of
the defendatit's race depends on tlie victim's race regarding the giving of the

preveIits  that we overst ate the aclvantages of Bayesian methods.
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death penalty. This implies that we have to estiinate a saturated logit model
of the form

log  < 311,lk j   -0  +  .i x'   +  11 '  4-  311, •r,. (2.1)  7r21jk /

Here, j and k denote categories of Xi and X2, respectively; 71'iljk represents
the probability of giving -response" i on the dependent variable given pre-
dictor values j and k; a is the model constant; and the 3 terms are the logit
effect parameters. When effect coding is used. the interaction term /3/12 X2 is
directly related to the tliree-variable log-odds ratio by

BNX, =  (log(orl) - log(or2)),
where log(orl) represents the effect  of the defendant's  race  on the death
penalty for white victims, and is formulated as

  7 1   1 1 1 1 \ < li'1121'\
(2.2)

log(ori)  =  log  1  -  1  - log  1  -  1,
 71'2111/   71'2121  

and log(or2) the same effect for black defendants,

log(or2) = log 1-1-log 1 -1.
 lr1112   /1rl)22  

(2.3)
\, 7 1'2 1 1 2/   71'2122 /

-4X2
The ML estimate .3jk is obtained by replacing the expected probabil-

ities A, B· by the corresponding observed probabilities Piljk· The confidence
- 1 X2   .interval for the estimated logit interaction parameter /3 is calculated byjk

the formula

- 1 X2 - ...Xlx2 -Xlx2 -. 13 2
 Bjk·    - Za/20(13jk   ),13jk    + Zn/20(/3jk   )11 · (2.4)

- 1 X2
which is based on the asymptotic normality of B The estimated as-

jk
- -. 1. 2

ymptotic standard error 013 jk j equals the square root of the diagonal

elements of the Hessian matrix (for computational details, see the section on
estimatioii methods and algorithms below).

In Table 2.1,  the  ( 1.1,2) observed frequency is equal to zero.  This implies
that the AIL estimates of the logit paraineters do not exist because one of the
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sufficient statistics is zero. In addition, the confidence interval (2.4) is not
defined. Agresti (2002. pp. 397-398) proposes to add 0.5 to each cell before
computing the parameters of the saturated model and their standard errors.

Table 2.2. Point  Estimates  and  Confidence  Intervals for Bf? 11.2
Based on the Data in Table 2.1.

74XIX2r'11 0(3) lower bound upper bound

AiL estimate DC x undetermined X

adding 0.5 -0.16 1.56 -3.22 2.90

Point and interval estimates for the logit interaction parameter obtained

by estimating the saturated model with and without adding the constant 0.5
-  lx2

to each cell are presented in Table 2.2. We only consider /311 because the

rest of the interaction parameters can be obtained from this one.  As can
-. 1 X2 - -/1- 2

be seen in Table 2.2, if we do IlOt add the constant, /3 11 and O(dll  )
are infinity, so that the lower bound of the confidence interval cannot be
determined using   (2.4).     On the other  hand,   if  we  add the constant   0.5,
-.%- 112
'311    and its confidence interval can be computed.

Table 2.3. Hypothetical 2-54-2-bl/-2

Table with Two Sampling Zeros

Xi   X2   Y=1   Y=2
1 1 0 3
1 2 6 3
2 1 9 4
2250
Total       20      10

In Table 2.3, the hypothetical contingency table constructed by Clogg et

al. (1991) to illustrate another zero-cells problem is presented. As can be
seen, the table contains two sampling zeros. The purpose of this example is to

predict a dichotomous outcome variable Y using two dichotornous predictors,
X1 and X ·  We are interested in the logit main effect parameters of the model
without a three-variable interaction  effect,
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log (311'lk j  = a + 813'1  -1- 313.                                  (2.5)
( 7 '21jk /

When effect coding is used for the predictors. the logit main effect parameter
'el equals one half tinies the conditional log-odds ratios given in equations

(2.2) and (2.3):
1dii =   log(orl) =   log(or2).

Similar expressions could be given  for  .3 '.2.

Although all the two-way marginal totals are greater than zero, ML es-
timates  of the logit parameters  do not exist.   In  this  case.  the  ML  estimates
of the probabilities reproduce the observed frequencies. and, therefore, two
estimated frequencies equal zero. For this reason, the logit main effect para-
meters are plus or minus infinity. For more details on the existence of ML
estimates, see Haberman  (1973).

Table 2.4. Point Estimates and Confidence Intervals for Bi\1
Based  on  the  Data  in  Table  2.3.

-·  2                       -

31 0(13) lower bound upper bound
ML estimate -oc 0© -00     undetermined

adding 0.5 -1.07 0.58 -2.21 0.07

Since the same result can be observed in both main effect parameters,
-Xlit suffices to focus on /31 · In Table 2.4, we see the point estimates and
-Xl

confidence intervals for /31 computed without and with adding 0.5 to each
cell.  If we do not add the constant. the logit paraineter B i is minus infinity.
and its standard error is infinity. As a consequence, the lower bound of the
confidence interval is miIius infinity. and the upper bound is not defined. A
problem here is that. although the parameter can be estimated if we add 0.5
to each cell, there is no theoretical justification for adding 0.5 in this case
because the model is not saturated.

The examples described above represent the two parameters that were
investigated in detail. and that are described in the sequel:
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• Case 1 refers to the estimation of the logit interaction parameter of a
saturated model. Bxlx2. which has been examined in the first example.

Here, the parameter cannot be estimated as a result of the fact that
ML estimates do not exist when at least one sufficient statistic equals
zero.

1Xl•   Case 2 refers  to the estimation  of the logit main effect  parameter  J 1

under the no three-variable interaction model.  Here, ML estimates
of the logit effect parameters do not exist even though all two-way

marginal totals are larger than zero.

The Bayesian approach described in the next section may resolve the
problems associated with these two cases by introducing a certain amount of

prior information on the parameters.

2.3 Bayesian Estiniation

Let   be the vector of unknown logit parameters and y the observed data.

The most important difference between classical and Bayesian approaches is
that,   while the former assumes that parameters have unknown values  that

have to be estimated, the Bayesian approach treats unknown parameters as

random variables. The posterior distribution p(Bly) is obtained by com-
bining the likelihood ftinction p(yld) with a prior distribution , p(B). and

subsequently applying the Bayes rule.

p(Bly) = OC p(y'B) p(B).
p(y'B) p(B)

f p(ylo) p(B)do

where 660<" stands for "is proportional to".   As is explained  in more detail be-
low. different types of point estimators can be constructed ilsing the posterior
distribution function, two of which are the posterior mode, which represents

the maximum of the posterior distribution. and the posterior mean.
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The likelihood function we worked with is a (product) multinomial density
function; that is,

P  I

p(yIB)  * 1-I H Emp" · (2.6)

p=li=1

Here, nip denotes the observed number of cases with covariate pattern p
that gives response i to the dependent variable. The number of covariate
patterns and the number of possible responses are denoted P and I, respec-
tively. The model probabilities that are functions of the unknown parameters
B are denoted by Kip. Below, we will use Np to denote the total number of
cases with covariate pattern p; that is, Np = Et= i nip

Three types of priors for Bayesian estimation of logit models were in-
vestigated here: natural conjugate priors, normal priors, and the Jeffreys's
prior.  It is typical of a Dirichlet prior, which is the conjugate prior of the
multinomial likelihood, as well as of a normal prior that one has to define
the values of one or more (hyper) parameters. In contrast, given the forIn
of the likelihood, there is only one Jeffreys's prior because this is calculated

using a standard formula.

2.3.1 The Jeffreys's Prior

A commonly used prior in Bayesian analysis is the Jeffreys's prior (Jeffreys,

1961). This prior is obtained by applying Jeffreys's rule, which means taking
the prior density to be proportional to the square root of the determinant of
the Fisher information matrix; that is,

p(d) O< II(d)1* .

Here,  ·I denotes the determinant and I(B) is the Fisher information matrix,
which equals the expected value of the second derivatives of the log-likelihood

(821np(yl )function: that is, I(B) = -E, 1- When the second derivatives ma-
C    013)2   21

trix does not depend on the data, as with the multinomial distribution, the
information matrix simplifies to I(B)  =      82 inp(Yl B). An important property

i#)2
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of Jeffreys's prior is its invariance under scale transformations of the para-
meters. This means, for example, that it does not make a difference whether
the prior is specified for the log-linear or the multiplicative parameters of the

logit model, or whether we use dummy or effect coding.
We applied Jeffreys's prior in the two cases described above. Case 1 is

a special situation because the Jeffreys's prior has a very simple form in
saturated models, that is,

P  1

p(B) I X 1-IX 1Ip

0.5

p=1 i=l

which yields a posterior that amounts to using nip + 0.5 as data. In other
words, in saturated models, using a Jeffreys's prior for the log-linear para-
meter means adding 0.5 to each cell entry.

However, in non-saturated models  (Case 2), the Jeffreys's prior is compu-

tationally more complicated. Let L denote the total number of parameters,

,Ye a particular parameter. and Iipf an element of the design matrix.  The
elements of first  column  of the design matrix  (:ripl)  will  usually be equal  to

one to obtain an intercept. For a logit Inodel of the form

L
 71 1 Ip log 1 - j =  d e. Iipt,
  T2'P)             f= 1

and the (product) multinomial likelihood defined in equation (2.6), element

(f. m) of the information matrix is obtained as follows:

P   I

Ifm(Q) =   Np71-ilp (iript - Ype)   (Iipm - Ipm.) ·
p=l i=l

---Iwith Ypt = Li=i 7TilpI,pf· Ibrahim and Laud (1991) give a general theoretical

justification for using Jeffreys's prior with exponential family distributions
by showing that proper posterior distributions are obtained.
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2.3.2 Univariate Normal Priors

It is also possible to work with other types of prior distribution for the logit
parameters. Assuming that no information about the dependence between
parameters is available, it is corivenient to adopt a set of univariate normal

priors. For instance, Congdon (2001) suggested that. in absence of prior
expectation about the direction or size of covariate effects, flat priors may be
approxiniated iIi BUGS by taking univariate normal distributions with mean
zero and large variance.

The effect of using normal priors with means of 0 is that parameter es-

timates are snioothed towards zero. However, since this SIrloothing-toward-

zero effect is determined by the variance, it can be decreased by increasing
m Xlthe variance. For example, a normal prior with large variance for dj  in

Case 1 could be used if, a prior. a very weak effect is expected of defendants
race on death penalty, but because this belief is very weak, the variance is
set very large.

2.3.3 Dirichlet Priors

In contrast to the normal priors presented above, which are based OIl the
logit parameters   ( ), the Dirichlet prior is based   on the conditional   cell
probabilities  (7r).  As the conjugate prior of the multinomial distribution,  the
Dirichlet prior belongs to the family of functions whose densities have the
same functional form as the likelihood (Schafer 1997, p.306; Gelman et al.
2003, p.41). The Dirichlet distribution is defined as

P   I

p ( lr)    I HH 11 ilp
(a,p-1)

(2.7)

p=1 i=1

where the aw terms are the (hyper) parameters of the prior.  It is as if
E, Sp a,p cases are added to the data. In the saturated model (Case 1).
the posterior distribution is a Dirichlet distribiition with parameters itiP +

Dip - 1. In Case 2. however, the probabilities are restricted functions of the
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3 parameters. Schafer (1997. p.306) referred to a prior of this form as a
constrained Dirichlet prior. Gelman et al. (2003, pp.434-435) also used such
a prior in the Bayesian estimation of log-linear models.

When using a Dirichlet prior. one has to specify the aip parameters. If
there is no information on the values of B. it is a common practice to take a
common value for the aip parameters. Using a common value larger than 1
has the effect that the estiniated probabilities are smoothed towards a table
in which all cell probabilities are equal. Schafer (1997. p.253) called such
a constant a flattetiing prior. Note that adding 0.5 to each cell amounts to
setting aip = 1.5.

It is not always desirable to smooth the data toward the equal probability
model. It is. however. also possible to work with cell specific aip parameters
that are in agreement with a particular log-linear model. Bishop et al.  (1975)

proposed a prior. called pseudo-Bayes prior, in which aip parameters smooth
the data toward the independence model.

For logit models, Clogg and Eliason (1987) and Clogg et al. (1991) pro-
posed using a Dirichlet prior that. on the one hand. preserves the marginal
distribution of the dependent variable and, on the other hand, takes into
account the number of paraineters to be estimated. It is obtained as follows:

/  r7 P                  \

aip =1+ / 2-'p=1 nip 1 < L  
, El, N. fl     P.1  -

Here, L denotes the number of unknown logit parameters.  Note that the
value of aip does not depend on p. We will refer to this prior as the Clogg-
Eliason (C-E) prior.

In conclusion. whereas the Jeffreys's prior is based on a structural rule,
the other prior distributions add some extra information that is in agreement
with a certain model to the data. In the discussed normal prior and the
Dirichlet prior with a constant liyperparameter. this is the model in which
the effects are zero. The idea underlying the C-E prior is that this may
also be a somewhat more realistic model and that information on this model
can be obtained from the data. For logit models, C-E prior is based on the
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independence II10del, which is a slightly less restricted than the model in
which all parameters, including the intercept. are assume to be zero.

2.3.4 Estimation Methods and Algorithms
Various types of point estimators for the unknown parameters can be used
within a Bayesian context. Three of them are posterior mode, posterior mean,
and posterior median estimates. In the simulation study reported in the next
section, we worked with posterior mode and posterior mean estimators, which
are the most commonly used in practice.

Posterior mode estimation of logit coefficients is similar to applying ML
estimation, assuming that the posterior distribution has a unique mode. If
this is not the case, the solution corresponding to the global maximum of the
posterior function is taken. This estimator is called maximum a posteriori

(MAP). It should be noted that, with Dirichlet priors, standard algorithms
for ML estimation, such as iterative proportional fitting (IPF) and Newton-

Raphson  (NR)  can  be  used to obtain MAP estimates (Gelman  et  al.,  2003,
pp.424-425; Schafer, 1997, pp.307-308). However,  when a normal prior or the
Jeffreys's prior for non-saturated models are used, the posterior distribution
does not have an analytically tractable form. For these cases, we implemented
a modified NR algorithm to obtain MAP estimates. The algorithm uses
numerical derivatives instead of analytical ones (see, Gelman et al. 2003, p.
313),  and  it was applied  on the log-posterior density,

L(B) = log(p(Bly)) oc log(p(yIB)) + log(p(B)), (2.8)

which combined the logarithm of the likelihood function (defined in equation
(2.6)),  log(p(y'B)),  with the logarithm  of the prior distribution, log(p(B))
The Newton-Raphson algorithm proceeds as follows:

1.   Choose  a set of starting values BCW

2. Foreach iteration, s=1.2,3....
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• compute the vector of first derivatives and the matrix of second

derivatives with respect to B, denoted by L' and L", evaluated at

the parameter values B(8-1)

• calculate the new B<A by

/3(S) = /3(8-1) _ [L"(#(8-1)) -l L'(i3(8-1) I

•   compute the value of the posterior distribution using the new 0(8).

• stop the iterations if the increase of L( ) between subsequent

iterations is smaller  than  10-8.

The expected a posteriori (EAP) or posterior mean estimator is defined
as follows:

ECB\y) =      B p<Bly) dB,

A problem in the computation of EAP estimates is that there is no analytical
solution for the integral at the right-hand side of the above equation. Markov
chain Monte Carlo (MCMC) methods can, however, be used to obtain sam-
ples from the posterior distribution p(Bly) (Gelman et al. 2003, chapter 11).
Suppose we sampled T sets of parameters, where Bt denotes one of these

sets. The Monte Carlo approximation of the posterior expectation is

1 T

E(Bly) -T   dt

Gelman et al. (2003, pp.435-437) and Schafer (1997, pp.308-320) showed

that, with Dirichlet priors. it is possible to adapt the IPF algorithm to obtain

posterior mean estimates.  This MCMC variant of IPF is called Bayesian IPF.
With other priors, no such simple algorithm is available.

We drew samples from the posterior distribution using a random-walk

Metropolis algorithm with a univariate normal jumping distribution for each
parameter. For each logit parameter 13£, at iteration s, one samples a value

B; from a univariate normal distribution with a mean equal to the current
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value B;-1 and a variance equal to 01, that is. B; - N(LY;-1. 0-  ). The new

set of parameters  * that is obtained in this way is accepted with probability

r  -min  1  1,
C. p(#*ly) ,
\  p(/3-lly)7

That is, Bs = B* with probability r; otherwise, 08 - B$-1. In other words, if
the posterior associated with B)* is larger than the one with Bs-1, we take the

new values B* 1 otherwise,  we take the new values with a probability equal to
the ratio of the '9new" and current posterior.

The exact implementation of our Metropolis algorithm is as follows:

1.  We retained each 10th sample for the computation of posterior means
and posterior standard errors.

2.  The iterations started with 1,000 burning-in samples, with a  being the
inverse of the square of the number of parameters.  Then, we performed
another 1,000 burning-in iterations,  with 0-e2 equated  to the estimated
variance from the first samples divided by the square of the number
of parameters.  The ae2 for the subsequent iterations was equated to
the estimated variance from the second set of burning in samples di-
vided by the square of the number of parameters. This method yielded
acceptance rates of around 0.5 for all situations that we investigated.

3. The convergence of the algorithm was determined using the .R  crite-
rion described in Gelman et al. (2003, sect. 11.4). For this purpose,
three independent parallel sequences were generated. Convergence was

-1
reached when  the  Ra  values was smaller than  1.001  for each parameter,
which is an extremely precise converge criterion. This convergence was
checked at each 25,000th iteration. The maximum number of iterations
was set equal to 1,000,000.

To obtain interval estimators. we assumed that the marginal posterior
distribution of the parameters is approximately a normal distribution, and
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confidence intervals are computed following equation (2.4). The standard
error of the posterior mode is the square root of the diagonal elements of
the second derivatives matrix of the posterior distribution, and the standard
error of the posterior mean is the square root of the variance of the samples

retained in the Metropolis algorithm (see Step 1 of the Metropolis algorithm.)

2.4 Simulation Study
In this section. we present the results of the two simulation experiments we
conducted to evaluate the performance of point estiInators and confidence

intervals based on different prior distributions.
In  Case 1. investigating the logit interaction parameter  of a saturated

model, we generated data from a multinomial distribution whose parame-
ters satisfied a logit model in which the effect parameters /fri and d 2 were
fixed at zero, and the logit interaction parameter took the following values: 0
represents the uniform model in which all the probabilities are equal, 1 rep-

resents an intermediate interaction between the predictors, and 2 represents
a strong interaction between the predictors. In Case 2. investigating a logit
main effect parameter of a no-interaction model, we generated data froni a
multinomial distribution whose parameters satisfied a logit model with effect

parameters equal to each other and taking the following values: 0 represents
the uniform model. 1 represents intermediate effects, and 2 represents strong

effects. In each case, we varied the sample size by taking samples of 20 and
100 units. Five thousand samples were drawn from each condition. The data
were simulated using Vermunt's (1997) program LEM.

MAP and EAP estimates were obtained using the Newton-Raphson algo-
rithm and the Metropolis algorithm described in the previous section. The
priors used were the Jeffreys's prior. three types of Dirichlet prior with con-
stant aik parameters, the prior defined by Clogg and Eliason (1987;  C-E), and
three types of normal prior. For Jeffreys' and the C-E prior. no additional
parameters needed to be specified. The parameters of the three Dirichlet dis-
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tributions were aik = 1.5 [Dir(1.5)], aik = 1.333 [Dir(1.333)]. and a,k = 1.1
[Dir(1.1)], where the first represents the standard practice of adding  0.5  to
each cell entry, and the second and third are examples of situations in which
a somewhat smaller number is added in order to make the prior less infor-
mative. The three types of normal priors were N(0,4), N(0,10), and N(0,25).
To approximate the ML estimates, we used MAP under a Dirichlet prior
distribution with aik = 1.001. Using this prior distribution, we prevented
numerical problems in the estimation. especially with the Small sample of
size 20.

To summarize the results obtained, we report the median of the MAP
and EAP estimates,  and  the root median square errors (RMdSE),  that  is,
the square root of the median of (3 - /3)2 Although mean squared errors
are the most common statistics used to measure the quality of the point es-
timates, we used the median squared error instead to avoid the effect that
extreme values have on the mean. It should be noted that for many simulated
samples the ML estimates will be equal to plus (or minus) infinity. A single
occurrence of infinity will give a mean of infinity and a root mean square
error of infinity, which shows that these measures are not very informative
for the performance of ML and that median-based measures are better suited
for the comparison of Bayesian and ML estimates. For the confidence inter-
vals, we report the coverage probabilities, which represent the proportion of
times that the simulated intervals contain the population parameter, and the
median widths of the intervals.

By definition. a 95 percent confidence interval should have a coverage
probability of at least 0.95. However, even if the true coverage probability
equals 95 percent, tlie coverage probabilities coiIliIig from the simulation ex-
periment will not be exactly equal to 0.95 because of the Monte Carlo error.
This error tends to zero when the number of replications tends to infinity.
Since we worked with 5000 replications, the Monte Carlo standard error was
equal  to ( 0 t5000005 ) 

= 0.0031, which means that coverage probabilities  be-
tween  0.946  and  0.953  are in agreement  with  the nominal level  of 95 percent.
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Tables 2.5 and 2.6 summarize the results for Case 1 when the sample sizes

are n = 20 and n = 100, respectively. It should be noted that the results

from the Jeffreys's prior were omitted because, in this case, they were equal

to the results from the Dir(1.5) prior. From Tables 2.5 and 2.6, we can see
Xlx2that, when dll equals zero, there are not many differences between the

results obtained under different prior distributions for both point estimates.

However, the differences increase with higher values of dilx2.  If we compare

MAP and EAP, we can see that the values of the EAP are always more

extreme than the values of the MAP. Also, in terms of RMdSE, it can be
seen that MAP gives better results than EAP. If we compare the various prior
distribution,  we  see  that C-E, Dir(1.5), and, therefore, also Jeffreys's prior
produces the smallest RMdSE  for   BAl

x2 equal  to  0  or 1. However,   if  Bftl X2
equals 2, the medians are considerably smaller than the population values.

In that case, Dir(1.1) and N(0,4) give more accurate results. For the interval

estimators, the conclusions are similar: Again, C-E, Dir(1.5), and Jeffreys's

prior show the smallest median widths. As far as the coverage probabilities

are concerned, only the intervals for the EAP under normal priors present
coverage probabilities below the 95 percent nominal level.

Tables 2.7 and 2.8 summarize the results for Case 2 when the sample sizes

are n = 20 and n = 100, respectively. In terms of point estimators, the results

are  similar  to the results obtained  in  Case 1. Again, the smoothing  effect  of

C-E and Dir(1.5) priors seems to be too extreme when the parameter value

is high (131  - 2). The medians are smaller than the population value, and,X1

for N= 20, the RMdSE of the Dir(1.5) is higher than the RMdSE obtained
under the other prior distributions.  Also in terms of coverage probabilities, C-

E prior and Dir(1.5) yield values lower than the nominal level. The Jeffreys's

prior is a better option in Case 2 because it produces a lower RMdSE and
a smaller median width along all the degrees of association. The smoothing

effect of Dir(1.1) and the normal priors is small, but the confidence intervals

tend to be huge. This means that the population parameter is included in
the interval only because of the extreme width.



Table 2.5. Simulated Performance of Bayesian Estimators of BilXY  under the Saturated

Model (N = 20)
Posterior Mode Posterior Mean                                &

Coverage Median Coverage

Median        
Median RMdSE Probab. Widths Median RMdSE Probab. Widths

dx' X2  1 0                                                                                                                                                                                                        MLE 0.000 0.621 0.994 2.194
51

C-E -0.010 0.338 0.985 1.998 -0.017 0.384 0.981 2.126                            4

Dir(1.1) O.000 0.443 0.996 2.112 -0.005 0.597 0.994 2.542

Dir(1.33) 0.000 0.347 0.982 1.949 -0.009 0.440 0.980 2.277

Dir(1.5)1 0.000 0.316 0.983 1.854 -0.010 0.374 0.973 2.132 @

N(0,25) O.000 0.467 0.993 2.098 -0.007 0.572 0.959 2.594                              S'
t=

N(0,10) 0.000 0.460 0.989 2.138 -0.006 0.573 0.939
2.543                  

N(0,4) -0.001 0.404 0.978 2.065 -0.007 0.465 0.936 2.387

8 142  -1
MLE 2.475 1.531 0.990 00

C-E 0.922 0.342 0.968 2.168 1.324 0.441 0.980 2.992

Dir(1.1) 1.312 0.536 0.986 3.574 3.381 1.498 0.990 9.883

Dir(1.33) 1.014 0.371 0.975 2.383 1.554 0.542 0.976 3.643

Dir(1.5)1 0.908 0.337 0.965 2.112 1.255 0.410 0.977 2.816

N(0,25) 1.534 0.694 0.990 4.600 2.789 1.277 0.877 6.094

N(0,10) 1.341 0.552 0.986 3.385 2.037 0.839 0.892 4.147

N(0,4) 1.162 0.430 0.977 2.632 1.524 0.555 0.923 3.011

(1) Results of the Jeffreys' prior. (2) In bold coverage probabilities under 0.95.

C.<1

C·e
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Model  (N  =  20)
Posterior Mode Posterior Aleaii

Coverage Median Coverage Median
Median RMdSE Probab. Widths Median R.MdSE Probab. Widths

dx, X2  = 2
MLE 4.835 2.839 0.990 00

C-E 1.679 0.379 0.949 2.531 2.429 0.451 0.987 3.813

Dir(1.1) 2.518 0.582 0.986 4.683 6.658 2.621 (}.963 14.250

Dir(1.33) 1.883 0.344 0.968 2.860 2.988 0.676 0.991 4.802

Dir(1.5)1 1.658 0.375 0.945 2.450 2.352 0.412 0.986 3.509

N(0,25) 2.927 0.955 0.989 6.194 5.405 2.180 0.666 8.318

N(0.10) 2.542 0.596 0.988 4.374 3.889 1.246 0.899 5.415

N(0,4) 2.150 0.443 0.981 3.190 2.858 0.663 0.956 3.670

(1) Results of the Jeffreys' prior. (2) In bold coverage probabilities under 0.95.

D
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Table 2.6. Simulated Performance of Bayesian Estimators of BA1  2  under the Saturated                                F

Model (N = 100)
Posterior Mode Posterior Mean                                &

Coverage Median Coverage Median       0
Median RMdSE Probab. Widths Median R.MdSE Probab. Widths

fixt X2 = 0                                                                                                                        .
MLE 0.000 0.139 0.956 0.811

R
/1

C-E 0.003 0.135 0.961 0.794 0.003 0.138 0.956 0.812                    4

Dir(1.1) 0.003 0.140 0.957 0.808 0.003 0.143 0.953 0.826

Dir(1.33) 0.003 0.137 0.960 0.799 0.003 0.140 0.954 0.818
@

Dir(1.5)1 0.003 0.135 0.961 0.793 0.003 0.138 0.956 0.812

N(0,25) 0.003 0.141 0.957 0.810 0.003 0.144 0.952 0.830 »
N(0,10) 0.003 0.140 0.957 0.809 0.004 0.144 0.952

0.828                <
N(0,4) 0.003 0.139 0.957 0.806 0.003 0.143 0.953 0.826
 Xl X2  -  1f 11    -

MLE 1.046 0.170 0.950 0.931
C-E 0.993 0.155 0.956 0.898 1.046 0.162 0.951 0.931

Dir(1.1) 1.035 0.167 0.955 0.924 1.093 0.179 0.940 0.960 a.

Dir(1.33) 1.011 0.162 0.957 0.909 1.065 0.170 0.948 0.943

Dir(1.5)1 0.993 0.155 0.956 0.898 1.046 0.162 0.951 0.930

N(0,25) 1.043 0.169 0.953 0.930 1.103 0.182 0.935 0.966

N(0,10) 1.039 0.168 0.954 0.927 1.098 0.181 0.936 0.964

N(0,4) 1.030 0.165 0.956 0.920 1.087 0.177 0.939 0.955

( 1)  Results  of the Jeffreys' prior.   (2)  In bold coverage probabilities under  0.95.

gi
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Model (N = 100)

Posterior Mode Posterior Mean

Coverage Median Coverage Median
Median R.MdSE Probab. Widths Median RMdSE Probab. Widths

/31, X2  - 2
MLE 2.124 0.278 0.980 1.393

C-E 1.950 0.223 0.956 1.242 2.119 0.246 ().969 1.376

Dir(1.1) 2.087 0.264 0.979 1.359 2.298 0.308 0.980 1.563

Dir(1.33) 2.004 0.239 0.961 1.285 2.183 0.266 0.974 1.439

Dir(1.5)1 1.949 0.222 0.956 1.240 2.116 0.245 0.969 1.373

N(0,25) 2.113 0.274 0.979 1.379 2.332 0.326 0.951 1.596

N(0,10) 2.098 0.266 0.974 1.363 2.299 0.312 0.933 1.543

N(0,4) 2.057 0.240 0.969 1.312 2.236 0.277 0.928 1.454

(1) Results of the Jeffreys' prior.  (2) In bold coverage probabilities under 0.95.
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Table 2.7. Simulated Performance of Bayesian Estimators of Bfl  under the No-Interaction                          P
Model (N = 20)

Posterior Mode Posterior Mean                                   
Coverage Median Coverage

Median       
Median RMdSE Probab. Widths Median RMdSE Probab. Widths

Al Y2 =0
91                                                                                                %.MLE 0.000 0.368 0.973 2.008

Jeffreys' 0.000 0.306 0.976 1.820 0.004 0.336 0.969 2.004
C-E 0.000 0.300 0.974 1.810 0.005 0.327 0.967 1.972

Dir(1.1) 0.000 0.349 0.975 1.944 0.006 0.383 0.966 2.147

Dir(1.33) 0.000 0.304 0.973 1.819 0.002 0.331 0.965 1.985 @

Dir(1.5) O.000 0.279 0.977 1.744 0.004 0.303 0.969 1.887 »
3(0,25) 0.000 0.363 0.973 1.993 0.006 0.399 0.958 2.207

N(0,10) 0.000 0.355 0.970 1.970 0.004 0.390 0.952 2.168                                    -
N(0.41 0.000 0.340 0.967 1.917 0.004 0.368 0.951 2.082 »0

0 2 = 1
MLE 1.240 0.562 O.991 2.721

Jeffreys' 0.964 0.379 0.982 2.253 1.218 0.454 0.989 2.672
C-E 0.948 0.357 0.979 2.204 1.155 0.411 0.987 2.538

Dir(1.1) 1.145 0.486 0.988 2.536 1.432 0.585 0.991 3.071

Dir(1.33) 0.966 0.361 0.983 2.229 1.185 0.422 0.988 2.576

Dir(1.5) 0.877 0.315 0.974 2.072 1.049 0.352 0.984 2.340

N(0,25) 1.210 0.534 0.990 2.655 1.518 0.639 0.954 3.209

N (0,10 ) 1.161 0.489 0.987 2.564 1.437 0.580 0.959 3.018

N(0,4) 1.064 0.412 0.985 2.393 1.272 0.471 0.972 2.686

(1)  In bold coverage probabilities under  0.95.
21



Table 2.7. Simulated Performance of Bayesian Estimators of B jl  under the No-Interaction                           5

Model (N = 20)
Posterior Mode Posterior Mean

Coverage Median Coverage Median
Median RMdSE Probab. Widths Median RMcISE Probab. Widths

0 2 = 2
MLE 4.492 2.493 0.992 00

Jeffreys' 1.525 0.485 0.951 3.430 2.227 0.652 0.986 5.133

C-E 1.519 0.490 0.948 3.102 2.041 0.517 0.982 4.232

Dir(1.1) 2.184 0.648 0.986 5.484 4.249 1.501 0.997 13.042

Dir(1.33) 1.575 0.474 0.955 3.235 2.149 0.520 0.986 4.653

Dir(1.5) 1.362 0.638 0.915 2.728 1.730 0.542 0.970 3.480

N(0,25) 2.512 0.881 0.990 7.172 4.023 1.500 0.956 9.200

N(0,10) 2.126 0.629 0.983 5.017 2.907 0.887 0.982 5.926

N(0,4) 1.735 0.467 0.970 3.558 2.122 0.509 0.984 3.968

(1) In bold coverage probabilities under 0.95.
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Table 2.8.
Simulated Performance  of Bayesian Estimators  of Bf i  under the No-Interaction                             Model (N = 100)

Posterior Mode Posterior Mean                                g
Coverage Median Coverage

Median       0Median RMdSE Probab. Widths Median RMdSE Probab. Widths
(b

dx, - 0                                                                                                                           .MLE 0.000 0.137 0.951 0.802 /7
Jeffreys' 0.000 0.135 0.956 0.789 0.000 0.137 0.952 0.802

C-E 0.000 0.135 0.955 0.789 0.000 0.138 0.951
0.802                      51

Dir(1.1) 0.000 0.139 0.952 0.799 0.001 0.141 0.950 0.811                              20
Dir(1.33) 0.000 0.136 0.955 0.791 0.000 0.138 0.951 0.803

/3

Dir(1.5) O.000 0.134 0.959 0.785 O.000 0.136 0.952 0.798                 4
/V

N(0,25) 0.000 0.139 0.952 0.801 0.000 0.141 0.949 0.815

N(0,10) 0.000 0.139 0.952 0.800 0.001 0.141 0.948 0.813

N(0,4) O.000 0.138 0.952 0.797 O.000 0.140 0.949 0.811              Y
dxt, =1
MLE 1.033 0.176 0.962 1.033                                                                              E

Jeffreys' 0.991 0.171 0.963 1.001 1.034 0.174 0.961 1.034                   3

C-E 0.988 0.170 0.963 0.996 1.029 0.172 0.961 1.028

Dir(1.1) 1.021 0.171 0.963 1.023 1.067 0.179 0.954 1.057

Dir(1.33) 0.993 0.169 0.964 1.000 1.035 0.173 0.961 1.032

Dir(1.5) 0.973 0.169 0.963 0.984 1.012 0.170 0.963 1.014

N((),25) 1.030 0.175 0.962 1.030 1.075 0.184 0.950 1.064

N(0,10) 1.025 0.172 0.962 1.025 1.07() 0.181 0.953 1.059

N(0,4) 1.012 0.171 0.963 1.014 1.055 0.176 0.957 1.046

( 1)  In bold coverage probabilities under 0.95.
ig



Table 2.8. Simulated Performance of Bayesian Estimators of 13&1  under the No-Interaction                         

Model (N = 100)

Posterior Mode Posterior Mean

Coverage Median Coverage Median
Median RMdSE Probab. Widths Mediali RMdSE Probab. Widths

'fli -2
MLE 2.137 0.349 0.976 2.157

Jeffreys' 1.921 0.326 0.952 1.809 2.123 0.334 0.976 2.100
C-E 1.884 0.291 0.945 1.718 2.061 0.309 0.970 1.943

Dir(1.1) 2.056 0.338 0.969 2.(}00 2.305 0.379 0.985 2.398

Dir(1.33) 1.908 0.304 0.953 1.753 2.097 0.317 0.973 1.997

Dir(1.5) 1.818 0.271 0.932 1.630 1.977 0.291 0.963 1.815

N(0,25) 2.100 0.337 0.974 2.070 2.360 0.396 0.982 2.470

N(0,10) 2.053 0.332 0.969 1.962 2.272 0.366 0.978 2.258

N(0,4) 1.952 0.304 0.961 1.775 2.116 0.313 0.974 1.949

(1) In bold coverage probabilities under 0.95.
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2.5  Conclusions and Recommendations

Bayesian estimation of two logit parameters in a 2-by-2-by-2 table has been
X1 X2investigated:    ( 1) estimation  of  dll • which measures the logit interaction

effect of Xi and X2 on a response variable Y under the saturated model.
and  (2)  estiniation of B i, which measures the logit main  effect  of Xi  on
the response variable Y, under the assumption that dPA.2 - 0. The perfor-
mance of both point estimates and confidence intervals has been evaluated.
A good point estimator has small bias (defined here as the deviation of the
median estimate from the true value) and small residual median square er-

ror  (RMdSE).  A good confidence interval has small median width under  the
condition that its coverage probability is at least 0.95.

Using these criteria, the simulation results can be summarized as follows:

1. All of the prior distributions studied yield better point estimates and
confidence intervals than maximum likelihood.

2. In almost all cases, the bias and RMdSE of the MAP estimates are
smaller than those of the EAP estimates.  In all cases, the median
width of the MAP confidence intervals is smaller than the median width
of the EAP confidence intervals. Furthermore, in several cases with
normal priors, coverage probabilities are unacceptably low for the EAP
confidence intervals.

3.  Among the three normal priors studied, the one with variance 4. N(0.4),
performs  best  and  the one with variance  25, N(0.25), performs worst.

4.   Among the three Dirichlet priors studied,  the one with parameter  1.33,

Dir(1.33), appears to be the most reasonable; a Dir(1.5) seems to over-
smooth the data. and a Dir(1.1) does not sufficiently smooth them.
Moreover, the Dir(1.5) gives unacceptably low coverage probabilities
for the confidence interval for 3 1 when its true value equals 2.
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In conclusion. among the procedures studied, the most reasonable ones
seem to be MAP estimation with a Jeffreyss. CE, Dir(1.33),  or N(0,4) prior:1.

EAP estimation. which is commonly recommended in textbooks. appears to

perform badly under the criteria we have used. Congdon's (2001) recom-
mendation to use a normal distribution with large variance as a "noninfor-
mative prior should  not be followed   when the sample   size is small.     The
parameters of the Dir(1.33) and N(0. 4) have no particular theoretical justi-
fication, and therefore it is not clear how they might perform in other (logit
or log-linear) estimation problems. Because the Jeffreys's and C-E priors do
have a good theoretical justification. and because they perform reasonably
well in the present simulations. these nlay be the most recommendable in

general settings.
A program to do the estiniation studied in this paper is available from

the first author. Estimation with Dirichlet priors can be done in standard
statistical software packages by adding a constant to the observed frequen-
cies and then doing ML estimation. Estimation with normal priors can be
done with the WINBUGS program. Unfortunately. no standard software is
available yet for estimation with the reconunended Jeffreys's or C-E priors.

a The  same results would  have  been   obtained   if  means  and mean square errors  have
been used to compared the different prior distributions to each others.



Chapter 3

Bayesian Posterior Mode
Estimation of Latent Class
Models to Avoid the Problem
of Boundary Solutions

A problem with maximum likelihood estimation of latent class models

is that parameter estimates are often on the boundary (i.e.. probabili-
ties equal to 0 or 1 or. equivalently, logit coefficients equal to minus or

plus  infinity).   As a result. numerical problems occur  in the computa-
tion of standard errors. The use of prior distributions is an approach

to prevent the occurrence of such boundary solutions.  In this chapter,

we investigate whether the use of Bayesian posterior mode estimation

yields better parameter estimates and standard errors in latent class

models than the classical maximum likelihood methods. The Bayesian

approach is also compared to the bootstrap techniques previously pro-

posed by De Alenezes (1999) to avoid numerical problems in presence
of boundary solutions. A simulation study shows that the Bayesian

approach performs better than maximum likelihood and bootstrap-

ping.

43
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3.1 Introduction

Latent class (LC) models. commonly used in psychological and sociologi-
cal research, still present sonie estimation and testing problems.  One of
these problems is the presence of maximum likelihood (ML) estimates on the
boundary of the parameter's space (i.e., estimated conditional probabilities
equal  to  0 or  1,  or  eqizivalently, estimated log-linear parameter equal to plus
or minus infinity). Such estiinates appear. for example. when the number
of categories of the latent variable is large. A consequence of having para-
meter estimates on the boundary is that the asymptotic distribution of the
log-likelihood ratio test Statistic is 110 longer a chi-square distribution, and
neither confidence intervals nor significance tests of the parameters can be
defiiied because their asymptotic standard errors cannot be estimated.

Instead of estimating asymptotic standard errors. De Menezes (1999) pro-
posed the use of the paranietric bootstrap to simulate them. However, this
method presents two main difficulties. Firstly. although this procedure yields
a good approximation of conditional probabilities and their standard errors.
it does not yield suitable results when a log-linear parameterization is used.
Secondly, the parametric bootstrap does not prevent the occurrence of para-
meter estimates close to the boundary for the replicate samples.

An alternative niethod to handle this estimation problem is to adopt a
Bayesian approach iii which the occurrence of estiinates on the boundary is

prevented by means of prior distributions.  If no previous knowledge about
the distribution of the parameters is available. it is common to take a nonin-
formative prior, which yields point estirnates similar to the ones obtained by
ML while avoiding the estiniation problem. For example, Maris (1999) ap-
plied Bayesian estimation methods to overcome the occurrence of parameter
estimates on the boundary in LC models. With the same aim. Vermiint and
Magidson (2000) appended prior distributioils in their Latent Gold program
for LC analysis. Finally, Galindo, Vermunt and Bergsma (2004) investigated
the use of several noninformative prior distributions when fitting logit models
in sparse contingency tables. They found in a simulation study that all the
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prior distributions studied yielded better point and interval estimates than
the standard AIL method. and that the bias and the root median square
errors of the Inaximum a posteriori estimates were smaller than those of
the expected a posteriori estimates. Further research is needed, however. to
explore whether these results can be generalized to other categorical data
Inodels such as the LC models.

The aim of the present chapter is to check whether the Bayesiaii ap-
proach yields better point estimates and standard errors for LC models than
asymptotic and bootstrap procedures. The adopted Bayesian approach con-
sists of maximum a posteriori estimation using the noninformative priors
that performed best in the siniulation study conducted by Galindo et al.
(2004).   Section 3.2 describes the asymptotic method based on ML theory as
well as the bootstrap method to obtain standard. Section 3.3 describes the
Bayesian approach as an alternative to asymptotic and bootstrap techniques.
and proposes different kinds of noninformative priors. Section 3.4 presents
the results of a simulation study. The chapter ends with a critical discUSsioll
and recommendations.

3.2 The Estimation of Standard Errors in La-

tent Class Models
This section deals with the presence of numerical problems in the estimation
of standard errors when several parameter estiinates of the LC model are
on the boundary of the parameter space. After describing the LC model,
the asyniptotic method of deriving standard errors is defined. Subsequently,
the parametric bootstrap is proposed as an alternative to approxiniate them.
Finally, we describe some disadvantages of the parametric bootstrap and
propose a better alternative.

The main characteristic of a standard LC model is that a categorical
latent variable X explains the association between A- categorical response
variables (Yl.... YA. ···· YK)· Let P(X = I) be the probability of classification



46                                                                            Chapter 3

in latent class I. and P(Yk = Vk|X = .r) be the conditional probability of
answering yk· to Yk within latent class I. For each possible response sequence

(Y l,  · · ·  Yk · · · · · 1/K)   and each category  .r  of  X.

A-

P(Yl = yl· ···· YX = VKIX = .r) =    P(11 = 1/k IX = I).
k=1

Denote the number of categories of each 11 by I and the number of latent
classes of X by T. Then the probability of having a response sequence in a
given cell of the contingency table is

T

P(Yl = 1/1····· YA =YIC) = E P(X= s)P(Yl = 1/1·····YK = 1/KIX= I).   (3.1)
I-1

It is also possible to express the latent class model as a logit model with
a latent variable (Heinen.  1996.  pp.   51-53).   Let  8 = (7,  )  be a vector

of unknown logit parameters. where 7 denotes the sub-vector of parameters
corresponding to the classification probabilities and B denotes the sul»vector
of logit parameters corresponding to the COIlditional probabilities. Let E =
(T - 1) + K(I - l)T be the total number of parameters. Let Z be a design
matrix

(Z o   0   · · ·    O   · · ·    0  \
0 Zl

- 0   ···   0

Z=
0 0 ··· Zk ··· 0

\  0    0   . . .    0   . . .   Z K/
where Zo is a T x(T-1) matrix whose elements connect the classification
probabilities and the 7 parameters and each Zk is a TI x [T(I - 1)] matrix
whose elements connect the conditional probabilities to the 3 parameters
corresponding to item k.

P(X = .I') =
exp(ZO7)

(3.2)Eliexp(Z07)
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P(Yk - YkIX=.r)= (3.3)

exp(Zk A·)
  IA=1 exp(Zk k) .

Usually, the parameter estimates of the LC niodel are obtained by ML. Let
71(yl· ··· UK)  be the observed frequency for pattern  (Vi. ... YA )  and  n  be  the
vector of observed frequencies.  Summizig over all the response sequences, the
kernel  of the multinomial log-likelihood.  log p(nIG).  is

logp(nIO) =   n(yl· ··· VK) log P(Yl - yl, ····  K = NK)· (3.4)

Two methods for maximizing eqiiation (3.4) are the Expectation-Maximization
algorithm (EM) (Dempster, Laird. and Rubin, 1977). and the Fisher's scoring
algorithm (Haberman,  1979).

3.2.1 Asymptotic Standard Errors
Once the ML estimates of the parameters have been computed. staIidard
errors can be used to assess their accuracy and to test their significance.

Asymptotic standard errors for 0 can be obtained by computing the square
root of the main diagonal elements of the inverse of the information matrix.
Since P(X = I) and P(Yk = Vk IX = .r) are functions of the 8 parameters,
the delta method can be applied to compute their standard errors,

fis (X)  - J i(0)-1

la Ptx = Ij   -     8 PtX = I 
  07 07

.fE(Yl X)  -   i(O)-1

 DP(Yk - yk IX = .r)  -   OP(Yk = Uk IX = .r)
B#               BB

Here. 1(0) denotes the Fisher information matrix.
The Fisher information matrix (i.e. the expected information matrix) is

usually defined as minus the expected value of the matrix of second-order
derivatives to all model parameters. 1(8) = E(    292 10g8£ le)).  For a LC model.

each element (i. m) of the information matrix is obtained as follows:

1                Ologp(nIO) Ologp(nIO)i(Ot. om) = -Ny
. (3.5)4-r' P(Yl = 1/1..... YK -UK) 00£  /,n
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where Of and Om denote the estiniates ofthe logit parameters that corresponds

with the element (f. m) and N denotes the total number of cases. Denote the
joint probability of belonging to latent class .r and having response sequence

(Yl. ··· Y·· ···· YK) by P(X = r. Y - yl· ···· YK - Yk)· The first-order partial
derivative for 8, can be obtained by

T -Ologp(nIO) rT
-  L PCx . .r. Yl - 1/1..... YK - 1/k)   Zrf -   Zzlp(X = I)

07£ 1'=1 .r-1

for the 1 parameters corresponding to the classification probabilities, and by

Ologp(nIO) rE-
83£

=   2 J P(x   =I,  P.1   -   1/1 ·  · · · ·  YK   -   yk '
.r=1

- 1

Zif -  7 4-ilp(Yk - YA· IX = 1')  .
-            14=1

with i = (.r - 1)T + Yk• for the B parameters corresponding to the condi-

tional probabilities (for a detailed description. see Bartholomew, and Knott,
1999,   p.     40,   and De Menezes,   1999). In presence of parameter estimates

on the boundary of the parameter space, numerical problems may emerge

in the computation  of  i (0).   As  a consequence neither interval estimates  nor
significance tests can be obtained by the usual procedure.

3.2.2 Simulated Standard Errors

A suited method to estimate the standard errors empirically is the parametric

bootstrap (Efron and Tibshirani, 1993). This method, which was proposed
by De Menezes (1999) to estimate standard errors in LC models, consists

of generating B random replication samples of the same size as the original

one from a population defined by the estimated parameter values under the
specified 1IlOdel, and obtaining the ML parameter estimates for each replica-

tion sample. The bootstrap parameters and standard errors are respectively

the means and standard deviations of the B sets of parameter estimates. In
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a simulation study, De Menezes (1999) showed that, in general, parametric
bootstrap yields accurate estimates and standard errors; however, she only
investigated the conditional probabilities. Next, an empirical example will
show that numerical problems in the estimation of the standard errors may

emerge when logit parameters are considered.

3.2.3 An Empirical Example
Table 3.1. Women's Answers to Five Opinion Items about Role

Patterns.

Item Values Item Values Item Values Itern Values

12345 female 12345 female 12345 female 12345 female

00000    23    01000 3 10000 4 11000     2

00001 0     01001 0 10001 1     11001     1

00010    49    01010    45    10010    13    11010    45

00011    14    01011    29    10011    10    11011    47

00100 0 01100 2 10100 0     11100     0

00101 0 01101 0     10101 1 11101     1

00110 4 01110    15    10110 7 11110    42

00111 3     01111    51    10111 3 11101 177

Table 3.1 reports women's answers to five opinion items about male and
female role patterns in a Dutch survey taken from Heinen  (1996,  pp.  44-49).
Heinen found that while the LC model with two classes had to be rejected
((p  =  53.78, X2 -  54.30, d. f.  = 20),  the LC model with three latent classes

provided a good fit  (62 - 17.53, X2 - 19.31, d.f. = 14). However, some of
the conditional probabilities P(16 = 1|X = 1), P(16 - 11X = 3) and P(11 =
11X   =  3)  took on values  of zero  or one, resulting in numerical problems

when calculating the corresponding standard errors. Table 3.2 gives ML,
bootstrap parameter estimates and their respective standard errors for the
model probabilities. Note that contrary to the ML estimates the bootstrap
estimates are not on the boundary of the parameter space and that their
standard errors can be estimated.
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Table 3.3 reports the same information for the logit parameters. Here,
both ML and bootstrap methods produce parameter estimates close to plus
or  minus  infinity  for  ;3 x,  BI.3,  '317X ,  Brjx ,  dp,  31'ix,  and /ltx. Although
bootstrap standard errors exist for these parameters, their values are ex-
tremely large. This is because some replicate samples yield extreme point
estimates. Therefore. it can be concluded that the parametric bootstrap
does not completely solve the numerical problems in the estimation of the
standard errors.

The cause of the poor performance of the parametric bootstrap with the
logit parameterization is that the range of values for logit parameters is be-

tween  (-00, toc) while conditional probabilities are constrained  to  lie  in  the

interval  [O. 11. Thus, extreme parameter estimates in the replication samples

will affect the means and variances more seriously for logit parameters than
for probabilities. In contrast to bootstrap methods, a Bayesian approach
may get better estimates than the other approaches since it can avoid the
occurrence of boundary estimates for both probabilities and logit parameters
by using some prior information.

3.3 The Bayesian Alternative
In contrast to ML and bootstrap methods, the Bayesian approach assumes

that parameters 8 are random variables rather than fixed values that have to
be estimated. As a consequence, probability models are used to fit the data.
The main advantage of these models is that the information coming from the
current sample may be combined with available knowledge on a parameter's
distribution summarized in a prior distribution p(0). The posterior distribu-
tion p(Gln) representing the updated parameters' distribution given the data
n can be determined by applying the Bayes's rule,

p(Oln) = p oc p(nle)p(0).
p(nle) p(8)

I p(nle)p(0)de

where. in our case. p(n18) is the likelihood function given in equation (3.4).
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By using a prior distribution, parameter estimates can be smoothed so
that they stay within the parameter space. If no previous knowledge about
the parameter distribution is available, it is most common to use a nonin-
formative prior, in which case the contribution of the data to the posterior
distribution is dominant. In the following subsections, three types of prior
distribution for the Bayesian estimation of LC models are investigated: the
Jeffreys's prior. normal priors, and Dirichlet priors.

3.3.1 The Jeffreys's Prior

A commonly used prior in Bayesian analysis is the Jeffreys's prior (Jeffreys,
1961). This prior is obtained by applying Jeffreys's rule, which means taking
the prior density to be proportional to the square root of the determinant of
the Fisher information matrix i(e); that is,

PCe) oc Ii(e) I 2 ,

with 1·1 denoting the determinant.  In the case of the LC model and taking a
logit formulation, the elements of i(b) can be obtained with equation (3.5).

An important property of Jeffreys's prior is its invariance under scale
transformations of the parameters. This means, for example, that it does
not make any difference whether the prior is specified for the log-linear or
the multiplicative parameters of the logit model, or whether we use dummy

or effect coding. As Gill (2002) pointed out. other relevant properties of
the Jeffreys's prior are that it mediates as little subjective information into
the posterior as possible, and it comes from a mechanical process in which
the researcher does not need to determine the prior hyperparameters. How-
ever, the Jeffreyss prior may yield inaccurate results in models with many

parameters.
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3.3.2 Univariate Normal Priors

Instead of using a statistical rule, one can assume a normal prior distribution
for the 8 parameters. Assuming that no information about the dependence

between parameters is available, it is convenient to adopt a set of univariate
normal priors.

Normal distributions have repeatedly been used as prior distributions for

logit models and also for latent trait models. For instance, the example
"LSAT: latent variable models for item response data" that appears in the
manual of the WinBUGS computer program (Gilks, Thomas, and Spiegel-

halter. 1994) makes use of normal priors. Congdon (2001) suggested that
noninformative priors may be approximated in WinBUGS by taking univari-
ate normal distributions with means equal to zero and large variances. The
effect of using normal priors with means of 0 is that parameter estimates
will be smoothed toward zero. The prior variance determines the amount of

prior information that is added, implying that the smoothing effect can be
decreased by taking large variances.

3.3.3 Dirichlet Priors

In contrast to the normal priors presented above that are based on the logit
parameters, the Dirichlet prior is based on the parameters for the class popu-

lation sizes and class-specific response probabilities (7rx. 7rh/X). The Dirich-
let prior for the latent probabilities equals

T

P(7rx) oc H P(X = I)'r.-1. (3.6)

x=l

and for the conditional probabilities
I

p(,TA'*IX) or .  P(Yk - Vk X = I)avk,-1. (3.7)

Vk=1

Here, the a terms are the hyperparameters of the prior. These hyperpara-

meters can be interpreted as adding observations to the data. If there is no
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previous inforniation about the hyperparanieters. the a terms may be chosen
to be constant. For example, suppose that one decides to add one observa-
tion to the data.  If a constant value is cliosen for the a.  and a,k·:r parameters
respectively. tlien each  ar -lt  , with T denoting the nuniber of latent

classes. and each a =1+1 with I denoting the number of categoriesykE TI'

for  lk.
It is sometimes desirable to choose specific a parameters in agreement

with a particular model. For example. the Latent Gold computer program
(Vermunt and Magidson, 2000) uses a Dirichlet prior for the conditional
probabilities which preserves the observed univariate niarginal distributions

of the Y,'s. Here, each at =l t f and each avkt =1+ 2%1&, where L i s a
constant specified by the user and n(yk) is the observed marginal count for
 A·  "  yk·

3.3.4 Estimation Methods and Algorithms

Two types of estimation methods can be used within a Bayesian context.  The
first method focuses on the estimation of the entire density or distribution
of the parameters by sampling from the posterior distribution usually by
Markov Chain Monte Carlo techniques. The point estimator that is usually
used under this method is the mean of the posterior distribution, called the
mean a posteriori or expected a posteriori estimator. The second method.
which is more consistent with the classical perspective, is oriented to find a
single optimal estimate. The corresponding point estimator is the posterior
mode or maximum a posteriori (MAP) estimator. In the example and in the
simulation study of the next section. we worked with the MAP estimator.
The two nlairl advantages of this estiniator are: (1) it is computationally
less intensive than the expected a posteriori estiniator while yielding more
accurate estimates (see Galindo et  al..  2004).  and  (2)  it  can be obtained  by
applying minor adaptations on ML algorithins.

To obtain the MAP estimates. an EM algorithm was applied on the log-
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posterior density

logp(Oln) = logp(nle)  + logp(0). (3.8)

The algorithm that was inipleniented started with a number of EM iterations
and switched to Fisher scoring when EM was close to reach the convergence

criterion.
In many cases. one can approximate the posterior deilsity by a normal

distribution centered  at  the  mode (see Gelman et  al.,  2003, pp 101-108)

<-  r   /-\ 1 -1\
p(ely) = N te· LI le)]   )

where I(0) is the observed information matrix. This matrix is usually defined
as minus the matrix of second-order derivatives to all model parameters,

I(0)
82 logp(yle)

8080

Gelman et al. (2003) showed that, given a large enough sample size, the

standard asymptotic theory also applies to the MAP estimator. As a result,
95% confidence intervals can be obtained by takillg MAP estimates plus and
minus two standard errors, with the standard errors estimated from I(8).

Here, numerical problems are avoided because of the prior that constrains
the parameter estimates to be within the parameter space. The next sub-
section illustrates, with an example, that Bayesian estimation methods do
perform well for both model probabilities and logit parameters since numer-
ical problems in the computation of the information matrix are prevented.

3.3.5 MAP Estimates for Heinen's Example
We estimated the LC model with three latent classes for the data from Ta-
ble 3.1 using Bayesian methods. Table 3.2 and 3.3 report MAP parameter
estimates and their respective standard errors computed under the following
priors: the Jeffreys's prior, Dirichlet priors with constant hyperparameters
where one observed case is added, Dirichlet priors with hyperparameters that
preserve the observed univariate distributions of the items  (LG).  and normal
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priors with zero mean and variance equal to 10. The hyperparameters for
the Dirichlet and normal distributions were chosen to be iIi agreement with
the results obtained by Galindo et al. (2004) with logit models.

Regarding the conditional probabilities, Table 3.2 shows that MAP esti-
nlates and the corresponding standard errors are very siiiiilar to those ob-
tained using the parametric bootstrap. Regarding the logit parameters, Table
3.3 shows that, iii contrast to the bootstrap. Bayesian methods overcoine the
presence of logit paranieters close to the boundary.  This is because the prior
distributions smooth the parameters to be within the parameter space.

When comparing the staiidard errors obtained Under the Bayesian ap-
proach to the ones estimated with parametric bootstrap, one sees that the
Bayesian approach produces smaller standard errors than the parametric
bootstrap. However, a simulation study iS lieeded to investigate whether
these results can be extended to other data sets.



Table 3.2. Estintates of the Con.ditional P,obabilitic:s for Hritten'.9 Data.                                   84
AIL Bootstrap Jeffreys Norizial Diriclili,t LG

Est. SE Est. SE Est. SE Est.       SE Est. SE Est. SE

1'(X = 1) 0.46 0.06 0.49 0.04 ().49 0.03 0.5() 0.09 0.55 ().(15 0.46 ().08

AX =2) 0.43 ().05 0.40 0.04 0.38 0.03 0.35 0.(}7 0.25 0.06 0.42 0.06

P(X = 3) 0.11 0.02 0.11 0.03 0.13 0.01 0.15 0.06 0.2(} 0.04 0.12 ().03

P(Yi = 1 IX = 1)  (}.19  ().03  0.22  0.03  0.20  0.02  0.20  0.03  0.23  0.03  0.19  0.03
P(Yi = 11X = 2)   0.50   0.05   0.48   0.04   ().51   0.04   0.48   0.09   ().49   (}.08   0.49   0.07
P(Yi = 11X = 3)   0.91   0.06   0.89   0.07   0.90   0.01   0.87   0.08   0.8(}   0.06   0.9(}   0.07
P(Y2 = 11X = 1) 0.00 0.(}5 0.01 0.()1 ().()1 0.02 0.02 ().()4 ().()2 0.00 ().02

P(Y2 = 1|X = 2)   0.28   (}.06   0.19   0.05   (}.28   0.04   0.26   0.11   0.26   (}.09   0.27   ().07
P(Y2 - 1|X = 3)   0.93   0.08   0.92   0.01   ().90   1).01   0.83   0.11   0.74   0.08   0.90   0.09
P(¥'3 = 11X = 1) 0.10 0.06 0.30 0.02 0.12 0.(}4 0.12 0.08 0.20 0.04 0.10 0.07
P(Y3 = 11X = 2)   0.76   0.05   0.78   0.02   (1.79   (}.06   0.79   0.11   ().79   0.09   0.76   0.08
P(Yj = 1|X = 3) 1.00 0.99 0.00 0.98 0.00 0.95 0.04 (}.90 0.04 0.99 0.03

P(Y4 - 11X = 1)  0.00  0.01   0.01   0.02  0.01   0.00  0.01   0.01   0.02  0.01   0.00  0.01
P(n = 11 X = 2)   0.04   0.02   0.03   I).00   0.03   0.01   0.03   0.03   0.07   0.04   0.04   0.02
P(n = 11X = 3)   0.41   0.08   0.37   0.10   0.41   0.04   0.34   0.10   0.29   0.06   0.39   0.09
P(K = 11X = 1)   0.14   0.04   0.24   0.02   0.15   0.03   ().16   0.04   (}.19   0.03   0.14   (}.04
P(n = 11X = 2)   0.59   0.06   0.74   0.03   0.61   0.05   0.60   0.11   0.65   0.(}9   0.59   0.(}8
I'(Y,, = 11X = 3) 1.00 0.99 0.03 ().96 0.()1 0.92 0.06 0.83 0.05 0.98 0.04
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Table 3.3. Est'imates of the Logit Parameters for Heinen's Data.                                        21
*

AiL Bootstrap Jefrreys Normal Dirichlet LG                                  Z

Est. SE Est. SE Est. SE Est. SE Est. SE Est. SE
ux' 1.43 0.30 1.51 0.32 1.35 0.09 1.21 0.52 1.02 0.25 1.35 0.41ul

d ' 1.35 0.24 1.29 0.32 1.10 (). 14 0.87 0.44 0.23 0.39 1.25 0.28
d"'' 2.36 0.78 3.77 5.40 2.15 ().10 1.86 0.68 1.38 0.39 2.22

0.74                                                         R

1:1.i
X

-3.80 0.78 -4.72 5.46 -3.55 ().17 -3.22 0.67 -2.60 0.41 -3.65 0.73

wir -2.38 0.80 -4.30 5.40 -2.13 0.20 -1.92 0.66 -1.40 0.57 -2.26 0.74                    0'1-2                                                                                                           ts 2.61 1.22 5.81 7.43 2.21 ().16 1.61 0.79 1.06 0.44 2.25 1.00 ti
Li.jx -33.78 -16.86 12.90 -6.42 0.77 -5.74 1.21 -4.12 0.56 -8.02 4.97                                          74

03  -3.55 1.22 -13.61 12.45 -3.18 0.28 -2.66 0.77 -2.11 0.69 -3.23 0.96
d -·' 22.06 21.91 7.58 3.67 0.20 2.9() 0.88 2.20 0.48 4.88 3.47

,3  ;r -24.23 -23.17 7.88 -5.68 0.36 -4.87 1.06 -3.61 0.52 -7.05 3.41                             6

Bt 1 -20.90 -23.13 8.(}9 -2.33 0.44 -1.55 1.23 -0.87 0.86 -3.74 3.52                   E'

M..4 -0.34 0.35 -().49 1.01 -0.34 (}. 18 -0.67 0.43 -(}.91 0.28 -(}.43 0.37

d..ix -5.74 2.24 -9.96 10.05 -4.65 0.71 -4.41 1.11 -2.87 0.55 -5.50 2.01       bFrI.
.3 5x   -2.82   0.51   -7.33   8.88  -3.01  0.42  -2.78  0.84  -1.68  0.73  -2.80  0.57                 El
21 5 22.50 18.99 9.20 3.20 0.25 2.46 0.82 1.58 0.38 4.02 2.32

d i.. .24.32 -19.98 9.59 -4.92 0.29 -4.13 0.82 -3.04 0.42 -5.83 2.27

/3..8X -22.13 -19.47 9.23 -2.73 0.35 -2.05 0.89 -0.95 0.64 -3.66 2.29      2
CL

* A dumilly coding is tised and the parameters fixed to zero are not reported                                           2
-..

S;
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3.4 Simulation Experiment
This section presents results from a simulation study conducted to investi-
gate whether Bayesian methods produce better estimates and standard errors
than parametric bootstrap and AIL approaches, and to determine which of
the investigated prior distributions yields the best point and interval estinia-
tors. Samples were generated according to the LC model for binary items.
The population parameters were chosen to be as close as possible to the ex-
ample described iIi Section 3.2 because this example is representative of what

happens in empirical research. Furthermore, we varied the following design
factors:

1. the number of latent classes: T=3 and classification probabilities

equal P(X = 1) = 0.46, P(X = 2) = 0.43 and P(X = 3) = 0.11,
or T=4 and classification probabilities equal P(X =1) = 0.40,
P(X = 2) = 0.30, P(X = 3) = 0.20, and P(X = 4) = 0.10;

2. the sample size: X = 100 or N = 1000.

3.  the number of items: E - 5 or K - 9.

These factors were crossed yielding eight configurations. Some conditional
probabilities were chosen to take the following values corresponding to ex-
treme logit parameters:  (0.99. 0.01). (0.95, 0.05) and (0.90. 0.10).  Note that
since logit parameters are function of the conditional probabilities associ-
ated with a variable, several logit parameters may be related to the same
conditional probability. Finally, for each condition obtained by crossing the
above-mentioned aspects, we simulated 1000 data sets. For each data set, the
parameters of the LC model were estimated by means of the ML and MAP
methods. MAP estimates were obtained under the priors that were also used
in the empirical example. We also executed the parametric bootstrap using
400 replication samples.

To evaluate parameter point estimates. we report the median (Md) of
the ML and MAP estimates and the root median square errors (RMdSE),
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that is. the square root of the median of (0 - 0)2.  Although mean squared

errors are the most Common statistics used to measure the quality of the
point estimates, we used median square errors instead to avoid the effect
that a few extreme values may have on the niean. It should be noted that for
1IlaIly simulated samples the ML estimates will be equal to plus (or minus)
infinity. A single occurrence of infinity will give a mean of infinity and a root
mean square error of infinity, which shows that these measures are not very
informative for the performance of ML and that median-based measures are
better suited for the comparison of Bayesian and ML estimates. To evalu-
ated the accuracy of the standard error estimates. we report their medians.
as well as the coverage probabilities and the median widths of the confidence
intervals. By definition, a 95% confidence interval should have a coverage
probability of at least 0.95. However, even if the true coverage probability
equals 95%, the coverage probabilities coming from the simulation experi-
ment will not be exactly equal to 0.95 because of Monte Carlo error. This
error tends to zero when the number of replications tends to infinity.  Since
we worked with 1000 replications, the Monte Carlo standard error was equal
to./ = 0.007, which means that coverage probabilities between 0.943/0.95·0.05

V   1000

and 0.957 are in agreement with the nominal level of 95%.
The confidence intervals were calculated using the normal approximation

Ie - 20/28(0).0 + zc,/28(0)1 (3.9)

where 0 represents the ML or MAP estimate, and the estimated asymptotic
standard error 8(0) equals the square root of the corresponding diagonal
element of the estimated variance-covariance matrix. When computing con-
fidence intervals for latent and conditional probabilities the normal approxi-
mation cannot be used unless a logit or log transformation is applied to the
parameters.

Next, we report point and interval estimates for two logit parameters
that represent the effects of the latent variable X on the indicators. These
parameters were chosen because they provide interesting information about
the relationship between the latent variable and the items, and because they
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exemplify the two cases (parameter estimates far from and close to the bound-
ary) in which the methods studied differ in performance.

Tables 3.4 and 3.5 report pojnt and interval estimates corresponding to
-4 Athe non-extreme parameter ,321   for the LC model with three latent classes

-¥1x
and 311   for the LC model with four classes. Tables 3.6 and 3.7 report the

-3/bXsame outconies for the extreme population parameter 311   for the LC model
-19Xwith three latent classes and .311   for the LC model with four classes. All

methods investigated in this study - bootstrap, ML and Bayesian methods
- provide more accurate point and interval estimates when the population
parameter is non-extreme and when the saniple size is 1000. The Bayesian
approach performs. in general, better than parametric bootstrap and ML.
Since various coverage probabilities are lower than 0.95. we can conclude that
the normal approximation to construct confidence intervals fails, specially
when the sample size equals 100 and the parameters are extreme. It should be
noted that though parametric bootstrap and ML yield coverage probabilities
closer to the nominal level than MAP in many cases. the corresponding
nledian widths are also much larger than for the MAP estimates.



Table 3.4. Estimates for BRX = -2.20 in the 3-LC Model.

N = 100 N = 1000
Median Coverage Median Median Coverage Median

Medians SE R.MdSE Probabilities Widths Medians SE RMdSE Probabilities Widths

K-5
Boot. -6.03 15.15 7.87 0.69 40.00 -3.14 3.39 0.99 0.99 13.28  
ML -2.36 1.11 3.47 0.61 4.45 -2.77 0.61 0.72 0.99

2.38         .Jeff. -3.11 1.36 0.91 0.91 5.33 -2.11 0.55 0.41 0.87 2.16          4
Norni. -1.05 0.84 2.53 0.22 3.31 -1.92 0.50 0.42 0.80 1.94

Dir. -1.11         1.53         1.34             0.73 5.99 -2.09 0.54 0.44 0.82 2.12 5
LG -1.52          1.55          1.58              0.76 6.09

-2.50 0.55 0.60 0.72 2.17  K=9
Boot. -9.12 10.79 8.93 0.62 40.00 -3.30 1.60 1.10 0.95 6.27 E
ML -3.00 1.09 1.65 0.78 4.28 -2.26 0.47 0.26 1.00 1.89 2'

t=
.Jeff. -1.85 1.03 0.97               0.81 4.06

-2.18 0.43 0.33 0.94 1.68  Norm. -0.84 0.92 1.38 0.59 3.62 -2.08 0.41 0.31 0.92 1.60                --
Dir. -2.69 1.01 1.05 0.82 3.95 -2.26 0.44 0.26 0.96

1.74        Q
LG -2.00 1.09 1.12 0.81 4.25 -2.24 0.46 0.30 0.96 1.81  

4,/
e
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Table 3.5. Estimates for BI X = -O.98 'in the 4-LC Model.

N = 100 N = 1000
Median Coverage Median Median Coverage Median

Medians SE R.MdSE Probabilities Widths Medians SE RAiciSE Probabilities Wicitlls

K = 5
Boot. -0.04 18.51 12.17 0.66 40.00 -0.15 4.78 1.17 0.96 18.74

AIL -0.30 1.17 12.92 0.54 4.66 -0.34 0.5(} 0.79 ().98 1.98

Jeff. -1.24 1.42 2.41 0.56 5.56 -0.19 ().65 0.8(} 0.88 2.56

Norin. -1.15 1.30 0.71 0.96 5.12 -0.73 0.51 0.38 ().96 2.00

Dit'. -0.76 1.69 1.01 0.97 6.61 41.52 ().59 0.49 0.94 2.32

LG -0.53 2.61 1.69 0.97 10.23 -0.59 (}.56 0.50 0.88 2.18

K=9
Boot. -0.12 12.14 5.17 0.74 40.00 -0.74 0.53 0.33 0.95 2.07

ML -0.67 0.94 0.99 0.85 3.78 -0.84 0.32 0.26 0.96 1.25

Jeff. -0.37 1.04 1.00 0.89 4.06 -0.90 0.33 ().18 (}.97 1.29

Noriii. -0.87 0.91 0.72 0.89 3.56 -0.87 0.32 0.22 0.94 1.27

Dir. -().87 0.91 0.50 0.94 3.58 -0.72 0.33 0.28 0.90 1.30

LG -0.66 1.04 1.03 0.93 4.07 -0.90 0.33 0.19 0.96 1.28

f
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Table 3.6. Estintates for /31 X = -6.79 in the. 3-LC Model.                                               F
...1

N = 100 N - 1000                             9
E.Meclian Coverage Median Median Coverage M(,(liall

Alecli:ins SE RMcISE Probabilities \fidths Medians SE RMdSE Probabilities

Wiciths  A = 5                                                                                                                           2
B (,ot. -27.()4 40.00 22.40 0.42 3.32 -15.81 1.37 9.00 0.75 5.38 §.
AlI. -28.65 40.00 22.38 0.45 7.20 -6.78 1.40 4.46 0.62 5.47                        M

.Ji,1[. -3.78 1.17 3.01 0.22 4.57 -5.52 0.96 1.27 0.7(} 3.75 0
N(,1 111. -4.28 1.54 2.51 0.63 6.03 -5.00 ().81 1.79 0.39 3.19

R-

Dit'. -3.75           1.24 3.04 0.47 4.88 -5.51          1.08          1.28 0.71
1.23         LG -4.49 1.79 2.30 (). 71 7.01 -5.63 1.56 1.30 0.75 6.10 D

Ii= »                                                                                                                                   iBc)(,t. -2(i.(i 1 12.93 21.65 0.39 40.00 -10.48 9.66 4.()4 0.9.1 39.(}7
 11, -23.()1 1.56 16.12 0.55 6.12 -7.07 2.17 0.82 0.93 8.50 «
Jeff. -4.57 1.32 2.22 0.55 5.19 -6.02 0.87 0.78 0.79 3.43 r

8Not·iii. -3.7(i 0.99 3.()3 0.19 3.88 -5.59 0.66 1.20 0.55 2.58        6-
Dii·. -8.96 3.17 4.63 ().53 12.42 -7.09 1.79 ().70 0.89

7.02        0
Le; -5.23 2.35 1.67 0.70 9.23 -6.68 1.70 0.89 0.89 6.68 M

*0
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il XTable 3.7. Estimates for B - -5.98 in the 4-LC Model.                                         211

N = 100 N = 1000
Median Coverage Median Meclian Coverage Median

Meclians SE RMdSE Probabilities Widths Medians SE RAidSE Probal,ilities Widths

K = 5
Boot. -33.49 21.97 29.45 0.31 4(}.(}0 -16.36 13.84 10.31 0.76 40.()()

AIL -33.55 40.01) 27.89 0.33 40.0() -1.09 40.00 7.47 0.86 40.()0

.Jeff. -4.96 1.68 1.90 0.64 6.58 -5.41 1.()5 0.65 0.90 4.12

Nomr. -:1.33 1.68 2.66 0.71 6.58 -5.19 1.11 ().80 0.86 4.35

Dir. -4.40 2.05 1.59 0.86 8.()5 -5.67 1.50 0.7() 0.9() 5.90

LG -5.26 3.37 1.70 0.88 13.21 -6.03 2.47 1.16 O.Ki 9.70

K=9
Boot. -28.56 19.78 28.07 0.32 40.00 -7.98 7.5() 2.22 0.95 29.42

AIL -30.95 40.00 25.05 0.42 40.00 -6.15 40.(}0 0.61 0.95 40.0()

Jeff. -4.84 1.59 1.31 0.81 6.22 -5.75 0.72 0.47 0.92 2.83

Nonii. -4.17 1.44 1.81 0.74 5.63 -5.90 0.69 0.44 0.96 2.70

Dir. -2.22 1.07 4.05 0.01 4.18 -4.92 0.52 1.06 0.46 2.(}3

LG -6.25 3.36 1.53 0.88 13.16 -6.14 0.80 0.52 0.96 3.15

f
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Concerning the point estimates and standard errors for the lion-extreme
paraineters. Table 3.4 and 3.5 illustrate that the parametric bootstrap 1Ilay

yield niore extreme point estimates and standard estimates than AlL and
MAP even when the saniple size is large. This is because bootstrap esti-
niates and standard errors are the means and standard deviations of the ML
estimates for the replicated samples.  Even if only a few replicate samples

achieve extreme ML estiniates, the bootstrap mean and standard deviation
will be severely affected. Comparing the various prior distributions to each
others. it should be noted that the normal prior strongly smoothes paranie-
ter estimates and standard errors towards zero in the LC model with three
latent classes and as a consequence it produces median estiinates much lower
than the population value and large RMdSE's. The Jeffreys's prior achieves

accurate point estimates in the LC model with three classes but not in the
LC model with four classes. Concerning the interval estimates, Table 3.4
and 3.5 illustrate that the coverage probabilities are often under the nominal
level. The Dirichlet, the LG and the normal priors achieve accurate coverage
probabilities but not under all the conditions. Although LG improves its

performance when more items are included in the model, it produces large
standard errors and as a consequence, very broad confidence intervals when
the sample size is 100 and the number of items 5.

For the extreme parameters, Table 3.6 and 3.7 illustrate that the differ-
ences iii performance through the priors are stronger here than in the previous
case. Regarding the point estimates. we see that the LG prior reaches niore
accurate point estimates (MAP medians close to the population parameters

and small RMdSE's) than the other functions investigated. The Jeffreys's
and the Normal priors perform very well when the sample size is 1000. but
they strongly smooth the parameter estimates toward zero if the sample size

is 100. Regarding the Dirichlet prior, it also smooths the parameter estimates
toward zero in the model with 5 items, but not in the model with 9 itelils.
Note that the same amount of inforniation (one observation) is added in the
models with 5 and 9 items while the number of cells of the contingency table
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is 32 in the first case and 512 iIl the second case. Table 3.7 illustrates that
the Dirichlet prior performs very badly for the 4-LC model with 9 items.

Regarding the interval estimates, Tables 3.6 and 3.7 show that the Baye-
sian methods perform nitich better than ML and bootstrap for the extreme
parameters.  This is also because of the procedure chosen to compute the

bootstrap confidence intervals. If we compute confidence intervals based on
bootstrap percentiles, the coverage probabilities achieved by this procedure

will be larger than the coverage probabilities achieved by using the normal
approximation. Since we are more interested in the quality of the standard
errors than in the accuracy of the interval estimates. the normal approxima-
tion was chosen. Using the Bayesian approach, several confidence estimates
have coverage probabilities lower that the nominal level. Figure 3.1 illus-
trates the problems that enierge when using the Iiorinal approximation for

-3-3Xobtaining interval estimates for dll  · When the LC model with three latent
classes is estimated under the Dirichlet prior. the distribution of the parame-
ter estimates is not close to normal. Under the other priors. the estimated
distributions are closer to normal. but their means are lower than the popu-
lation value 31'ix = -6.79. It should be noted that in Table 3.6, the medians
obtained with any of the prior distributions for 31 X are smaller than the
population parameter.
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-9'3XFigure 3.1. Hystograms representing interval estimates for dll  ·

Comparing the median ML standard errors to their Bayesian variants,
we see that the LG estimates are very close to the ML estimates in those
situations iii which ML provides reasonable staIldard errors while the other
priors often provide smaller medians than ML. This supports our idea that
these priors tend to smooth the parameter estimates too strongly toward zero.
Overall the LG prior performs best of the prior distributions studied here.
Although the reported results are on point and interval estimates for the logit
paranieters. similar conclusions apply to the conditional probabilities.
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3.5 Discussion

The estimation of parameters and standard errors of latent class models has
been investigated in this chapter.  The use of several noninformative prior
distributions has been suggested as an alternative to asymptotic and boot-
strap methods to achieve more accurate estimates and standard errors. By
means of a simulation study, we have shown that the Bayesian approach pro-
vides more accurate point and interval estimates than ML and the parametric
bootstrap when sonie paranieter estiniates are close to the boundary.

Comparing the noninformative priors proposed, we can conclude that
the LG prior yields accurate parameter estimates and standard errors under
more conditions than the other priors. Moreover, this prior is very easy
to compute and combine with the likelihood function of the model.  The
Jeffreys's prior also achieves accurate estimates under several conditions.

However, this prior is rather difficult to compute. A problem associated with
the Dirichlet prior is that it is difficult to determine the optimal number
of observations that should be added to the likelihood.  We have seen that

adding only one observation can have different consequences depending of the
sample size and the number of items. For example, while this prior performed

very well in the LC model with 3 latent classes and 5 items, it produced very

bad point and interval estimates in the LC model with 4 latent classes and 9

items. Concluding among the prior studied, the most reasonable one seems to

be a Dirichlet prior whose hyperparameters preserve the univariate marginal
distributions of the Yk's.  Such a prior is used in the software program Latent

Gold  (Vermunt & Magidson,  2000).
Finally, it should be noted that interval estimates perform badly under

all the procedures investigated for most of the conditions. The coverage

probabilities are often much lower than the nominal level even though the
median widths were quiet broad. It appears that the nornial approxima-
tion does not work very well when there are parameters near the boundary.

When using parametric bootstrap there are more reliable methods for obtain-
ing interval estimates than the normal approximation (Davison and Hinkley,



Bayesian Posterior Mode Estimation of Latent Class Models                 69

1997). The Bayesian approach also provides alternative point and intervals
estimates that may be applied in situations in which ML estimates cannot
be obtained of may be unreliable. Instead of computing only the maximum
of the posterior distribution, one can estimate the full distribution (Gelman
et al., 2003).
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Chapter 4

Likelihood-Ratio Tests for
Order-Restricted Log-Linear
Models: A Comparison of
Asymptotic and Bootstrap
Methods

This chapter discusses the testing of log-linear models with inequal-

ity constraints using both asymptotic and empirical approaches. Two
types of likelihood ratio tests statistics are investigated: the first sta-
tistic compares the order-restricted model to the independence model,
which is the most restricted model, and the second one compares the
order-restricted model to the saturated model, or the data. As far as
the asymptotic approach is coilcerIied, we will focus on the chi-bar-
square distribution and methods for obtaining the weights for this
distribution. The parametric bootstrap is proposed as alternative. 1

i This paper was published as: Galindo. F.. Vermunt.  J.K. and Croon.  LI.A.
(2002). Likelihood-ratio tests for order-restricted log-linear models: A comparison
of asymptotic and bootstrap methods. Aletodologfa de las Ciencias del Compor-

71



72                                                                                 Chapter 4

4.1       Introduction

In the social sciences, the variables and the relationships studied often have

an ordinal nature. Such ordinal variables can be analyzed in different man-
ners. One option is to use methods for nominal variables. like simple log-

linear models, which amounts to ignore information about the order of cate-

gories. Other methods, like correspondence analysis and log-bilinear associ-

ation models, estimate the unknown category scores of the ordinal variables.

These models are, however, not strictly ordinal because the score parameters
do not necessarily reflect the assumed direction of the association. A third
approach involves estimating the model probabilities under specific inequal-

ity restrictions on relevant association measures. Such a nonparametric ap-
proach pernlits to define and test more intuitive hypotheses about ordinality.

An example is a model that assumes that all local log-odds ratios are at least

zero. Even though the estimation and testing of restricted models are more

complicated when adopting such a nonparametric approach. quite some work
has been done on this topic (Robertson. Wright and Dykstra, 1988; Croon.

1990, 1991; Dardanoni and Forcina, 1998: Vermunt,   1999,   2001).    An  im-
portant reason why these nonparametric methods have not been extensively

used so far is that this literature is not very accessible for applied researchers.

One of the aims of this paper is to provide a less technical overview of this
field.

Hypotheses involving maximum likelihood estimates are usually tested

by means of the likelihood-ratio (LR) statistic. Under some regularity con-
ditions, the LR statistic is asymptotically chi-square distributed, where the

number of degrees of freedom equals the difference between the number of
free parameters in the two models that are compared to one another. This

simple rule for obtaining the number of degrees of freedom can. however, not

be applied when inequality constraints are imposed. The reason for this is
that in such models the number of free model parameters depends on the

tamiento. 4.325-337.
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sample.  As a consequence. the asymptotic distributiOIl of the LR statistic
is no 1011ger a unique chi-square distribution. but a mixture of chi-square

distributions that is ofteii referred to as chi-bar-square.

The niain difficulty of using asymptotic tests based on the clii-bar square

is the Computatioll of the weights associated with the various numbers of

degrees of freedoni. Since analytical solutions are only available if the number
of inequality restrictions is smaller than 5, several methods to approximate
the weiglits of the chi-bar-square distribution have been developed.  Here, we
will explain the most important ones.

Rather than using the asymptotic approach to obtain the p value as-

sociated with the LR statistic. it can also be estimated using parametric
bootstrap. It is well-known that bootstrapping methods can be used to ob-
tain an empirical approximation of the distributiOIl of a test statistic when its
asymptotic distribution is complicated or unknown (Langeheine, Pannekoek

and  Van  de  Pol, 1996). These methods  have been successfully applied  to
test various types of order-restricted models for categorical data. Ritov and

Gilula (1993), for example, proposed such a procedure in niaximuni likelihood

correspondence analysis with ordered category scores. Galindo and Vermunt

(2004) showed in a simulation study that parametric bootstrap offers reliable
results when applied in order-restricted row-column association models, ex-

pect for situations in which the association between the two variables is very
weak. Vermunt (2001) used the method for testing order-restricted latent
class models.

This chapter gives a less technical overview of methods for the estiIna-

tion and testing of log-linear models with inequality constraints.  The next
section introduces the log-linear model with inequality constraints, describes

niaximuni likelihood estimation by an activated-constraints algorithm. and
presents the relevant test statistics. Then we describe the asymptotic test-
ing approach. discuss the problems associated with the computation of the
weights of the clii-bar-square distribution. and explain the parametric boot-

strap method. Sizbsequently. the different approaches are compared to one
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another using an empirical example. The chapter ends with a short discus-
sion.

4.2 Log-Linear Models with Inequality Con-
straints

4.2.1 Log-Linear Definition of a Positive Association

Consider a log-linear model in which the logarithm of the expected frequency

nzi for data pattern i is given by,

A

log mi  =  dkxik,                                                (4.1)
k=1

with dk denoting one  of the  K unknown parameters  (k  =  1. . . . .K) ,  and  Xik
an element of the design matrix.

As is shown below. the hypothesis of a positive relationship call be tested

by assuming that the two-variable association terms are at least zero. In other
words, some parameters are restricted by the inequality constraint 13* 2 0.
This means that the K model parameters can be divided into two sets: a
set of ki unrestricted parameters whose values can be any real number, and
another set of k2 order-restricted parameters, where kl + k2 = K.

Consider the case of a 3-by-3 contingency table in which the independence
model does not hold.  The most natural manner to define the strength of the
relationship between two variables in a log-linear analysis framework is by
the local log-odds ratios, err, defined as

log Gre  = log mre t log inT+1,·+1  - log mr+1,· - log mrc+1 · (4.2)

where r denotes a row, and c a column of the contingency table. If the two
variables are ordinal and if their relationship is positive, one would expect
each local log-odds ratio to be non-negative. In other words. a positive
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relationship implies that
log Orc 2 0·

By using an special coding scheme based on the differences between cat-
egories,  it is possible to represent the  log Gre in terms of  k parameters.  In
this system. each two-variable association parameter corresponds to a local
log-odds ratio.  As a result, the constraint  log Gre 2 0 can be imposed via a
log-linear model of the  form  (4.1) with constraints  Bk  2  0,  for  k  >  ki·

Table 4.1. Design Matrix for a 3-by-3 Table Using Diference Coding

patterni  Xii  Xu  Xm  XM  XA  X#  Xm  X,8  Xw
11 111111111
1 2 111010011
1 3 1 1 1000000
21 101110101
22 101010001
23 101000000
31 100110000
32 100010000
33 100000000

Table 4.1 gives the appropriate design matrix for a 3-by-3 table. The first
column, which contains  only ones, corresponds  to the constant  f31.   The  next
two columns represent the one-variable terms for the row variable. Because

of the incremental coding, these two columns of the design matrix correspond

to the difference between levels one and two and between levels two and three
of the row variable, respectively.  The same incremental coding is used for
the Column variable in the fourth and fifth columns of the design matrix.
Columns six to nine represent the two-variable association effects. As usual,
these are obtained by multiplying the appropriate pairs of one-variable effect
columns.

The logarithm of the expected frequency mi(rc) equals the scalar product
of the design matrix rows that correspond to pattern (r, c) and the vector of
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parameters. For example, log(m2(12))  can be expressed as follows:

log m2(12) = 21 + 82 + 33 + 135 + /38 + 89.

The correspondence between log-odds ratios and two-way association para-
meters can be easily seen by replacing the logarithms of the expected frequen-
cics appearing in equation (4.2) by the log-linear parameters. For example,
the local log-odds ratio log 822 turns out to be equal to Bg: that is,

log 022     =    log(7714(22) )  + log(mg(33)) - log(m8(32))  - log(m6(23))

=  (,31 + 533 + i35 + f39) + (,91  - (131 + 35  -   1 + 133)

89

In the remaining of this chapter, we will concentrate on this simple log-
linear model for two-way tables. It should, however, be noted that the esti-
mation and testing methods described can be used with any type of order-
restricted log-linear model.

4.2.2 Maximum-Likelihood Estimation

An activated-constraints algorithm (Gill and Murray. 1974) is an easy method
to obtain maximum-likelihood (ML) estimates for a model with inequality
constraints. An activated constraint is an equality restriction that is im-
posed (activated) when an inequality restriction is violated; in our case. it
is an order-restricted parameter that is equated to zero if it would otherwise
become negative. It is straightforward to convert the Newton-Raphson algo-
rithm for standard log-linear models into an activated-constraints method.

In Newton-Raphson. the parameters are updated as follows:

 (v) =  3(v-1) - (H(v))-lq(v)

where v represents the iteration number, q denotes the gradient vector con-
taining the partial derivatives of the log-likelihood function with respect
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to the parameters to be estimated, and H denotes the matrix of the sec-
ond partial derivatives, also called the Hessian matrix. In an activated-
constraints variant of Newton-Raphson, the unrestricted and non-activated
order-restricted parameters are updated in the usual manner. Parameters
corresponding to activated constraints are updated only if the update will
yield a non-negative parameter value. This can be checked via the sign of
the corresponding element of the gradient vector. After updating the para-
meters, it may be necessary to activate certain constraints; that is, if 3k < 0,
for  k  >  ki· This procedure is repeated until some convergence criterion  is
reached.

4.2.3 Two Likelihood-Ratio Tests

Let Ho denote the model in which all k2 order-restricted parameters are
set equal to zero. In our case, Ho equals to the independence model. Let
Hi denote the order-restricted model and H  denote the model in which no
restrictions are imposed on the log-linear parameters. In our case, H2 iS
the saturated model. In order to test whether there is a positive relation
between the two ordinal variables, we can either compare Ho with Hi or Hi
with H . Likelihood-ratio (LR) statistics are usually  used  for this purpose.
The corresponding statistics,  L 81  and  L&2 ,  are  defined  as

(mi(1)  LIi = 2En, log 1 - ,
C m,(0)

Li2 - 2 E n,log  mi(2)  (4.3)

i                 
 m,(1) /  '

where ni represents an observed frequency, atid utiC,) ari expected frequency
under model  g   (g  =  0,1,2). Both statistics measure discrepancies between
two models: L81 measures the discrepancies between the estimated frequen-
cies under the independence II10del (Ho) and the ones under order-restricted
model (Hi).  If these differences are significant, there is evidence that we need
the non-negative two-variable interaction terms to explain the data. L 2 tests
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whether the estimated frequencies under the order-restricted model  (Hi)  dif-
fer significantly from the data. If these differences are not significant, it can
be concluded that the order-restricted model gives a good representation of
the data.

4.2.4 An Empirical Example
The order-restricted log-linear model will be illustrated with an analysis of
a two-way contingency table (see Table 4.2) taken from Agresti's textbook
Categorical Data Analysis (Agresti. 1990: Table 2.4). The two variables of
interest are 'Income' and 'Job satisfaction'. Income is measured in dollars and
has four levels. Job satisfaction also has four levels: very dissatisfied, little
dissatisfied moderately satisfied, and very satisfied. The research question of
interest is as to whether there is a positive relationship between income and

job satisfaction.

Table 4.2. Observed Cross-Classification of Job Satisfaction and Income
Job Satisfaction

Income($) Very Little Moderately Very

dissatisfied dissatisfied satisfied satisfied

<6000                    20                 24                  80               82
6000-15000       22          38 104 125

15000-25000      13          28          81         113

225000           7           18          54         92

Table 4.3. Parameter Estimates of the Three Models Estimated with the Data of
Table  4.2

Unrestricted      81          2         B3         34          135         36          7
Ho 4.36 -0.34 0.21 0.32 -0.56 -1.08 -0.26

Hl 4.25 -0.42 0.10 0.21 -0.94 -1.10 -0.53

H2 4.52 -0.42 0.10 0.21 -0.94 -1.10 -0.53

Restricted  8 39 310 311  12  13 314 1315 /16
Hl 0.22 0.26 0.19 0.00 0.00 0.02 0.11 0.16 0.20

H2 0.36 0.22 0.18 -0.20 0.06 0.04 0.16 0.15 0.20
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Table 4.3 reports the parameter estimates for the independence, the order-
restricted, and the saturated model. If we look at the results obtained from
the order-restricted model. we see that the constraints corresponding to the
parameters  dll  and  1312 are activated while  only one parameter,   11,  took  a
negative value in the saturated model. This illustrates that the constraints
that should be activated to obtain the order-restricted ML solution cannot
always be derived from the unrestricted InOdel. The reason for this is that
the parameters are not independent of one another.

In  order  to  test Ho versus   Hi   and Hl versus   H2, we should examine  the

values  of  L81   and  L 2 · These  take the values   11.59  and 0.44, respectively,

indicating that there is a large discrepancy between the independence model
and the order-restricted model and a small discrepancy between the order-
restricted model and the data. The problem is, however, how to decide as to
whether these discrepancies are significant. A naive approach to determine
the p values corresponding to L i and LI2 would be to treat the activated
constraints as a priori zeros and apply standard chi-square tests. It this case,
such a procedure would yield chi-square tests with (k2 - 2) and 2 degrees
of freedom, respectively.  Such a method is, however, incorrect because the
number of activated constraints and, therefore, also the degrees of freedom
depend on the sample. As is explained in more detail below, the appropriate
method is to assume a chi-bar-square distribution for L81 and L 2·

4.3 The Asymptotic Method

4.3.1 The Chi-Bar-Square Distribution

The LR test leads to rejection of the null hypothesis if the value of the LR
statistic exceeds the critical value corresponding to a nominal probability
a. which is the maximum type I error that can be accepted. In order to
find the critical value, we need the null asymptotic distribution of the statis-
tic. The distribution for testing inequality constrains was first obtained by
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Bartholomew (1959), and subsequently studied by many other authors like
Perlman (1969), Shapiro (1988), Wolak (1991), and Dardanoni and Forcina

(1998).

By means of the delta method and the Central Limit theorem, it can
be shown that, under some regularity conditions, the LR statistic is asymp-

totically chi-square distributed.  One of these conditions is that the true
parameter value is an interior point of the parameter space under the null

hypothesis. With inequality restrictions, this condition does not need to be
fulfilled because the true parameter value can be on the boundary of the
parameter space. For this more general case, Shapiro (1985) showed that

discrepancy statistics have the same asymptotic distribution as

min(9 - y)'H-1 (9 - y).
vee

where  y  is  a random variable with distribution  N (0, H),  and e represents

a cone (the part of the parameter space that is in agreement with the in-
equality constraints). Their asymptotic distribution  is a chi-bar-square  (X2)

distribution, which is a mixture of central chi-square distributiOIlS given by

k2

P [K' 2 c]  = E w, (H, e) P [xi 2 c], (4.4)

f=0

Here, X  denotes a chi-square random variable with f degrees of freedom for
f =  1,.... k2, and P [Xj 2 c]  = 0. Furthermore, we (H, e) denotes a non-

negative weight that depends on the matrix H and on e. This weight repre-
sents the probability that exactly e constraints are activated in a particular

sample.

Let 3 and B denote the maximum likelihood estimates and the true pa-

rameter values. respectively. It has been shown that, under some regularity
1 /-   \

conditions, the function  n i   <B  - 0  follows a multivariate normal distrib-
ution with mean zero and variance-covariance matrix H, where H can be
approximated by the Fisher information matrix. Since LR statistics measure

the discrepancy between estimated parameters under two hypothetical mod-
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els, the results of Shapiro (1985) apply and LR statistics are asymptotically
1-2 distributed.

The L& statistic measures the discrepancy between estimated parameters
under the independence model (Ho) and the ones under the order-restricted
inodel  (Hi).    It  has  the  same  distribution  as  the B parameters  that  are  iIi
agreement with the ordering and that minimize the distance to the estimated
parameters  o under the independence model. The matrix H can be replaced
by the information matrix under the independence model, Ho. That is.

min(30  - B)'Ho-1 (30 - B).Bee

The asymptotic distribution is defined by equation (4.4).

The L 2 case is somewhat more complicated. This statistic represeiits
the distance between the estimated parameters under the order-restricted
model (Hl) and the ones under the saturated model (H2)· It has the sallie

&

distribution as the B minimizing the distance with the estimated Bl under
the order-restricted illodel. Its asymptotic distribution equals

k2

p [Ti2 2 c] = E wk,-,(H. e) P [xi,_,2 c] .
f=0

A problem in the choice of H arises from the fact that the number of activated
constraints depends on the sample.  As a result, the dimension of the vector of
free parameters and the rank of the variance-covariance matrix vary from one
sample to the other. Actually, the only way to find a critical value that does
not depend on the number of activated constraints in a particular sample is
by taking the least favorable case in which all the constraints are activated:
that is H = Ho. As is shown below, this yields a somewhat conservative test.

4.3.2 The Weights Corresponding to X2
Because exact weights can only be calculated in certain special cases. several
iiiethods liave been developed for approximating the weights of tlie chi-bar-
square distribution. The most important ones will be exposed in this section.
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Direct Calculation of Weights

Robertson et al. (1988: section 2.4) and Shapiro (1985) showed that. under
certain regularity conditions. weights can be calculated for k2 5 4. For
example. when k2 = 3. the weights can be obtained as follows:

u'o(H. e)   =    ,r-1 (27r - [cos (Pi2)1-1 [cos (Pl))1-1 [cos (p23)1-1) .     (4.5)

tt'1(H. e)   =    ,r-1 (37r - [cos (P123)1-1 [cos (Pl3.2)1-1 [cos (P231)1-1) .

11,2(H. e)   =    - 11'0(H. e). lt'3(H. e) =  -wi(H, e),

where p,j denotes element (i. j) of the matrix that is obtained by.

p = (diagH-1)- H-1(diagH-1)-i.

and pij.k = CPij -Pik·Pik)(1 - Pl)-2 (1 -pfk)-2 istlie conditional correlation
between elements i and j given k. Equation (4.5) gives an idea about the
complexity of the compiitations for larger liumber of constraints.

Approximating the Weights

Several methods have been developed to approximate the weights of the chi-
bar-square distribution when their values cannot be calculated directly. One
of these methods consists of assuming that the information matrix H is the
identity matrix (I).  Grove (1980) claimed that the wf (H. e) are insensitive
to the choice of H,  and that,  as a result,  ity (I. e) provides a reasonable

approximations in most situations.

Gourieroux, Holly and Monfort (1982) proposed approximating the
weights of the chi-bar-square by a binoinial distribution with k2 trials and
probability of success equal to  . IIi other words.

11'f (I. e) = 2-4
k2'

le! (k2 - f)!]
where k2 denotes again the number of order-restricted parameters.
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Dardanoni aiid Forcina (1998) provided stochastic upper and lower bounds
for the distribution of L81 and a stochastic upper bound for the distribution
of L 2 which depend on the type of order liypotlieses.  Here, we only give the
bounds that apply  to the model  used  iii this paper.   For Lj. these bounds
have the following forni:

\    4.,  T 01  4.,  X2 (Ik2 ' ek2   ,

which means that for a certaiIi critical valtie the cumulative probability un-
der the asyniptotic distribution of the statistic is contained ill the interval
determined by the cumiilative probabilities under a chi-square with one de-

gree of freedom and a chi-bar-square distribution defined in the restricted
parameters space and having the identity matrix as a covariance matrix.

For  L 2,  the  upper  bound is given  by

 2 4, Xi.2-1 + Xi·

which indicates that the cumulative probability Under the asymptotic dis-
tribiition of the statistic is smaller than the combination of the cumulative
probabilities of chi-square distributions with k2 - 1 and one degree of freedom.

Estimating the Weights by Simulation

Dardanoni and Forcina (1998. p. 1117) proposed estimating the weights
of the chi-bar square distribution by 1Iieans of a simulation procedure that

makes use of the asymptotic distribution of the maximum likelihood estima-

to„. N (3. =FT) . Their procedure involves drawing a reasonable number
of paranieter vectors from a normal distribution with mean equal to the hy-
potliesized paranieter values and a covariance matrix equal to the estimated
information matrix under Ho. These simulated parameter vectors illay Con-

tain values that violate tlie order restrictions. An activated-constraints al-
gorithni is used to find order-restricted parameter values that are as close as
possible to the simulated vahies iii the weighted least squares sense. This
procedure is sometimes referred to as projecting the simulated values into
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the restricted parameters space. The estimated weights of the chi-bar-square
are defined by the distribution of the number of activated constraints across

replications.
In the case of the L201 statistic. A:2 parameters are drawn from a normal

distribution with mean equal to zero and covariance matrix equal to the
information niatrix under the independence model. The simulated paranie-
ters are projected into the space of non-negative parameters. Each weight
is defined as the proportion of times that the corresponding number of ac-
tivated constraints occurs in the replications. Using the simulated weights.
the critical value can be obtained by equation (4.4).

The L 2 case is more complicated because the number of activated con-
straints in the model estimated under Hl depends on the data. To circuni-
veIit this probleiri, Dardanoni and Forcina (1998) proposed using the least

favorable case in which all the constraints are activated. This amounts to
simulating the weights in tlie sallie manner as for the L i test. They also
proposed an alternative. local, test in which the parameters are drawn from
a multivariate normal distribution having the parameter estimates under the
order-restricted hypothesis    31     as  mean,   and the information matrix  of
this model as variance-covariance matrix. A disadvantage of this approach is

that the approximation of the asymptotic distribution depends heavily on the
number of activated constraints iIi the order-restricted model. An advantage
is that it is less conservative.

4.4 The Parametric Bootstrap Method

For models as complex as the ones considered here, the parametric boot-
strap seems to be an attractive method to obtain the p values associated

with  L 1  and  L 2·   The  distribution  of the test statistic is eIzipirically recon-
structed by drawing samples from the multinomial distribution defined by
estimated probabilities under the more restricted model. This method has
been used by various authors for testing models with inequality restrictions.
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For example. Ritov and Gilula  ( 1993)  proposed  such  a  procedure  in  maxi-
11111111 likelihood correspondence analysis with ordered category scores. and
Galindo and Vermunt (2004) applied the procedure in ordered row-column
association models. Furthermore, Wang (1996) showed that critical values
obtained by parametric bootstrapping are asymptotically consistent when
testing stochastic ordering of several populations.

For Lgi , the parametric bootstrap works as follows:

1.  Estimate the model under Ho and Hl · in this case. by using tlie activated-
constraints algorithm.

2. Compute the test statistic.

3.  Draw a saniple of the same size as the original sample from the multino-
mial distribution defined  by the probabilities under  Ho.

4. Estimate the models defined by Ho and Hi with the generated sample
and  compute  the test statistic  (Lgi ) * .

5. Repeat steps (3) and (4) a sufficiently large number of times B, yielding
bootstrap replicates (L&); , ···, (L&)j·

6. Use the enipirical distribution of (Lg ); . ···. (Lgi);i to approximate the
p value by

BB = A [(Li,). 2 Lil] .
The  estimated p valiie  is the fraction of bootstrap replicates  (L81)*  ex-

ceeding the observed value of the test statistic for the given sample.  The
standard error of the estimated p value equals   /P (1 - P)/B.

The bootstrap procedure for L 2 differs from the one for L81 iIi that fre-
quency tables have to be siniulated from the estimated probabilities under

Hi.   Then, the order restricted model is estimated with  the simulated  sam-
ples. and the distance with the generated data is calculated by L 2· The p
value and its staiidard error is computed as was described above for L& (see
also, Verinzint, 1999).
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4.5  Application of the Testing Methods iIi
the Empirical Example

Let us return to the empirical example introduced in Section 4.2. In or-
der to decide as to whether the discrepancies found in our example (L6
11.59; L12  -  0.44) are significaIit, we need to find either the associated p
values or the critical values corresponding to a certain value of a.  Note that
since k2 > 4, the weights of the corresponding chi-bar-square distribution
inust be approxiniated by one of the procedures described above.

Table 4.4 M/eights of the Chi-Bar-Squared Distribution and Corresponding
Critical K#lues attd p k'alues for the Empirical Erample

#activated Binomial Simulated Simulated Simulated

constraints                            Ho Hi(K) Hi (k,)
0 0.0000 0.0474 0.0000 0.0000

1 0.0020 0.1780 0.0040 0.0140

2 0.0176 0.2896 0.0088 0.1067

3 0.0703 0.2631 0.0645 0.2583
4 0.1641 0.1515 0.2032 0.3065

5 0.2461 0.0554 0.3151 0.2072

6 0.2461 0.0132 0.2650 0.0849

7 0.1641 0.0018 0.1161 0.0201

8 0.0703 0.0001 0.0248 0.0022

9 0.0176 0.0000 0.0021 0.0002

 1.0.05 11.7376 7.7179
-2 8.4903 13.7421 9.6466 11.6364X12;0·05

P (T81 2 11.59) 0.0667 0.0099

P ( 2 2 0.44) 0.8897 0.9960 0.9362 0.9822

For a significance level of 0.05, Dardanoni and Forcinas (1998) method
for obtaining bounds yields a critical valrie lying between 3.84 and 11.74
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for Lji. and a critical value smaller than 19.35 for L 2· Since L 81 - 11.59
and L 2 - 0·44, none of the models needs to be rejected when using this

procedure.

With the parainetric bootstrap inethod (1000 replications), we obtaiiied
p values of 0.0095 and 0.9125 for Lji and L 2, respectively. According to this
procedure. we would reject the independence model in favor of the order-

restricted model and not reject the order-restricted model in favor of the
saturated model. This indicates that there is evidence for a positive associ-

ation between the two variables.

Table 4.4 reports chi-bar-square weights approxiniated by several proce-

dures, as well as the corresponding p values and critical values for a = 0.05.

As can be seen, we used binomial weights and weights simulated from mul-
tivariate normal distributions under  Ho  and  Hi·     For the latter. we used

variants based on a Hessian matrix with dimension K and k , respectively.

We will refer to these as Hi(K) and Hi(k2).

As can be seen from Table 4.4, the critical values and the p values strongly
depend  on the method  used to obtain the weights.   For  Lji. a procedure  is

more liberal (it is easier to reject the independence model in favor of the
order-restricted model) if larger weights are given to the smaller numbers

of activated constraints.    In  the  case  of  L 2,  the  effect  of  the  weights  is  the

opposite: a procedure is more liberal if smaller weights are given to the
smaller numbers of activated constraints. It should be noted that a more
liberal procedure yields lower critical values and lower p values than a more
conservative procedure.

For Lji,  the binomial weights yield the most conservative test. According
to this niethod, there is not enough evidence to reject the independence

model. The conclusion is different if we use the simulated weights based on

Ho. in which case we reject the independence illodel in favor of the order-

restricted model. Note that the latter procedure yields a p value that is very
close to one obtained with the bootstrap method.
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For LI2· the most liberal results come from the procedures using binomial
weights and weights simulated using  Hl (K).    Note  that the latter method
gives a p value that is close to the one obtained with the parametric boot-
strap. The other two procedures. simulating weights using  Hl (k2)  or  and

Ho. give almost the same results.

4.6 Discussion

Compared to standard log-linear models. the presented order-restricted mod-
els have the benefit that they permit more precise specification of the nature
of the relationship between the variables of interest. Although for simplicity
of exposition we concentrated on the analysis of two-way tables, the proposed

approach can also be used witli multi-way tables. As we saw. maximuni like-
lihood estimation of log-linear rnodels with inequality constraints is quite
straightforward. Testing of such models is. however. somewhat more prob-
lematic because the results may depend on the method that is used to obtain
the critical value or the p value.

In the case of the L8i test. simulating weights under Ho and the bootstrap
are the preferred methods. As could be expected, these two methods give

very similar estimates of the p value. The bounds provided by Dardanoni and

Forcina (1998) and the binoinial weights yield too conservative tests. This
is not a problem as long as the indepelidence model is rejected. If, however,
as in our example, these procedures lead to acceptance of the independence
1110del. it is wise to perform a bootstrap or simulate the weights of the chi-bar
square distribution in order to get a less conservative test.

In the L& case. the upper bound provided by Dardarioni and Forcina
is too conservative and the binomial weights are much too liberal. SilllU-
latilig weights using Ho or Hi (k2) yield similar biit somewhat conservative
results. These procedures provide a kind of upper bound for the p value.
The consequence of using siich a too conservative upper bound is that the
order-restricted model may be accepted even when the relationship between
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variables is very weak.
The procedures based on the bootstrap aiid on weiglits simulated with

Hi (K).  on the other hand. may yield somewhat too liberal results.   This  is
confirmed by results we obtained with other data sets to which we applied

these methods. Parametric bootstrap and simulated weights under Hi (with
dimension K) are both affected by the nuniber of constraints activated in
the estimated Inodel. The consequence of this dependence is that they seem
to give a kind of lower bound for the p value.

Further research should be done on L 2 test along two lines. First, we
wish to get more insight into the behavior of the too conservative procedures,

simulating weights using Ho or Hi (k2),  and the too liberal procedures,  boot-
strapping and siInulating weights using Hi (K). This involves performing an
extended simulation study. A second line of research is the search for possible
improvements of current procedures, as well as for other testing approaches.

like Bayesian methods, that might solve the problems associated with the
current methods.  An example of a possible adaptation of the current pro-
cedures is the use of a double bootstrap to make it less dependent on the
number of the activated constraints in the maximum likelihood solution.
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Chapter 5

The Order-Restricted
Association Model: Two
Estimation Algorithms and
Issues in Testing

This chapter presents a row-column (RC) association model in which

the estimated row and column scores are forced to be in agreement
with an a priori specified ordering. Two efficient algorithms for finding
the order-restricted maximum likelihood (AIL) estimates are proposed

and their reliability under different degrees of association is investi-

gated by a simulation study. We propose testing order-restricted RC
models using a parametric bootstrap procedure. which turns out to

yield reliable p values, expect for situations in which the association

between the two variables is very weak. The use of order-restricted
RC models is illustrated by means of an empirical examplel.

i This paper is based on: Galindo.  F. and Vermunt.  J.K. (in press) The order-
restricted association model: Two estimation algorithms and issues in testing.
Psychometrika.

91



92                                                                                 Chapter 5

5.1 Introduction

Nowadays. several statistical tools are available to analyze ordinal categorical
data, such as correspondence analysis. regression models for transformed
cumulative probabilities. and log-linear and log-bilinear association models

( for   instance, see Agresti, 2002: Clogg, and Shihadeh. 1994). Goodman

(1979) presented a class of log-linear and log-bilinear models to study the
bivariate association between ordinal variables. This family contains four
types of association models -uniform. row, column and row-column (RC)-
suited for the analysis of ordinal data.

Nevertheless, association models are not really ordinal models because
ordinal models assume a monotone relationship, no more and no less. The
uniform association model assigns a priori scores to the categories of the row
and column variables, which means that the variables are treated as interval
level. The row model assumes that the column scores are known and that the
row scores are unknown parameters. This model treats the column variable as
an interval level variable and, since there is no guarantee that the estimated
row scores have the assumed order, the row variables as nominal. The same
applies to the column model. In the log-bilinear RC association model, both
the row and column scores are estimated without order restrictions. Again,
there is no guarantee that the category scores have the right order since the
same ML estimates would be obtained if the levels are permuted in any way.
Therefore, some restrictions should be imposed on the row and column scores

to analyze ordinal relations.
Several methods have been proposed to overcome the problem that row

or column scores do not have the assumed ordering. A first class of methods

adapts the Goodman's (1979) uni-dimensional Newton algorithm to deal with
inequality restrictions.  Both the work of Agresti, Chuang, and Kezouh (1987)
on order-restricted row models and of Ritov and Gilula (1991) on order-
restricted RC models fit within this framework. A different type of method
based on using prior distributions for row and column scores was proposed by

Agresti and Chuang (1986). Recently, Bartolucci and Forcina (2002) showed



The Order-Restricted Association Model                                       93

how to define the RC model within the marginal modelling framework; that
is, as a reduced-rank structure on the matrix of log-odds ratios. Within
this framework, inequality constraints can be introduced to obtain order-
restricted variants of RC models for various types of odds ratios.

This chapter presents two simple algorithms, which are adaptations of
Goodman's (1979) algorithm to order-restricted RC association models. The
first method is a pooling adjacent violators algorithm (Robertson et al., 1988)
and the second  one  is an active-set algorithm  (Gill and Murray,  1974).   Both
Illethods can also be used for ML estimation of order-restricted row models.
The proposed algorithms overcome some of the problems associated with the
procedure of Ritov and Gilula (1991). Moreover, the methods are simpler
than the more general procedure proposed by Bartolucci and Forcina (2002)
and can easily be implemented in existing RC modelling programs or routines
that are based on Goodman's algorithm.

This chapter is built up as follows. First, unrestricted and order-restricted
RC models are described. Second, ML estimation of their model parameters
is discussed.  Then, the performance of the proposed algorithms, described
in the former paragraph, and the Ritov-Gilula method are evaluated by a
simulation study.  Next, the testing of this model is investigated, and the
parametric bootstrap (Efron and Tibshirani 1993, sec. 21.5) is used to ap-
proximate p values for two hypotheses test and its performance is investigated
in a simulation study. Finally, the new approach is illustrated by means of
an empirical example.

5.2    Description of the RC Model

Let  nu   and m denote an observed  and an expected cell count, respectively.U

in an I by J table. The assumed model for the expected frequencies is a

log-bilinear RC association model,  i.e.,

log mij = A+A f+ Af' + $'tiv] (5.1)
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The A. Af, and Ac parameters are standard log-linear effects. 0 is the asso-
ciation parameter. and /1, and vi are unknown row and column scores. For

identification, some restrictions have to be imposed on the row and column
scores and on the log-linear parameters, for instance.

E p.    =   Xet = 0
i                           j

FY 2
L Fi X 1/2 - 1 (5.2)

i                            j

Elf E Af. -0.
i                             J

The uniform, row, and column association models can be seen as special cases

of the RC model.
As was shOWIl by Goodman (1979), the parameters of the RC model are

directly related to the log-local odds ratios, i.e.,

log
mijm itljtl = 0(Mi·+1 - /1.i)(Pj+1 - Pj) .
ni,+lim,j+1

Although the RC model was originally proposed by Goodman (1979) for the
analysis of two-way tables having ordered categories, there is no guarantee
that the ML solution will be ordinal unless, assuming 0 > 0, the row and
column scores are constrained to be monotonically increasing or decreasing.

5.3 1\/IL Estimation of the Unrestricted RC
Model

For the ML estimation discussed below. it is somewhat easier to use a slightly
different formulation of the above RC model. i.e.,

log mij =A+A i R + Af + piaj. (5.3)

where

X p i =E a t - 0. (5.4)

i                     j
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The equivalence between the formulation in equations (5.1) and (5.3) be-
comes clear if one notes that *Biv j = Piaj, where pi = 07/1, and aj = ¢dvj
for any 2 and d whose sum is one. The simplest choice is obtained when

1-8=J because it gives equal weights to the row and column scores.
and ensures that the sum of sqziares of row scores and the sum of squares of
column scores are equal.

The likelihood equations for the log-linear parameters have the well-
known form

E"ij- E mit   =   0
J]

These likelihood equations can be solved using simple iterative proportional
fitting (IPF) adjustments. The likelihood equations for the pi and a , para-
meters are

X 71,101 - E "2401 - 0
]]

and

X nopi -E m©·Pi =0,

respectively. It should be noted that the conditions described in the above
likelihood equations are necessary but not sufficient for a solution to be the
ML solution. Because the log-likelihood function is not necessarily concave,
there may be local maxima. A manner to decrease the probability of endiIlg
up with a local maximum is to re-estimate the model various times using
different sets of (random) starting values for the row and column scores.

As was already shown by GoodIrlan (1979). the likelihood equations for
the RC model can be solved by means of a simple uni-dimensional Newton
algorithm (also. see Clogg. 1982: Becker. 1990). This method solves these
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equations with the following updates of the pi and 01 parameters:

r--• (t-1) (t-1) (t-1)
Ct) (t-1) 9 pi  t        (t-11 _ 2-,J nijo.j      - Ej mij aj

(5.5)Pi = Pi
-   H(P i) (t)    =

p'
- F  m(t-1)(0(t-1))24-'1 23  i J

(t)             (t)'  (t)

(t) - (t-1) 9 (crj)(t)
(t-1)     Zi nuP,   - Zi mij Pi

(Tj    -  0,     - H(aj)(t) = 01     -      - E, m t)'(Pit))2 (5.6)

where puj and ( (t
) denote the tth approximation for the pi and aj parameters

(t)and Itt . denote the tth approximation for the expected frequencies. The
1]

numerator g in equations (5.5) and (5.6) is the first partial derivative of the

log-likelihood function with respect to the parameter concerned (an element
of the gradient vector) and the denominator H is the second partial derivative
(a  diagonal element  of the Hessian  matrix).

As can be seen. each iteration cycle consists. besides the standard IPF
adjustnients for the log-linear parameters, of two steps: one in which the pi
are updated. treating the 03 as fixed. alid one in which the aj are updated,
treating the pi as fixed. It is important to note that the pi parameters are

updated independently of one another.  The same applies to the aj para-
meters. After updating the Pi parameters, they are centered (see condition
given in formula 5.4) and the estimated expected frequencies are updated,

(t)'wliich yields mij . The same procedure is followed after updating the aj
parameters.

The above uni-dimensional Newton method can also be used for estimat-
ing row and column models.  This just involves treating either the column or
the row scores as fixed rather thail as random quantities.

5.4 ML Estimation of the Order-Restricted
RC Model

In terms of the model formulation in equation (5.3). ordinality is defined as

Pi 5 Piti ·
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and either
0 j S ajtl

or

oj 2 aj+1,

depending on whether there is a positive or negative relationship. Thus,
the row scores have to be monotonically non-decreasing while the column
scores can either be postulated to be monotonically non-decreasing or non-
increasing.  Next, we describe four algorithms to estimate the RC model
under these constraints.

5.4.1 The Ritov-Gilula Algorithm
Ritov and Gilula (1991) proposed to obtain ML estimates of the order-
restricted RC model by a pooling adjacent violators algorithm, which is a
well-known class of procedures in the field of ordered statistical inference

(see Robertson, Wright and Dykstra,  1988). The amalgamation of categories
which are out of order is not determined directly on the pi and oj parameters
but  on the quantities  E, (a) and Fj(P), which are defined as

Ei(0-)   =     nfjo-j (5.7)j ni.
r. nijpi

(5.8)Fj (p)     =     4L -
i    n.

j

Note that these are the sufficient statistics for the unrestricted row and col-
umn parameters divided by the corresponding marginal frequencies.

Ritov and Gilula (1991) proved that pooling adjacent violators of E,(a)
and Fj (p) using the marginal observed frequencies ni   and n j as weights yield
information on which categories scores have to be equated. The necessary
conditions for the ML solution of the order-restricted RC model are that the

pooled  E: (o) and Fj(p) are monotone and that the likelihood equations are

fulfilled. The likelihood equations concern the table in which the equated
categories are collapsed. This implies, for instance, that if rows 3,4, and 5
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are equated, the unrestricted likelihood equations for these three rows have
to be summed.

Agresti, Chuang, and Kezouh (1987) used the same principle of pooling
adjacent violating  E, (o) and Fj (p)  in the estimation of order-restricted  R
and C models. There. however. either the 0-j or the P, are known quantities,
which makes it possible to determine the categories that have to be collapsed
from the data. Since in RC models both the oj and the pi are unknown, the
order violations in Ei (a) and Fj (p)  are not independent  of one another.

According to Ritov and Gilula (1991). asymptotically,  amalgamation can
be done independently for rows and Columns using the unrestricted ML esti-
mates  for  aj  and  pi  in the above formulas  for  Ei (a) and Fj(P). This should
yield information on which Pi and aj parameters must be equated to obtain
the order-restricted solution.

Their procedure, thus, consists of four steps: 1) estimate the unrestricted
RC model. 2) compute E, (a) and 15(P) using the unrestricted estimates for
pi  and  aj,  3) determine which  row and Column scores should be equated  by

pooling adjacent violators in the E,(a) and F(p), and 4) estimate the RC
model with the necessary equality restrictions. The equality restrictions can,
for instance, be imposed by estimating an unrestricted RC model for the
table iii which the equated categories are collapsed.

Despite that Ritov and Gilula show that their method works asymptot-
ically, in practice it often fails to find the equality restrictions yielding the
global order-restricted ML solution. This is caused by the fact that restric-
tions on rows and columns are not independent of one another. Although
asymptotically - which means that the model holds in the population and
that the sample size goes to infinity - it does not make a difference whether

we  determine  E, (a) using the order-restricted  or the unrestricted estimates
for the column scores, in practice, it makes a difference. The same applies

for  F (p).
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5.4.2 An All-Possible-Cases algorithm

As pointed out by Ritov and Gilula (1991), there is no guarantee, in the
non-asymptotic case, that the global maximum can be found with their algo-
rithm. An alternative all-possible-cases (APC) algorithm can be formulated
that will always find the global maximum for the order-restricted RC model.
It consists of estimating independently all possible models that arise from im-

posing equality constraints between adjacent row and column scores. Given
that there are I-1 possible equalities on adjacent row scores and J -1
possible equalities on adjacent column scores, there are 2(I+J-2) different RC
models with the relevant equality constraints.  Each of these 2(I+J-2) mod-
els has to be estimated. As the ordered ML solution we select the model
that gives the highest log-likelihood value among the models with correctly
ordered row and columns scores.

Because 2(I+J-2) different models have to be estimated, this APC al-
gorithm is a very time consuming method. However, since it always finds
the order-restricted ML solution, it is very well suited as a bench mark for
alternative procedures.

5.4.3  A Pooling Adjacent Violators Algorithm
Instead of estimating all possible models as is done in the APC method,
it is also possible to transform the Ritov-Gilula procedure into a pooling

adjacent violators (PAV) algorithm that converges to the order-restricted
ML solution. The proposed modification is to determine Ei (a)  and  Fj (p)  at
each iteration cycle rather than from the unrestricted ML solution. In other
words, the necessary order restrictions on the row scores are determined given
the current order-restricted estimates for column scores and vice versa. This
algorithm fits very well within the framework of the uni-dimensional Newton

algorithm. in which row scores are updated given the current values of the
column scores, and column scores are updated given the current values of
the row scores.
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In the proposed PAV algorithm, at each iteration cycle the updating of
the row scores consists of three steps: 1) determine which rows should be
equated given the current estimates of the column scores using the method

proposed by Ritov and Gilula, 2) perform an unrestricted update of the row
scores, 3) pool the row scores that should be equated using the marginal
observed frequencies as weights. Equivalent steps are applied to obtain im-
proved estimates for the column scores. More details are provided in the
Appendix.

5.4.4 An Active-Set Algorithm
An alternative to the above PAV algorithm is to modify the uni-dimensional
Newton method into an active-set algorithm (Gill and Murray, 1974). Active-
set or activated-constraints algorithms are commonly used to solve optimiza-
tion problems with inequality constraints. In our case, row and column scores

can be updated using equation (5.5) or (5.6) as long as they are not out of
order; that is, as long as they belong to the inactive set. If there are order
violations, say at iteration t, the scores which are out of order have to be

equated and are thus moved to the active set. Once scores belong to the ac-
tive set, in subsequent iterations, it must be checked whether an unrestricted

update would again yield an order violation.  If so, they have to remain

equal, otherwise they are allowed to become unequal again (to be moved to

the inactive set). More formally:

•    For row (column) scores belonging  to the inactive set, perform  an  un-
restricted update using equation (5.5) or (5.6) and check whether there
are order violations  (g  >  p +i)·   If so, equate the scores  that  are  out

of order (e.g. Pi - Vitl -   c).    It   is  not   important   which  provisionalA _ A

value, c, is taken when equating the scores. For instance, c may be the

unweighted mean or, as in the PAV algorithm, the marginally weighted
means of the corresponding unrestricted scores

• For row (column) scores belonging to the active set, check whether
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an unrestricted update using equation (5.5) or (5.6) again yield an
order violation.  If so, they have to remain equal, otherwise they are
allowed to become unequal. Note that treating parameters as equal
implies summing the numerators (g) and the denominators (H) of the
unrestricted updates.

In contrast to the Ritov-Gilula algorithm, which determines the order
violations from the unrestricted ML solution, the PAV and the active-set

algorithms settle the order violations at each iteration. Even though both
algorithms make use of the uni-dimensional Newton updating scheme, they
use different approaches to find the necessary equality constraints. While
the PAV procedure  uses  Ei (0-) and Fj(p) to determine which scores should

be equated after an unrestricted update, the active-set Inethod equates scores
that are out of order and keeps them equal in the next iterations as long as the

gradients show that an unrestricted update would yield an order violation.
As is shown in the Appendix, for scores that are equal at iteration t-1
and that should remain equal at iteration t, the two updating schemes are
equivalent. This means that once the set of necessary constraints is found
both algorithms converge to the same order-restricted solution.

5.4.5  A Simulation Study
In order to show that the PAV and the active-set algorithms perform better
that the Ritov-Gilula algorithm, we carried out a Monte Carlo study. In the
evaluation of these procedures, we assumed that the APC algorithm always
reaches the equalities on the rows and columns that produce the best order
restricted ML solution. and we used it as reference. Since the PAV and the
active-set algorithms produce about the same order-restricted estimates. we
only used the active-set algorithm in the simulation. More specifically, we

investigated, under several conditions. whether the active-set algorithm yields
the solution obtained with the APC method more often that the Ritov-Gilula
algorithm.
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In the simulation study, a 5-by-3 contingency table was taken as starting
point, and samples were generated from a model of the form presented in
equation (5.1). The Af and Af. parameters were assumed to be equal to zero
and the centering and scaling constraints on the Kti and v-1 parameters were as
described in equation (5.2). The influence of three factors was investigated:

1.  strength of the association between the variables (3 conditions):  ch - 0,
0 = 0.3 or 0 = 3.0;

2. relative distances between  rows and between columns (3 conditions):
equal-distant  row and column scores, two equal row scores  (111  -  /12),
or two equal  row  and two equal column scores  ( 1  -  u,  and  1/2  -  #13),

3.   sample size (2 conditions): N=1000  or N=100.

Thousand data set were drawn under the fourteen conditions obtained by
crossing the above three factors.  Note that distances between rows and
columns are not varied when 0 - 0. For each data set, we estimated the
ordered RC model using the APC method, the method proposed by Ritov-

Gilula  (1991),  and the active-set method using  0=1 and equal-distant  row
and column scores as starting values. In the active-set method, we equated
scores that  are out of order in the PAV manner (see Appendix), which makes

this method almost equivalent to the PAV algorithm. It Inay be expected

that it becomes harder to find the ML solution with a weaker association,
with less distant scores, and with a smaller sample size; that is, when there
is a higher probability of having several order violations.
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Table 5.1 Proportion  of Sim ulated  Data  Sets in  which  the I.2   Value  of the

Active-set or Ritov-Gilula Method is larger than the one of the APC Method

X = 1000 N = 100
Populatioii Active-set Rit.ov Giltila Active-set Ritov Gihila
9= O.0 .0771 .694 (.553)2 .0841 .658 (.625)
e = 0.3.   Eq.-dist. Bi and vJ .0051 .283 (.123) .0421 .727 (.571)

&11   - /12 .0051 .322 (.184) .0631 .756 (.594)

Ul    2,1/2 = 1/3 .0011 .387 (.235) .0931 .782 (.720)

6 = 3,     Eq.-dist. /1, and v., .000 .000 (.000) .000 .007 (.046)

ill - It2 .000 .000 (.000) .000 .036 (.049)

Ul    M2· I'2 - 1/3 .000 .000 (.00()) .000 .067 (.071)

1. These are results obtained with our default starting values. With three sets of
random starting values, we get a perfect match, or a value of .000.
2. Between braces we report the average difference in L2 compared to APC method

Table 5.1 reports the proportion of samples in whicli the valrie of the
likelihood-ratio statistic (L2) obtained with the active-set and Ritov-Gilula
method is larger than the value obtained with the APC method (the AIL
solution).   We also report the average difference  in L2 between  the  last  two
methods across  the 1000 replications. L2, which is taken  as a measure  of the
fit of the model, represents the distance between estimated frequencies and

the data. This statistic minimizes with the parameter values maximizing the
log-likelihood (more details about  L2  can be found  in  the next section).   As
can be seen, the Ritov-Gilula method is reliable only with the largest sample

size  (N=1000)  and the strongest association  (0  =  3).   With the small sample
size, this method performs badly even for the strongest association. which is
not surprising given that it is based on asymptotic properties. The active-set
method is more reliable Under all conditions. However, Table 1 shows that
the active-set method may also fail to find the global maximum, especially

with a small sample and a weak association. In all these cases. the global

maximum can be found by repeating the estimation using random starting
values (three random starts sufficed in all cases). Therefore. using the ML
criterium. we can conclude that the active-set algorithm will always find the
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best order-restricted solution if various random starting values are used.

5.5 Model Selection

One way of testing the order-restricted RC model is by comparing its log-
likelihood value to the one of the unrestricted RC model.  This test that
will be denoted as L81 was studied by Ritov and Gilula (1991). A second

test denoted as L 2 is the goodness-of-fit test usually referred to as the G2

statistic. In our case, it involves comparing the log-likelihood values of the
order-restricted RC II10del and the saturated model.

Let  iht  denote the estimated frequency  in  cell  (i, j) under the order-

restricted RC model, iht the corresponding estimated frequency under the
unrestricted RC model, and mt the one Under the saturated model. The
latter is, of course, equal to observed frequency nij.  The two likelihood-ratio
statistics are defined as follows:

/ fiio  j
LI,  =  2En,j log  t ii# 1. (5.9)

ij                4 1

where 1 5 k 5 2. A complication that arises from the use of these test
statistics is that their asymptotic distribution depends on the number of
constraints that needs to be activated, something that is not known a pri-
ori. Ritov and Gilula (1991) derived the asymptotic distribution of Lji as a
mixture of chi-square distributions whose weights equal the probabilities of
having certain number of constraints activated. This distribution is called a

chi-bar-square distribution.
The chi-bar square distribution may also be derived, for example, from

the  work of Shapiro   (1985) or Bartolucci and Forcina (2002). Under  the
null hypothesis,  the p value corresponding to a certain value of Lji,  say c,  is

expressed as

Irrial

P(Lji 2 c) =   PCL)P(X,2 > c).
l=0
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where X1 denotes a chi-square random variable with l degrees of freedom.  The

P(l) are nonnegative weights suniming to one and represeiiting the probabil-

ities that l out of the lmar possible constraints are activated. Though there

is 110 expression for exact computation of the weiglits if l,na.Z > 3. Dardanoni

and Forcina  (1998,  p. 1117) proposed a tractable method for estimating their
values. The expression for P(L 2 2 c) is obtained by replacing )(1 with X1+Oft '
where dj'i is the number of degrees of freedom of the unrestricted RC model.

Rather than using an asymptotic approach to obtain the p value associ-

ated with Ljl and L202· it may also be estimated usiiig paranietric bootstrap.
This is a conceptually simple method based on an empirical reconstruction
of the sampling distribution of the test statistic. Parametric bootstrap has
been extensively used in the literature. For example, Ritov and Gilula (1993)
proposed such a procedure in ML correspondence analysis with ordered cat-
egory scores, Schoenberg (1997) advocated to lise bootstrap testing methods

in a general class of constrained maximum likelihood problems. and Lange-

heine, Pannekoek and Van de Pol (1996) proposed the use of bootstrap in
categorical data analysis for dealing with sparse tables, which is another sit-
uation in which we cannot rely on asymptotic distribution functions for the
test statistics. Recently, Vermunt (1999,2001) proposed using this proce-

dure to test the goodness-of-fit of models with inequality constraints on the

parameters.

Suppose we want to perforni both the Lji and LI2 test by means of a para-
inetric bootstrap. After estimating the unrestricted and order-restricted RC
models with the data set at hand, B frequency tables with the same number
of observations as the original data are simulated from the estimated prob-

abilities under the order-restricted RC lilodel. For each of tliese tables, we
estimate both the unrestricted and order-restricted RC model and compute

the values of the Ljl and L 2 statistics. The corresponding estimated p value

is the proportion of siInvilated tables iii which the L81 (L 2) value is at least

as large as the one obtained with the original table. The standard errors of
the estimated  p values equal  (El#-21)   .
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To evaluate the proposed bootstrap procedure, we performed a simulation
study using the same fourteen conditions as in the simulation reported in
the previous section. Under each of these conditions we generated 1000
samples and estiniated the p value with the bootstrap procedure for L i
and L 2 using B = 400. Given the fact that the estimated model is true,
parametric bootstrap can be decided to perform well if the proportion of
samples rejected lising a particular significant level is approximately equal to
the correspondent nominal valiie. Table 5.2 reports the proportion of samples
in which the order-restricted RC model is rejected at significance levels a =
.50 and a = .05. As can be seen. the rejection proportion obtained with the
paranietric bootstrap are not always in agreement with these nominal levels.

For data simulated under the independence model. 0 - 0, both tests are
somewhat too liberal. This means tliat. at the chosen a level, the order-
restricted RC model is rejected more often than it should be expected.

When the association is strong, parametric bootstrap yields rejectioii pro-
portions close to the nominal n level for L 2· However. for L ji, it produces
too conservative proportions, especially if the distances between row and col-
unin scores are large. A rejection proportion is said to be conservative if it is
lower than the nominal value. It can. for example. be seen that with 6 - 3.
equal-distance scores, and N = 1000. the proportion of samples in wliich
the order-restricted RC model is rejected is only .001 instead of .05. What
happens is that the bootstrap probabilities are almost always higher than
.05 because in most replication samples L 1 will be equal to zero. Such a L i
value of zero indicates that no constraints are activated in the order-restricted
RC model and that. therefore. the order-restricted and unrestricted RC yield
the same estimated frequencies.  The sallie occurs with the smaller sample
size condition.

If the association is weak and the sample size large. parainetric bootstrap
tends to be somewhat too conservative iIi both tests. The reason is that
bootstrap replications tend to be more in agreement with the established
order than the original sample (see Gever. 1995).  For example. if /11 2 /12
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in the population, the probability of drawing empirical samples iIi which the

inequality induces an activated equality equals 0.5. However, this probability
is smaller for the bootstrap samples if the equality is not activated in the
empirical sample, something that happens in 50 percent of the cases. Under

N=100, the results are more accurate.  It seems as if the extra variability
caused by the smaller sample size conipensates for this effect.

In conclusion, parametric bootstrap yields more accurate results when
testing the goodness-of-fit (Li 2) than when comparing the two nested RC

models ( L 81 )· The rejection proportions for L 2 are close to their nominal

values as long as the association between the row and Column variables is
strong enough. The encountered rejection proportions for the Lili statistic,
however, are lower than their nonlinal levels, indicating that this test is too
conservative.

Table 5.2 Proportion of Simulated Data Sets in which the Order-restricted RC
Model is Rejected at three Diferent a Levels

Tl: Order-RC vs RC T2: Goodness of fit
N = 1000 N = 100 N = 1000 N = 100

Population a = .50 .05 .50 .05 .50 .05 .50 .05

0=0 .651 .071 .656 .072 .576 .060 .583 .064

(p=.3, Eq.-dist.  /4, Pj .399 .025 .659 .074 .422 .036 .510 .040

Bl - /12 .440 .033 .679 .078 .431 .036 .605 .078

/11 - 112, l/2 = L,3 .541 .047 .707 .102 .500 .060 .542 .044

0 -3, Eq.-dist. B„ vj    .142  .001  .427  .006  .478  .038  .478  .050
54= 112 .484 .049 .332 .035 .478 .062 .543 .062

/11 - M2, 1/2 - 1'3 .605 .061 .441 .043 .538 .058 .502 .063

5.6  An Empirical Example
Table 5.3 displays the relationship between number of siblings (S) and haI)-
piness (H). This example uses data reported by Clogg (1982: Table 2) in a
paper on ordinal log-linear and log-bilinear models. The original three-way
cross-classification was collapsed over the variable years of schooling.  The
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question of interest is whether the association is of an ordinal nature, or,
more precisely, whether there is a positive association between number of
siblings and happiness.

Table 5.3. Cross-classification of Number of Siblings and Happiness.
Observed Frequencies

Number of Happiness
siblings Not too happy Pretty happy Very happy

0-1            99             155            19

2-3 153 238          43

4-5 115 163           40

6-7           63            133           32

8+                      99                        118                     47

Table 5.4. Test Results for the Estimated Models

Model L2   value         df
1 p value2

1. independence 26.27 8 .00

2. uniform association 20.21 7 .01

3.   row association 17.52 4 .00

4. column association 8.36 6 .21

5. row-column association 7.33 3 .06

6.   ordered row association 18.60 4+1 .00

7. ordered column association 8.84 6+1 .22

8. ordered row-column association 8.36 3+1 .08

1. The reported number of degrees of freedom for the order-restricted
models is the df of the model without constraints plus the number of
activated constraints.
2. The p values of the models with inequality constraints are estimated
on the basis of 1000 bootstrap samples. The standard errors of these
estimates are less than .01 for p 5 .11 and p 2 .89, and at most
.02 for other p values.

The test results for the estimated models are reported in Table 5.4. As can
be seen, the independence model does not fit the data (L2(1) = 26.27, df =

8. p  <  .01), which indicates that there is an association between  H  and  S.
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A model that is often used for the analysis of ordinal data is the uniform
association model (Model 2). Note that in this model, both variables are
treated as interval level variables. The uniform association model does not
fit the data (L2(2) = 20.21,df = 7. p = .01), which indicates that the as-
sumption that the local odds ratios are constant is too strong. Nevertheless,
the uniform association parameter is significant and, as can be seen from the
parameters reported in Table 5.5, has the "expected" positive sign.

Less restrictive are the row and the column association models, whicli
assume column and row-independent local-odds ratios, respectively. The R
model does not fit the data (L2(3) = 17.52. df = 4. p < .01), which indicates
that H may not be treated as an interval level variable. In addition, the
estimated scores for S are not ordered: the score for row 4 is niuch higher
than for row 5.  The C model fits (L2(4) = 8.36, df = 6, p = .21), but again
Sonic category scores -H = 1 and H = 2- are out of order.

The RC model is less restrictive than the R and C models since it does not
assume that one of the variables is an interval level variable. The unrestricted
RC model fits the data quite well:  L2(5)  = 7.33, df = 3, p =  .06.  A problem
is, however, that neither the row or the column scores have the correct order

(see  Model  5 in Table  5.5). More precisely, the order of rows  3  and  4  and of
columns 1 and 2 is incorrect. This makes the results difficult to interpret.

Models 6 and 7 are the order-restricted R and C models. Like the un-
restricted   R  and C model, the ordinal R model performs badly   (L2(6)   =
18.60, df  =4+ 1,p  = .00) whereas the ordinal C model performs well
(L2(7)=8.84, df =6+1,p=.22). This indicates that the row variable,
number of siblings  (S),  may be treated as interval level and the column vari-
able, happiness (H), as ordinal.  From the parameters of Models 6 and 7
reported in Table 5.5, it can be seen that rows 4 and 5 are equated in the R
model. and columns 1 and 2 in the C model.

In addition. the order-restricted RC model was specified for the data
reported in Table 5.3. This model performs quite well:  L2(8) = 8.36. df  =
3 + 1. p = .08. Although in the unrestricted RC model (Model 4) there were
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two order violations in the estiniated row and column scores. the ML solution
for the ordinal RC model contains only one activated inequality constraint:
The score for column 1 is equated to the score for column 2 (see Model 8 in
Table 5.5). This demonstrates that it is dangerous to specify ordinal models

by post hoc equality constraints because of the dependence between the row
and colunin scores. Also the Ritov-Gilula procedure yields a sub-optimal
solution with an L2 value of 8.60.

To deriionstrate the streiigth of the active-set algorithm proposed in this
paper. an order-restricted RC model is specified that assumes a negative
rather than a positive relationship between S and H. For this badly fitting
model. it is much harder to determine which row and Column scores should be
equated iii the ordered ML solution because there are many order violations.
Whereas the Ritov-Gilula procedure equates all column scores yielding an
independence model, both the active-set method and the APC method yield
a lowest L2 value of 25.31. This solution contained four activated equality
constraints: the first four row scores and the last two coluiiin scores were

equated.

Table 5.5. Estimates for the Associatio·n Parameters of Models 2-8

Alodel 2 Model 3 Aloclel 4 Model 5 Alodel 6 Alodel 7 Model 8
0 0.32 0.41 0.62 0.63 0.37 0.63 0.66

#11 -0.59 -0.67 -0.64 -0.71

52 -0.25 -0.24 -0.27 -0.24

113 -0.10 0.13 -0.11 0.10

614 0.73 0.10 0.51 0.25

Its 0.22 0.68 ().51 0.60

1/1 -0.33 -0.27 -0.41 -0.41

1/2 -0.48 -0.53 -0.41 -0.41

1/:3 0.81 0.80 0.82 0.82
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5.7    Discussion

This paper presents two algorithnis for obtainiiig order-restricted ALL esti-
mates of RC association niodels: an active-set method and a pooling adjacent
violators algorithm. Both algorithms are adaptations of the 1111 i-diHiensional

Newton method proposed by Goodman  ( 1979)  to deal with itiequality restric-
tions. The reported simulation study shows that the new methods perform
very well.

As far as model testing is concerned. we studied the performance of a
simple parametric bootstrap procedure.  For the goodness-of-fit test of the
order-restricted model, this procedure yields reliable p values as long as the
association is strong enough. When the association is too weak. the boot-
strap p values are too conservative. We, therefore, advise the researcher to
first test the independence model against the order-restricted RC: that is,
to check whether any association between variables is present. Wang (1996)
showed that parametric bootstrap yields reasonable rejection proportions for
these types of tests. The conditional test between the order-restricted model
and the unrestricted RC model is too conservative. Parametric bootstrap
will yield downward biased rejection proportions when both models fit the
data equally well; that is, when the association is strong and category scores
are far apart and the two models can not be distinguished. The testing pro-
cedure proposed by Bartolucci an Forcina (2002) might be preferred in sucli
situations.

Some research has been done into situations in which the parametric
bootstrap yields biased p values and sonic adjustment nlethods have been
proposed, such as the adjusted active set bootstrap (see Geyer. 1995). These
kinds of methods are, however. difficult to illipleltient and present certain ar-
bitrariness. Fiiture research may aim at studying whether these methods can
be used to resolve the encountered deficiencies of the parametric bootstrap
in the context of the order-restricted RC Iliodel.

As Goodnian's uni-diniensional Newton method can be used for all kinds
of extensions of the simple RC model for bivariate associations. the proposed
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active-set and PAV methods can be used for estimating a much more general
class of RC niodels than discussed in this paper. Examples are models for

multi-way cross-classifications assuming order-restricted partial and condi-
tional associations. as well as models for squared two-way tables containing
additional log-linear terms like diagonal parameters to correct for the over-
representation in the diagonal elements.

Another possible application of the order-restricted RC model is in latent
structure analysis. It could be used to specify the nature of the relationship
between a discrete latent variable and a set of ordinal indicators. This yields
either a variant of the ordinal latent class model proposed by Croon (1990)
or a latent trait model in which the underlying latent distribution is approx-

imated  by means of a limited number of nodes  (Vermunt. 2001). Estimation

could be performed by implementing one of the proposed estimation methods
in  the  M  step  of an EM algorithm (Dempster, Laird and Rubin.  1977).

Another interesting direction for future research is the use of Bayesian
Markov chain Monte Carlo methods for estimating parameters and assessing
fit of the order-restricted RC nlodel.  It is well-known that the specification

of inequality constraints is straightforward within this framework (see, for
instance. Hoijtink and Molenaar, 1997).
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Appendix

In this appendix. we describe the PAV and active-set restricted updates of
the scores of row i and i + 1. as well as demonstrate the similarity between

the two methods. The results also apply to the column scores.

Recall that an unrestricted update of a row score at iteration t is of the
form

(t) (t-1)  <Pi <t 
Pi   = Pi      - H(pi)(t)

To simplicity notation. we denote g(pi)(t) and H(pi)(t) by gi and Hi.

In the active-set method, equated scores that should remain equal are

updated by
(t) _ (t-1) gi + 91+1

Pi,itl - Pi,itl - Hi + Hitl

With P 1,1, we denote that pl'  = pl, i = p i,1.
In the PAV algorithm, amalgaination of the scores for rows i and i+l i s

as  follows:

(t)              (t)

(t)           ni.  i   + niti·Pi+1
Pi,iti ni. -+ ni+l.

[  Ct-i) 0.1 [ (t-1) _ iln, If, _ *    ni+l  Pitl      H, ]
ni  +  ni+ i

Let us now consider the situation in which the scores for rows i and i t l
are equal in iteration t - 1. In this case. the previous equation simplifies to

C t)                     (t-1)           n i t   +  ni +1  tt
Pi.itl - Pi.i+1 - ni + ni+ 1

Using the fact that in this situation Hi+1(t) = H,(t)22+1. it can be shown thatT.
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the PAV and active-set method yield equivalent updates. More precisely,

ni   + Tti+1 tt     _    ni * + ni+1  1 I
74   t   ni + 1 ni + ni+1

9,                           9,+1
 t TI C + n,

ni (ni  + nitl ) Hi (ni + ni+1)
gi + 9iti gi + 9,+1

Hi  (1  +  ttl)    -   Hi  +  Hi+1  '

This is an important result because it shows that once the necessary

equality constraints are found, both algorithIIl converge to the same order-
restricted solution.



Chapter 6

Testing Log-Linear Models
with Inequality Constraints: A
Comparison of Asymptotic,
Bootstrap and Posterior
Predictive p Values

Assessing the goodness of fit of a model is a fundamental aspect of
applied research. When one uses inequality constraints. the asymp-

totic distribution of the test statistic depends on unknown parameters
and the associated p values are not uniquely defined. The bootstrap

p values may also be inconsistent if many of the constraints imposed
are not satisfied in the sample. In this chapter, we describe problems
associated with the use of asymptotic and bootstrap p values. and we
propose the use of posterior predictive check distributions as a bet-
ter alternative to assess the fit of log-linear models with inequality
constraintsl .

i This chapter has been submitted for publication.
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6.1 Introduction

Variables investigated in social sciences are often measured on an ordinal
scale. If standard log-linear models are used to analyze such variables. all
the information about the order of the categories is ignored. Recently, various
authors have proposed models that use linear inequalities on the parameters
to represent the ordinal nature of variables. as well as developed maximum
likelihood algorithills to estiniate these models (Dardanoni and Forcina, 1998;
Vermunt. 1999. 2001). However. assessing the fit of these ordinal models
is still an open issue because the asymptotic distribution of goodness-of-fit

statistics can only be derived in a limited number of cases.

A commonly used measure of goodness-of-fit is the likelihood-ratio test
statistic (G2). also called the deviance statistic. Under the hypothesis that
the target model is true, this statistic has an asymptotic X2 distribution with
degrees of freedoni equal to the difference between the numbers of parameters
in the saturated and the target models. If inequality constraints are imposed
on the parameters. the regularity condition that the null hypothesis has to
lie in the parameter space does not hold (Chernoff, 1954). As a consequence,
G2 does not follow a X2 distribution but a mixture of X2 distributions whose
weights are determined by the information matrix (Dardanoni and Forcina,
1998).  There are two problems to obtain p values under this distribution:  the
parameters have to be specified under the null hypothesis, and the probability
weights required are very difficult to compute if the number of constraints is
larger than 5.

Since classical p values are not easy to obtain with the asymptotic ap-
proach, several authors (e.g. Ritov and Gilula. 1993; Vermunt. 1999, 2001)
have suggested to use the parametric bootstrap, also called plug-in method,
as an alternative to assess the fit of ordinal models. This method consists
of estimating the distribution of the goodness-of-fit test statistic empirically.
Given the fact that the parametric bootstrap is based on less restrictive as-
sumptions than the asymptotic method, it may provide an estimated distrib-
ution of the test statistic in those cases in which the asymptotic distribution
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is difficult to derive. However, Galindo and Vermunt (2004) found in a sim-
ulation study that parametric bootstrap p values are slightly larger than
expected when testing the goodness-of-fit of order-constrained row-column
association models. The cause of this bias in the bootstrap p value is that
the maximum likelihood estimates for the constrained parameters do not
always converge to their population values.

Instead of maximum likelihood estimation methods and classical p val-
ues, Bayesian methods can be used to estimate and assess the fit of models
with inequality constraints (e.g. see Hoijtink and Molenaar, 1997; or van
Onna, 2002). Posterior predictive checks  are the Bayesian alternative  to  the
classical test statistics. To compute the posterior predictive p values, new
data sets are drawn from the posterior predictive distribution and are sub-
sequently compared to the observed data.  If the target model has a good

fit, the replicated data should look similar to the observed data. Besides
test statistics, which depend only on the data, discrepancy measures, which
are functions of the data and the parameters can be used to assess the fit of
the model of interest (Gelman, Meng and Stern, 1996). Because discrepancy
measures allow the dependence on unknown parameters, there is no need to
know the value of the parameters under the null hypothesis.

In this chapter, it is investigated whether the posterior predictive p values
are a good alternative to assess the fit of ordinal models with inequality
constraints. In Section 2, we use a simple order-restricted log-linear model to
explain the difficulties associated with classical methods when assessing the
fit of ordinal models. Section 3 describes Bayesian methods to estimate and
test models with inequality constraints, and compares them to the classical
ones. The chapter ends with a short discussion.

6.2   Motivation for this Study
This section deals with the problems of asymptotic and bootstrap methods
in providing reliable p values. First of all, a simple log-linear model with
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restrictions on the parameters will be introduced. Second, the asymptotic
distribution of the likelihood-ratio test statistic for models with inequality
constraints will be discussed. Since the computation of this asymptotic dis-
tribution is not straightforward. the parametric bootstrap will be suggested

as a method to empirically approximate this distribution. Finally, we will
describe the difficulties that these two classical methods have to find suitable

p values.

6.2.1 An Order-Constrained Log-Linear Model

Suppose one wishes to test whether there exists a positive relationship be-
tween two ordinal variables cross-classified in a R-by-C contingency table.
A standard approach to describe the relationship between two categorical
variables is by means of a model within the log-linear modelling framework.
The weakest definition of a positive relation between two variables is that
all local log-odds ratios are at least zero. This hypothesis can be tested by
assuming that all two-way association terms of a log-linear model are larger

than or equal to zero.
Let m and n be the vector of expected and observed frequencies, respec-

tively. Let X be a design matrix and B be a vector of K = kl + k2 unknown
parameters, where Bk is unconstrained if 1<k<k i and constrained to be

at least zero if ki <k rf K. k2 is the number of constrained parameters in
the model. The log-linear model of interest is formulated as follows

log m = OX. (6.1)

For X, Galindo, Vermunt and Croon (2002) proposed a coding scheme based

on the differences between categories through which a positive relation be-
tween the variables can be expressed as a set of nonnegativity constraints on
the two-way association parameters. The loglikelihood function was derived

by assuming a Poisson sampling distribution for the data,

l(mi#) =  nilog mi -   mi,
i                                 i
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where ni and m, represent elements of n and m respectively. To estiniate
this log-linear model, a Newton-Raphson algorithm is transformed into an
activated-constraints algorithm (Gill and Murray, 1974). In an activated-
constraints variant of Newton-Raphson. the unrestricted and non-activated
order-restricted parameters are updated in the usual manner. Parameters
corresponding to activated constraints are updated only if they will yield a

non-negative value  (for more details, see Galindo et  al.,  2002).

6.2.2 The Asymptotic Distribution of G2
A commonly used test statistics for measuring the discrepancy between the
data and the model is the likelihood-ratio test statistic or deviance,

/ ni )G2 =2   n i log 1-1 (6.2)\mi/
Assuming that the model estimated by maximum likelihood is correct, it
can be shown that, under some regularity conditions, G2 has an asymptotic

X2 distribution.  The number of degrees of freedom of the X2 is equal to
the difference between the numbers of parameters in the saturated and the

target model. For more details, see Bishop et al. (1975, Chap. 14). One
of the regularity conditions that has to be fulfilled is that the parameters
must lie in the interior of the parameter space, a condition that may be
violated when inequality restrictions are included in the model. In such
models some maximum likelihood estimates may lie on the boundary of the

parameter space and, as a result, the asymptotic theory does not apply and
the asymptotic distribution  of  G2  does  not  need  to  be X2. However,   when
the parameter space  is a convex Cone2,  it is possible to apply the properties
of projections onto convex cones to derive the asymptotic distribution of G2.

Suppose  that the asymptotic distribution  of nl/2 (3  -  B) is multivariate
normal with 0 mean and covariance matrix I, where B is the ML estimator

2 A parameter set is said to be a convex cone if every linear combination of its elements

belong  to  the  set.
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of B and I is the corresponding Fisher information matrix.  Let e be the
parameter space, which is a cone or linear space, and let e be its dual.
Then, Theorem 2.1 in Shapiro (1985) shows that the asymptotic distribution
of G2 is the same as the distribution of

min(3 - B)'H-1(3 -  )
yee

where  B  is a random variable with distribution  N (0. H). This asymptotic
distribution  is a chi-bar-squared (X2), which  is a mixture  of X2 distributions
with weights  we (H, e), namely

k2

p [K2 2 cl  = E w, (H. e) p Ixi 2 cl . (6.3)

€=0

Here Xt denotes a chi-square random variable with f degrees of freedom

and P IX  2 c] =0. Each we (H, e) represents the probability that exactly e
constraints are activated in a particular sample, which depends on the matrix
H and on e. For our model. the asymptotic distribution of G2 turns out to

be a mixture of k2  =  (12 -  1)(C - 1) chi-squared distributions.
There are two kinds of problems in the application of the asymptotic

method described in this section:  (1) the assignment of a value to the un-
known parameters in order to find a p value is non-trivial, and (2) the analytic
computation of the weights of the chi-bar-square distribution is very difficult
if the number of constraints is larger than 5. Dardanoni and Forcina (1998, p.

1117) proposed a procedure to obtain fairly accurate estimates using Monte
Carlo simulations. This method is based on projecting a reasonable number
of (pseudo) random vectors x  -  N (0, V) (where V  is the appropriate co-
variance matrix) onto the positive set of parameters. Regarding the second

problem, the p value is defined only if the null hypothesis completely specifies
the parameters. A commonly used approach to derive the corresponding p
value consists of replacing the unknown parameters with their ML estimates
in the model, which is called a local test by Dardanoni and Forcina (1998).
Although this local test may underestimate the number of inequalities that



Testing Log-Linear Models with Inequality Constraints 121

hold as equalities in the population, which then produces too small p values.

it is expected that the difference between the nominal and the actual p values

will be very small if the sainple size is large relative to the number of cells

in the contingency table. An alternative is to assume that all the inequality
constraints hold as equalities, which defines the least favorable value of the
parameters under the model (see e.g. Bartolucci and Forcina, 2000; Dard-
anoni and Forcina,   1998).    We  call this method a global test. This global
test produces too large p values, and the model is accepted more often than

expected.

6.2.3 The Empirical Distribution of G2
The parametric bootstrap is a generally accepted method for estimating the
distribution of G2 when either the standard approximation does not apply or
the accuracy of such an approximation is suspect. This procedure has been

used by various authors to test the fit of models with inequality restrictions.
For example, Ritov and Gilula (1993) propose such a procedure in ML corre-

spondence analysis with ordered category scores, and Galindo and Vermunt

(2004) applied parametric bootstrap to test the goodness-of-fit of ordered

row-column association models.

The parametric bootstrap replaces the unknown parameters by their ML
estimates.  Then the distribution of T = G2 is approximated as follows.

Firstly, R independent replicate samples   n;,  ....n ,  ...,n*R are drawn   from

the expected frequencies under the order-restricted model. Subsequently,

the model of interest is estimated for each replicate sample n  and the test

statistic  t$  is  computed by  equation  (6.2). The bootstrap p value is defined

as follows:
E11 I(t; > T)P= R

where I is a function that takes the value one if the inequality is true and zero
otherwise. In other words, the bootstrap p value is defined as the proportion
of replication values that is larger than the original.
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-*

Let B  be the vector of bootstrap parameter estimates. The asymptotic
validity of the bootstrap requires that, with probability one, the asymptotic
distribution of nl/2 ( * - 23)  equals the asymptotic distribution of nl/2 (  - B).
However, Andrews (2000) showed with a simple counterexample that this
condition does not hold when inequality constraints are imposed on the model
parameters. The consequence is that the parametric bootstrap may produce
p values that are slightly higher than expected given a certain nominal level,
specially if the relationship between variables is weak and the sample size is

large  (also see Galindo and Vermunt,  2004).

6.2.4 An Empirical Example
The order-restricted log-linear model will be illustrated with an analysis of
a two-way contingency table taken from Agresti's textbook Categorical Data
Analysis (Agresti, 2002: Table 9.3). The two variables of interest are atti-
tude toward "Teenage birth control" and attitude toward "Premarital sex".
Both variables have four levels. The data are sumniarized in Table 6.1. The
research question of interest is as to whether subjects having more favor-
able attitudes about teenage birth control also tend to have more tolerant
attitudes about premarital sex.

Table 6.1. Opinions about Premarital Sex and Availability of Teenage Birth
Control

Teenage Birth Control
Premarital Sex Strongly Disagree Disagree Agree Strongly Agree
Always wrong                     81               68        60           38
Almost always wrong            24               26        29            14
Wrong only sometimes            18                41         74            42
Not wrong at all                   36                57 161 157

Table 6.2 reports the parameter estimates for the independence, the order-
restricted, and the saturated model.  In this case, there are kl  =  (4- 1) + (4-
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1) +1=7 unconstrained main effect parameters and A:2 =9 two-way associ-

ation parameter that are constrained to be zero in the independence model,
constrained to be non-negative in the order-restricted model and Uncon-
strained in the saturated model. Each two-Tray association parameter corre-

sponds to the logarithm of a local-odds ratio. For example, 138 represents the

local odds ratio comparing the cells that correspond to the two first categories
of the studied variables (B8 - log(81) - log(68) - log(24) + log(26) = 0.25).

Table 6.2 illustrates that the mimber of parameters of the ordinal model
in which the non-negative constraints hold as equalities does not always cor-
respond with the number of estimates with a negative value in the saturated

model. Note that 5310, /313 and B14 are equated to zero while only Bio and

814 have a negative value in the saturated model. Though the 813 under the
saturated model is rather large, it is restricted to be zero under the ordinal
model. This indicates that the number of constraints activated in the model
cannot always be derived from the saturated model.

The independence model  does not  fit  the data  (G2  -  127.6. p  =  0.000),

indicating that there is a significant association between the variables. The
order-restricted log-linear model performs much better than the indepen-
dence model (G2 - 1.584). A likelihood-ratio test comparing these two
nested models will probably be significant. The question of interest in this

chapter is to determine which method achieves more reliable p values when
testing the goodness-of-fit of the latter model.

To assess the goodness-of-fit of the order-restricted model using the as-
ymptotic theory, we have to assume a unique value for the parameters to be
able to find a p value. Assuming that all the inequalities hold as equality in
the  population (the global  test),  the p value obtained  is  p  =  0.909  and  the

critical value for a nominal level a = 0.05 is 12.28. Using the local test, the
p value obtained is p = 0.378 and the critical value for a = 0.05 is 5.82. The
cause of the differences between the p values obtained in both tests is that
in the global test, larger weights are given  to  the X2 distributions with large

number of degrees of freedom (see equation 6.3) while in the local test larger
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weights are given to the X2 distribution with three of less degree of freedom.

The parametric bootstrap produces a p value (p = 0.503) which is larger
than the p value yielded by the local test and smaller than the p value yielded
by the global test. Since the samples are generated   from a population   in
which the maximum likelihood estimates are assumed to be the parameter

values, it is expected that the number of constraints activated when estimat-
ing the order-restricted model for the bootstrap samples will be lower than
or equal to the number of constraints activated in the maximum likelihood
estimates. However, the number of constraints activated in the maximum
likelihood estimates vector may not correspond to the number of parameters
close to the boundary in the population and the bootstrap p value therefore

may be biased.

It should be noted that the p values computed in this section depend
on the assumed values for the parameters under the null hypothesis. The
posterior predictive p values presented in the next section, on the other hand.
do not need to assume certain fixed values for the parameter vector.

Table 6.2 Parameter Estimates of the Three Afodels Estimated with the Data of
Table   6.1

Unrestricted dl f32  13  4  5 d6  7
Independence 4.71 0.98 -0.63 -0.85 -0.19 -0.52 0.26

Ordinal 5.06 0.82 -1.00 -1.31 -0.60 -0.99 0.03

Saturated 5.06 1.00 -1.10 -1.32 -0.46 -1.04 0.03

Restricted /38 39 /310 /311 1312  13  14  15  16
Independence 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
Ordinal 0.25 0.14 0.00 0.52 0.61 0.00 0.00 0.33 0.53

Saturated 0.25 0.23 -O.27 0.74 0.48 0.16 -O.36 0.45 0.54
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6.3 Posterior Predictive p Values

In the Bayesian framework. it is assuilled that population parameters are

random variables instead of constants. Under this approach. inequality con-
straints on the parameters are dealt with as part of the prior distribution of
tlie parameter rather than as part of the likelihood function (Gelfand, Sminth

and  Lee,  1992). The distribution  of the constrained parameters is assumed

to be truncated at zero, implying that a restricted paranieter drawn from the

posterior distribution will never be negative. This section describes Bayesian
estimation and testing of log-linear models with inequality constraints and
compares it to the asymptotic and bootstrap methods described in the pre-
vious section.

6.3.1 Bayesian Estimation

To estimate the order-restricted log-linear IllOdel presented in tlie previous
section a random walk Metropolis-Hastings (M-H) algorithm is used (see
Gelman, Carlin, Stern and Rubin, 2003, Section 11.4). The jumping distri-
bution employed is a univariate normal distribution for each Bk parameter.
This  distribution is truncated  at  zero  if k  >  kl · Two different methods  can
be used for drawing samples from truncated normal distributions. The first
method involves generating a proposal 81 from an unconstrained normal dis-
tribution N (Bi..   a i ) until a non-negative value occurs. which simply amounts
to rejecting impermissible values for 13:. In the second method, if F is the
normal cumulative distribution. F-1 is the inverse normal cumulative dis-
tribution. and U is a uniform (0.1) variate, a proposal 8* can be derived
from: 3* - F-1 {F (0) + U [1 - F(0)] } (Gelfand. et al., 1992). Once the K
parameters are sampled from the corresponding distributions, the candidate

parameter vector is accepted with probability

Cl P(B*ly)J(#810*) )a =min IC 'p(Biy).1(B*IBS))
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Here. J(13*IBS) = Ilkf (3;.1,3 . ai) where f(Bil/31. ar) equals the normal den-
sity  function  N(31.1,3t. a )  if the  parameter is  unconstrained and equals
3(3;13£.a:)
1-FCOLAL.,;2) if the parameter is constrained.  The same type of formula applies

to J(BSIB*). Several independent parallel sequences are generated  and  the

4-  criterion described iii Gelman et al. (2003, Section 11.6) is employed to
determine convergence. Below is a detailed description of our implementation
of the M-H algorithm.

The iterations started with 10,000 burning iii samples, with aI being the
inverse of the square of the number of parameters.  Then. we performed
another 10.000 burning in iterations, where at is equated to the estimated
variance from the first saniples divided by the square of the nuniber of para-

meters. The af for the szibsequent iterations were equated to the estimated
variance from the second set of burning in samples divided by the number of

/3=Z

parameters.  The V R criterion was set at  1.001 for each parameter and com-
puted lising 6 independent chains. Convergence was checked at each 50,000th
iteratioii. We retaiiied each 50th sample to compute expected a posteriori

(EAP) or posterior inean estimators. which are defined as follows:

E( In) -
.   B p(B\y) dF.

After reaching the convergence criterium, 1,000 samples were generated from
each chain to compute the Bayesian p values.

6.3.2 Posterior Predictive Checks

Posterior predictive checks are the Bayesian alternative to the classical test
statistics (Rubin. 1984: Meng, 1994; Gelman. Meng and Stern, 1996: Berkhof,
Mechelen, and Hoijtink. 2000). A posterior predictive p value is defined as
the probability that a statistic T(nrep), which  is a solely  function  of  the

replicated observations nrep. is larger than or equal to the observed value of
T(n) given that the model .1/0 is true.

PB = P [T(nrep) 2 T(n)134. n]
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In order to compare this approach to the classical methods exposed iii
the previous section, the test statistic chosen to assess the goodness of fit of
the order-restricted log-linear model   is the likelihood-ratio   test   02.     Rubin

and Stern (1994) used this test statistic for monitoring a latent class model.
To assess the fit of the order-restricted model, L = 6000 parameter vectors

(1000 for each of the 6 chains) are drawn from the posterior distribution
using  the M-H algorithm exposed above.   For each parameter sample  B 1,  a

data set n' cp't with the same size as the original data set is generated from
the multinomial distribution whose parameters are the expected frequencies

under the model. Next, T(nrep,1 )  =  02 is computed by equation  (6.2).   The
value of each T(nrep,t) is compared to the 02 value for the observed data set.
This method for obtaining the p values is computationally quite intensive
because ML estimates for the order-restricted model must be obtained for
each replicated sample.

In addition to using test statistics, the Bayesian approach allows the use
of summary measures that are functions of both the unknown parameters
and the data (Gelman et al., 1996). Since we are interested in checking the
goodness-of-fit of the ordinal model, a natural summary measure is the de-

viance, defined as T(n, B) = -2[logp(n'B) - logp(n n)] . For each replicate
sample, the discrepancy measure T(nrep,1, Bi) is compared to T(n, BI), which
is the discrepancy between the observed data and the parameter estimates
under the model. Note that computing the discrepancy measures is com-

putationally less demanding than computing the test statistics because the
former do not require the ML estimation of the order-restricted model for
each replicate sainple.

6.3.3 An Empirical Example
We obtained the EAP estimates of the order-restricted model parameters
for the data from Table 6.1 using the M-H algorithm. We assumed uniform
priors for the unconstrained parameters and uniform densities in the admis-
sible areas of the parameter space for the constrained parameters. Table 6.3
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reports the point estimates obtained using classical and Bayesian methods.
Note that the EAP estimates of all the restricted parameters are positive
whereas some of the maximum likelihood (ML) estimates are equal to zero.
This difference can be explain by the fact that the sampling distribution of
the ML estimates is censored at zero for the constrained parameters while
the corresponding joint posterior distribution is a truncated function with a
mean larger than zero. Therefore, the EAP estimates will not be equal to
zero but somewhat larger than zero.

The obtained posterior predictive p values are p = 0.355 for the test
statistic T(n) = 62 and p = 0.461 for the discrepancy measure T(n, B).  The
discrepancy measure is the most natural measure for assessing the fit of a
model within a full Bayesian analysis. From the fact that in our example the
p value associated with the discrepancy measure is not very extreme, we can
conclude that the model describes the data well.

Table 6.3. Parameter Estimates of the Order-Restricted Model Estimated with the
Data  of  Table  6.1   Using   Classical  and  Bayesian  Methods

Unrestricted 31  2  3 /34  5 06    87

ML estimates 5.06 0.82 -1.00 -1.31 -0.60 -0.99 0.03

EAP estimates 5.03 0.91 -1.28 -1.19 -0.64 -0.91 0.03

Restricted  8 139 1310 /311  12  13  14 1315 /316
ML estimates 0.25 0.14 0.00 0.52 0.61 0.00 0.00 0.33 0.53

EAP estimates 0.20 0.32 0.12 0.44 0.46 0.14 0.17 0.22 0.42

The Bayesian interpretation of the p value obtained with a test statistic,
on the other hand, is more comparable with the classical p values. In the
example, the posterior predictive p value for the statistic turns out to be lower
than the p values obtained using the global test and the bootstrap method,
but very similar to the p value obtained with the local test. Conceptually,
the MCMC resampling procedure is quite similar to the bootstrap procedure.

In fact, the parametric bootstrap can be seen as a posterior predictive check
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iii which replicate samples are generated from a fixed population defined
by the ML estimates rather than from a distribution of parameters.  This
difference between the two procedures explains why the posterior predictive
p values will usually be somewhat smaller than the bootstrap p values. which
means that the former Illay resolve the problem of the latter that it is too
conservative in some situations. More specifically, the activated constraints
in the maximum likelihood solutions. which are in fact the result of sampling

error. have a probability of 0.5 of being violated in the bootstrap samples.
When drawing parameters from the posterior distribution, we do not liave

such boundary estimates, which implies that the same parameter restrictions
have a lower probability than 0.5 of being violated in the Bayesian replication
samples. Bayesian replication samples will, therefore, be closer to the Ilull
model, which yields a lower p value. Although here we presented only one
illustrative example, the same results were obtained with other empirical data
sets. Tlie current example was selected because the discrepancies between
the p values obtained by the various procedures were relatively large.

If we assume that the ordinal model is true, the global test is very con-
servative as a result of the fact that the asymptotic distribution of the test
statistic is derived under the null hypothesis that all the inequalities hold as
equalities in the population. The parametric bootstrap may also be some-
what conservative since several non-negativity constraints may hold as equal-
ities when the ordinal model is estimated by maximum likelihood and. as we

explained above, bootstrap samples are generated from the maximum likeli-
hood solution. As pointed out by Dardanoni and Forcina (1998), a weakness
of the global and the local tests is that they cannot achieve accurate p values

when the population parameters are strictly positive. Bartolucci and Forcina

(2000) proposed searching for the distribution in which the likelihood-ratio
statistic yields the smallest p value. Such an extreme distribution would be
achieved whell all the two-way association terms are positive. This is exactly
what the Bayesian procedure does since parameter samples are generated

from a distribution in which all the two-way association terms are positive.



130 Chapter 6

The main advantages of using posterior predictive p values are (1) that we
do not need to fix the parameters to a particular value to obtain the p value
because the test quantity is evaluated over draws of the posterior distribution
of the unknown parameters  (Gelman et  al..  2003),  (2) that these methods are

not based on asyniptotic assumptions. and (3) that some extra variability is
added by drawing not only data samples as in the bootstrap, but also para-
meters saniples froni the posterior distribution. The main disadvantages of
using these p values are (1) that their computation is complex when using the
test statistic variant since we need to program both a MCMC algorithm to
draw samples fro111 the posterior distribution and a maximum likelihood al-
gorithm, (2) that there may be small differences between different M-H runs,
(3) that they may overstate the evidence against the null hypothesis (Berk-
hof, van Mecheleti,  and  Hoijtink.   2000).  and  (4)  they  depend  on the prior
distribution used. Even if noninformative priors are used, the estimated ob-
tained may be very different when using different prior distributions (Galindo
et   al..   2004).

6.4 Discussion

IIi this paper. we have discussed classical aiid Bayesian methods to assess the

goodness-of-fit of order-restricted log-linear 1IlOdels. Their main strengths
and weakiiesses have been exposed aiid illustrated with an example. Since

the number of paraineters tliat are close to the boundary in the population
cannot be known, the classical p value may be either too conservative (if
all the constraints are supposed activated),  or too liberal  (if the local  test

is tised). Fiirthermore, m most situations the weights of the chi-bar-squared
distribution have to be api)roximated using simulation methods. which can

be quite computationally iIitense.
A disadvantage of the local test and the parametric bootstrap is that

they depend on the reliability of the maximum likelihood estimates. and it
seems as if the maximum likelihood method overestimates the number of pa-
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rameters on the boundary. Though the parametric bootstrap may produce

somewhat conservative p values. Galirido and Vertilunt (2004) showed that
this only occurs under a weak positive relationship and a large sample size.

The p values produced by parametric bootstrap were close to the correspond-
ing nominal alpha level if the association between the variables was strong

enough.

The fact that the posterior predictive p value is more liberal than the
bootstrap p value shows that the former may overcome the problem asso-

ciated with the latter one with large sample sizes and weak associations.

Furthermore, the Bayesian approach solves the problem of the asymptotic

approach with respect to the specification of the parameter values under the

null hypothesis. A simulation study is needed to determine whether the re-
sults obtaiIked iii our exaIriple can be extended to other situations and to
investigate the variation of the p values if other noninformative distributions
are used.
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Summary

In this thesis, asymptotic, bootstrap and Bayesian approaches for the analy-
sis of contingency tables are studied and compared with respect to their
performance in problems of model estimation and testing for log-linear mod-
els. In particular, problems associated with the presence of parameters on
the boundary of the parameter space are investigated.

Chapter 2 investigates the performance of point and interval estimates
obtained by maximum likelihood and Bayesian methods. Regarding the
Bayesian methods, we investigate the performance of two point estimators -
the posterior mean and the posterior mode- and various prior distributions.
The results of a simulation study indicate the superiority of: (1) Bayesian

estimation methods to maximum likelihood, and (2) posterior-mode to the

posterior-mean. Furthermore, we argue that the most reasonable priors are
the Jeffreys' and a prior introduced by Clogg and Eliason (1987). In Chap-

ter 3, a similar simulation study is conducted to compare the performance

of point estimates and standard errors computed by maximum likelihood,
parametric bootstrap, and Bayesian methods under various priors.  This
study shows that parameter estimates and standard errors obtained by using
Bayesian methods are more accurate than parameter estimates and standard
errors obtained by using bootstrap and maximum likelihood.

Chapter 4 is the first of three chapters that investigate the testing prob-
lems associated with the use of inequality constraints in models for ordinal
variables. This chapter discusses methods for the testing of log-linear models

with inequality constraints in a non-technical way. Two types of likelihood
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ratio test statistics are investigated: the first statistic compares the order-
restricted model to the independence model, which is the most restricted
model, and the second one compares the order-restricted model to the satu-
rated model, or the data. Furthermore, the asymptotic distribution of these
test statistics is studied. Finally, the parametric bootstrap is proposed as
alternative to compute the corresponding p values.

In Chapter 5, a row-Column association model is presented in which the
estimated row and column scores are forced to be in agreement with an a
priori specified ordering. To estimate this model, two eflicient algorithms
for finding the order-restricted maximum likelihood estimates are proposed.
Furthermore, the parametric bootstrap procedure is suggested to test row-
column association models. This procedure turn out to yield reliable p values,
except for situations in which the association between the two variables is
very weak.

Finally. in Chapter 6, we compare the performance of classical and boot-
strap p values to the posterior predictive p values, which are the Bayesian
alternative to the classical ones. Although the posterior predictive values
obtained in this study are somewhat liberal, they present some advantages
compared to classical p values because they do not depend on asymptotic
assumptions, and the parameters values under the null hypothesis do not
need to be specified.



Summary in Dutch

Dit proefschrift bestaat uit een bundeling van een vijftal artikelen met als
centrale thema's de schattings- en testproblemen die ontstaan ten gevolge

van parameterschattingen die op de grens van de parameterruimte liggen.
De schattingsproblemen komen voort uit numerieke moeilijkheden bij de

schatting van de parameters (bijvoorbeeld als er zich lege cellen bevinden

in   de   kruistabel). De testproblemen komen voort   uit   de niet standaard
verdeling van de toetsingsgrootheid. Wanneer er ongelijkheidrestricties wor-
den opgelegd aan de parameters dan is toetsingsgrootheid niet chi-kwadraat
verdeeld maar chi-bar-kwadraat, welke een combinatie is van verschillende
chi-kwadraat verdelingen. Zowel Bayesiaanse, asymptotische als bootstrap
methoden worden onderling vergeleken.

Uit het simulatieexperiment dat wordt beschreven in hoofdstuk 2 blijkt
dat de Bayesiaanse benadering betere betrouwbaarheidsintervallen en punt-
schattingen oplevert dan de klassieke benadering. Bovendien worden de
prestaties van twee Bayesiaanse puntschattingen (de posterior modus en het

posterior gemiddelde) en drie algemene prior verdelingen (de Dirichlet prior,
de Jeffreys prior en de normale prior) bestudeerd. Er wordt geconcludeerd

dat de posterior modus beter functioneert dan het posterior gemiddelde en
dat de Jefreys prior en de Dirichlet prior het beste zijn. In hoofdstuk 3
werd een soortgelijk simulatie-experiment uitgevoerd Om te bestuderen of de

Bayesiaanse benadering exactere standaardfouten oplevert dan de bootstrap
en de klassieke methoden.

In hoofdstuk 4 worden vervolgens de schattings- en testmethoden voor
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log-lineare modellen met ongelijkheidrestricties op een niet technische manier
beschreven. Verder wordt onderzocht of de Bayesianse en bootstrap metho-
den een goed alternatief zijn voor het schatten van p-waarden. In hoofdstuk
5 worden twee algoritmen beschreven waarme rij-kolom associatie modellen
kunnen worden geschat, en tevens wordt de bootstrap-methode onderzocht.
Uit de simulatiestudie blijkt dat de p-waarden die bootstrap oplevert hoger
kunnen zijn dan verwacht. In hoofdstuk 6 worden ten slotte de prestaties van
de Bayesiaanse, asymptotische en bootstrap methoden vergeleken. De con-
clusie van dit hoofdstuk is dat de Bayesiaanse benadering een goed alternatief
is voor het testen van modellen met ongelijkheidrestricties.
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