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Chapter 1

Introduction

The field of experimental economics has emerged in the late 1970s and ever since it has at-
tempted to bridge the gap between the economics and psychology disciplines. Taking data
as the starting point of analysis, experimental economics (and later behavioral economics)
have offered alternative ways of explaining economic phenomena and paved the way to
new questions. Using experiments experimental economists have shown, for instance, that
a financial bubble could emerge even in a simple market environment (Smith et al., 1988),
which contradicts with the traditional views of economists about markets. Since the exper-
imenter has complete control over the design of the experiment, in principle it is possible
to investigate a wide array of economic issues with the aid of experiments. Other areas
where experiments have played an important role include social preferences (Levitt and
List, 2007), coordination in the presence of multiple equilibria (Gunnthorsdottir et al.,
2010) and learning (Camerer and Hua Ho, 1999). In all of these areas experiments have
provided new and interesting insights into economic behaviour.

The standard economic theory has been criticized by experimental economists on several
grounds. Among other things, it relies on the assumption that individuals solve complex
optimization problems every time they make an economic decision. Akerlof and Yellen
(1985) find this assertion implausible and argue that individuals instead “rely on rules of
thumb which produce acceptable results on the average”. If Akerlof and Yellen’s argument is
valid it is possible that complexity of economic decisions affects the way individuals behave.
This issue is quite relevant today as financialization of the economy compels individuals
to make complex economic decisions where they compare a wide array of options. For
example, in many countries pensioners have to decide in which funds, among hundreds of
available alternatives, they invest their retirement savings (e.g. Hedesstrom et al., 2004).
In the first chapter of the thesis we focus on the question of how decision flexibility affects
optimization behaviour. For this purpose, we conduct an experiment where the treatment
group has more decision flexibility compared to the control group. Despite this difference,
optimal behaviour is the same in both cases. By comparing the behaviour of the treatment
and control groups we examine the behavioral effect of decision flexibility on optimization
behaviour. The structure of the optimization task is similar to a life-cycle optimization
problem and decision flexibility concerns the choice of income profile. Therefore, the first
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CHAPTER 1. INTRODUCTION

chapter of the thesis is particularly related to pension choice.
Internal consistency of preferences is another common element of standard economic

theory. In this thesis we are interested in a specific type of inconsistency, namely the
inconsistency of time preferences. Inconsistent time preferences are compatible with ex-
perimental evidence and common phenomena such as procastination and borrowing on
credit cards (see Frederick et al., 2002). To describe economic decisions of households’
economists often use the Permanent Income / Life Cycle theory (PILCH), introduced by
Modigliani and Brumberg (1954) and Friedman (1957). The theory rests on standard as-
sumptions including the consistency of time-preferences. We test a particular prediction of
the PILCH which is that consumption growth is unchanged when a worker loses his job or
when an unemployed individual finds a job as long as the transition event is anticipated.
Several studies show that consumption drops abruptly at retirement, which is at odds
with the PILCH (Banks et al., 1998; Bernheim et al., 2001; Haider and Stephens, 2007).
Since the transition from employment to retirement is similar to the transitions that we
consider, PILCH could be violated in our case as well. We use self-reported expectations
of individuals to measure how much they anticipate a given transition and test whether
consumption growth is indeed unaffected by anticipated transitions between employment
and unemployment states.

The last two chapters are more directly related with the issue of time-inconsistency.
Whether time-inconsistency is an economically significant notion depends on whether time-
inconsistent agents can predict that their preferences will be different in the future. In-
consistency of time-preferences could be a lesser concern, if agents are capable of such
foresighted, also called sophisticated, behaviour. The examples of foresighted behaviour
are numerous. For instance, before going to sleep one may place his alarm clock on the far
end of the room, anticipating that when he wakes up in the morning he will snooze the
alarm and go back to sleep. It is an empirical question whether individuals exhibit such
foresighted behaviour in general. To investigate this issue we conduct a two-stage experi-
ment, where choices made in the first stage could affect the choices that will be available
to the subject in the second stage. In Chapter 3 we examine the choices and compare them
with the predictions of the standard model. In Chapter 4 we investigate the prevalence of
foresighted decision making in more detail by introducing and estimating an econometric
model which allows for decision uncertainty. In this chapter we quantify the fraction of
the sophisticated and the preference for flexibility/commitment in our sample.

Wolfers (2015) finds that over the last 10 years the New York Times has mentioned
economists more often than social scientists from other disciplines. Today it is crucial,
perhaps more than ever, that economic models represent the underlying phenomena accu-
rately. Our models can be made more accurate by integrating insights from other social
sciences. This thesis takes a small step in this direction and calls into question some of the
assumptions that economists typically make.
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Chapter 2

Pensions and Consumption Decisions:
Evidence From the Lab1

1 Introduction
According to the standard economic theory, decision makers do not have emotional at-
tachments to the options that they chose. Consider the case of an individual who decides
whether to have a medical check-up within next year. The standard theory suggests that
the decision to have a medical check-up is not influenced by whether the decision maker
personally chose his health care plan or it was imposed by another party, such as the
employer of the individual or the government. The theory postulates that the decision to
have a medical check-up is determined only by the tangible costs and benefits of having a
medical check-up. Therefore, the events that happened in the past, including the choices
that were previously made, are irrelevant as far as the check-up decision is concerned.

Several recent studies in psychology show that individuals often have positive memories
of the options they chose. Mather and Johnson (2000); Mather, Shafir and Johnson (2003)
and Henkel and Mather (2007) conduct experiments in which participants are asked to
compare two items (e.g. cars) with different features. When participants are asked later
to recall their past choices, they tend to attribute positive features (e.g. having comfort-
able seats) to the option that they chose and attribute negative features (e.g. having no
warranty) to the option that they rejected. Interestingly, such choice-supportive biases are
not observed when the participants are randomly assigned to an option (Mather, Shafir
and Johnson, 2003; Benney and Henkel, 2006). Taken together these results indicate that
decision makers feel optimistic and confident about the choices that they personally made,
yet, they are rather neutral towards the options that are assigned to them. In the case
of the health care plan example this means that the decision maker feels optimistic about
the scope of his health care plan, if he personally chose his plan in the past. As a result
of this optimism he may rely less on preventive health measures and prefer not to have a
medical check-up. If the individual is assigned to the plan randomly or if subscription to

1This chapter is based on van der Heijden et al. (2015).
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CHAPTER 2. PENSIONS AND CONSUMPTION DECISIONS

the plan is mandatory, the individual may have more realistic beliefs about the scope of his
health care plan and make his check-up decision accordingly. This possible relationship be-
tween having choice flexibility and overconfident behaviour contradicts with the standard
economic theory’s prediction that past choices do not influence behaviour.

To examine whether choice flexibility affects subsequent behaviour we designed an ex-
periment in which individuals face an optimization task under uncertain lifetimes. Using
this framework we investigate whether the freedom to choose the pension schedule affects
subjects’ behaviour compared to the case where pension parameters are exogenously given.
We devised two treatments. In the first treatment, subjects are randomly given one of four
possible income profiles. The optimal consumption path is the same in all four cases.
The income profiles differ from each other in terms of how close they are to the optimal
consumption path. When an income profile is further away from the optimal consump-
tion path, the subject could benefit more from consumption smoothing. In other words,
he should rely more on his private savings to achieve the optimal consumption path. In
contrast to the first treatment, where subjects are confronted with only one of the ex-
ogenously determined income profiles, in the second treatment subjects can choose their
preferred income profile. Hence, in the second treatment subjects first choose one of four
income profiles and then make their consumption and saving decisions given the chosen
income stream.

A large part of the traditional economic literature relies on the assumption that people
are rational and that optimization models can accurately explain various economic deci-
sions. Behavioural economics, on the other hand, suggests that people may not always
behave rationally and make optimal decisions. Moreover, individuals not only often be-
have irrationally but they also tend to do so in a systematic way. Consequently, people
are likely to be predictably irrational (Ariely, 2011). A number of empirical studies indeed
argue that the forward-looking optimization assumption might be invalid in the case of
life cycle decisions. These studies suggest that when individuals make consumption and
investment decisions they might use rules of thumb instead of optimal decision rules, espe-
cially when the cognitive cost of optimization is large compared to the utility benefits from
optimization (Browning and Crossley, 2001).2 Also experimental evidence suggests that
in the case of life cycle optimization problems, consumption and saving decisions may be
systematically biased, possibly due to the fact that rule-of-thumb behaviour is cognitively
less costly than optimization. Biases that have been documented in the literature include
agents’ oversensitivity to current financial wealth (Ballinger et al., 2003) and oversensitivity
to their current income (Carbone and Hey, 2004).

In our setup the income profile, and thus the pension size, has no effect on the optimal
consumption path and expected welfare. Therefore, according to standard economic theory
agents are expected to make the same consumption decisions, irrespective of the income
profile. In other words, rational, pay-off maximizing individuals should be indifferent

2Several empirical studies find that in violation of the optimization assumption individual consumption
decisions are oversensitive to changes in current income (Wilcox, 1989) and to predictable changes in
income in the near future. (Shea, 1995; Parker, 1999; Souleles, 1999; Souleles, 2002).
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1. INTRODUCTION

between receiving one income stream or the other and behave similarly in all situations.
The flexibility of choosing the income stream beforehand should also not influence their
decisions. However, if people are irrational and make systemic errors, as behavioural
economics suggests, some streams may lead to better outcomes than others. By comparing
decisions across treatments, we can investigate whether the freedom of choosing the pension
size has a significant impact on subject behaviour.

Subjects’ behaviour in the experiment indicates evidence in favor of systemic devia-
tions from the optimal consumption path. In particular, our results suggest that actual
consumption decisions are on average overly sensitive to current income and to some ex-
tent to financial wealth. The fraction of income and financial wealth consumed are not
affected by the slope of the income profile. We also find that the freedom to choose the
income profile, on average, reinforces this kind of rule-of-thumb behaviour, in the form of
consuming a higher fraction of current income and financial wealth. When people have
more flexibility, they do not seem to adopt sophisticated strategies that may prevent them
from making systematic errors. On the contrary, on average individuals tend to perform
worse when they have more flexibility. We argue that this finding may be due to the fact
that when people have the possibility to opt for a specific income profile, they pay less
attention to the optimization task, believing that the choice of the income profile already
brings them close(r) to the optimal solution. Our results, therefore, support the hypothesis
that choice flexibility leads to overconfidence.

Several studies claim that after retirement average consumption drops suddenly in a
way that is inconsistent with rational optimizing behaviour (Bernheim et al., 2001; Schw-
erdt, 2005; Haider and Stephens, 2007 and Blau, 2008). Various explanations have been
proposed to account for this decline while maintaining the optimization assumption such
as, household bargaining (Lundberg et al., 2003), hyperbolic discounting (Angeletos et al.,
2001), household production (Hurd and Rohwedder, 2003 and Aguiar and Hurst, 2005) and
non-separable preferences over consumption and leisure (Laitner and Silverman, 2005). In-
terestingly, although none of these explanations is relevant and valid in our experimental
design, we do observe overconsumption prior to retirement, followed by an abrupt decline
in consumption at the time of retirement. In our experiment, this pattern is primarily
driven by the oversensitivity of consumption decisions to income coupled with the large
gap between income and optimal consumption prior to retirement. Our results suggest
that the oversensitivity explanation may potentially shed light on some of the puzzling
consumption trends that take place around retirement.

Our paper is closely related to the branch of the literature which investigates subject
behaviour in similar optimization tasks. Hey and Dardanoni (1988) conduct an experiment
to examine whether the subjects are able to smooth consumption in the face of income
uncertainty. Anderhub et al. (2000) is more closely related to our study, as they adopt
an experimental setting with lifetime uncertainty and a deterministic income sequence.
Both studies find that subjects often make important mistakes when they deal with an
optimization problem. Johnson et al. (1988) gives the subjects different asset/labour
earnings mixes with equal present values, and finds that the propensity to consume out
of assets is higher than propensity to consume out of labour earnings. One of the few
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CHAPTER 2. PENSIONS AND CONSUMPTION DECISIONS

experimental studies that do look at pensions is Fatas et al. (2013). They investigate the
effect of receiving lump-sum benefits as opposed to annuities and conclude that lump-sum
benefits lead to more cautious behaviour. One difference between our paper and the papers
by Johnson et al. (1988) and Fatas et al. (2013) is that our income profiles can be ranked
in terms of their closeness to the optimal consumption path. This allows us to examine the
causal relationship between the smoothness of the income profile and subject behaviour.

The remainder of the paper is organized as follows. Section 2 presents the basic life cycle
model upon which the experiment is based and introduces the experimental design and
procedures. Section 3 discusses basic descriptive statistics and the main results. Section 4
concludes.

2 The Experiment
This section sets out the basic life cycle model and discusses the experimental design.

2.1 The Model
In the experiment, subjects deal with a simple version of the life-cycle optimization prob-
lem, introduced by Hall (1978). Below we describe the problem under the assumption that
subjects are risk neutral. A risk neutral subject maximizes the following objective function:

Λ =
t=20∑
t=1

PtU(Ct) (2.1)

subject to their flow budget constraint:

At+1 = At + Zt − Ct, A0 = 0, Ct ≥ 0, t = 1, . . . , 20, (2.2)

where Ct is private consumption, U(Ct) is instantaneous utility at period t, Pt is the
probability of an agent surviving to period t, At is the financial wealth at the beginning of
period t, and Zt is labour related income received at period t. Subjects live for a maximum
of 20 periods. Following Ballinger et al. (2003) we assume that the utility function is of
the generalized constant relative risk aversion (CRRA) form:

U(Ct) = k + θ
(Ct + ε)1−σ

1− σ , (2.3)

where σ denotes the elasticity of marginal utility with respect to consumption and k, θ,
and ε are adjustment parameters. This general specification of the CRRA function allows
us to set σ sufficiently high so that decision errors are costly. If σ > 1, k should attain
a positive value in order to ensure that U(Ct) > 0 for positive values of Ct. Whenever
k > 0, in order to attain U(0) = 0 it is necessary to set a positive ε. Although it is
possible to ensure that some of the typical properties of the utility function hold, it is not

6



2. THE EXPERIMENT

guaranteed that the solution to the problem would be non-negative in the absence of the
Ct ≥ 0 condition.

Subjects receive a constant wage income while they are working, namely until period
12. An individual invests a constant fraction of his wage (τ , 0 ≤ τ ≤ 1) in his pension
account during his working life and in return he receives a benefit stream during retirement,
that is, from period 13 to 20. Net income in a given period can be expressed as follows:

Zt ≡
{
W (1− τ) for 1 ≤ t ≤ 12
Bt for 13 ≤ t ≤ 20 , (2.4)

where W is the gross wage and Bt is the benefit level in period t. Note that expression
(2.4) fully specifies an income profile, such that differences in income can only be explained
by differences in income profiles. All relevant parameters in (2.3) are set in such a way
that the inequality constraints in (2.2) are non-binding.3 To accommodate a broad range
of income profiles, the benefit profile is assumed to be decreasing in time, such that:

Bt = Q−M(t− 13), M > 0, 13 ≤ t ≤ 20, (2.5)

This equation suggests that in the first retirement period (i.e., in period 13) subjects receive
a pension benefit Q and in each of the following periods the benefits decrease by M .4

The present-value budget constraint of the pension fund is given as follows:

t=12∑
t=1

Wτ =
t=20∑
t=13

Bt. (2.6)

It is assumed that a pension fund is able to offer a set of (τ,Q,M) combinations such that
for each combination (2.6) is satisfied. In particular, we consider four scenarios, which are
fully determined by the values of these parameters. Small values of τ and Q correspond
to a steep income profile with high net wage income and low retirement benefits whereas
higher values of τ and Q imply an income profile with a lower net wage income but higher
benefits after retirement. The scenario with τ = Bt = 0 corresponds to a situation without
pension provision. It is also assumed that the individual cannot choose to opt out of the
pension fund once she is in.

Equations (2.4)-(2.6) indicate that the return offered by the pension fund is equal to the
unconditional market return which is zero. Hence, in this simple model, the pension fund
aggregates the individual mortality risks and keeps the resulting profit. More specifically,
if at least one individual dies before reaching the maximum age, the pension fund runs

3This condition is deemed necessary, since it is conceivable that a problem with non-linear decision
rules is cognitively more demanding than one with linear decision rules. If the inequality constraints are
not binding in (2.2), equations (2.4)-(2.6) imply that the optimal consumption profiles are the same for
any income schedule offered by the pension fund.

4An obvious alternative is to assume a flat benefit profile. However, this assumption is quite restrictive
given the parameter values that we use in the experiment. Besides, many countries do not apply indexation
such that the pension benefits in real terms actually decrease over time.
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CHAPTER 2. PENSIONS AND CONSUMPTION DECISIONS

a surplus and otherwise it runs a balanced budget at the aggregate level.5 Equations
(2.4)-(2.6) ensure that the pension fund affects the steepness of the income profile, but not
lifetime income. Therefore, the pension fund has no economic effect other than its possible
behavioural effect on decision making. In the experiment, parameters are such that the
constraint 0 ≤ Ct ≤ At is not binding for any t. Given equations (2.2)–(2.6), optimal
consumption decision in period q can then be expressed as follows (see Appendix B for the
derivation):

C∗q =
Aq +∑t=20

t=q (Zt + ε)∑t=20
t=q

(
Pt
Pq

) 1
σ

− ε, 1 ≤ q ≤ 20. (2.7)

2.2 Experimental Design
In the experiment, subjects receive experimental tokens and are asked to make a series
of conversion decisions. The decision problem in the experiment is the analogue of the
optimization problem specified in Section 2, such that the amount of tokens that subjects
receive in each period corresponds to their net period income and the converted amounts
correspond to consumption decisions. With each conversion decision part of the token
stock is converted to real money, whereas the remaining part of the token stock is saved
and can be converted in a later period (see equation (2.2)).

The money subjects earn depends only on the amount of converted tokens. In other
words, any remaining, unconverted tokens have no monetary value. The monetary amounts
resulting from the conversion decisions are added up and paid to the subjects privately,
in cash, at the end of the experiment. Subjects proceed at their own pace and make
their decisions individually and sequentially throughout the experiment. It is not possible
to change previous decisions at any point in time. At the beginning, subjects know the
number of tokens that they receive in each period. In other words, before making any
decisions, they are fully informed about the complete income profile.

Subjects can observe the relationship between converted tokens and period earnings in
a graph at all times (see instructions in Appendix C). This conversion function is based
on (2.3). We set σ = 1.20, ε = 20, and W = 2, 000, which are comparable to the values in
Ballinger et al. (2003). We set θ = 0.40 so that expected average earnings are in line with
the usual amounts paid in the lab. Finally, in order to have, U(0) = 0, k is set to 1.10.
Hence, subjects deal with the following conversion function:

U(C) = 1.10− 2(C + 20)−0.2. (2.8)

5If the pension fund shares its surplus with the participants, the optimal pension size may no longer be
indeterminate but a positive amount. In that case the pension fund effectively issues annuities that provide
insurance against longevity risk, and some pension schedules may lead to higher welfare than others. Since
it is practically difficult to isolate the role of the pension fund in facilitating better decision making when
the optimal pension size is positive, it is assumed that the pension fund does not offer any insurance to
the participants.
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2. THE EXPERIMENT

It should be noted that by imposing the parameters of the conversion function, we posit
that subjects are risk neutral in money. In Section 3.2 we use the choices in the risk
preference elicitation task to explore whether risk attitudes influence the behaviour in the
conversion task.

During the experiment subjects can use a calculator, built in the screen, which computes
the monetary equivalent of a given number of tokens. In addition, each subject has a simple
hand calculator at his disposal during the experiment.

In the experiment, subjects may live for a maximum of 20 periods. Therefore, each
subject makes a maximum of 20 consecutive consumption decisions which cannot be mod-
ified once the decisions are confirmed. In line with equations (2.4) and (2.6), it is assumed
that subjects receive an exogenous income (gross wage, W ) in each period up to period 12.
A fixed fraction of this income (τW ) is saved as individual pension contributions, which is
to be paid back as benefits during retirement, namely after period 12.6 However, subjects
only observe their net income which is equivalent to income net of contributions (1− τ)W
from period 1 to 12 and benefits Q −M(t − 13) from period 13 to 20. In other words,
subjects do not observe the function of the pension fund.7

The only type of uncertainty that the subjects face is lifetime uncertainty. Starting
from period 8, the experiment may be terminated depending on the result of a random
draw. At the end of period 8, the termination probability, that is the probability that the
experiment will not continue to the next period, is equal to 1/13. It is explained (and
demonstrated) that this probability is equal to the probability of drawing a red ball out
of a bag with 12 blue balls and one red ball.8 From period 8 until the last period, the
termination probabilities increase monotonically such that after period 9, the termination
probability is 1/12, after period 10 it is 1/11 and so on. Subjects are told that if they
survive to the next period one blue ball is removed from the bag before making a new
draw at the end of the next period. We believe that the resulting survival pattern is
a good approximation of the actual average mortality rates. Indeed, in the real world,
mortality rates are rather low until a certain age, after which they sharply increase.9 An
additional advantage of this design is that it enables subjects to understand and remember
the generated pattern easily.

Given these specifications the experimental lifetime can be naturally divided into three
intervals. During the first stage, that is from period 1 to 8, subjects receive a constant net
wage income and do not face any mortality risk. In the second stage, from period 9 to 12,

6Assuming that the individual is initially 20 years old and each period corresponds to 4 years, subjects
retire at the age of 68 and may live up to age 100.

7By informing subjects only about the resulting (net) income in each period and not framing contribu-
tions as deductions or losses, we try to minimize the potential effects of loss aversion on our results.

8Since subjects may be more sensitive to physical draws as opposed to the electronic ones, a demon-
stration was made at the beginning of each session using a bag and colored balls aimed at clarifying the
notion of a random draw.

9Under the same assumptions stated in footnote 6, the correlation between the survival rates in the
experiment and the actual average survival rates in the Netherlands is equal to 0.99 (p = 0.01). The actual
survival rates are obtained from the Human Mortality Database of University of California, Berkeley and
the Max Planck Institute for the years 2005–2009.
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Figure 2.1: Optimal Consumption and Income Profiles

they keep receiving the same net wage income, yet the probability of death is positive and
increasing in each period. Finally in the third stage they do not receive wage income but
receive declining benefits and deal with an increasing death probability.

In general, in order to obtain a non-trivial solution to a life cycle optimization problem it
is necessary to impose a no-Ponzi game condition, which rules out infinite borrowing. In our
case, a stronger restriction is needed since we do not want subjects to leave the experiment
with negative earnings. To prevent negative earnings we do not allow borrowing against
future income (tokens).10 Hence, in every period, subjects cannot convert more than the
sum of unconverted tokens from the previous period and the newly received tokens, i.e.
Ct ≤ At + Zt.

Although imposing borrowing constraints solves the problem at hand, it may lead to
other complexities, such as binding liquidity constraints. To avoid this, in all treatments
parameters are set in such a way that liquidity constraints are not binding at the optimum.
That is, along the optimal path the number of converted tokens (C∗t ) is strictly positive and
lower than the sum of accumulated tokens and newly received tokens. i.e. 0 < C∗t < At+Zt.

In the experiment we use four possible scenarios or income profiles, where each scenario
is defined by a stream of tokens in each period. These four possible token profiles are shown
in Figure 2.1 and the numerical values are given in Table A1 in Appendix A.11 Figure 2.1
also shows the the optimal consumption path. Scenario A corresponds to the case without

10We could also have implemented another restriction in which total financial wealth should be bounded
away from a negative finite number before period 8, and from period 8 on, it should be bounded away
from 0. In order to avoid confusion on behalf of the subjects, borrowing against future tokens is disallowed
altogether.

11The corresponding τ ’s are 0, 0.05, 0.10, 0.15, respectively. To keep the structure similar across income
profiles the τ/M ratio is fixed. The corresponding M ’s are 0, 20, 40, and 60.
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a pension fund where, during their working lives (periods 1-12), subjects receive the highest
possible income and when retired (periods 13-20), they do not receive any income. The
motive for saving is the strongest in the case of scenario A and it weakens as the size of the
pension provision increases. Scenario D corresponds to the case with the largest pension
provision. In this scenario, the benefits are highest of all scenarios, yet in exchange the net
income in the first 12 periods is lower than the pre-retirement income in all of the other
scenarios. As can be seen from the figure, the optimal level of consumption is constant in
the first 8 periods, when the survival probability is 1 and then it falls gradually over time.
The figure illustrates that it is possible to rank the income profiles not only in terms of their
steepness, but also in terms of their closeness to the optimal consumption path. Namely,
as pension size increases, the income profile gets closer to the optimal consumption path.

We conducted two experimental treatments. In treatment 1, subjects receive one of
the income profiles in Figure 2.1, whereas in treatment 2 subjects have to choose the
profile that they would like to receive before they make their first conversion decision. As
mentioned, given the parameters if subjects behave optimally throughout the experiment,
consumption will be constant during the first 8 periods, it will start declining as of period
9 when mortality risk kicks in and it should continue declining during retirement. We
investigate whether the decisions are consistent with these predictions. More importantly,
standard economic theory predicts that subjects’ behaviour does not depend on treatment
or scenario, i.e. our null hypothesis is that the consumption decisions are the same across
all scenarios and treatments. As indicated in the introduction, behavioural economics
and experimental evidence suggest that people may not always behave rationally but may
make systematic errors. Therefore, the first alternative hypothesis is that the presence
of a pension provision, or equivalently, the steepness of the income profile does have an
effect on subject behaviour. To test this hypothesis, we compare subject behaviour given
different income profiles in treatment 1. The second alternative hypothesis is that subjects
may behave differently when they have the ability to choose the size of the pension fund,
or in other words, the slope of the income profile. We test this hypothesis by comparing
decisions in treatments 1 and 2. Even if behavioural biases play a role, it is not so clear
whether and how people may be affected by income profiles and treatments. Whether
subjects make better decisions in one scenario or treatment than in another remains an
empirical question and we do not want to speculate about the hypothesized direction of
possible differences.

2.3 Experimental Procedure
Invitations were sent to Tilburg University students who have previously indicated that
they would like to participate in economic experiments that take place on campus. 127
participants responded positively to the invitation and took part in one of the two treat-
ments (65 in treatment 1 and 62 in treatment 2). Subjects participated in only one of
the 10 experimental sessions and in each session only one treatment was run. All sessions
were run in CentERlab at Tilburg University. Following their arrival at the lab, subjects
were randomly seated behind computer terminals, instructions were distributed and read
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aloud by the experimenter. In order to familiarize subjects with the experiment, they were
presented a quiz form before the experiment. The questions on the form are based on
the design of the actual experiment and are specifically aimed at improving the subject’s
understanding of conditional probabilities. In treatment 1, subjects were confronted with
one of the four possible scenarios; all subjects in a session faced the same scenario. In
treatment 2, subjects were confronted with all four scenarios and had to select one. Each
session lasted on average about an hour, but since survival probabilities were individually
and randomly drawn some subjects finished much earlier than others.12 In the experiment,
subjects converted their tokens to money which they received at the end of the session.
Earnings range from e2.16 to e12.32 with an average of e10.16 and a standard deviation
of e2.53.

3 Results
This section discusses descriptive statistics and analyzes the results. Subsection 3.1 includes
an aggregate level analysis whereas individual behaviour is examined in more detail in
subsection 3.2.

3.1 Descriptive Statistics
This section reports and discusses aggregate statistics concerning scenario selection, con-
sumption decisions and earnings. Absent any decision errors all scenarios would lead to
the same expected payoff. Even if subjects make decision errors, expected payoff will be
the same across scenarios as long as the decisions errors are random. Different scenarios
would only lead to different expected payoffs if subjects make systematic decision errors
rather than random ones. Therefore, a rational payoff-maximizing subject is expected to
be indifferent between scenarios in treatment 2. She may have a strict preference for a
particular income profile, only if she makes systemic decision errors and is sophisticated
enough to realize that some scenarios lead to higher payoffs than others given these errors.
An example of such a systematic error is a bias to consume the entire period income in each
period. A subject who converts tokens according to this rule will in expectation earn the
highest possible amount if she chooses scenario D. She would indeed choose this scenario
if she knows that she will consume her period income in each period. Apart from that,
people may have preferences that are not in line with standard economic assumptions. For
instance, if people value flexibility, they may choose scenario A in treatment 2, as it offers
the highest incomes before retirement and is most flexible.

Table A.2 in Appendix A shows the number of subjects across treatments and scenarios.
First, we ran several sessions of treatment 2, in which subjects could choose their preferred
scenario. Scenario A was by far the most popular choice, followed by scenarios B and
D, which were almost equally likely to be chosen. Although all income profiles have a

12We believe that subjects understood the survival rates and believed that they were truly randomly
determined. We have not received any questions on this aspect of the experiment.
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Table 2.1: Average Consumption and Average Earnings (Euros)

Consumption

Treatment Scenario A B C D All

1 Mean 1456.63 1433.78 1536.57 1349.98 1437.87

Std dev. 926.48 767.94 875.37 551.28 825.11

Number of obs. 462 167 99 202 930

2 Mean 1427.93 1543.25 1417.74 1447.34 1459.70

Std dev. 830.14 859.92 1092.02 545.56 814.40

Number of obs. 318 205 104 215 842

Both Mean 1444.93 1494.11 1475.69 1443.10 1448.24

Std dev. 888.03 820.64 991.64 549.84 819.88

Number of obs. 780 372 203 417 1772

Earnings

Treatment Scenario A B C D All

1 Mean 8.54 8.32 7.39 9.50 8.55

Std dev. 2.00 1.79 2.05 2.41 2.10

Number of obs. 32 12 8 13 65

2 Mean 8.35 7.26 8.79 8.36 8.10

Std dev. 1.86 2.34 2.20 2.24 2.15

Number of obs. 22 17 7 16 62

Both Mean 8.46 7.70 8.04 8.87 8.33

Std dev. 1.93 2.16 2.16 2.35 2.13

Number of obs. 54 29 15 29 127
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positive and reasonable chance of being chosen, not all scenarios are equally popular; the
hypothesis that scenarios are selected randomly by the subjects can be rejected at the
1 percent level (p = 0.01).13 In treatment 1, the numbers of subjects per scenario are
exogenously determined. Here we allocated subjects to scenarios such that the numbers
correspond reasonably well to the endogenous allocation in treatment 2.

Table 2.1 presents the average consumption (top panel) and average earnings (bottom
panel) in each scenario for both treatments. The average consumption is the average
number of tokens that is converted in each period in the given scenario/treatment. At a
first glance, differences between treatments and differences between scenarios are relatively
small. For example, average earnings in treatment 1 are e0.45 higher than in treatment 2.
Note, however, that it is hard to draw any conclusions based on these averages because they
depend on the realized lifetimes. A subject who has a lifetime of 8 periods is likely to have
relatively high average consumption and relatively low earnings. Since lifetimes were truly
randomly determined and the number of subjects in some scenarios is low, the realized
lifetimes may not be evenly distributed across scenarios and treatments. In addition, these
averages do not show the development of decisions across periods. To that end, the next
section will present a more elaborate analysis.

3.2 Analysis of the Results

The analysis begins with the comparison of actual consumption decisions with the optimal
consumption profile. The latter variable can be defined in two different ways and both
definitions are considered below. According to the first definition it is simply the ex-ante
optimal lifetime consumption profile at the beginning of the experiment. This definition is
based on the assumption subject makes a plan in period 0 and simply implements this plan
throughout his experimental life time. The second definition involves re-calculation of the
optimal consumption path in each period based on Equation (2.7). Therefore, this measure
is based on the assumption that the subjects update their plan in each period. The two
versions of the optimal consumption profile are referred to as ex-ante optimal consumption
profile and ex-post optimal consumption profile, respectively. They differ only if subjects
deviate from the ex-ante optimal path. For instance, if a subject consumes 500 less than
the optimal amount in period 2, this would not affect the optimal consumption in period 3
according to the ex-ante measure whereas according to the ex-post definition the optimal
consumption in period 3 and in all later periods would be higher than what they would be
if the period 2 consumption were optimal. Note that in any given period ex-ante optimal
consumption is the same for all subjects whereas ex-post optimal consumption can be
different for each subject.

13Selection of scenarios is characterized by a multinomial distribution where the probability of a subject
selecting into each scenario is equal to 0.25.
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Graphical Analysis

Figure 2.2 shows the income profile, the average optimal consumption path and the average
consumption for both treatments. Figures 6 and 7 in Appendix exhibit these statistics at
scenario and treatment levels. In the top and bottom panels of the figure we use the ex-ante
and ex-post optimal consumption measures, respectively. As can be seen in Figure 2.2 ex-
post optimal consumption depart only slightly from ex-ante optimal consumption. Since
subjects drop out in the course of the experiment, average ex-post optimal consumption
is less smooth compared to average ex-ante optimal consumption. Average consumption
is close to both average optimal consumption and income. In fact, after period 5 average
consumption often lies in between these two lines. In the early periods of the experiment
subjects, on average, under-consume in both treatments and both panels. From periods 6
to 12, during which current income is rather high, consumption exceeds the optimal level
considerably. After period 12 average consumption falls suddenly, which mimics the fall in
income in these periods. The overconsumption pattern before period 12 and the sudden
fall in consumption after period 12 both suggests that consumption decisions are overly-
sensitive to current income. In treatment 2 subjects consume relatively more and the fall
in consumption after period 12 is more pronounced. Taken together these observations
suggest that consumption is more sensitive to income in treatment 2 than in treatment 1.
Between periods 13 and 20 subjects consume slightly less than the optimal amount. In this
final part of the experiment average consumption is rather close to optimal consumption
and more so in the bottom panel. Overall, consumption is closer to ex-post rather than to
ex-ante optimal consumption, suggesting that the former definition of optimal consumption
is more plausible compared to the later one. In the rest of the chapter we use only the
ex-post optimal consumption measure.

It should be noted that the closeness of average consumption decisions to optimal con-
sumption decisions does not necessarily reveal average subject performance, since one sub-
ject’s overconsumption may be offset by another subject’s underconsumption. Nevertheless,
the figure depicts average overconsumption and underconsumption trends throughout the
life-cycle.

In Figure 2.3 we investigate the differences in average consumption across scenarios.
Because the number of observations in each scenario is limited, in the analyses that follow,
observations that fall under scenarios A and B are pooled together and together they
are referred to as the low-pensions category. Similarly, scenarios C and D constitute the
high-pensions category. In the case of low-pensions subjects consume considerably more
before period 12. The drop in consumption after period 12 is also larger in the case of
low-pensions. These observations are compatible with the hypothesis that consumption
tracks income closely.
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Table 2.2: Consumption patterns

Treatment 1 Treatment 2

Low pensions High Pensions Low pensions High Pensions

(a) Average decline in optimal 9.50% 9.50% 9.50% 9.50%
consumption at retirement

Average decline in actual 37.25% 21.42% 60.67% 36.21%
consumption at retirement

Number of observations 28 12 22 14

(b) Share of subjects whose 64.29% 66.67% 31.82% 35.71%
consumption drop
after period 12

(c) Share of subjects that consume 79.55% 65.00% 69.23% 65.22%
a constant amount during
the first 8 periods

Share of subjects whose 22.73% 11.77% 9.68% 4.34%
consumption drop
after period 8

(d) Average decline in actual 26.61% 0.44% 3.40% 19.35%
consumption after period 8

Average change in optimal -6.53% -6.53% -6.53% -6.53%
consumption after period 8

Number of observations 43 18 31 22
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Figure 2.3: Actual and ex-post optimal consumption for high and low pension groups
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Taken together, Figures 2 and 3 suggest that there is a substantial change in con-
sumption levels around retirement age. In addition, in the second stage (periods 9-12)
overconsumption is evident, and more so in treatment 2 and for the low pension scenarios.
Finally, in the third stage (periods 13-20), consumption is slightly below the optimum level,
although this difference is not as pronounced.

Numerical Analysis

Table 2.3: Efficiency

Scenario A Scenario B Scenario C Scenario D

Treatment 1 .989 .966 .938 .995
.052 .146 .093 .030

Treatment 2 .980 .964 .979 .988
.108 .074 .070 .035

Note: Standard deviations are reported in the bottom row.

The most basic measure subject performance may be the realized efficiency in each
scenario. For each subject, the realized efficiency of all consumption decisions is computed
by dividing the realized payoffs by the payoff the subject would receive if he made optimal
choices. For each scenario, the average efficiency can be calculated by taking the average
of all subjects in that particular scenario and treatment. As it is shown in Table 2.3, in
both treatments the efficiency is highest in the scenario with the flattest income profile,
scenario D. The realized levels of efficiency are rather high in all scenarios and treatments.
This suggests that the decision errors made by the subjects do not translate into significant
monetary losses. It is worth mentioning that subjects could achieve a reasonably high payoff
and, therefore, high efficiency by adopting simple strategies. For instance, by consuming
500 in every period, which is far from the optimal strategy shown in Figure 2.1, a subject,
on average, reaches an efficiency of 0.87. Consuming the present income in each period
corresponds to an average efficiency of 0.96. Note that none of these simple strategies lead
to an efficiency level that is significantly different from the values reported in Table 2.3.
In fact, unless a subject adopts an extreme strategy such as consuming less than 500 in
each period, his efficiency will be comparable to the actual efficiency levels. We, therefore,
believe that the efficiency level alone is not very informative about subject behaviour in
the experiment.

The observed drop in consumption at the time of retirement is of particular interest.
Several empirical studies have found a strong decrease in consumption immediately after
retirement, which is not in line with the predictions of standard life-cycle models. Possible
explanations for this consumption pattern include household production, hyperbolic dis-
counting, within household bargaining, and non-separable preferences over consumption
and leisure (see Laitner and Silverman, 2005). Even though all these alternative explana-
tions can be ruled out in our case we nevertheless observe a sizable drop in consumption.
The optimal decline in consumption from period 12 to period 13 is 9.50% and it does not
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depend on the scenario or treatment (see first row of Table 2.2). As can be seen from the
second row of the table, the average actual decays range from about 21% to 60%. The
actual declines are much larger than the optimal one and the differences between the drops
in actual and optimal consumption are statistically significant in all cases except for the
high pensions scenario in treatment 1 (p = 0.15, all other p <0.05, Wilcoxon signed ranks
tests). Furthermore, the average decline is significantly larger when subjects choose the
income profile (treatment 1 versus 2 gives p = 0.014 for low pensions and p = 0.067 for
high pensions) and also larger for low pensions than for high pensions, but only signifi-
cantly so in treatment 2 (p = 0.034 in treatment 2 and p = 0.337 in treatment 1)14. In
Table 2, row labeled (b) shows the share of subjects that reduce their consumption when
retired, so after period 12. Remarkably, the percentages in treatment 1 are about twice as
high as in treatment 2. However, this difference between the treatments is not statistically
significant (p=0.25). Hence, even in such a stylized environment as ours we observe an
abrupt decline in consumption after retirement for a considerable number of people. Per-
haps more importantly, the magnitude of the drop and the fraction of people experiencing
this depend on the income profile and even more strongly on whether or not the scenario is
exogenously determined. We think that this is a novel and interesting observation, which
would be hard to detect outside the controlled environment of an experiment and which
could have important consequences for real-world situations.

The bottom half of Table 2 gives some insights about subjects’ behaviour before retire-
ment. As indicated in the first row of the part labeled (c), a majority of subjects consume
a constant amount during the first 8 periods, which is in line with standard economic
theory. In contrast to the standard predictions, however, very few subjects turn out to
react to the uncertainty in lifetime introduced after period 8 by reducing their consump-
tion. Again, the share of people responding in the right direction is higher in treatment 1
compared to treatment 2, although the difference is not statistically significant (p=0.31).
A similar difference can be seen when comparing the low and high pension scenarios, and
this difference is independent of the treatment. Finally, the last three rows of the table,
labeled (d), show that the average change in actual consumption after period 8 is positive
in all scenario and treatments, although the theory predicts a decline of 6.53%. The actual
change in consumption exceeds the optimal change significantly in the case of Treatment
1 - High pensions (p=0.018), Treatment 2 - Low pensions (p=0.093), Treatment 2 - Low
pensions (p=0.0663) but not in the case of Treatment 1 - Low pensions (p=0.158). The
next sections try to shed some more light on these observations.

Although Table 2.1 suggests that average consumption and average earnings are similar
both across treatments and pension profiles, differences in individual behaviour could still
exist. Indeed, the results of the previous subsection indicate that there may be reasons
to suspect that subjects behave differently in different settings. Therefore, we look more
closely into individual behaviour. In particular, we investigate if subjects employ simple
suboptimal decision rules and if the prevalence of these decision rules differ across settings.

14Note that the number of observations is lower than the number of subjects in each treatment/scenario
as not all subjects reach the retirement age.
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Given the relative complexity of the task it is not reasonable to expect subjects to
be able to follow the optimal decision rule precisely. Instead, as also suggested by previ-
ous experimental findings, subjects may rely on simple, suboptimal decision rules. There
are virtually an unlimited number of decision rules that subjects could use when making
consumption decisions. In the following analysis, three natural candidates are considered:
(1) consuming a constant amount; (2) consuming a constant fraction of income; and (3)
consuming a constant fraction of financial wealth in each period. In addition to these
strategies, a subject may employ any combination of these pure strategies. For example,
one subject’s responses may be best explained by a linear combination of (1) and (3),
whereas another subject may only follow decision rule (2). It is also possible that subjects
follow the optimal consumption profile closely and do not employ any of the three decision
rules systematically. We test empirically whether linear combinations of these rules are
employed. If optimal consumption is not controlled for its effect on the actual consumption
decision will be picked up by other variables since optimal consumption is a function of
current income and financial wealth. For this reason, based on equation (2.7) an ex-post
optimal consumption variable is created and added to the set of explanatory variables.

As a precursor to a more detailed analysis, the explanatory power of these decision rules
is tested on an aggregate level without any individual-specific effects. In these estimations,
actual consumption is explained by optimal consumption, current income, current financial
wealth and a constant, which are possible determinants of actual consumption decisions.
Current income and the constant term are considered as explanatory variables because,
as explained above, subjects could achieve high efficiency simply by consuming their cur-
rent income or consuming a constant amount. The other natural candidates are financial
wealth, which is qualitatively similar to current income, and optimal consumption. If the
subjects decided optimally or made random decision errors, the coefficient of the optimal
consumption variable would be the only statistically significant determinant of actual con-
sumption decisions and it would be equal to or very close to 1. If any of the explanatory
variables other than optimal consumption turn out to be significant, this indicates that
on average subjects employ sub-optimal decision rules systematically and therefore exhibit
behavioural biases. Table 2.4 presents the regression results for all scenarios together.
Columns 1-2 and 3-4 display the results for treatment 1 and 2 respectively. To explore
differences between the two treatments columns 5 and 6 show the estimates when both
treatments are taken together and interaction terms are included for treatment 2. There
are at least two factors which may lead to period-dependent behaviour. First, it is possible
that subjects over or under estimate their survival chances and the magnitude of the bias
could depend on the period that they are in. Second, in the later periods they may un-
derstand the experiment better and make more accurate decisions. To take these factors
into account we use period dummies in the even numbered columns Table 2.4. Despite
substantial variation in subject performance, actual consumption loosely tracks optimal
consumption in most of the cases. In the regressions where period dummies are excluded,
the coefficient of the optimal consumption variable is substantially lower than 1, which in-
dicates that decisions are on average far from optimal. When period effects are accounted
for, the coefficient of optimal consumption is larger, yet still significantly lower than 1. In
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Table 2.4: OLS regressions

Treatment 1 Treatment 2 Both
(1) (2) (3) (4) (5) (6)

Optimal consumption 0.255*** 0.600*** 0.036 0.404*** 0.255*** 0.600***
(0.082) (0.131) (0.070) (0.111) (0.081) (0.106)

Income 0.442*** 0.295** 0.667*** 0.533*** 0.442*** 0.306***
(0.070) (0.136) (0.061) (0.158) (0.070) (0.113)

Financial wealth 0.036 -0.043 0.058** -0.027 0.036 -0.043
(0.024) (0.033) (0.026) (0.028) (0.024) (0.029)

Treatment 2 dummy -40.727 -55.349
(69.536) (71.538)

Treatment 2 dummy x -0.219** -0.201*
Optimal consumption (0.107) (0.109)
Treatment 2 dummy x 0.225** 0.213**
Income (0.093) (0.091)
Treatment 2 dummy x 0.022 0.017
Financial wealth (0.035) (0.036)
Constant 318.026*** -500.664** 277.299*** -548.488** 318.026*** -491.341***

(52.089) (236.120) (46.451) (254.888) (51.910) (170.343)
Period dummies No Yes No Yes No Yes
N 930 930 842 842 1772 1772
R2 0.265 0.322 0.330 0.387 0.295 0.350
Note: The dependent variable is the actual consumption decision. Standard errors in parentheses
are clustered at individual level. ***,** and * denote significance at 1 percent, 5 percent and 10 percent levels.
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theory, the marginal propensity to consume out of current income should be the same as
marginal propensity to consume out of financial assets excluding current income. How-
ever, both variables should be irrelevant once optimal consumption is accounted for. In all
specifications the coefficient of current income is statistically significant. The magnitude
of the coefficients indicates that in both treatments subjects are rather sensitive to current
income. This means that when income is higher (lower) subjects tend to consume more
(less), even when other factors are controlled for. The coefficient of financial wealth is
significant in column 3. However, in column 4, where period effects are taken into account,
the coefficient of financial wealth is not significantly different from 0.

As optimal consumption starts declining after period 8, the wedge between income and
optimal consumption steadily increases until period 12. Given this pattern, oversensitivity
of consumption to current income leads to considerable overconsumption before retirement,
which corroborates the picture arising from Figures 2 and 3. After retirement, income
declines substantially which may cause consumption to get closer to optimal consumption
and even fall below it, as we also observed in the graphs.

The estimation results in columns 5 and 6 can be used to test whether the coefficients
are significantly different across treatments. Column 5 shows that in treatment 2, the con-
sumption decisions are significantly less sensitive to optimal consumption and significantly
more sensitive to current income than in treatment 1. When period dummies are added
the results remain qualitatively similar, as exhibited in column 6. Therefore, our findings
suggest that when people can chose their pension provision (in treatment 2), they base
their consumption decisions on current income more than people who are assigned to a
specific pension provision (as in treatment 1). It is possible that this pattern arises because
subjects in treatment 2 are consuming exactly their income more frequently than subjects
in treatment 1. In the experiment, subjects are found to frequently choose a consumption
level that is equal to their current income. The frequency of such observations is higher
in treatment 2 (25.77%) than in treatment 1 (17.87%), and the difference is significant
according to a χ-squared test (p = 0.01). Therefore, the higher coefficient of the current
income variable in treatment 2 is at least partly driven by observations where consumption
is equal to current income.

Individual Effects

The analysis based on ordinary least squares regressions (OLS) regressions gives a general
idea about average decision patterns across treatments and pension profiles. However,
some of the assumptions behind these specifications may be considered to be restrictive
and could be replaced by more realistic ones. For example, although it is plausible that
each subject follows a different decision rule and therefore explanatory variables may have
different weights for each subject, the OLS regressions do not allow for individual specific
effects. To capture this type of unobserved heterogeneity, we incorporate individual effects
to all coefficients. One way to introduce individual effects is to use fixed effects, which
is equivalent to the pooled OLS analysis with individual dummies and interaction terms
that involve individual dummies and other regressors. Since the number of variables to be
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estimated becomes very large, it is often assumed that each individual effect is drawn from
a population with a certain statistical distribution and then the unknown parameters of
this distribution are estimated. This specification is known as the random effects or random
coefficients specification (Greene, 2003). The empirical model is defined as follows:

Cit = (β0 + α0
i + (β1 + α1

i )C∗it + (β2 + α2
i )Zit + (β3 + α3

i )Ait + εit, (2.9)

where αki ’s are the individual effects, βks are the coefficients and εit is the error term. With
treatment effects this linear model can be expressed as:

Cit = (β0 + α0
i ) + (β1 + α1

i )C∗it + (β2 + α2
i )Zit + (β3 + α3

i )Ait + (β4 + α4
i )Di +(2.10)

(β5 + α5
i )DiC

∗
it + (β6 + α6

i )DiZit + (β7 + α7
i )DiAit + εit,

where Di is a treatment dummy, which is equal to 1 if subject i is in treatment 2.
In both random coefficients specifications, it is assumed that each one of the αki terms

is drawn from different normal distributions with zero mean and unknown variance such
that:15

αki v N(0, σk2) for ∀ k (2.11)

The residual term is also drawn from a normal distribution:

εit v N(0, η2)

Finally, we have to make assumptions about the covariances between different random
coefficients. We will consider two possibilities. According to the first specification, which
corresponds to columns 2-4 in Table 2.5, it is assumed that different types of individual
fixed effects have zero covariance:

Cov(αki , αli) = 0 for k 6= l (2.12)

Note that this assumption may be restrictive, since in practice subjects may substitute one
decision strategy with another decision strategy, which means that individual fixed effects
that correspond to different variables do not have zero covariance. According to the second
specification, the results of which are shown in columns 5-7 in Table 2.5, the covariance
structure between the individual effects is more flexible, such that:

Var
[
α0
i . . . α7

i

]
=
[
M 0
0 N

]
(2.13)

where M and N are 4 × 4 matrices. According to this assumption individual random
effects can be correlated with each other in a given treatment, whereas they are uncorrelated
across treatments. If these assumptions are correct, random effects estimates obtained by
maximum likelihood estimation will be consistent and efficient (Greene, 2003).

15The random effects specification is also referred to as mixed effects specification as the random in-
dividual effects are broken into two parts, namely the fixed part, βk terms, and the random, individual
specific part, αk

i terms.
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Table 2.5: Random coefficients regressions

Without covariance With covariance
(1) (2) (3) (4) (5) (6)

Treatment 1 Treatment 2 Both Treatment 1 Treatment 2 Both

Optimal consumption 1.239*** 0.941*** 1.295*** 1.100*** 0.914*** 1.327***
(0.164) (0.164) (0.132) (0.171) (0.169) (0.144)

Income 0.072 0.510*** 0.135 0.100 0.509*** 0.173
(0.154) (0.150) (0.116) (0.159) (0.152) (0.118)

Financial wealth -0.050 0.040 -0.043 -0.043 0.027 -0.053
(0.037) (0.046) (0.034) (0.039) (0.050) (0.037)

Treatment 2 dummy -39.810 21.794
(104.565) (109.400)

Treatment 2 dummy x -0.299** -0.295**
Optimal consumption (0.117) (0.140)
Treatment 2 dummy x 0.256*** 0.235**
Income (0.086) (0.100)
Treatment 2 dummy x 0.097* 0.083
Financial wealth (0.052) (0.056)
Constant -1134.186*** -1393.467*** -1286.870*** -960.980*** -1348.248*** -1427.757***

(366.875) (337.451) (265.995) (361.309) (346.673) (273.618)
Period dummies Yes Yes Yes Yes Yes Yes
N 930 842 1772 930 842 1772
BIC 14868.775 13355.607 28161.351 14842.138 13343.064 28109.392
Note: The dependent variable is the actual consumption decision. Standard errors are in parentheses.
***,** and * denote significance at 1 percent, 5 percent and 10 percent levels.
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Figure 2.4: Predicted values (columns 1 and 2 in Table 2.5)

The random coefficients regression results presented in Table 2.5 are comparable to the
results in Table 2.4. As in the case of OLS regressions, according to the null hypothesis of no
systemic decision errors, only the coefficient of optimal consumption should be statistically
significant and close to 1. In both treatments, the coefficients of optimal consumption
are close to 1. Compared to the corresponding coefficients in Table 2.4 the coefficient of
optimal consumption is larger in both treatments. Compared to the results in Table 2.4 the
coefficients of the income variable are smaller in the case of treatment 1 and larger in the
case of treatment 2. In general, as in Table 2.4, the coefficients differ considerably across
treatments. Given either covariance structure, subjects in treatment 2 tend to base their
decisions significantly more on current income while at the same time they put significantly
less weight on the optimal consumption profile compared to subjects in treatment 1.16

Figure 5 shows the average predictions of the model for each treatment. The figure
suggests that our model captures some of the pronounced features in the data. According to
the figure, the average predicted consumption is higher than optimal consumption between
periods 10 and 12 and lower than optimal consumption after period 12. This pattern is
roughly in line with the pattern of actual consumption shown in the left panel of Figure 2.3.
The model also predicts higher consumption in treatment 1 than in treatment 2 between
periods 10 and 12 which is also observed in the left panel of Figure 2.3. Furthermore, the
model correctly predicts that the fall in consumption after period 12 is much sharper in
treatment 2 than in treatment 1.

Our results imply that the decision rules that the subjects seem to employ to make
their consumption decisions depend on the freedom to choose the pension fund. The signs
and statistical significance of the interaction terms in Tables 2.4 and 2.5 indicate that, in
treatment 2, where subjects have freedom to pick their income streams, their consumption
decisions are on average more likely to be based on simpler, sub-optimal decision rules
and less likely to follow the optimal consumption path. Standard economic theory would

16In Table A.5 in the Appendix, we do not control for optimal consumption. We find again that
consumption decisions are more sensitive to current income in treatment 2.
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suggest that, if anything, the decision problem in treatment 2 is easier because subjects
have more information, i.e. about four possible income profiles, than in treatment 1.
Nevertheless, subjects’ behaviour in treatment 2 seems to be worse than in treatment 1.

Although it is difficult to identify the exact reasons for these findings we would like to
speculate about some possible explanations. The way the problem is presented in both
treatments is not the same. In treatment 2, subjects may be possibly led to think that
one of the scenarios provides the best answer to the given problem. As a result, they
may believe that once the right stream is chosen, consumption decisions should follow the
income stream very closely. This reasoning could explain why the coefficient of current
income is higher in treatment 2, but it fails to explain the larger coefficient of the current
financial wealth variable in treatment 2. The findings in this section also suggest that
basing decisions on current income or financial wealth may be regarded as a substitute for
basing decisions on the optimal consumption profile, since, when the explanatory power of
optimal consumption is lower (higher), the explanatory power of both current income and
financial wealth is higher (lower). In a similar vein, following the optimal consumption
profile could be considered to be more challenging than employing simpler, suboptimal
decision rules. Since subjects tend to follow simple suboptimal decision rules especially in
treatment 2, it may be argued that subjects pay relatively less attention after they have
chosen the income stream. This argument would be in line with the two system approach
of Kahneman (2011). Kahneman argues that there are two types of reasoning which affect
behaviour. System 1 type reasoning is a thought process which is fast, automatic and
habitual, wheras system 2 type reasoning corresponds to a slower and conscious type of
thinking. In treatment 1 subjects are exposed to one, complex, problem which may trigger
deep, system 2 type, reasoning. In contrast, in treatment 2, subjects first have to choose
the scenario which may also be considered a cognitively demanding, non-trivial decision.
This choice may also evoke system 2 type thinking. After subjects have chosen the scenario
they may rely on relatively simple, intuitive and effortless rules such as rule-of-thumb rules
that are considered above. This type of thinking corresponds to the system 1 thinking in
Kahneman’s terminology.

We also examine the differences across income profiles (see Table 2.6). Although sub-
jects behave differently across treatments, differences in behaviour across scenarios are
statistically insignificant. Within each treatment, consumption decisions are equally sen-
sitive to optimal consumption, income and financial wealth in the case of low and high
pension profile, as it is depicted in Table 2.6. This pattern is observed both when income
stream is given and when it is chosen.
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Table 2.6: Random coefficients regressions

Treatment 1 Treatment 2
(1) (2) (3) (4) (5) (6)

Low pension High Pension Both Low pension High Pension Both

Optimal consumption 0.256** -0.069 0.270** -0.021 -0.108 -0.013
(0.126) (0.175) (0.118) (0.115) (0.178) (0.111)

Income 0.399*** 0.725*** 0.394*** 0.662*** 0.759*** 0.666***
(0.084) (0.165) (0.081) (0.079) (0.161) (0.080)

Financial wealth 0.128*** 0.316*** 0.142*** 0.240*** 0.223*** 0.214***
(0.034) (0.091) (0.033) (0.050) (0.052) (0.044)

High pension dummy 118.665 133.453
(208.350) (174.146)

High pension dummy x -0.356 -0.190
Optimal consumption (0.279) (0.238)
High pension dummy x 0.328 0.133
Income (0.226) (0.200)
High pension dummy x 0.161 0.073
Financial wealth (0.104) (0.090)
Constant 147.409 247.128* 126.598 127.019* 258.517* 137.424*

(91.935) (128.453) (88.174) (76.129) (134.741) (80.403)
Period dummies No No No No No No
N 629 301 930 523 319 842
BIC 10092.815 4654.016 14813.448 8240.227 5066.173 13334.312
Note: The dependent variable is the actual consumption decision. Standard errors are in parentheses.
***,** and * denote significance at 1 percent, 5 percent and 10 percent levels.
The structure of the empirical model is the same as the random coefficients specification with covariance which is outlined above.
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4. CONCLUSIONS

Risk Aversion

Heterogeneity in risk aversion may potentially explain several patterns, including the vari-
ance in subject performance in general and the choice of the pension profile in treatment
2. We test whether risk aversion affects these choices in a significant way. After the ex-
periment, a standard Holt and Laury (2002) type of risk aversion test is conducted where
subjects make 10 binary choices between simple lotteries and receive a payment based on
one of the choices that they make (see Part 2 of the Instructions in Appendix C). Since it
is not clear how risk averse subjects would integrate the payments to their utility function
and which functional form the utility function has, it is not clear how exactly risk aversion
would effect the consumption choices. It is possible that in a given period risk averse
subjects value consumption differently compared to risk loving subjects. According to the
results displayed in Table A.4, in treatment 1 relatively risk averse subjects do not consume
more or less than relatively risk-loving subjects in different stages of the experiment.

It is also possible that some scenarios are regarded safer than others and these scenarios
are more likely to be chosen by risk averse subjects. In particular, risk averse subjects may
be expected to choose one of the scenarios with high income and low pensions. However,
as indicated in Table A.3 in Appendix A, subjects whose risk aversion score is relatively
low are not more or less likely to choose one of the scenarios that belong to the low-pension
category. Therefore, risk aversion does not affect scenario selection, and also not strongly
consumption decisions.

4 Conclusions
We examine the data from a laboratory experiment, where subjects deal with a simple
version of a life-cycle consumption optimization problem, and find that on average con-
sumption decisions are more sensitive to current income and financial wealth and less
sensitive to optimal consumption when subjects choose the pension size themselves before
the optimization task. According to our findings the slope of the income profile by itself
does not have a significant effect on consumption decisions. In all settings the decline in
consumption at retirement is far greater than the optimal decline. The magnitude of this
sub-optimal drop is significantly higher when the subjects choose their income path. The
results suggest that subjects exert less cognitive effort when they are given more freedom.

In our experiment, the shift from optimal behaviour to rule of thumb behaviour does
not translate into a significant decline in earnings. However, in reality such a change may
have important welfare and policy consequences. Given the observed patterns, it can be
concluded that shifting the responsibilities from pension funds to pensioners may not always
produce desirable outcomes. Policy makers and pension designers may potentially influence
the welfare of pensioners by restricting the number of alternative pension arrangements
that are offered.

For economists, it is often difficult to observe how much their optimizing models can
explain the decisions of individuals who face fairly complex problems. Previous studies
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suggest that consumption decisions are possibly affected by the cognitive cost of optimiza-
tion and framing of the optimization problem. Although pension funds to a large extent
determine the allocation of income across life it is difficult to isolate the effect of pension
parameters on subject behaviour. We believe that controlled experiments are suited for
this purpose and they may play an important role in future analysis.

In this paper, we present the subjects a typical problem which has the same structure
as a life-cycle optimization problem. We choose this particular type of problem because
it is often used by the economists to describe household behaviour. Future research could
clarify whether our conclusions remain valid in other contexts.
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A Appendix: Tables and Figures

Table A.1: Income Profiles Used in the Experiment

Period Scenario A Scenario B Scenario C Scenario D

1 2000 1900 1800 1700

2 2000 1900 1800 1700

3 2000 1900 1800 1700

4 2000 1900 1800 1700

5 2000 1900 1800 1700

6 2000 1900 1800 1700

7 2000 1900 1800 1700

8 2000 1900 1800 1700

9 2000 1900 1800 1700

10 2000 1900 1800 1700

11 2000 1900 1800 1700

12 2000 1900 1800 1700

13 0 297 594 891

14 0 255 510 765

15 0 213 426 639

16 0 171 342 513

17 0 129 258 387

18 0 87 174 261

19 0 45 90 135

20 0 3 6 9

24000 24000 24000 24000

Note: The amounts listed under scenarios are denominated in tokens. The sum of tokens in each
profile is given in the last row. The scenarios are ordered by the size of the pension fund such that
as one moves to the right in the table pension size increases and income profiles get flatter. Scenario
A corresponds to the case without a pension fund where, during their working lives (periods 1-12),
subjects receive the highest possible income and when retired (periods 13-20), they do not receive
any income. The motive for saving is the strongest in the case of scenario A and it weakens as
the size of the pension fund increases. Scenario D corresponds to the case with the largest pension
fund. In this scenario, the benefits are highest of all scenarios, yet in exchange the net income in
the first 12 periods is lower than the pre-retirement income in all of the other scenarios.
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Table A.2: Observations

Scenario Low pension High pension

Treatment A B C D Total

1 32 12 8 13 65

2 22 17 7 16 62

Figure 5: Predicted values (columns 1 and 2 in Table A.5)

Table A.3: Scenario Selection and Risk Aversion. Logistic Regression

Risk aversion -0.886
dummy (0.553)

Constant -0.182
(0.428)

N 65
BIC 87.568

Note: The dependent variable is the high-pension dummy. Standard errors are presented in parenthesis. ***,** and
* denote significance at 1 percent, 5 percent and 10 percent levels.

32



A. APPENDIX: TABLES AND FIGURES

Table A.4: Random Coefficients Regressions

Optimal consumption -0.213
(0.563)

Income -0.273
(0.497)

Financial wealth 0.170***
(0.062)

Risk aversion 588.916
(2807.266)

Risk aversion x Optimal consumption -0.586
(0.853)

Risk aversion x Income 0.053
(1.209)

Risk aversion x Financial wealth 0.371***
(0.143)

Interval 2 452.043
(2057.710)

Interval 2 x Optimal consumption 0.771
(0.606)

Interval 2 x Income -0.776
(0.878)

Interval 2 x Financial wealth -0.115
(0.072)

Interval 2 x Risk aversion 348.651
(6978.891)

Interval 2 x Risk aversion x Optimal consumption 1.178
(0.961)

Interval 2 x Risk aversion x Income -1.462
(3.574)

Interval 2 x Risk aversion x Financial wealth 0.248
(0.195)

Interval 3 -2278.385
(1494.437)

Interval 3 x Optimal consumption 1.357*
(0.716)

Interval 3 x Income 0.321
(0.671)

Interval 3 x Financial wealth -0.164
(0.109)

Interval 3 x Risk aversion -915.889
(2851.852)

Interval 3 x Risk aversion x Optimal consumption -0.273
(1.520)

Interval 3 x Risk aversion x Income 0.063
(1.939)

Interval 3 x Risk aversion x Financial wealth 0.177
(0.363)

N 707
Log-likelihood -5469.932
AIC 10987.863

Note: The dependent variable is the actual consumption decision. Standard errors are presented in parenthesis. ***,** and
* denote significance at 1 percent, 5 percent and 10 percent levels. Observations are drawn from treatment 1. The structure
of the empirical model is the same as the random coefficients specification with covariance which is outlined above. That
is, individual effects that correspond to the constant term, income, current income and financial wealth are allowed to have
covariance, yet covariance is not allowed for across different groups of subjects. Risk aversion dummy takes the value 1 when
the subjects risk aversion score is greater than the median.
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Scenario 1 Scenario 2

Scenario 3 Scenario 4

Figure 6: Actual and ex-post optimal consumption per scenario (Treatment 1)34
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Scenario 1 Scenario 2
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Figure 7: Actual and ex-post optimal consumption per scenario (Treatment 2)

35



C
H

A
PT

ER
2.

PEN
SIO

N
S

A
N

D
C

O
N

SU
M

PT
IO

N
D

EC
ISIO

N
S

Table A.5: Random coefficients regressions

Without covariance With covariance
(1) (2) (3) (4) (5) (6)

Treatment 1 Treatment 2 Both Treatment 1 Treatment 2 Both

Income 0.322** 0.749*** 0.448*** 0.246 0.678*** 0.379***
(0.158) (0.150) (0.115) (0.177) (0.160) (0.125)

Financial wealth 0.123*** 0.159*** 0.121*** 0.082*** 0.130*** 0.094***
(0.022) (0.034) (0.022) (0.023) (0.034) (0.024)

Treatment 2 dummy -234.033** -257.298**
(96.745) (114.755)

Treatment 2 dummy x 0.142** 0.153**
Income (0.057) (0.067)
Treatment 2 dummy x 0.061 0.059
Financial wealth (0.042) (0.043)
Constant 441.980 -284.160 224.429 586.214* -150.995 356.319

(308.438) (288.783) (222.077) (340.232) (306.207) (241.647)
Period dummies Yes Yes Yes Yes Yes Yes
N 930 842 1772 930 842 1772
BIC 14907.004 13378.484 28216.769 14877.028 13365.582 28175.517
Note: The dependent variable is the actual consumption decision. Standard errors are in parentheses.
***,** and * denote significance at 1 percent, 5 percent and 10 percent levels.
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Table A.6: Demographics

Baseline Age Female Dutch Chinese Econ. major Master Risk av.

Optimal consumption 0.226** 0.207 0.243 0.281* 0.087 0.155 0.116 0.300***
(0.114) (0.151) (0.160) (0.144) (0.147) (0.242) (0.133) (0.094)

Income 0.462*** 0.459*** 0.309*** 0.519*** 0.417*** 0.514*** 0.516*** 0.422***
(0.085) (0.109) (0.101) (0.109) (0.099) (0.187) (0.099) (0.071)

Financial wealth 0.151*** 0.177*** 0.089** 0.188*** 0.139*** 0.193*** 0.181*** 0.100***
(0.030) (0.044) (0.037) (0.040) (0.038) (0.060) (0.038) (0.030)

Age dummy -115.797
(200.359)

Age dummy x 0.026
Optimal consumption (0.249)

Age dummy x 0.018
Income (0.184)

Age dummy x -0.001
Financial wealth (0.070)

Female dummy -367.068*
(206.967)

Female dummy x -0.112
Optimal consumption (0.252)

Female dummy x 0.306*
Income (0.178)

Female dummy x 0.188**
Financial wealth (0.074)

Dutch dummy 405.004
(257.679)

Dutch dummy x -0.210
Optimal consumption (0.267)

Dutch dummy x -0.153
Income (0.186)

Dutch dummy x -0.045
Financial wealth (0.070)

Chinese dummy -385.850*
(205.435)

Chinese dummy x 0.242
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Optimal consumption (0.260)

Chinese dummy x 0.128
Income (0.193)

Chinese dummy x 0.125
Financial wealth (0.085)

Econ. major dummy 38.831
(243.024)

Econ. major dummy x 0.091
Optimal consumption (0.279)

Econ. major dummy x -0.063
Income (0.213)

Econ. major dummy x -0.032
Financial wealth (0.071)

Master dummy -275.730
(271.208)

Master dummy x 0.325
Optimal consumption (0.290)

Master dummy x -0.125
Income (0.206)

Master dummy x -0.007
Financial wealth (0.078)

Risk aversion dummy -184.682
(142.968)

Risk aversion dummy x -0.293*
Optimal consumption (0.176)

Risk aversion dummy x 0.230
Income (0.141)

Risk aversion dummy x 0.203***
Financial wealth (0.062)

Constant 156.179* 191.568 387.857** 32.720 348.495*** 104.136 209.249** 234.958***
(86.053) (127.080) (153.827) (98.889) (132.178) (216.810) (100.663) (73.111)

N 757 757 757 757 757 757 757 1327
R2

The dependent variable is the actual consumption decision. Standard errors are presented in parenthesis. ***,**
and * denote significance at 1 percent, 5 percent and 10 percent levels. The structure of the empirical model is
the same as the random coefficients specification with covariance which is outlined above.38
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B Appendix: Derivations
In period q subject solves the following problem:

max
Ck

ωq =
t=20∑
t=q

PtU(Ct) (14)

subject to At+1 = At + Zt − Ct, t = q, . . . , 20, (15)

where Aq is given. At+1 ≥ Ct ≥ 0 constraint is dropped out since it is not binding in the
optimum. The first order conditions for the optimization problem are given as follows:

Ct + ε =
(
Pt+1

Pt

) 1
σ

(Ct+1 + ε), t = q, . . . , 20, (16)

Given that in the last period the subject optimally consumes all of his financial wealth and
period income (i.e. A21 = 0), rearranging (15) leads to:

t=20∑
t=q

Ct =
t=20∑
t=q

Zt + Aq (17)

Combining (17) with (16) optimal consumption in period q can be written as:

C∗q =
Aq +∑t=20

t=q (Zt + ε)∑t=20
t=q

(
Pt
Pq

) 1
σ

− ε (18)
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C Appendix: Instructions

Instructions - Treatment 2
Welcome! You are now taking part in an individual decision making experiment financed
by the CentER research institute. If you read the following instructions carefully, you can
earn a considerable amount of money, depending on your decisions and chance.

The experiment consists of two parts. The choices that you make in the first part do
not affect your payoff in the second part. Similarly, your choices in the second part have
no effect on your payoff in the first part. Your payoff from the first part and the second
part will be added up and paid to you in cash privately at the end of the session. After
the first part is over, you will receive a new set of instructions for the second part. The
following summarizes the experiment:

• Part1

– The experimenter reads the instructions for part 1 aloud.
– You answer the questions at the end of this document.
– When you are ready, begin part 1 (on the computer).
– After part 1 is finished, wait for the instructions for part 2.

• Part 2

– The experimenter reads the instructions for part 2 aloud.
– When you are ready, begin part 2 (on the computer).
– Fill out the questionnaire (on the computer).
– You receive your payment.

After both parts are over, please remain seated and wait for the announcement of
the experimenter. Once all participants complete the experiment, the experimenter will
read the computer-terminal numbers of the participants aloud one by one. When your
computer-terminal number is announced, please walk up to the experimenter and receive
your payment. Your personal payment information will only be revealed to you. Please
leave the instructions and seat number on your desk when you leave.

Every participant receives the same information and is reading the same instructions.
If you have a question during any stage of the experiment please raise your hand. We will
answer your question privately. Neither your question nor the answer will be announced
aloud to the other participants in this room.

Please do not communicate with the other participants during the experiment! If this
rule is violated, we shall have to exclude you from the experiment and from all payments.
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Part 1
The task in part 1 consists of a maximum of 20 periods. Depending on chance, your
experiment may last for less than 20 periods. At the beginning of each period you may
receive some tokens, which are added to your token stock. In each period you can convert
a part of your token stock to money (Euros). At the end of the experiment, these Euros
will be added up and paid to you in cash.

The number of tokens that you may receive in each period depends on the scenario you
choose. In Figure 2.1, you see the four possible scenarios for the first part of the experiment.
For example, if you choose scenario C, you will receive 1800 tokens from periods 1 to 12,
594 tokens in period 13 etc. However, as will be explained below, whether you actually
receive these tokens depends on whether you will survive until that period.
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Figure 1

Period Scenario A Scenario B Scenario C Scenario D

1 2000 1900 1800 1700

2 2000 1900 1800 1700

3 2000 1900 1800 1700

4 2000 1900 1800 1700

5 2000 1900 1800 1700

6 2000 1900 1800 1700

7 2000 1900 1800 1700

8 2000 1900 1800 1700

9 2000 1900 1800 1700

10 2000 1900 1800 1700

11 2000 1900 1800 1700

12 2000 1900 1800 1700

13 0 297 594 891

14 0 255 510 765

15 0 213 426 639

16 0 171 342 513

17 0 129 258 387

18 0 87 174 261

19 0 45 90 135

20 0 3 6 9

First you have to decide on the scenario, by clicking on the corresponding radio button.
If you would like to choose scenario A, you should click on the corresponding radio button
and then click “Next”. Once you click “Next”, this decision cannot be undone later on, so
think carefully before you decide. After this, you will proceed to period 1 and make your
first conversion decision.

Before you make your first conversion decision, you will observe the number of tokens
that you will receive at the beginning of each period. This information will be available to
you throughout the experiment.

The part of your token stock which you do not convert can be converted in a later
period. The following graph (Figure 2) demonstrates the relationship between “Converted
Tokens” and “Euros”:
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For example, if you convert 500 tokens this will yield € 0.53. This graph will be
available to you throughout the experiment. In each period you have to decide how many
tokens you want to convert. Only converted tokens count towards earnings at the end
of the experiment. The following examples demonstrate some of the basic rules of the
experiment.

Conversion Screen

• Example 1 :

Suppose a participant has reached period 10, as indicated by the X to the left of period
number 10. At the end of period 9, she had 3,900 remaining tokens. At the beginning of
period 10, she receives 200 new tokens. So in total she has 3,900 + 200 = 4,100 tokens.
Out of these 4,100 tokens, she may choose to convert any amount between 0 and 4,100 (0
and 4,100 are included). Let us say that she chooses to convert 500 tokens, which, as can
be seen from Figure 2, yields € 0.53. This amount is listed under the ‘Period Earnings’
column in Figure 3. She will have 4,100 - 500 = 3,600 remaining tokens at the end of period
10. This amount will be added to the new tokens that she will receive at the beginning
of the next period, so that she will have a total of 3,600 + 800 = 4,400 tokens at the
beginning of period 11.

• Example 2:

Consider the case described in example 1. If, in period 10, the participant chooses to
convert 3,000 tokens instead of 500 tokens, this will yield € 0.70 (see Figure 4).

Figure 5 depicts the details if the participant converts 3,000 tokens. In this case, she
will have 4,100 – 3,000 = 1,100 remaining tokens at the end of period 10. At the beginning
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Period Termination New

Probability Tokens

    ... ... ... 

 

9 1 in 12 2000

X 10 1 in 11 200

 

11 1 in 10 800

 

New Old Total Converted Period

Tokens Tokens Tokens Tokens Earnings

   

 

 ... ... ... ... 

 
 

 

 

2000 3000 5000 1100 € 0.61

 

200 3900 4100 500 € 0.53

 

800 3600 4400 ... ... 

 

Period Remaining 

Earnings Tokens 

 ... 

0.61 3900 

0.53 3600 

... 

Figure 3
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of period 11, she will have a total of 1,100 + 800 = 1,900 tokens, which can be converted
to money later on.

Calculator

Before you decide how many tokens you want to convert in a period, you can use the graph
(Figure 2). You can also use the calculator which will be situated at the right-hand section
of the decision screen: You can enter any non-negative number and click “Calculate” to
find out the payment that corresponds to the given number of tokens. For example, if you
enter 1200 and click “Calculate”, the calculator will return “0.62” under the Euros column.
If you enter 5300 and click “Calculate” the calculator will return “0.74” under the Euros
column.

Once you make your final decision, you can enter the number of tokens that you want to
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Period Termination New

Probability Tokens

    ... ... ... 

 

9 1 in 12 2000

X 10 1 in 11 200

 

11 1 in 10 800

 

New Old Total Converted Period

Tokens Tokens Tokens Tokens Earnings

   

 

 ... ... ... ... 

 

 

 

2000 3000 5000 1100 € 0.61

 

200 3900 4100 3000 € 0.70

 

800 1100 1900 ... ... 

 

Period Remaining 

Earnings Tokens 

 ... 

0.61 3900 

0.70 1100 

... 

Figure 5

 

Figure 6

convert in the current period. After you click the “Confirm” button, your decision cannot
be undone. You will proceed to the next screen.

Next Screen : Survival Screen

Part 1 of the experiment will go on for at least 8 and at most 20 periods. When the
experiment ends, it is said to be “Terminated”. If the experiment is not terminated in a
given period, you proceed to the next period. This is referred to as “Survival”.

You will proceed to the survival screen after you have made your conversion decision.
Up until period 8, you certainly survive to the next period. From period 8 onwards, there
is a possibility that you do not proceed to the next period. For example, in period 8,
your chance to survive to the next period (period 9) is 12 in 13. In other words, in period
8, there is a 1 in 13 chance that the experiment will be terminated after you make the
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conversion decision. In order to visualize this probability better, consider the following
case:

Let us say that there is an urn with 13 balls: 12 blue balls and 1 red ball. We have such
an urn here in the room. (See the demonstration) Each ball in the urn is equally likely to
be drawn.

Suppose that you are in period 8, where your survival chance is 12 in 13. This means
that, at the end of period 8, you draw a ball from this urn and if it turns out to be a red
one, this part of the experiment is over for you. In this case, you will not make any more
decisions, until the end of the experiment. However, if it turns out to be a blue one you
will survive to the next period. In this case the chance to survive to the next period is
equal to 12 in 13. The chance of termination is 1 in 13.

Let us say that you picked the blue ball and survived to period 9. After you have made
a decision in period 9, you will once again proceed to the survival screen. Because you
have already drawn a blue ball from the urn, it now contains 12 balls: 11 blue balls and 1
red ball. Therefore, the survival chance is 11 in 12 and the termination chance is 1 in 12.
If you draw again a blue ball in period 9, you will survive to period 10. In this period the
urn contains 11 balls: 10 blue balls and 1 red ball. The survival and termination chances
are given in Figure 7.

As you can see the experiment lasts at least 8 periods. At the end of period 19,
the survival chance is 1 in 2. At the end of period 20, your experiment is terminated
with certainty. Note that the choice of the scenario has no effect on the survival and
termination chances. That is, the survival and termination chances that are listed on
Figure 7 are independent of the scenario chosen.

Instead of the experimenter drawing a ball from the urn at the end of each period, the
computer will perform this task. After you click “Draw” you will be directed to a screen
where you can see the result of the random draw. If the randomly drawn ball turns out to
be red, this part of your experiment will be terminated. If it turns out to be blue, you will
proceed to the next period. After everyone is finished with this part of the experiment,
you will proceed to part 2.

You may have some unconverted tokens at the time of termination. These unconverted
tokens will be lost. These tokens do not carry on to part 2. You will only earn money for
the tokens that you have converted before termination. Finally, in the following table you
can observe the survival chances, termination chances and scenarios side by side.

Before you begin

Before you begin, please take your time and think carefully about the decisions that you
will make in the first part. Remember that once you confirm a decision you cannot go back
and change it.

Also remember that tokens yield a monetary payment only when they are converted. In
other words, tokens which have not been converted before the termination of the experiment
do not yield monetary payment.

Before you make any decisions you will be asked to fill in a form on the next page.
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Figure 7

Period Survival Chance Termination Chance
to the Next Period

Period 1 Certainly survive

Period 2 Certainly survive

Period 3 Certainly survive

Period 4 Certainly survive

Period 5 Certainly survive

Period 6 Certainly survive

Period 7 Certainly survive

Period 8 12 in 13 1 in 13

Period 9 11 in 12 1 in 12

Period 10 10 in 11 1 in 11

Period 11 9 in 10 1 in 10

Period 12 8 in 9 1 in 9

Period 13 7 in 8 1 in 8

Period 14 6 in 7 1 in 7

Period 15 5 in 6 1 in 6

Period 16 4 in 5 1 in 5

Period 17 3 in 4 1 in 4

Period 18 2 in 3 1 in 3

Period 19 1 in 2 1 in 2

Period 20 Certainly terminate

Please, do not proceed to the experiment, unless you can easily answer the questions on
this page. Also, on this page, you can write about your thoughts and plans before you
begin. Once you finish the first part of the experiment, please remain seated and wait for
the new set of instructions.
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Figure 8

Period New Tokens New Tokens New Tokens New Tokens Survival Chance Termination Chance
(Scenario A) (Scenario B) (Scenario C) (Scenario D) to the Next Period

1 2000 1900 1800 1700 Certainly survive

2 2000 1900 1800 1700 Certainly survive

3 2000 1900 1800 1700 Certainly survive

4 2000 1900 1800 1700 Certainly survive

5 2000 1900 1800 1700 Certainly survive

6 2000 1900 1800 1700 Certainly survive

7 2000 1900 1800 1700 Certainly survive

8 2000 1900 1800 1700 12 in 13 1 in 13

9 2000 1900 1800 1700 11 in 12 1 in 12

10 2000 1900 1800 1700 10 in 11 1 in 11

11 2000 1900 1800 1700 9 in 10 1 in 10

12 2000 1900 1800 1700 8 in 9 1 in 9

13 0 297 594 891 7 in 8 1 in 8

14 0 255 510 765 6 in 7 1 in 7

15 0 213 426 639 5 in 6 1 in 6

16 0 171 342 513 4 in 5 1 in 5

17 0 129 258 387 3 in 4 1 in 4

18 0 87 174 261 2 in 3 1 in 3

19 0 45 90 135 1 in 2 1 in 2

20 0 3 6 9 Certainly terminate
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• Part1

– The experimenter reads the instructions for part 1 aloud.
– You answer the questions at the end of this document.
– When you are ready, begin part 1 (on the computer).
– After part 1 is finished, wait for the instructions for part 2.

Questions

1. x= chance of reaching period 12, given that you have already reached period 11. y=
chance of reaching period 13, given that you have already reached period 12. What
are x and y? Which one is greater, x or y?

Answer:

2. x= chance of reaching period 14, given that you have already reached period 13. y=
chance of reaching period 19, given that you have already reached period 18. What
are x and y? Which one is greater, x or y?

Answer:

3. Fill in the empty slots , [ ]
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Period Termination New Old Total Converted Period Remaining 

 

Probability Tokens Tokens Tokens Tokens Earnings Tokens 

 

 

... ... ... ... ... ... ... ... 

    

 

 
 

  

 

 11 1 in 10 1000 3000 [            ] 500 [            ] [            ] 

       

 

 X 12 1 in 9 1000 [            ] [            ] [            ] € 0.70 [            ] 

       

 

 13 1 in 8 800 [            ] [           ] ... ... ... 

       

 

  

Before you begin, please state your thoughts and plans (Part 1):

 

 

If you have answered these three questions please raise your hand. We will check your
answers. If they are all correct you can start with part 1 of the experiment.

Please also raise your hand if you have any questions later.
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Part 2
After termination of the first experiment, you will proceed to the lottery screen. Here you
will be asked to choose between two lotteries. For each row in the lottery table, you will
be asked to choose between option A and option B. There are 10 rows in the table so in
this part you will make a total of 10 decisions (1 decision for each row):

Figure 9

Option A Option B

1 1/10 chance for e2.00 , 9/10 chance for e1.60 1/10 chance for e3.85 , 9/10 chance for e0.10

2 2/10 chance for e2.00 , 8/10 chance for e1.60 2/10 chance for e3.85 , 8/10 chance for e0.10

3 3/10 chance for e2.00 , 7/10 chance for e1.60 3/10 chance for e3.85 , 7/10 chance for e0.10

4 4/10 chance for e2.00 , 6/10 chance for e1.60 4/10 chance for e3.85 , 6/10 chance for e0.10

5 5/10 chance for e2.00 , 5/10 chance for e1.60 5/10 chance for e3.85 , 5/10 chance for e0.10

6 6/10 chance for e2.00 , 4/10 chance for e1.60 6/10 chance for e3.85 , 4/10 chance for e0.10

7 7/10 chance for e2.00 , 3/10 chance for e1.60 7/10 chance for e3.85 , 3/10 chance for e0.10

8 8/10 chance for e2.00 , 2/10 chance for e1.60 8/10 chance for e3.85 , 2/10 chance for e0.10

9 9/10 chance for e2.00 , 1/10 chance for e1.60 9/10 chance for e3.85 , 1/10 chance for e0.10

10 10/10 chance for e2.00 , 0/10 chance for e1.60 10/10 chance for e3.85 , 0/10 chance for e0.10

For example, consider the first row of the table. Assume that there are 10 balls in an
urn: 9 white balls and 1 black ball. You make a random draw from the urn. In the case
of option A, if you pick a white ball you will earn €1.60 and if you pick the black ball you
will earn €2. In the case of option B, if you pick a white ball you will earn €0.10 and if
you pick the black ball you will earn €3.85. If you are to have either option A or option
B, which one will you choose? After you make your choice, move on to another row and
make the same comparison between option A and option B of that row. As in part 1, in
this part draws will be carried out by the computer.

Once you confirm all your decisions, the computer will pick one of the rows randomly
and play the chosen lottery. The computer is equally likely to choose each row in the table.
Lets say that it randomly chooses the first row and for the first row you chose option B
rather than option A. The computer will play out option B. That is to say, the computer
will draw a ball randomly from an urn in which there are 9 white balls and 1 black ball. If
it draws a white ball you will earn €0.10 and if it draws the black ball you will earn €3.85.
The monetary payoff that you will earn from this lottery will be added to your payoff from
the first part. This will be your total payoff.

After you finish this part, you will be asked to provide some basic information about
yourself, such as your gender and education. This information will only be used for aca-
demic purposes.
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Chapter 3

Job finding, job loss and
consumption behaviour1

1 Introduction
Economists and policy makers are interested in the question of how income effects of
changes in the employment status of household members affect households’ consumption
behaviour. In particular, a vast literature explores the issue of whether consumption drops
at retirement as a result of falling income. In investigating this question, the predictions
of the permanent income / life cycle hypothesis (PILCH) developed by Modigliani and
Brumberg (1954) and Friedman (1957) are often regarded as a natural benchmark. The
PILCH relies on the assumption that rational forward looking consumers use savings to
smooth anticipated income fluctuations. The theory, therefore, predicts that consumption
decisions should respond only to the unanticipated changes in income whereas anticipated
changes in income should have little if any effect on these decisions. By the same token, it is
expected that consumption behaviour is sensitive to unanticipated changes in employment
status and not to anticipated changes.

Several studies explore whether consumption behaviour is indeed insensitive to antici-
pated changes in the employment status as the PILCH predicts. An extensive part of the
relevant literature focuses on the relationship between retirement and consumption. In the
domain of retirement decisions the PILCH predicts that consumption decisions should not
be affected by the retirement status to the extent that retirement is a predictable event.
Some empirical studies question the validity of this claim and argue that, in contrast with
the predictions of the PILCH, consumption expenditures decline considerably at the time
of retirement. For instance, Banks et al. (1998) and Bernheim et al. (2001) find that antic-
ipated retirement is associated with significantly lower consumption, which contradicts the
PILCH’s predictions.2 To identify the anticipated component of transitions into retirement

1This chapter is based on Koç (2015).
2Blau (2008) confirms this finding and argues that the uncertainty about the time of retirement could

lead to an abrupt decline in consumption at the time of the retirement. Other studies such as Aguiar and
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some studies make use of transition expectations. Haider and Stephens (2007) demonstrate
that the subjective retirement expectations are strong predictors of subsequent retirement
decisions conditional on the age of the respondent. Their results support the claim that
consumption drops at retirement even when retirement is fully anticipated.

Some economists coined the term "retirement-consumption puzzle" to define the sudden
fall in consumption at retirement and called the assumptions of PILCH into question. A
natural question, but one which received much less attention is whether similar puzzles
can be observed in the domain of job finding and job loss. In this paper, we focus on the
question of whether consumption changes beyond the predictions of PILCH in the cases
of job finding and job loss. One reason why the transitions between the employment and
unemployment states received relatively less attention may be related to lack of suitable
data. In particular, one of the common inadequacies of household consumption surveys
is that the time between the two waves of a survey is often considerably longer than
the duration of a typical unemployment spell. These surveys are usually conducted on
an annual (e.g. Consumer Expenditure Survey) or biennial basis (e.g. Consumption and
Activities Mail Survey), while an overwhelming majority of unemployment spells in the U.S.
lasts less than six months. Using monthly data from the U.S. Current Population Survey,
Farber and Valleta (2013) finds that such cases constitute 86.3% of all unemployment spells
taking place between 2009 and 2011. Due to this disparity between the survey frequency
and transition frequency it is often not possible to investigate consumption behaviour
during the months leading up to the transition and following the transition.

To investigate the consumption behaviour at the time of job finding and job loss, we
use a monthly survey of American households on consumption. Monthly surveying allows
us to observe the almost immediate consumption response of households to transitions.
Furthermore, since the period between two consecutive waves is short we do not have to
rely on retrospective data on employment status. Several studies such as Akerlof and
Yellen (1985), Mathiowetz and Ouncan (1988), Jürges (2007) find that respondents tend
to underreport transitions between the employment states over the past year. Our analysis
is not susceptible to such recall errors.

Anticipated job transitions are often measured using instruments such as age, job
characteristics, tenure and expectations. In the case of monthly transitions, expectations
could play a particularly important role since other potential instruments may not change
markedly on a monthly basis. We use subjective probability questions to measure transi-
tion expectations. These questions ask the job seeking respondents about their probability
of finding a job whereas the employed respondents are requested to guess their proba-
bility of becoming unemployed. We find that there is a positive, statistically significant
relationship between the transition expectations and respective realizations conditional on
other individual characteristics. This finding gives confidence in the validity of the sub-
jective probability questions as instruments. Since forecast horizons used in the subjective

Hurst (2007) and Hurd and Rohwedder (2006) criticise the use of food expenditures as a proxy for total
consumption and claim that unlike food expenditures, total consumption follows a smooth trajectory at
retirement.
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probability questions are rather long, the accuracy of the transition expectations cannot
be directly tested. It is nevertheless shown that the monthly probabilities inferred from
the responses given to the survey questions are correlated with employment transitions
in the following month. This result is in line with Stephens (2004) and Campbell et al.
(2007) who find that unemployment expectations predict future unemployment as well as
future income even when demographics, job history and characteristics are controlled for.
This result is also relevant for the branch of the empirical literature which investigates the
usefulness of subjective probabilities for predicting economic and health outcomes. Ac-
cording to the previous literature, subjective survival probabilities predict mortality (Hurd
and McGarry, 2002) and consumption behaviour (Salm, 2010), subjective probabilities of
receiving a bequest predict inheritance receipt (Brown et al, 2010) and subjective probabil-
ities of rejoining the workforce after retirement predict unretirement behaviour (Maestas,
2010). Our results support the view that subjective probabilities contain private informa-
tion which is often not captured by observable characteristics of the respondent and his
economic environment.3

Our self-administered monthly survey is a part of the American Life Panel (ALP)
and includes questions on consumption expenditures in six categories as well as questions
on employment and unemployment expectations. At first the anticipated employment
and unemployment measures are obtained by fitting the labour market expectations on
labour market outcomes. These anticipated transition measures are then used to test
the PILCH. It is shown that expectations have significant predictive power conditional
on individual characteristics and a set of time-varying controls. This result allows us to
use a two stage estimation strategy, where expectations are used to explain anticipated
changes in employment status in the first stage and changes in consumption are regressed
on anticipated changes in employment status in the second stage. Next, by estimating a
first-order approximation of the Euler equation, we show that consumption expenditures
are not sensitive to either anticipated employment or anticipated unemployment.

The data suggests that both income and consumption considerably fall when the re-
spondents lose their jobs and increase when the respondents find a job. Compared to
income, consumption is less responsive to the changes in the employment status, which
suggests that consumption is smoothed at least to some extent. It is found that, condi-
tional on individual characteristics and other controls, after unemployment income drops
by 34.4% whereas total consumption expenditures decrease merely by 6.6%. Job finding is
associated with an increase of 44.9% in income, yet no significant increase in consumption
expenditures. Unlike total consumption expenditures, food expenditures do not change
significantly after the transitions. 4 According to the PILCH, the sensitivity of consump-
tion to unemployment and employment could be driven by the fact that these transitions

3Manski (2004) is one of the first studies to advocate the use of survey questions to measure expectations
instead of relying on the revealed preference approach.

4Aguiar and Hurst (2005, 2007), Hurd and Rohwedder (2006) examine the role of home-production
in the context of retirement. They argue that retirees might prefer preparing their food at home, which
could lead to a decline in food expenditures at retirement. It is conceivable that home-production plays a
similar role in the case of unemployment.
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are not fully anticipated. If consumption changes only due to the unanticipated nature of
the transitions, consumption should no longer depend on the labour market status once
these unanticipated changes are filtered out using the labour market expectations. A closer
analysis reveals that anticipated job finding and job loss are not associated with a signifi-
cant change in consumption expenditures. Therefore, according to the results, the change
in consumption at the time of transitions is compatible with the PILCH.

The rest of the paper is organized as follows: Section 2 describes the data, section
3 focuses on the trajectories of subjective transition probabilities and income before and
after the transitions, section 4 explores whether subjective transition probabilities predict
transitions, sections 5 and 6 investigate the changes in income and consumption at the
time of the transitions respectively and section 7 concludes.

2 Data and Descriptive Statistics

Table 3.1: Summary statistics

Variable Mean Std. Dev. Min. Max. N
Become employed 0.009 0.096 0 1 31122
Become unemployed 0.009 0.092 0 1 31122
Spouse become employed 0.015 0.121 0 1 31122
Spouse become unemployed 0.007 0.085 0 1 31122
Job loss probability (6 months) 0.149 0.215 0 1 31122
Job finding probability (12 months) 0.041 0.161 0 1 31122
Household income ($) 3362.06 2652.78 0 29950.98 31122
Single 0.359 0.48 0 1 31122
Household size 1.046 1.33 0 10 31122
Health condition 2.482 0.804 1 5 31122
Age 47.733 12.279 18 83 31122
Household food consumption ($) 436.27 267.79 0 1962.31 31122
Total consumption ($) 754.63 434.70 4.13 3614.77 31122

We use 41 waves of American Life Panel (ALP), which is a self-administered survey
conducted via the Internet on a monthly basis covering the period from November 2009
to March 2013. Respondents without Internet access are provided either a small laptop
or a Web TV with Internet access. The surveys are conducted within the first ten days
of each month. One of the novel features of the survey is the verification screen which
should be completed by the respondents at the end of each section. This screen allows
the respondents to view their responses in one place and correct their mistakes before they
proceed to the next section. Hurd and Rohwedder (2012) indicate that the reporting errors
are reduced substantially thanks to this verification procedure. They also examine the reli-
ability and representativeness of the ALP survey by comparing the level of total household
consumption expenditures in ALP and Consumption Expenditures Survey (CEX). They
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report that the total spending levels in the year 2010 match closely in these two surveys,
which gives confidence in the data collection method that is used in ALP.

We drop the highest and lowest 1% of income and consumption responses, since they
might result from misreporting.5 In Table 3.1 we report the descriptive statistics for the
consumption measures, income, labour market transition indicators, transition expecta-
tions as well as some relevant household and respondent characteristics. The household
characteristics include changes in the labour market status of spouses, household size and
health status. The health indicator is based on each respondent’s subjective assessment of
her own health rated on a 5-point Likert scale.

The respondents are asked to report their labour market status at the time of the inter-
view whereas income and consumption questions concern household income and spending
during the calendar month before the interview. We take the lead of the spending and
income variables so that the definitions of labour market status, income and consumption
are compatible with each other. That is to say, consumption and income at time t, denoted
by ct and Yt, correspond to the spending and income data collected in month t + 1 and
measure spending and income in month t.

Out of the 32587 observations in the initial ALP sample, we exclude 1465 observations
because the respondent is not in the workforce. The final sample contains 31122 obser-
vations collected from 2325 respondents. Below we describe the sample statistics in more
detail.

2.1 Consumption measures
Two different definitions are introduced to measure consumption expenditures of house-
holds. The total consumption variable corresponds to the most comprehensive definition
and consists of self-reported non-durable consumption expenditures in six categories dur-
ing the calendar month before the interview. This consumption measure is based on the
non-durable consumption definition in Salm (2010) and excludes relatively durable con-
sumption items such as housekeeping equipment as well as expenses which may not be
easily adjustable on a monthly basis, such as rent and utility expenditures. The included
categories are dining out, food, clothing, entertainment, gasoline and other transportation
spending, which together constitute 30.62% of the total non-durable consumption expen-
ditures. We exclude relatively durable consumption items such as gardening and yard
supplies and cleaning and laundry products; and expenditures which can be categorized as
investment rather than consumption such as education and healthcare related spending.

The second consumption definition is based on food expenditures, which is the only
available consumption variable in the Panel Study of Income Dynamics (PSID) survey and
is commonly used as a proxy for total consumption (e.g. Bernheim, Skinner, and Weinberg
2001; Lundberg, Startza and Stillman 2003; Stephens 2004; Haider and Stephens 2007).
Both consumption measures are converted to November 2009 dollars using the urban CPI
index for non-durables published by the Bureau of Labour Statistics.

5Our results are qualitatively unchanged when these outliers are included in the sample.
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2.2 Employment and unemployment measures
Throughout the analysis, only the non-working respondents who look for a job are regarded
as unemployed. The respondents who are temporarily laid off are not regarded as either
employed or unemployed, since they do not report either their job loss or job finding
expectations.

In section 6, we test one of the key predictions of the PILCH which concerns the change
in consumption. Accordingly, we are interested in the changes in the labour market status
rather than the labour market status itself. To capture the changes in the employment
status, we introduce two binary variables which are referred to as "Become employed" and
"Become unemployed". A change in the employment status is categorized as a transition
only if the respondent has been observed for two consecutive months. In total we identify
290 transitions from the unemployment to the employment state and 266 transitions from
the employed to the unemployed state. According to Table 3.1 this means that 0.9% of
the observations corresponds to periods in which unemployed individuals find a job and
another 0.9% corresponds to periods in which employed individuals lose their jobs.

2.3 Expectations
Employed and unemployed respondents make 6-month and 12-month predictions respec-
tively whereas surveys are conducted on a monthly basis. The questions are worded as
follows:

• On a scale from 0 percent to 100 percent where "0" means that you think there is
absolutely no chance, and "100" means that you think the event is absolutely sure to
happen, what are the chances that you will lose your job during the next 12 months?

• On a scale from 0 percent to 100 percent where "0" means that you think there is
absolutely no chance, and "100" means that you think the event is absolutely sure to
happen, what are the chances that over the next 6 months you will find a job that you
would accept considering the pay and the type of work?

It should be noted that the first question exclusively deals with involuntary unemploy-
ment. The implications of using this particular definition is discussed later on. Since the
forecast horizon is considerably longer than the period between two consecutive surveys
and attrition is quite common in our sample, unfortunately it is impossible to check the
accuracy of the predictions in most of the cases. To overcome this problem, half-yearly and
yearly predictions are converted to monthly predictions in a way as explained in detail be-
low. One potential advantage of having longer forecast horizons is that focal responses are
less likely when respondents make a 6-month or 12-month prediction rather than a 1-month
prediction. As the horizon gets shorter, the transition probabilities may get closer to zero
and focal responses may be more common. In our sample 17.9% of 12-month subjective
unemployment probabilities and 4.2% of 6-month subjective employment probabilities are
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equal to 0. It is plausible that such extreme predictions would constitute an even larger
fraction of the sample, if the forecast horizons used in the questions were 1 month.

Expectations can be used to distinguish between anticipated and unanticipated transi-
tions only if they predict future transitions rather well. To examine this question subjective
transition probabilities are compared with realizations. As mentioned, since it is not pos-
sible to track most individuals throughout the forecast horizons yearly and half-yearly
transition probabilities are converted to monthly transition probabilities. To make this
conversion it is assumed that according to the respondent, the probability of transition to
the new state is the same in each future month conditional on being in the original state
at the beginning of the month. It is further assumed that once the transition takes place
the respondent stays in the new state until the end of the forecast horizon. This means
that the probability of being in the original state in a given month is characterized by a
Bernoulli process, such that:

P (Xk) =
k∑
j=1

p(1− p)j−1 = 1− (1− p)k (3.1)

where P (Xk) is the probability of not being in the initial labour market state after k months
and p is the monthly subjective transition probability from the original state to the new
state conditional on being in the original state at the beginning of the month. In equation
(3.1), P (Xk) corresponds to the probabilities reported by the respondents and p denotes
the inferred probabilities. The value of k depends on the length of the forecast horizon,
hence the initial labour market state of the respondent. For instance, if the original state
of the respondent is unemployed, P (Xk) will denote the probability of being employed at
the end of the forecast horizon, p will be the monthly subjective transition probability of
finding a job given that the individual is unemployed at the beginning of the month, and
k will be 12 since the respondent will make a 12-month prediction.

Based on equation (3.1) we compute the monthly subjective probabilities (p) and find
that the average subjective job-finding and job-loss probabilities are 0.20 and 0.03 respec-
tively. We then relate these monthly subjective probabilities to the employment status
in the next month. We find that, on average, the subjective probability of finding a job
is much larger than the fraction of the unemployed finding a job next month (11.44%).
Likewise, the subjective probability of job loss is considerably higher than the fraction
of the employed respondents who made a transition to unemployment in the next month
(0.93%).

To demonstrate the distribution of subjective probabilities the sample is divided into
six roughly equal parts. The average monthly subjective employment (unemployment)
probability of each sextile is plotted against the fraction of employed (unemployed) in the
next month in Figure 3.1. Assuming that expectations are rational, reporting is accurate,
employers do not quit voluntarily and aggregate shocks are absent these two measures are
expected to be equal and the observations should lie around the dashed lines. In both
left and right panels, the slope of the fitted lines are positive indicating that subjective
probabilities and transitions are correlated in the expected direction. However, since the
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Figure 3.1: Subjective transition probabilities and realizations

slopes of the fitted lines are much below 1, the correlations are weaker than expected.
The figure also shows that monthly subjective job loss probabilities and monthly subjec-
tive job finding probabilities are distributed rather unevenly and concentrate close to 0.
Both unemployment expectations and employment expectations are positively correlated
with respective realizations. However, in both cases observations are considerably away
from the dashed line. Furthermore, forecast errors, measured by the gap between sub-
jective transition probabilities and the 45 degree line do not seem to be random. For
instance, unemployed respondents with a relatively higher subjective probability of job
finding overestimate, whereas those with a relatively lower subjective probability of job
finding underestimate their probability of job finding. A similar pattern is observed in the
case of job loss where lower subjective probabilities are associated with underestimation
while higher subjective probabilities are linked to overestimation.

Some of the patterns illustrated in the right panel of Figure 3.1 are in line with the
findings of Stephens (2004) and Dickerson and Green (2012). Firstly, both of these studies
report that there is a positive relationship between subjective and actual job loss proba-
bilities. Secondly, in both studies the fitted line which captures the relationship between
subjective and actual job loss probabilities is found to be flatter than the 45 degree line. We
observe both of these features in our data, which gives some confidence in the calculated
subjective 1-month probabilities.

Dickerson and Green (2012) also examine the relationship between the subjective job
finding probabilities and employment. They find that a higher subjective probability of
finding a job as good as the old one is associated with a higher likelihood of finding a
job. The findings reported in left panel of Figure 3.1 are in line with their finding. One
drawback of the predicted employment measure in Dickerson and Green (2012) is that it
lacks a specific time horizon. Due to this limitation, employment predictions cannot be
directly compared to actual employment rates. In our case, the expectation and realization
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variables refer to the same period and therefore they can relatively easily be related.
In the case of subjective employment probabilities, the average subjective job-finding

probability of the first sextile is particularly large. This may stem from the fact that those
who give the focal response of "0" to subjective probability questions predict their actual
transition probabilities poorly. Gan et al (2005) find a similar pattern in the domain of
subjective survival probabilities and conclude that focal responses themselves may carry
information about the actual survival probabilities. As it is noted by the authors, focal
responses could lead to a spurious relationship between consumption and subjective prob-
abilities if the likelihood of giving focal responses is related to respondent’s consumption
preferences. It is, therefore, of interest whether there is such a relationship between fo-
cal responses and consumption preferences. In a more recent study, Kleinjans and van
Soest (2014) examine the responses given to subjective probability questions where the
respondents are asked to make predictions about economic decisions and outcomes such
as their probability of working after a certain age as well as their probability of leaving
and receiving bequests. According to their findings, the relationship between subjective
probabilities and demographic characteristics is largely unchanged when focal responses
and item non-response are taken into account. Since consumption preferences are often
proxied by the respondent’s demographic characteristics, this finding supports the view
that the effect of focal responses on consumption preferences is negligible. In the face of
their findings, we do not treat the focal responses differently throughout our analysis.

Several factors could explain the gap between the expectations and realizations. We
discuss some of these potential causes only briefly since these topics are beyond the scope of
our paper. Firstly, since the respondents do not report all the changes in their employment
status since the previous wave, it is possible that some employment and unemployment
spells which last shorter than one month are undetected. This phenomenon would cause
both fitted lines to shift to the right of the dashed line. Secondly, aggregate economic shocks
could drive a wedge between the transitions expectations and realizations. It is likely that
such shocks will shift the two fitted lines in opposite directions. For instance, in the case
of adverse labour market shocks job finding probabilities will be overestimated while job
loss probabilities will be underestimated on average. Thirdly, we exclusively measure the
subjective probability of involuntary unemployment, which excludes the possibility that
the respondents quit voluntarily. Not including voluntary transitions would shift the fitted
unemployment line to the left of the 45 degree line. Fourthly, even if the transition expecta-
tions are, on average, accurate, the respondents may voluntarily or involuntarily misreport
their expectations. In the domain of subjective probabilities misreporting behaviour of-
ten takes the form of giving focal responses. The combined effect of the focal responses
and the conversion procedure described above is ambiguous. Fifthly, the inferred monthly
probabilities should be viewed with caution since their derivation is based on a number of
simplifying assumptions. It is plausible that the likelihood of transition in a given month
depends on an individual’s labour market history. For example, if the probability of finding
a job in the next month is pt+1, the probability of finding a job in the following month
given that a job could not be found in the first month (pt+2) may be less than pt+1. If
this is the case, the procedure characterized by equation (3.1) may result in a downward
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bias in monthly subjective transition probabilities. Finally, it may also be the case that
the rational expectations hypothesis itself does not hold. Given the data limitations we
cannot conclude which combination of factors explains the expectation-realization gap.
We argue that these considerations seem to be negligible for our purposes since we treat
these inferred one-month probabilities as instruments rather than explanatory variables.
Therefore, as long as the biases that are discussed above are unrelated with consumption
preferences, they can be neglected. It is also worth mentioning that the estimation results
reported in the later sections are virtually unchanged when the original responses are used
instead of the inferred one-month probabilities. This gives some assurance that the use of
inferred probabilities instead of the original subjective responses do not affect the results
considerably.

3 Subjective transition probabilities and income be-
fore and after transitions

Unemployed to working Working to unemployed

Notes: The transition takes place between period t and t+1. In periods before t, the average is taken
over individuals who are in the original state and in periods after t+1 it is taken over individuals who
are in the post-transition state. The solid lines correspond to the average job finding and job loss
probabilities of those who do not experience a transition between the two employment states during
the period of interest.

Figure 3.2: The average subjective transition probabilities before and after the transitions

The analysis in the previous section suggests that the labour market transition ex-
pectations are correlated with the respective realizations. Another way to investigate the
usefulness and accuracy of the subjective transition probabilities is to explore the trajec-
tory of these probabilities around the labour market transitions. If the subjective transition
probabilities have predictive power, one may expect, for instance, to observe an increase
in these probabilities as the transition event gets closer.
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Figure 3.2 exhibits the subjective transition probabilities before and after transitions.
The transition from unemployment to employment is examined in the left panel and the
transition from employment to unemployment is investigated in the right panel. Therefore,
in the left panel, we consider only the respondents who become employed whereas in the
right panel we consider only the respondents who become unemployed during the period
of interest. In both left and right panels t denotes the last month before the transition
and t+1 is the first month after the transition. According to this definition, month t-k can
be described as the k+1 th month before the transition and t+m is the m th month after
the transition. For each month before the transition the dotted line indicates the average
subjective transition probabilities of the respondents who are in the pre-transition state.
In similar fashion, for each month after the transition the dashed line gives the average
subjective transition probabilities of the respondents who remain in the new transition
state. The solid lines in Figure 3.2 depict the average subjective job-finding and job-loss
probabilities of individuals who are either unemployed (top lines) or employed (lower lines)
throughout the period of interest.

According to Figure 3.2, the average subjective job finding probability of the unem-
ployed respondents increases as the respondents get closer to the transition month. During
the 7 months before the transition from unemployment to employment, the subjective
probability of finding a job increases from 0.16 to 0.30. Likewise, the average subjective
job loss probability of employed respondents increases as they get closer to the transition
month. Their job loss probabilities increase from 0.10 seven months before the transition
to 0.25 one month before the transition. Both of these patterns suggest that subjective
probabilities convey useful information about future transitions. The figure also suggests
that the subjective probability of finding a job is higher for individuals who eventually find
a job compared to those unemployed individuals who do not find a job during the period
of interest. In similar fashion, the subjective probability of becoming unemployed is higher
for individuals who lose their jobs compared to those who do not lose their jobs. These
differences between the transition and no-transition groups are consistent with the claim
that the subjective transition probabilities contain useful information.

The path of the subjective transition probabilities after the transitions may also be of
interest. Figure 3.2 indicates that after the transition from employment to unemployment,
the subjective job finding probability gradually decreases and converges to about 20%. A
similar pattern is found in the case of job finding where the average subjective job loss
probability decreases sharply during the first five months of the employment spell. These
findings suggest that the subjective transition probabilities may to some extent depend
on the recent labour market history of the individual. In particular, the more time the
respondents spend in their new labour market state after the transition, the more they
seem convinced that they will remain in this new state and the closer they get to the
no-transition benchmark.

In addition to the trajectory of the subjective transition probabilities, we are also
interested in the changes in household income and consumption expenditures around the
transitions. By comparing the changes in household income and consumption expenditures
we can have a first idea about the extent to which the households smooth consumption when
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Unemployed to working Working to unemployed

Notes: The transition takes place between period t and t+1. In periods before t, the average is taken
over individuals who are in the original state and in periods after t+1 it is taken over individuals who
are in the post-transition state. The dotted and dashed lines, respectively, correspond to the average
income of unemployed respondents who do not find a job and employed respondents who do not lose
their jobs during the period of interest.

Figure 3.3: The average monthly household income before and after the transitions

the respondents become employed or unemployed. Figure 3.3 illustrates the trajectory of
monthly average household income around transitions. The income measure used in this
figure is the sum of working and non-working income of the respondent and, if present,
his/her spouse. As before, periods t and t+1 denote the last period before and first period
after the transitions, respectively. The trajectory of income, indicated by the solid line,
suggests that, as could be expected, the average household income increases when the
individual finds a job and decreases when he loses his job. Furthermore, both transitions
are followed by a period of gradual adjustment in income after which income seems to
become more stable. In the first two months after becoming unemployed average household
income decreases, whereas an increase in household income is observed in the first month
after becoming employed. Given that the surveys are completed within the first ten days
of a month it is possible that the monthly changes in the income measure at the time of
the transition do not fully reflect the actual income change due to the transition. This
may also lead to the gradual adjustment pattern observed in Figure 3.3.

Based on Figure 3.3 it can be concluded that the immediate effect of a transition on
present income is quite large. Nevertheless, one may argue that a transition does not
necessarily entail a significant change in lifetime resources. For instance, assuming that
an unemployment spell on average lasts 6 months the resulting immediate income loss
amounts to less than 15,000 Euro on average, which is likely to be a trivial fraction of the
average expected lifetime income. If the decrease in average expected lifetime income due
to becoming unemployed is equal to this amount, PILCH implies that consumption should
be reduced by only a small margin upon becoming unemployed. Given the noise in the
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data this marginal change in consumption could be hard to detect. On the other hand,
it can be argued that the effect of a transition on lifetime resources is likely to exceed
the immediate income loss. In other words, it is possible that transitions between the
employment and unemployment states may have a long-term impact on lifetime resources
which is not reflected in Figure 3.3. In the literature, such adverse and persistent effects
of unemployment on future income are often referred to as scarring. Stevens (1997), for
example, estimates the impact of unemployment on future earnings and finds that six or
more years after unemployment American workers earn 9% less than the amount that they
would earn in the absence of unemployment. Similarly, Arulampalam (2001) finds that
in Britain earnings are 14% lower three years after unemployment. In the light of these
findings, it can be argued that transitions between the unemployment and employment
states are important life events which could require sizable consumption adjustments.

In addition to the income trajectories of those who experience the transition, Figure 3.3
also depicts the average household income levels of individuals who remained employed and
those who remained unemployed throughout the period of interest. These two values are
indicated by the dashed and dotted lines respectively. We examine the income trajectory of
the individuals who have experienced the transition in comparison to the average household
income levels of the two non-transition groups. The figure suggests that the respondents
who have always been employed have higher household income compared to the respondents
who lose their jobs and those who find a job. This pattern could arise because of several
reasons. For instance, it could be that low-income households are more likely to lose
their jobs compared to high-income households. It is also plausible that income and the
probability of being unemployed are determined by a common factor such as education
or, more broadly, human capital. In contrast, the average household income levels of the
unemployed respondents who do not experience the transition and those who experience
the transition are much closer.

In Figure 3.4, the exercise in Figure 3.3 is repeated using household consumption. The
solid line depicts the trajectory of household consumption while the dashed and dotted
lines mark the average consumption levels of the respondents who are observed only as
employed and those who are observed only as unemployed respectively. According to the
figure, in general household consumption follows a smoother trajectory. The relatively
smooth change in consumption at the time of the transitions suggests that consumption
is smoothed at least to some extent. As expected, consumption expenditures seem to
correlate with the household income levels before and after the transition. In general, it
follows a declining trajectory in the case of unemployment and an increasing trajectory in
the case of employment. Employed individuals who do not experience a transition spend
more than those who experience a transition, which mirrors the income differences between
these two groups. There is little difference between the unemployed who experience a
transition and those who do not, in terms of household consumption expenditures as well
as income. Although consumption expenditures follow a smoother trajectory compared to
income, Figures 3.3 and 3.4 do not necessarily imply that the trajectory of consumption is
in line with the PILCH. One of the predictions of the theory is that the anticipated changes
in income should be fully smoothed, which can only be tested by distinguishing between
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Unemployed to working Working to unemployed

Notes: The transition takes place between period t and t+1. In periods before t, the average is taken
over individuals who are in the original state and in periods after t+1 it is taken over individuals
who are in the post-transition state. The dotted and dashed lines, respectively, correspond to the
average consumption expenditures of unemployed respondents who do not find a job and employed
respondents who do not lose their jobs during the period of interest.

Figure 3.4: Average consumption expenditures before and after transitions

anticipated and unanticipated changes in income. We test this particular prediction of the
PILCH in the following sections.

4 Predictive power of subjective transition probabil-
ities

In this section we construct two variables which capture only the anticipated changes in
employment status. To this end we use the inferred subjective probabilities (p) which are
discussed in section 2.3. These measures are used in section 6 to test whether consumption
behaviour is sensitive to these anticipated changes. As a first step, we analyze whether the
subjective transition probabilities are related to future employment and unemployment. If
such a relationship does not exist, it can be concluded that the changes in the employment
status are not expected. The descriptive evidence in Figure 3.1 suggests that the changes
in the employment status are anticipated at least to some degree. To test this claim
formally, we estimate two models in which we regress the respective transition variables of
the following month on subjective transition probabilities. The first model deals with the
case of job finding whereas the second model deals with the case of job loss. In both models,
we only consider the cases where the respondent may experience the transition in question.
That is to say, in the first model the sample consists of cases where at the beginning of
the sample period the respondents are unemployed and in the second model the sample
includes only those cases where at the beginning of the sample period the respondents
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Table 3.2: Change in job market status

Become employedt+1 Become unemployedt+1 Unemployedt+1

(1) (2) (3) (4) (5)
OLS OLS OLS OLS FE

Prob. of losing jobt 0.138*** 0.139*** 0.130***
(0.019) (0.019) (0.024)

Prob. of finding jobt 0.191*** 0.169*** -0.111***
(0.040) (0.040) (0.040)

Unemployedt 0.690***
(0.023)

∆ Household sizet+1 -0.016 -0.005 -0.002
(0.021) (0.006) (0.005)

∆ Healtht+1 0.017 0.000 -0.002
(0.014) (0.001) (0.002)

Become singlet 0.137 0.013 -0.004
(0.217) (0.021) (0.024)

Become marriedt 0.243 0.001 -0.032
(0.182) (0.017) (0.029)

Spouse become employedt 0.060 0.019** 0.018**
(0.058) (0.008) (0.009)

Spouse become unemployedt 0.003 0.019 0.010
(0.057) (0.012) (0.012)

Age in monthst -0.000*** -0.000*** -0.000
(0.000) (0.000) (0.000)

Constant 0.077*** 5.231*** 0.005*** 0.399*** 5.609
(0.010) (1.334) (0.001) (0.118) (4.529)

Time dummies No Yes No Yes Yes
N 2509 2509 28613 28613 31122
R2 0.027 0.055 0.024 0.028 0.441
Standard errors are clustered at the individual level.
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are employed. In addition to these two models, we run a third model which includes both
employed and unemployed individuals. In this last model we exploit the panel nature of our
data and estimate unobserved individual effects for the entire sample. With a slight abuse
of notation, we refer to the initial month as t and the following month as t+1. To measure
the transitions from employment to unemployment (unemployment to employment), we
use an indicator variable which takes the value 1 if a working (unemployed) individual
becomes unemployed (employed) in t+1 and 0 otherwise.

In Table 3.2 the transition variables are regressed on the subjective job finding and job
loss probabilities. Under the assumptions mentioned in Section 2.3, forecast errors should
be distributed randomly with zero mean. In other words, when the transition variables
are regressed on the lags of the one-month job finding and job loss probabilities, as in
Table 3.2, the slope coefficients should be equal to 1 and the intercept terms should be
equal to 0. A positive slope coefficient which is lower than 1, would indicate that the
labour market transitions are only partially predicted. According to the regression results
which are presented in the first and third columns of Table 3.2, there is a positive and
statistically significant relationship between the actual labour market transitions and the
subjective transition probabilities, although the coefficients are considerably lower than 1.
The results in the first column suggest that the actual probability of becoming employed
increases by 19.1% when the subjective probability of becoming employed increases from 0
to 1. In the case of becoming unemployed, a similar increase in the subjective probability is
associated with a 13.8% increase in the actual probability of becoming unemployed in the
next month. In both cases the relationship between the subjective transition probabilities
and realizations is statistically significant and is in the expected direction.

The subjective transition probabilities can be regarded as valid instruments for distin-
guishing the anticipated component of transitions, only if they predict actual transitions
conditional on other observable characteristics. To test the validity of the subjective tran-
sition expectations as instruments we introduce a set of explanatory variables including
demographic characteristics and time effects. In these estimations we control for age, pe-
riod effects, the changes in household size, health indicator, marital status and spouse’s
employment status between month t and t+1. Changes in the marital status is captured
by "Become single" and "Become married". When demographic characteristics and time-
effects are controlled for (column 2 and 4) the coefficients of interest remain positive and
statistically significant. The coefficient of the subjective job finding probability decreases to
16.9% while the coefficient of the subjective job loss probability increases slightly to 13.9%.
Although both coefficients are lower than 1, the estimation results show that the subjective
transition probabilities have considerable predictive power even when other relevant factors
are controlled for. In both specifications age enters with a negative, statistically significant
coefficient suggesting that young respondents are more likely to experience a transition.
The other individual characteristics that we consider do not have a statistically significant
effect. The results reported in the second and fourth columns constitute the first stage of
the two-stage-least-square (2SLS) estimation which is explained in sections 5 and 6. In
the the last column of Table 3.2 we estimate a fixed-effects model where we account for
the unobserved individual factors affecting the probability of being in a given employment
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state. In this last specification the dependent variable captures whether the individual is
unemployed in the next period. Since a higher job finding (job loss) probability implies
lower (higher) probability of being unemployed in the next period, the sign of its coefficient
is expected to be negative (positive). We find that the subjective probabilities have the
expected signs and are statistically significant. The coefficient estimates are similar to
those in the first four columns, which gives confidence in the results.

5 Anticipated employment transitions and income
We are interested in the change in income before and after the employment transitions
for two reasons. Firstly, transitions may be associated with unanticipated income shocks,
which may lead to a co-movement of income and consumption according to the life-cycle
theory. Secondly, even if the transitions and therefore the income changes associated
with the transitions are anticipated, consumption expenditures of hyperbolic discounters
may still track their income. Since hyperbolic discounters are tempted to over-consume,
they may benefit from holding their assets in illiquid form. Therefore, it is possible that
hyperbolic households have low levels of liquid wealth, which can be consumed immediately,
and rather have illiquid wealth, which functions as a commitment device. According to
Angeletos et al. (2001), this tendency of hyperbolic households to hold relatively less
liquid wealth could limit their ability to react to income changes and lead to consumption-
income co-movement. The authors argue that, because of the limited ability of hyperbolic
households’ to smooth consumption, the consumption of hyperbolic households could co-
move with their anticipated income as well as their unanticipated income. We explore
these possibilities in the remainder of this paper.

Both of the arguments discussed above predict a positive correlation between income
and consumption at the time of employment transitions, provided that these transitions are
accompanied with changes in household income. It is therefore of interest whether income
changes when an unemployed individual finds a job and when an employed individual loses
his job as suggested in Figure 3.3. In Table 3.3, it is statistically tested whether income
is sensitive to changes in the employment status by regressing the change in household
income on the transition indicators. The effects of becoming employed and becoming
unemployed are reported in the first two and last two columns respectively. The overall
effect of the transitions on income is examined in the first and third columns whereas
the second and fourth columns display the effect of anticipated transitions on income,
which will be discussed later. In the fifth column, we estimate a fixed-effects model in
which we account for unobserved individual effects. In this column we examine whether
subjective probabilities of job loss and job finding predict future income changes even
when unobserved individual effects are taken into account. According to the results in
the first and third columns of Table 3.3, conditional on the control variables, income
changes significantly at the time of transitions from unemployment to employment as well
as transitions from employment to unemployment. As can be seen on Table 3.3, on average,
household income increases by 44.9% when the respondent finds a job and decreases by
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Table 3.3: Change in income at the time of the transitions

∆ln Total incomet+1

(1) (2) (3) (4) (5)
OLS 2SLS OLS 2SLS FE

Become employedt+1 0.449*** 1.169*** 0.417***
(0.061) (0.425) (0.066)

Become unemployedt+1 -0.344*** -1.049*** -0.302***
(0.068) (0.286) (0.075)

Unemployedt -0.008
(0.033)

∆ Household sizet+1 0.031 0.054 0.005 0.004 0.005
(0.097) (0.102) (0.011) (0.012) (0.014)

∆ Healtht+1 -0.023 -0.011 -0.003 -0.003 -0.003
(0.043) (0.048) (0.007) (0.007) (0.007)

Become singlet 0.155 0.279* 0.027 0.039 0.032
(0.116) (0.152) (0.074) (0.077) (0.074)

Become marriedt -0.325 -0.491 0.060* 0.054* -0.045
(0.458) (0.512) (0.032) (0.032) (0.062)

Spouse become employedt -0.279 -0.345 -0.051** -0.046** -0.054**
(0.318) (0.316) (0.021) (0.021) (0.024)

Spouse become unemployedt 0.076 0.031 0.026 0.030 0.044
(0.185) (0.226) (0.030) (0.031) (0.038)

Age in monthst -0.000 0.000 -0.000 -0.000* 0.001
(0.000) (0.000) (0.000) (0.000) (0.002)

Prob. of finding jobt 0.163*
(0.083)

Prob. of losing jobt -0.061
(0.040)

Constant 3.648 -5.165 0.361 0.465* -32.165
(2.992) (5.778) (0.255) (0.259) (39.849)

Time dummies Yes Yes Yes Yes Yes
N 1300 1300 27203 27203 28503
Standard errors are clustered at the individual level.
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34.4% when he becomes unemployed.
Since transition dummies capture the monthly change in household income between

the transition months, the corresponding coefficients are likely to understate the overall
impact of the transition on lifetime income. Firstly, as Figure 3.3 suggests, after the
transition event the adjustment of household income takes more than a month. Secondly,
it is likely that the transition events have a long lasting impact on income which cannot be
easily quantified. Other studies such as Mroz and Savage (2006) estimate that a 6 month
unemployment spell experienced at the age of 22 is associated with a 8% lower income
one year later and a 3% lower income ten years later. It is therefore likely that the long-
term income effects of employment transitions by far exceed the short-term income effects
reported in Table 3.3.

The PILCH suggests that consumption could be correlated with unanticipated income
changes but not with anticipated income changes. However, if households have hyperbolic
time-preferences rather than exponential preferences as in the standard PILCH, we may
also observe a correlation between anticipated income and consumption changes. It is
therefore important to distinguish between unanticipated and anticipated income changes
and measure the extent to which the income changes at the time of the transitions are antic-
ipated. Ideally, such a distinction between unanticipated and anticipated income changes
can be made using subjective income expectations. Since we do not have this information,
instead, we regress the changes in household income on the anticipated employment and
unemployment measures developed in the previous section. This allows us to compare
the change in income resulting from the overall change in the employment status and the
change in income resulting from the anticipated change in the employment status.

The definitions of the "Become employed" and "Become unemployed" variables are dif-
ferent in the OLS and 2SLS estimations reported in Table 3.3. In the second and fourth
columns we examine whether income is sensitive to anticipated changes in the employment
status. To measure these anticipated changes we devise a 2-stage estimation procedure.
In the first stage, we regress the respective transition variables on inferred probabilities
(p), while controlling for demographic characteristics. Therefore, the second and fourth
specifications in Table 3.2 correspond to the first stage of our two stage estimation. The
predicted values from the first stage are then used as instruments in the second stage.6
These predicted values capture the anticipated changes in the employment status, since
the unanticipated changes are filtered out in the first stage using the subjective transition
probabilities. The second stage estimations are reported in Table 3.3. According to the
estimation results, the coefficients which measure the effect of anticipated employment
and anticipated unemployment on household income both have the expected sign and are
statistically significant. Furthermore, both estimates are larger than their OLS counter-
parts in absolute terms. Finally, we estimate a fixed-effects model to examine whether the
results are sensitive to unobserved heterogeneity. Once the individual effects are added
to the model the coefficient of "Probability of finding job" is weakly significant whereas

6Since we exploit the binary nature of the dependent variable in the first stage estimation, this procedure
could produce more efficient estimates. See chapter 18 in Wooldridge (2001) for a detailed discussion.
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the coefficient of "Probability of losing job" is statistically insignificant. The coefficients
of the become employed and become unemployed variables are significant and similar to
those reported in the first and third columns. Overall, the results suggest that the income
changes at transitions can be at least partly explained by the anticipated employment and
unemployment measures.

In the last three specifications reported in Table 3.3, household income decreases sig-
nificantly when the spouse finds a job. This finding seem to suggest that the spouse’s
employment decision is affected by changes in household income and not the other way
around. That is to say, it could be that spouses of the respondents anticipate the drop
in income and start looking for a job to compensate for the loss. It is nevertheless not
entirely clear why this variable enters with a negative sign.

6 Anticipated employment transitions and consump-
tion

Life-cycle theory provides a general theoretical framework in which household consumption
decisions can be examined. If lifetime utility, U , has the property of intertemporal additive
separability, similar to Banks et al. (1998) and Bernheim et al. (2001) we can write it as
a function of within-period utility as follows:

U =
T∑
t=s

1
1 + (δ0 + δ1X1it)

u(Cit), (3.2)

where T is the lifetime of the household and δ0 + δ1X1it is the time-preference rate which
is allowed to depend on household characteristics such as the age of the respondent. It is
assumed that within-period utility, u(·), exhibits constant relative risk aversion (CRRA)
and depends only on current household consumption such that:

u(Cit) = eθ0+θ1X2it
C1−ρ
it

1− ρ, (3.3)

where eθ0+θ1X2it is a scale factor, X2it are demographic variables and ρ measures the degree
of risk aversion which is assumed to be the same for each household in the sample. Using
the first-order optimality conditions and the envelope condition it can be shown that in
each period the optimal consumption decision satisfies the Euler equation:

Et

(1 + δ0 + δ1X1it+1) e−θ1(X2it+1−X2it)

1 + rt

(
Cit+1

Cit

)ρ = 1, (3.4)

which can be written as:
(1 + δ0 + δ1X1it+1) e−θ1(X2it+1−X2it)

1 + rt

(
Cit+1

Cit

)ρ
= 1 + εi,t+1, (3.5)
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where rt is the real interest rate and εi,t+1 captures the forecast error. Taking the natural
logarithm of (3.5) leads to:

ln Cit+1 − ln Cit ≡ ∆ ln Cit+1 = α1X1it+1 + α2∆X2it+1 + α3rt + α4 + εit+1, (3.6)

where α1 = −δ1
ρ
, α2 = θ1

ρ
, α3 = 1

ρ
, α4 = −δ0

ρ
and εit+1 reflects the transformed forecast error

such that:

εit+1 = − ln(1 + εit+1)− Et ln(1 + εit+1)
ρ

(3.7)

Following Banks et al.(1998), it is assumed that Et ln(1 + εit+1) is constant across time
and households, so that it can be included in the intercept term α4.7 The forecast error,
εit+1, includes unanticipated shocks to preferences as well as to relevant economic variables
such as income, inflation and interest rate. It is assumed that the forecast error, εit+1, is
composed of an aggregate and an idiosyncratic shock which are additively separable. In
the estimations of equation (3.6) that are reported in Tables 3.4 and 3.5, time dummies
are introduced to capture the aggregate component of the expectation error in addition to
the interest rate rt. In Table 3.4, we use total consumption expenditures as the measure
of consumption. In Table 3.5 we focus only on food expenditures.8 Columns 1 and 3 in
Tables 3.4 and 3.5 correspond to OLS models where we do not make a distinction between
anticipated and unanticipated changes in the employment status, that is we use "Become
employed" and "Become unemployed" as explanatory variables. In columns 2 and 4 we
focus only on anticipated changes in employment status and therefore these two variables
have a different definition than in the odd numbered columns. Since we filter out the
unanticipated changes in employment status in the first-stage of the estimation, in the even
numbered columns, these variables correspond to anticipated transitions to employment
and unemployment status respectively. We filter out the unanticipated component of these
transitions by first regressing the transition variables on inferred probabilities (p), as in the
previous section. The second and fourth specifications in Table 3.2 correspond to the first
stage of our two stage estimation. The predicted values from the first stage estimation are
then used as instruments in the second stage estimation. These predicted values capture
only the anticipated transitions between employment and unemployment states under the
given assumptions. Equation (3.6) states that consumption growth is independent of
employment status of the household members, provided that the employment status in
period t is perfectly predicted in period t-1. Therefore, it is expected that the coefficients
of the anticipated transition variables are zero. Although PILCH does not make a clear
prediction about the coefficients of the transition variables, these coefficients may still serve
as a benchmark. If the change in consumption is insensitive to the transition in general
than it is unlikely to be sensitive to the anticipated transition. Finally, in the fifth columns

7The plausibility of this assumption is discussed in Carroll (2001) and Attanasio and Low (2004). Since
Banks et al. (1998) use synthetic cohorts, they assume that Et ln(1 + εit+1) is constant across cohorts
rather than households.

8Our results are largely unchanged when we include relatively durable consumption expenditures such
as expenditures on hobby equipments, gardening equipments etc.
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of Tables 3.4 and 3.5 we exploit the panel nature of our data and estimate a fixed effects
model for the entire sample. This specification allows us to examine whether transition
probabilities predict consumption changes after individual effects are taken into account.

According to the results in the third column of Table 3.4, consumption expenditures
change significantly in the predicted direction when the respondents become unemployed.
However, as it is shown in column 1 consumption expenditures do not change significantly
when the respondents find a job. The results in the third column also indicate that transi-
tion of the spouse to unemployment is associated with a significant decline in consumption
as it is expected.

As explained in the previous section, the changes in consumption at transitions may be
compatible with the life-cycle theory if the transition is associated with an unanticipated
income change. To rule out this possibility, the predicted values from the first stage
are used as instruments in the second-stage regression. Since unanticipated shocks are
ruled out in the second and fourth columns, the transition variables can also be referred
to as anticipated employment and anticipated unemployment respectively. According to
the results in the second and fourth columns, both transition variables are statistically
insignificant. Therefore, we cannot reject the hypothesis that consumption behaviour is
compatible with the PILCH. The results in column 4 also suggest that transition of the
spouse to unemployment is associated with a drop in consumption, as in column 3. The
results in the fifth column indicate that subjective probabilities do not predict the change
in consumption in the next month when unobserved heterogeneity is taken into account.
Employment status variables are significant and have the expected signs.

As discussed in the previous sections, food expenditures may be particularly sensitive to
changes in the employment status, even if total consumption is in line with the predictions
of PILCH. According to this line of argument, consumption expenditures may depend on
the labour market status since some consumption goods can be produced at home by using
time as an input. If this proposition is true, consumption expenditures, especially food
expenditures, may decline abruptly after becoming unemployed even though the actual
consumption trajectory is in line with the predictions of the life-cycle theory. Given the
available information in consumption surveys it is often not possible to verify the validity
of this argument. By using data from food-diaries, Aguiar and Hurst (2005) find that
food intake does not deteriorate with retirement. They also argue that other studies find a
decline in consumption expenditures at the time of retirement because food-expenditures is
particularly sensitive to the amount of time that can be allocated to non-market activities.
To address this issue we use food expenditures as the measure of consumption in Table 3.5
and compared the results with those in Table 3.4.

The estimation results in the first and third columns of Table 3.5 suggest that food
expenditures do not change significantly when individuals become unemployed and when
they find a job. Furthermore, according to the results in the second and fourth columns food
expenditures, they are also not sensitive to anticipated transitions between employment
and unemployment states. Therefore, using food expenditures as a proxy for consumption
we cannot reject the hypothesis that anticipated transitions have no effect on changes in
consumption. The data supports the PILCH under both definitions of consumption that
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Table 3.4: Labour market transitions and total consumption

∆ln Total consumptiont+1

(1) (2) (3) (4) (5)
OLS 2SLS OLS 2SLS FE

Become employedt+1 0.045 0.214 0.036
(0.028) (0.211) (0.030)

Become unemployedt+1 -0.066** -0.202 -0.059*
(0.030) (0.143) (0.033)

Unemployedt -0.010
(0.017)

∆ Household sizet+1 0.020 0.022 -0.016 -0.016 -0.017
(0.043) (0.043) (0.012) (0.012) (0.012)

∆ Healtht+1 -0.018 -0.021 -0.001 -0.001 -0.002
(0.023) (0.024) (0.006) (0.006) (0.006)

Become singlet 0.078 0.059 0.012 0.013 0.028
(0.312) (0.320) (0.064) (0.065) (0.071)

Become marriedt -0.198 -0.248 -0.082 -0.082 -0.110*
(0.209) (0.213) (0.065) (0.065) (0.065)

Spouse become employedt -0.054 -0.063 0.002 0.005 0.001
(0.121) (0.122) (0.023) (0.023) (0.026)

Spouse become unemployedt 0.059 0.057 -0.066** -0.063** -0.028
(0.133) (0.131) (0.031) (0.031) (0.036)

Age in monthst 0.000 0.000 -0.000** -0.000** 0.000
(0.000) (0.000) (0.000) (0.000) (0.001)

Prob. of finding jobt 0.055
(0.047)

Prob. of losing jobt 0.006
(0.028)

Constant -0.103 -1.229 0.430** 0.523** -0.616
(1.144) (1.928) (0.209) (0.210) (19.806)

Time dummies Yes Yes Yes Yes Yes
N 2509 2509 28613 28613 31122
R2 0.018 0.005 0.025 0.023 0.023
Standard errors are clustered at the individual level.
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Table 3.5: Labour market transitions and food consumption

∆ln Food consumptiont+1

(1) (2) (3) (4) (5)
OLS 2SLS OLS 2SLS FE

Become employedt+1 0.039 0.146 0.035
(0.036) (0.241) (0.038)

Become unemployedt+1 -0.026 -0.106 -0.016
(0.036) (0.161) (0.040)

Unemployedt -0.001
(0.021)

∆ Household sizet+1 0.005 0.007 -0.001 -0.001 -0.006
(0.050) (0.050) (0.016) (0.016) (0.016)

∆ Healtht+1 0.029 0.027 0.009 0.009 0.010
(0.026) (0.025) (0.008) (0.007) (0.007)

Become singlet 0.409 0.425 0.039 0.040 0.071
(0.458) (0.456) (0.080) (0.080) (0.088)

Become marriedt -0.247 -0.278 -0.141* -0.141* -0.162**
(0.250) (0.254) (0.085) (0.085) (0.082)

Spouse become employedt -0.024 -0.028 -0.008 -0.006 -0.004
(0.087) (0.086) (0.030) (0.031) (0.033)

Spouse become unemployedt 0.038 0.036 -0.019 -0.017 -0.008
(0.089) (0.090) (0.036) (0.036) (0.038)

Age in monthst 0.000 0.000 -0.000 -0.000 0.001
(0.000) (0.000) (0.000) (0.000) (0.003)

Prob. of finding jobt -0.006
(0.052)

Prob. of losing jobt 0.011
(0.029)

Constant -0.618 -1.570 0.278 0.365 -28.834
(1.320) (2.329) (0.250) (0.250) (63.373)

Time dummies Yes Yes Yes Yes Yes
N 2448 2448 28255 28255 30703
R2 0.018 0.014 0.008 0.008 0.007
Standard errors are clustered at the individual level.
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are considered. The results in the third and fourth columns also suggest that becoming
married is associated with a significant decrease in consumption. As indicated in the fifth
column the job finding and job loss probabilities do not predict changes in food consumption
once unobserved individual effects are taken into account.

7 Conclusion
Employment transitions are economically important events since both current income and
possibly expected lifetime income are affected considerably when an individual becomes
unemployed or when he finds a job. It is shown that consumption behaviour at the time
of these labour market transitions is compatible with the simple version of the life-cycle
theory. It is also found that responses given in subjective probability questions correlate
strongly with labour market transitions one month ahead. These responses can therefore
be used as instruments to distinguish anticipated and unanticipated monthly changes in
the employment status. The added value of subjective probabilities is particularly high in
a monthly setting since other individual characteristics do not correlate strongly with the
job transitions in the next month.

It remains an important goal to explain the discrepancy between the subjective transi-
tion probabilities and employment transitions. This sizable gap between expectations and
realizations could reflect biased reporting behaviour on the part of the respondents. If this
is the case, it may be possible to construct a model in which certain reporting biases, such
a focal responses are taken into account. This way expectations can be measured with
greater accuracy and they can be exploited further.

We suggest that subjective probability questions should be followed by additional ques-
tions in which the respondents could explain their response. It is possible that some
responses, especially focal responses, reflect the unwillingness of the respondent to answer
the question. On the other hand, focal responses could also result from rounding. By ask-
ing follow up questions it could be possible to distinguish these two causes and understand
the intentions of the respondents in subjective probability questions.
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Chapter 4

Time Preference and Commitment:
An Experiment

1 Introduction
The discounted utility (DU) model, introduced by Paul Samuelson (1937), has been exten-
sively used as a descriptive and normative model of intertemporal choice by economists.
The model is based on the assumption that future utility is discounted at a constant,
subjective rate which reflects the decision maker’s level of impatience. This discounting
pattern is often called exponential discounting (ED). Other economists, such as Strotz
(1955), argued against the ED assumption and suggested that payments with different
delays could be discounted at different rates. Over the last three decades, several studies
documented that the DU model, and in particular the ED assumption was not supported
by the data. One of the first studies to test and reject the ED assumption is Thaler (1981),
who asks the subjects to specify the amount of money in a given time in the future which
would make them indifferent to receiving a given amount of money immediately. He finds
that as the payments are made further in the future, the discount rate does not remain
constant but it decreases. More formally, Thaler’s finding suggests that in a three pe-
riod framework the discount rate between today (t0) and period 1 (t1) is higher than the
discount rate between today (t0) and period 2 (t2). Economists coined the term present
biased discounting (PBD) to describe this discounting pattern where impatience is higher
when a payment is delayed. Several studies find similar evidence (Benzion et al. 1989;
Kirby 1997; McClure et al. 2007) supporting the view that PBD is indeed a prevalent
phenomenon.1 On the other hand, other studies question some of these findings and claim
that sub-additivity of preferences lead to seemingly present biased behaviour (Read 2001;
Dohmen et al. 2012).2

1Bisin and Hyndman (2014) conduct a field experiment where students must exert effort to complete
a task before a given deadline. They find that more than 40% of their sample is present biased. To
our knowledge, Bisin and Hyndman (2014) is the only real-effort experiment to test the ED and PBD
hypotheses.

2See Frederick et al. (2002) for a literature review on elicitation of time preferences.
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Unlike ED, PBD gives rise to a constant conflict between the short term and long term
interests of the individual. An important question which received considerable attention is
how this conflict can be resolved. On one hand, the present biased discounter may adopt a
long term perspective where he takes into account that he will behave more impatiently in
the future. On the other hand, it is also possible that he adopts a short term perspective
where he does not take his future preferences into account. O’Donoghue and Rabin (2001)
refers to these two types of individuals as the sophisticated and the naive respectively. It
is an empirical question whether a present biased agent is naive or sophisticated.

A sophisticated present biased discounter may limit his options, predicting that he
could behave more impatiently in the future. For instance, believing that he will be more
impatient in the future an investor can deposit his savings in a fixed term deposit account
which penalizes him if the money is withdrawn prematurely. On the other hand, a naive
present biased discounter who does not suspect that he will be more impatient in the
future might invest his money in a regular account rather than in a fixed term deposit
account. Therefore, whether or not a subject is willing to limit his choices by investing his
money in a deposit account could convey some information about whether he is naive or
sophisticated.

According to the standard decision theory an agent can either be naive or sophisticated.
The first goal of this chapter is to examine whether agents fit into either one of these
categories. It is also important to distinguish sophisticated and naive individuals, since
only the later group suffer from having present biased preferences. The second aim of this
chapter is to investigate whether agents are more likely to be naive or sophisticated. To
examine these issues we devise an experiment with a similar structure as the investment
example above. The experiment which consists of two stages taking place two months apart
from one another. In both stages, the subjects logged into the experiment website and
made certain decisions. In this chapter we examine whether the subjects can be classified
as naive or sophisticated based on their choices in this experiment. In the first stage of
the experiment, we elicit the subjects’ time preferences between now and two months later
and between two months later and four months later. These time preferences correspond
to the period from t0 to t1 and the period from t1 to t2 respectively.3 Subjects also make
a series of choices in which they determine the decisions that they can make in the second
stage. Since the subjects are invited to consider the decisions that they could make two
months later, this part of the experiment is called the future-choice task. The payments in
the future choice task are calibrated using the elicited time-preferences so that a subject’s
choices could reveal whether he is naive or sophisticated. It is, of course, also possible that
the choices in the future choice task are not in line with either naivete or sophistication.
In this case, the choices would not be in line with the standard predictions. In the second
stage, the subjects could make one more choice which depended on the choices that they
already made in the first part of the future-choice task.

According to our findings, subjects believe that in the future they could be more impa-
tient than suggested by their elicited time preferences. When subjects make decisions in

3Dohmen et al. (2012) refer to this design as "shifted design".
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the future-choice task, they frequently choose alternatives which, in the absence of such be-
liefs, would clearly be dominated by other available alternatives. Making such dominated
choices constitutes roughly one fifth of all choices in our sample. We, therefore, conclude
that the average subject behaviour is not compatible with the standard predictions. We
also find that our subjects prefer to make a choice in the future between a payment and a
dominated option, rather than receiving the same payment without making such a choice.
This finding indicates that at least some subjects have a preference for choice flexibility.
We also find that almost half of the sample is present biased, yet the magnitude of the bias
is often rather small. Future biased preferences are also common in our sample (33%).

In the first stage of the experiment, time and risk preferences are elicited using standard
elicitation methods. The estimated parameters are, on average, in line with values found in
other studies. We also find that responses are quite consistent in both the time preference
and risk preference tasks. Both of these points indicate that most subjects understand the
instructions and possible consequences of their choices. Therefore, it seems unlikely that
the preference for dominated options is caused by a misunderstanding on the part of the
subjects.

The issue of time-inconsistency is also relevant for the branch of the economic literature
which investigates consumer behaviour. The first study to criticise the ED assumption
is Strotz (1955), who formalizes a theory of decision making where the forward looking
consumer behaves rationally, yet his preferences are not necessarily consistent over time.
Strotz’s analysis is later extended by Laibson (1997) and Angeletos et al. (2001), who
introduce illiquid assets to serve as commitment devices. The implications of present
biased time preferences are examined in other settings as well. For instance, economists
investigate the role of present biased time preferences in the context of task completion
and procrastination (O’Donoghue and Rabin, 1999, 2001); addiction (Gruber and Köszegi,
2001); information acquisition (Brocas and Carrillo, 2000) and in a neo-classical growth
model (Barro, 1999).4

A study similar to ours is Casari (2009), which adopts a two-stage decision making
framework similar to ours. In his experiment the subjects first choose between receiving
100 Euro 2 days later and receiving 110 Euro at a later date. By varying the delay of
the second payment, Casari elicits the additional delay (D∗) which makes the subject
indifferent to receiving the first payment. In the next task a front end delay (FED) is
added to both payments such that the subjects choose between 100 Euro 2 + FED days
later and 110 Euro 2 + D∗ + FED days later. Presuming that a subject is present
biased, there is a threshold level, FED∗, such that for any FED greater than this level
he will strictly prefer the second option. By gradually increasing the FED Casari elicits

4In Gul and Pesendorfer (2001), temptation could emerge from intertemporally inconsistent preferences
over lotteries rather than present biased time preferences. In their model, the decision maker is time
consistent since he does not discount future utility. Furthermore, he is sophisticated meaning that he
understands how he will behave in the future. Although some of Gul and Pesendorfer’s (2001) assumptions
are different from the ones made by Strotz (1955), the two models have the same behavioural implications.
Since we focus on time preferences in this chapter, our modelling approach is more similar to Strotz’s
(1955) rather than Gul and Pesendorfer’s (2001) approach.
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Stage 1 Stage 2

Time preference elicitation task

Risk preference elicitation task

Cognitive reflection test

Treatment variation 1:
Reading an anecdote

Future-choice task

Treatment variation 2: Reminder

Second stage decision

Demographic questions

Figure 4.1: Experiment overview

FED∗ for each subject. Finally, the subjects are confronted with questions in which they
consider how they will behave in the future. In these questions the subjects choose between
receiving, for example, 110 Euro 2 + D∗ + FED∗ days later or FED∗ days later having
to choose between receiving 100 Euro 2 days from then or receiving 110 Euro 2 + D∗

days from then. Casari classifies each subject as sophisticated (having a preference for
commitment) or naive (having a preference for flexibility) based on his choices in this final
task. Although the structure of the experiment may seem similar to ours, there are two
important differences between Casari (2009) and this chapter. First, our experimental
method is not based on the assumption that subjects are present biased. In this chapter
subjects are allowed to have consistent (17% of our sample) and future biased preferences
as well (33 % of our sample). Second, unlike in Casari, we elicit the discount factors that
could be theoretically relevant in the two-stage task. This allows us to explore whether
and to what extent the subjects deviate from standard predictions in the two-stage task.
In fact, we find that such deviations from the standard predictions are quite common.

The outline for the rest of the chapter is as follows: Section 2 describes the data
collection method and outlines the experiment, Section 3 examines the choices in each task
separately, Section 4 combines the decisions in different tasks and investigates them jointly,
Section 5 concludes.

2 Experimental design

2.1 Experimental design and procedure
Invitation e-mails were sent to Tilburg University students who had previously indicated
that they would like to participate in economic experiments. In the invitation e-mail it
was stated that the experiment would be conducted over the Internet and that they did
not need to be present in the computer lab where experiments typically take place. It was
also indicated that the experiment would consist of two stages: The first stage would begin
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2 days after the receipt of login information whereas the second stage would be conducted
2 months later. Both stages were accessible for three days during which the subjects could
login to the experiment website using the login information that was sent by e-mail. In
total, the subjects had 90 minutes to complete the tasks in the first stage and 30 minutes
to complete the tasks in the second stage. The subjects were notified that they would
receive their payment only if they completed the given tasks within the given time. It was
also emphasized that it was not possible to pause the timer once they logged in. They
received no further information about the content of the tasks before they logged in to the
experiment website.

Before each stage a brief e-mail was sent to the subjects which reminded them to login
within the following three days. 131 students responded positively to the invitation and
participated in the first stage of the experiment. After they logged in for the first stage,
they were asked to provide a Dutch bank account number to which their earnings would
be transferred. Subjects completed four tasks in the Stage 1 of the experiment in the order
that is presented in Figure 4.1. Subjects received no information about the general outline
or purpose of the experiment. At the beginning of each task, they saw instructions on
their screens which detailed the content of the task (see Appendix C). The instructions
were available to subjects at all times until they completed the task. They were also
provided a progress bar, which graphically illustrated the fraction of completed questions
in the task and a digital clock which displayed the remaining time.

Out of the 129 subjects who completed the first stage, 114 also participated in the
second stage, which corresponds to an attrition rate of 11.6%.5 All economic decisions
were incentivized and total earnings were determined by decisions taken in both stages
of the experiment. Only the subjects who completed the second stage, earned money for
the choices that they made in the future-choice task. Payments were made electronically
to the bank account numbers that the subjects had provided at the beginning of the first
stage. It was indicated that all payments would be transferred at the specified dates and
the transaction would be completed in a couple of working days after the transfer. Total
earnings of the subjects range from 2 Euro to 27.25 Euro with an average of 16.12 Euro.6

In Stage 1 of the experiment subjects completed a time preference elicitation task, a
risk preference elicitation task, and a third task, referred to as the future-choice task, where
they determined the choices that they could make in Stage 2 (see Figure 4.1).7 The global
structure of the questions and options within each of the three main tasks are outlined
in Table 4.1, and a more extensive discussion of each task is presented in the following
subsections.

5In the analysis the subjects who dropped out in the second stage are, nevertheless, included in the
sample.

6Before conducting the real experiment, the experimental design (including the payments) was tested
in a pilot experiment, with 7 of our own students as participants. After the pilot, these participants were
explicitly asked to state things that were unclear, but no issues or ambiguities were reported.

7As can be seen from Figure 4.1, subjects also performed a cognitive reflection test in between the risk
preference elicitation task and the future-choice task. Also, they answered to a series of personal questions
at the end of Stage 2. The two treatment variations in Figure 4.1 are explained in Section 2.6.
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Table 4.1: Summary of tasks in Stage 1

Time preference elicitation task

1 a now b 2 months from now
2 a 2 months from now b 4 months from now

Risk preference elicitation task
Type Option A Option B

3 d with 50 % chance now c with certainty now
e with 50 % chance now

Future-choice task
Type Option A Option B

4 In Stage 2 choose between : f2 2 months from now g4 4 months from now
f4 4 months from now

5 In Stage 2 choose between : f2 2 months from now g2 2 months from now
f4 4 months from now

6 In Stage 2 choose between : f2 2 months from now In Stage 2 choose between : g2 2 months from now
f4 4 months from now g4 4 months from now

An important feature of our design is that all choices were presented one at a time on a
separate screen. This contrasts with the design commonly used in this kind of preference-
elicitation experiments where mostly subjects are confronted with a list or table which lists
all choices to be made at once. Our method would presumably motivate the subjects to
evaluate each question independently. Furthermore, in our experiment subjects could not
go back to previous screens and/or change their previous choices. This feature may also
encourage independent evaluation of each question.

2.2 The time preference elicitation task

In the time preference elicitation task subjects received in total 42 questions where they
had to choose between a sooner but smaller payment a and a later but larger payment
b. The payment amounts are listed in Table 4.2 (the last columns of the table will be
explained later). In half of the questions (called type 1) subjects had to choose to receive
a payment a immediately (now) or a larger payment b two months from now whereas in
the other half (type 2) they had to choose between the same possible payments a and b
but both payments shifted to the future by two months. Each question type consisted of
three sets containing seven questions each. In each question set the later payment, b, was
higher in each consecutive question while the sooner payment, a, remained the same. As
can be seen from Table 4.2, the initial values as well as the increments differed across the
question sets: the highest amounts were offered in question set 1, the lowest in set 2, while
set 3 was in between.
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Table 4.2: Questions in the time preference elicitation task

Type 1 Type 2 Implied lower and upper bounds

Type Question Question Amount Amount 2 months Amount 2 months Amount 4 months δ02 δ24

set number now (a) from now (b) from now (a) from now (b)

1 1 1 10.6 11 [0.96, 1)
1 1 2 10.6 12 [0.88, 0.96)
1 1 3 10.6 13 [0.82, 0.88)
1 1 4 10.6 14 [0.76, 0.82)
1 1 5 10.6 15 [0.71, 0.76)
1 1 6 10.6 16 [0.66, 0.71)
1 1 7 10.6 17 [0.62, 0.66)
1 2 8 5.2 5.4 [0.96, 1)
1 2 9 5.2 6.2 [0.84, 0.96)
1 2 10 5.2 7.0 [0.74, 0.84)
1 2 11 5.2 7.8 [0.66, 0.74)
1 2 12 5.2 8.6 [0.60, 0.66)
1 2 13 5.2 9.4 [0.55, 0.60)
1 2 14 5.2 10.2 [0.51, 0.55)
1 3 15 7.4 7.6 [0.97, 1)
1 3 16 7.4 8.5 [0.87, 0.97)
1 3 17 7.4 9.4 [0.79, 0.87)
1 3 18 7.4 10.3 [0.72, 0.79)
1 3 19 7.4 11.2 [0.66, 0.72)
1 3 20 7.4 12.1 [0.61, 0.66)
1 3 21 7.4 13.0 [0.57, 0.61)
2 1 22 10.6 11 [0.96, 1)
2 1 23 10.6 12 [0.88, 0.96)
2 1 24 10.6 13 [0.82, 0.88)
2 1 25 10.6 14 [0.76, 0.82)
2 1 26 10.6 15 [0.71, 0.76)
2 1 27 10.6 16 [0.66, 0.71)
2 1 28 10.6 17 [0.62, 0.66)
2 2 29 5.2 5.4 [0.96, 1)
2 2 30 5.2 6.2 [0.84, 0.96)
2 2 31 5.2 7.0 [0.74, 0.84)
2 2 32 5.2 7.8 [0.66, 0.74)
2 2 33 5.2 8.6 [0.60, 0.66)
2 2 34 5.2 9.4 [0.55, 0.60)
2 2 35 5.2 10.2 [0.51, 0.55)
2 3 36 7.4 7.6 [0.97, 1)
2 3 37 7.4 8.5 [0.87, 0.97)
2 3 38 7.4 9.4 [0.79, 0.87)
2 3 39 7.4 10.3 [0.72, 0.79)
2 3 40 7.4 11.2 [0.66, 0.72)
2 3 41 7.4 12.1 [0.61, 0.66)
2 3 42 7.4 13.0 [0.57, 0.61]
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2.3 The risk preference elicitation task
In this task, subjects were given 33 questions where they had to choose between a safe
option, Option B, and a risky option, Option A. Option B paid an amount c with certainty,
whereas Option A offered an equal chance of receiving an amount d or an amount e, with
e < c < d. The questions in this task are referred to as type 3 questions. Table 4.3
displays the values of the parameters c,d and e in each question (the last two columns will
be explained later). As can be seen in the first column, the risk preference task consisted
again of three sets of questions. Every question in a given set included the same high-
paying and low-paying risky options d and e, whereas the amounts of the riskless option
c increased in each consecutive question. The amounts d and e, and thus the expected
values of the risky options vary across sets: the expected values (EV) of the risky options
are 3.5, 3 and 4, in question sets 1, 2, and 3, respectively.

For each subject, one of the choices in the time preference and risk preference tasks was
randomly chosen and played out. The subject was not informed about which choice was
picked by the computer. The payment could be received immediately, 2 months later or 4
months later depending on the choice that was randomly selected. The payments with a 2
months delay were transferred immediately after Stage 2 was completed. This is done to
reduce the effect of past earnings on the participation decision.

2.4 The future-choice task
The third task, the future-choice task, is the most important and novel part of the ex-
periment. This task involves 21 questions of three different types which are referred to as
type 4, 5, and 6. All questions in the future-choice task are based on a two-stage proce-
dure. In Stage 1, subjects had to decide which options they would like to be confronted
with in Stage 2 (see Figure 4.1). Since Stage 2 takes place two months after Stage 1, all
questions in this task entail future payments, which are made either two months or four
months from the time subjects made their decisions in Stage 1. For each individual, one
of these 21 answers is picked randomly and played out in Stage 2. Therefore, in Stage
2 subjects had to make one additional choice which is conditional on the option chosen
in Stage 1. Before Stage 2 the subjects are not informed about which answer is chosen.
Therefore, the participation decision is not affected by the payment amounts in Stage 2.
Table 4.4 displays the questions that the subjects typically received in the future choice
task. An important design feature is that the payment amounts in the future-choice task
were based on the subject’s choices in the time preference elicitation task. Because of this
the payment amounts varied per individual. Below we explain how exactly the payments
in the future-choice task are calibrated.

We begin with type 5 questions, since this question type is arguably the most straight-
forward one. In questions of type 5, subjects could choose between a choice set (Option
A) and a single payment amount (Option B). Option A offered subjects a future choice
between a sooner payment (f2, two months from now) and a later, higher amount (f4,
four months from now). Option B only consisted of an amount g2 to be paid two months
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Table 4.3: Questions in the risk preference elicitation task (type 3)

Option A Option B Certainty equivalent (CE)

Question Question High Low Amount (c) range CE/EV
Set number amount (d) amount (e)

1 1 6.5 0.5 1 [0.5, 1] 0.21
1 2 6.5 0.5 1.5 (1, 1.5] 0.36
1 3 6.5 0.5 2 (1.5, 2] 0.53
1 4 6.5 0.5 2.5 (2, 2.5] 0.64
1 5 6.5 0.5 3 (2.5, 3] 0.79
1 6 6.5 0.5 3.5 (3, 3.5] 0.93
1 7 6.5 0.5 4 (3.5, 4] 1.07
1 8 6.5 0.5 4.5 (4, 4.5] 1.21
1 9 6.5 0.5 5 (4.5, 5] 1.36
1 10 6.5 0.5 5.5 (5, 5.5] 1.50
1 11 6.5 0.5 6 (5.5, 6] 1.64
2 12 5 1 1.5 [1, 1.5] 0.42
2 13 5 1 2 (1.5, 2] 0.58
2 14 5 1 2.5 (2, 2.5] 0.75
2 15 5 1 3 (2.5, 3] 0.92
2 16 5 1 3.5 (3, 3.5] 1.08
2 17 5 1 4 (3.5, 4] 1.25
2 18 5 1 4.5 (4, 4.5] 1.42
3 19 8 0 0.5 [0, 0.5] 0.06
3 20 8 0 1 (0.5, 1] 0.19
3 21 8 0 1.5 (1, 1.5] 0.31
3 22 8 0 2 (1.5, 2] 0.44
3 23 8 0 2.5 (2, 2.5] 0.56
3 24 8 0 3 (2.5, 3] 0.69
3 25 8 0 3.5 (3, 3.5] 0.81
3 26 8 0 4 (3.5, 4] 0.94
3 27 8 0 4.5 (4, 4.5] 1.06
3 28 8 0 5 (4.5, 5] 1.19
3 29 8 0 5.5 (5, 5.5] 1.31
3 30 8 0 6 (5.5, 6] 1.44
3 31 8 0 6.5 (6, 6.5] 1.56
3 32 8 0 7 (6.5, 7] 1.69
3 33 8 0 7.5 (7, 7.5] 1.81
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from now. Irrespective of their choice, subjects had to make a choice in the second stage,
i.e. two months later.8 f2 (the early amount in Option A) was always 6 in every question
whereas g2 (the sooner amount in Option B) increased in each consecutive question and
did not vary per subject. Furthermore, g2 was greater than f2 by design. f4 (the later
amount in Option A) was equal to 2g2

δ02+δ24
, hence depended on both g2 and the individual

discount factors. Similar to g2, f4 increased in each consecutive question. Since g2 < f4
the optimal choice between Option A and Option B could, in principle, depend on what
the subject believed his two month discount factor would be two months later, in Stage
2. Note that from the perspective of a naive subject the present value of f4 was δ02δ02f4
whereas it was δ02δ24f4 from the perspective of a sophisticated subject. Note also that the
average of these two values was equal to the present value of Option B (δ02g2). Therefore,
in questions of type 5 the present values of Option A and Option B were close and the
optimal choice could depend on whether the subject was naive or sophisticated. Of course,
in cases where δ02 and δ24 were close enough the optimal choice was the same regardless
of whether the subject was naive or sophisticated. The predictions for the naive and the
sophisticated differed only when δ02 and δ24 were sufficiently apart. It also follows from
these calculations that rational subjects are predicted to make the same choice for all ques-
tions of type 5. That is according to standard predictions, subjects will not switch between
options from one question to the next, but supposed to stick to either Option A or Option
B for all questions 8-14.

In questions of type 4 the choice set offered in Option A was exactly the same as that
in type 5 questions. Option B again involved no further choice but only the amount g4
which would be received four months from now. The amounts g4 were set to f4+g2

2 and
therefore differed across the subjects. It can also be seen that similar to f4 and g2, g4
increased in each consecutive question. Most importantly, by design g4 was lower than f4
in every question.9 Therefore, the late payment in Option B is always dominated by the
late payment in Option A, from the perspective of both the naive and the sophisticated. In
other words, according to the standard predictions, a subject would never choose Option
B in questions of type 4 regardless of whether he is naive or sophisticated.

Finally, for type-6 questions the choices in Option A were again exactly the same as
in type 4 and type 5 while the amounts of Option B in type 4 and 5 were combined into
a new Option B choice set. So Option A consisted again of the constant amount f2 (6),
two months from now and a later, higher individual-specific amount f4, four months from
now while Option B offered a future choice between the amounts g2, two months from
now and g4, four months from now. Note that the only difference between type 5 and
type 6 questions was that the latter type included a later payment in Option B, g4. As
in type 4, this amount is dominated by the later payment in Option A, g4 < f4. Adding
a dominated alternative should not have any effect on decision making - according to
standard predictions - so subjects are predicted to make the same choices in type 5 and

8This rules out the possible impact of unobserved participation costs on decisions. Although subjects
always had to make a choice in Stage 2, that decision could be simply confirming an earlier decision. For
example, if a type 5 question was selected in which the subject had chosen Option B (see Table 4.4).

9It can be seen that g4 = g2(0.5 + 1/(δ02 + δ04)) < f4 = 2g2/(δ02 + δ04)).
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Table 4.4: Questions in the future choice task (typical values)

Option A Option B

Type Question Amount 2 months Amount 4 months Amount 2 months Amount 4 months
from now f2 from now f4 from now g2 from now g4

4 1 6 8.24 7.37
4 2 6 8.88 7.94
4 3 6 10.14 9.07
4 4 6 11.41 10.21
4 5 6 12.68 11.34
4 6 6 13.95 12.47
4 7 6 15.21 13.61
5 8 6 8.24 6.5
5 9 6 8.88 7
5 10 6 10.14 8
5 11 6 11.41 9
5 12 6 12.68 10
5 13 6 13.95 11
5 14 6 15.21 12
6 15 6 8.24 6.5 7.37
6 16 6 8.88 7 7.94
6 17 6 10.14 8 9.07
6 18 6 11.41 9 10.21
6 19 6 12.68 10 11.34
6 20 6 13.95 11 12.47
6 21 6 15.21 12 13.61

type 6 questions.
Given the novelty and complexity of the design, an example may be useful. Let us

consider the first questions of each type (see Table 4.4). In the type-4 question a subject
had to choose between Option A, which offered a future choice (to be made two months
from now) between 6 Euro two months later and 8.24 Euro four months later and Option
B, which would yield 7.37 Euro four months later. In the first question of type 5 (question
8) the same subject had to choose between the same Option A, and a different Option B,
which would yield 6.5 Euro two months later. In the first question of type 6 (question 15)
this subject had to choose between the same Option A as before and yet another Option B,
which involved a future choice (to be made two months later) between 6.5 Euro two months
later and 7.37 Euro four months later. Regardless of the individual’s time preference, the
subject is predicted to choose Option A in question 1. If the subject believes that two
months later his two month discount factor will be higher (lower) than 0.79, he is expected
to choose Option A (Option B) in both question 8 and question 15. It should also be noted
that the payment amounts in Table 4.4 could be different for each subject since they are
calibrated based on the elicited time preferences. As explained before these amounts are
set such that in questions of type 5 and type 6 the choices could reveal whether a subject
is naive or sophisticated.

For each subject, only one of the 21 responses in the future choice task was randomly
selected for Stage 2. The chosen question was not disclosed to the subjects until Stage 2
began (two months later), so that the participation decision for Stage 2 was not affected
by the payment amounts. Depending on the choices made in Stage 1 of the future-choice
task and the outcome of the random draw, in Stage 2 some subjects actually had to make
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a choice between two payment alternatives whereas others simply had to confirm their
decision. For instance, assuming that the first question in Table 4.4 was picked randomly,
a subject who had chosen Option A, had to make a choice between receiving 6 Euro at that
time and receiving 8.24 Euro two months from that time. Had the subject chosen Option
B in the same question, he would have been asked to confirm a payment worth 7.37 Euro
to be transferred to his bank account two months from that time.

In Stage 2, 98 subjects had to make a choice between two payment options whereas 16
subjects only had to confirm a predetermined payment. After the Stage 2 decision, the
subjects were asked to provide information on a range of topics including their gender, age,
education and smoking behaviour.

2.5 The cognitive reflection test
The cognitive reflection test includes five questions, three of which were taken from a stan-
dard Cognitive Reflection Test (CRT) introduced by Frederick (2005). The test is designed
to assess whether the subject gives reflective and deliberative responses rather than intu-
itive and spontaneous responses. Therefore, subject’s CRT score could suggest whether
certain decisions, such as the decision of choosing the seemingly dominated options in
questions of type 4, are deliberate decisions. Frederick argues that a subject’s performance
in the CRT could correlate with his choices in time and risk preference tasks. These three
questions are as follows:

1. A bat and a ball cost 1.10 Euro in total. The bat costs 1.00 Euro more than the ball.
How much does the ball cost?

2. If it takes 5 machines 5 minutes to make 5 widgets, how long would it take 100
machines to make 100 widgets?

3. In a lake, there is a pitch of lily pads. Every day, the patch doubles in size. If it takes
48 days for the patch to cover the entire lake, how long would it take for the patch to
cover half of the lake?

In the future-choice task, which is the core of the experiment, the subjects determine
the decisions that they can make in the second stage. It is possible that the behaviour
in this task depends on subject’s ability to think iteratively. In order to be able to check
this claim we introduced two additional questions which could measure if subjects think
in an iterative manner. The fourth question in the cognitive reflection test was based on
the beauty contest game (see Nagel 1995). The fifth question involved a two-player game
similar to the fourth question. In both questions the Nash equilibrium of the game can be
found by iterated elimination of dominated strategies. The questions were as follows:

4. You play a guessing game with a computer. The computer makes rational choices
and aims to win the game. Furthermore, he assumes that he is playing with a ratio-
nal person. He also assumes that you assume that you are playing with a rational
computer which aims to win the game and so on.
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The rules of the guessing game are as follows: On a piece of paper, both players (you
and the computer) write a number between 0 and 100. After the players have finished,
a referee collects the papers. Players cannot see each other’s numbers and they are
not allowed to communicate with each other. The referee takes the average of these
two numbers and multiplies the average with 2/3. The player with the number closest
to this amount (average of the two numbers times 2/3) wins the game. What is the
number that you would choose to win the game or at least not to lose it?

5. Two identical newspaper stands will be opened on a street. Both vendors are rational
and aim to maximize their individual sales. Furthermore, this information is common
knowledge. This means that, both vendors know the fact that both vendors are rational
and aim to maximize their individual sales; both vendors know the fact that both
vendors know that both vendors are rational and aim to maximize their individual
profits and so on.
Houses are spread uniformly along the street between points A and B. Each household
is willing to buy one newspaper every day. Since two newspaper stands are identical,
households will buy their newspapers from the closest vendor. The first stand is going
to be opened by vendor X. One week after that vendor Y is going to open another
newspaper stand on the street. Where will the two stands be located?

2.6 Treatment variations
There is one treatment variation in Stage 1 and one in Stage 2 of the experiment. We
describe these two variations below.

Reading a short anecdote

After the cognitive reflection task (so before the future-choice task), we introduced a treat-
ment variation.10 The variation was that subjects were asked to read one of two possible
texts. Roughly half of the subjects read a short anecdote which aimed to demonstrate the
economic benefits of commitment in a simple way. The other half of the subjects read an
anecdote on the benefits of working within a group (see Appendix A for the full texts).

10This was the only treatment variation in Stage 1 of the experiment. Besides this variation, all other
tasks and questions were the same for all subjects. We had another treatment variation in Stage 2, but
this did not affect decision making in Stage 1.
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This treatment variation allows us to investigate whether the choices made in the future-
choice task are sensitive to framing effects (Thaler and Sunstein 2012). For instance, we
expect that, after reading the first text, some subjects could be inclined to choose Option B
in questions of type 4. It is possible that subjects view this option as a type of commitment,
since by choosing this option, they could eliminate the possibility of choosing the earlier
payment (f2) in the future. After reading the text, all subjects received a multiple-choice
question about the main idea of the text. Then they proceeded to the future-choice task
regardless of their answer.

Reminder

We introduced another treatment variation in Stage 2. Out of the 98 subjects who had
to make a choice in Stage 2, 47 subjects were randomly selected and before making their
decision in Stage 2 they were reminded of their (earlier) choice in the future-choice task.
Unlike the subjects who did not receive the reminder, subjects who received the reminder
could see the option which they did not choose in Stage 1. The subjects who received the
reminder were informed only about their decision in the future-choice task which corre-
sponded to the randomly selected question. By comparing the second stage decisions of
subjects who received the reminder and those who did not receive the reminder, we may
assess the effect of cues on the decisions in Stage 2. It is possible that the reminder encour-
ages the subject to make a choice that is consistent with the choice made in Stage 1. For
example, in the case of a type 5 question, a subject who receives a reminder could be more
inclined to choose the late payment f4 rather than the early payment f2. The reminder
could encourage the subject to think that choosing f2 would violate his initial plan, since
f2 is dominated by g2 from the perspective of a decision maker in Stage 1. Therefore, it
is possible that among the subjects who choose Option A in Stage 1 those who receive a
reminder in Stage 2 would be more likely to choose the late payment option f4. The effect
of the reminder could be less clear in questions of type 4 and 6.

3 Results

As mentioned before, an important feature of our design is that choices were presented
one at a time, each on a separate screen. This contrasts the list or table format where
subjects are instead are presented multiple options at once. Moreover, in our experiment
subjects could not go back to previous screens and/or change their previous choices. It
is possible that both features encourage independent evaluation of each question. At the
same time, responses in a given task in our experiment are arguably more likely to be
internally inconsistent, compared to the case of a tabular or list format. Indeed, when
questions are presented all at once in a table or list, it is rather simple for subjects to make
consistent choices, for instance by identifying a row in which one switches from the risky
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choice to the safe option.11 In spite of the fact that answering consistently is expected
to be more difficult when questions appear on separate screens, we find that both in the
time preference and in the risk preference elicitation task subjects’ responses were very
consistent: 90.70 percent of the subjects gave consistent answers in the time preference
elicitation tasks whereas 92.25 percent of them answered consistently in the risk preference
elicitation task. At the level of question sets, we find that 98.06 percent of the question
sets in the time preference task and 97.16 percent of the question sets in the risk preference
task are completed consistently.12 We believe that this finding lends support to the data
collection method used in this study. In the rest of the results section we will discuss the
patterns in each task separately.

3.1 Time preferences
We use the time preference elicitation task to derive individual discount factors for each
subject. Individual discount factors of subject i between now and two months from now
and between two months from now and four months from now are denoted by δ02

i and δ24
i ,

respectively. To compute these two discount factors for each subject we first compute the
individual discount factors for each of the three question sets used in the time preference
elicitation task and then take the average of the three discount factors. The individual
discount factors for each question set are derived using the method described below.

Assuming that the subjects make no decision errors, they should switch from Option A
to Option B at most once in each question set and they should not switch back to Option
A afterwards. Patient subjects are expected to switch to Option B earlier than impatient
subjects and very patient (impatient) individuals are expected to choose Option B (Option
A) in all questions. The switching point reveals the maximum and minimum possible values
of the discount factor, which are shown in the last two columns of Table 4.2. We assume
that the actual discount factor (in a question set) is the average of these upper and lower
bounds.13 If a subject always chooses the earlier option, the actual discount factor will be
equal to the average of the calculated lower bound and zero whereas if he always chooses
the later option the discount factor will be equal to the average of the calculated upper
bound and one. This means, for example, that in question set 1, very impatient subjects
would be assigned a discount factor of 0.31 (0.62+0

2 ) whereas the discount factor assigned to
very patient subjects would be 0.98 (1+0.96

2 ).14 24 subjects are affected by this censoring.
11Some studies even impose consistency by asking subjects to identify the row where one wants to switch,

for instance by moving a slider (van der Heijden et al. 2012).
12Responses are considered to be consistent if within a given question set, the subject switched from

Option A to Option B only once or did not switch at all. It should be noted that, the questions were not
presented in a random manner, but in the order as shown in Tables 4.2-4.4. So, for instance, the amount
of the safe option increases in the first 11 questions of the risk preference task.

13Here we assume that utility is linear in money.
14Actually, for each subject and question set we calculate two different measures of the discount factor

and take their average to approximate the individual’s actual discount factor. We first identify the first
switch from Option A to Option B starting from the first question and the first switch from Option B to
Option A starting from the last question. Next, we calculate the two discount factors implied by these
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Table 4.5: Time-discount factors

Measure Question Set 1 Question Set 2 Question Set 3 Average

δ02 0.84 0.78 0.83 0.81
δ24 0.82 0.77 0.82 0.80

Table 4.5 reports for each question set the discount factors between now and two months
from now (δ02) and between two months from now and four months from now (δ24), av-
eraged over all subjects as well as the averages of the three discount factors. A first
observation is that the average immediate and delayed two month discount factors are
very close and equal to 0.81 and 0.80, respectively. The discount factors are moreover very
robust across question sets, with the slightly lower ones being observed in the question set
with the lowest amounts (set 2). If utility is linear in money, the measured discount factor
should be the same in each question set. The summary statistics in Table 4.5 indicate
that this assumption is valid on an aggregate level. Finally, δ02 and δ24 are very similar,
although the former one is consistently slightly higher.

The two-month discount factor reported in Table 4.5 is slightly higher than values
found in other studies. Using questions with 3 week delay, Sutter et al. (2013) report
discount factors between 0.82 and 0.84 for children and adolescents, aged 10 to 18 years.
In another study, Kirby (1997) uses delays ranging from 1 day to 1 month and finds an
average discount factor in the range of 0.48 to 0.89 for the given delays. In the light of these
findings, it could be argued that our two-month discount factor is higher than expected.
This could be because of a combination of factors such as differences in methodology and
sample characteristics. Both Sutter et al. (2013) and Kirby (1997) find that discount
rates tend to decrease with payment delay. In fact, in line with their findings, in other
studies which use much longer delays than ours, the monthly discount rate is found to be
considerably lower. For example, Harrison et al. (2002) and Dohmen et al. (2012) find
monthly discount factors of about 0.98 using delays ranging from 6 months to 1 year.

Although δ02 is similar to δ24 on average, for some subjects δ02 may be considerably
lower or higher than δ24. This is an important issue because an overwhelming majority of
studies which examine household behaviour relies on the assumption that time preferences
are globally consistent. In contrast, several studies suggest that this popular assumption
is not compatible with a range of economic phenomena such as liquid and illiquid wealth
holdings throughout the life cycle, consumption dip at retirement (Angeletos et al., 2001;
Laibson et al., 2007) and self-reported under-saving (Laibson, 1998). These studies argue
that household consumption behaviour could be explained more accurately if one allows for
present biased time preferences. If an individual has this particular type of time preferences,
he could economically benefit from commitment devices, though he may not necessarily
demand them.

two switches following the procedure described in the main text. Under standard assumptions the choices
made in a question set should be internally consistent and these two discount factors should be equal. As
indicated in the previous subsection, the large majority of choices are indeed consistent. The few instances
of inconsistent responses are taken into account by this procedure, at least to some extent.
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Although the discount factors displayed in Table 4.5 suggest that individuals in our
sample have time-consistent preferences, these average values may mask variations at the
individual level. Next, we examine whether this could indeed be the case. Figure 4.3
provides information on the joint distribution of the two average elicited discount factors
for each subject. The number of observations associated with each point is captured by
the radius of the point in the graph; the larger the radius the higher is the number of
observations. The dotted line indicates the 45 degree line, where δ02 = δ24, the solid line
is the fitted line and the shaded area is the corresponding 95% confidence interval. Figure
4.3 shows many observations on or very close to the 45 degree line, which implies that the
two discount factors are very close for most individuals. It is possible that the off diagonal
observations at least partially reflect choice errors rather than genuinely different discount
factors. Figure 4.3 suggests that half of the subjects would not benefit from committing to
later payment options, since their individual δ24

i is not greater than their δ02
i . To be more

specific, it turns out that 22 subjects (17 percent) have equal δs whereas 43 subjects (33
percent) have δ24

i < δ02
i . The other half have present biased preferences (δ24

i > δ02
i ), but

both values are typically very close. We will see whether there is nevertheless scope for
commitment when discussing the results of the future-choice task. Despite the similarities
suggested in Table 4.5 and Figure 4.3, we can statistically reject the null hypothesis that
the sample medians of the two discount factors δ02 and δ24 are equal (p=0.07, two-sided
Wilcoxon matched-pairs signed-ranks test, N=129).15 Finally, we find that the proportions
of very impatient and patient individuals are rather small in our sample. The proportion
of subjects that always chose the early payment in a question set never exceeds 12% while
at most 23% of the individuals always preferred the late payment in a question set.

3.2 Risk attitudes
In this section we infer several measures of risk attitudes, for each question set as well as
averaged over all three sets. As can be seen from Table 4.3, the value of the safe option,
Option B, increases in each question within a question set. Hence, rational subjects should
switch at most once from the risky payment option (Option A) to the safe payment option
and should not switch back to the risky payment option in any of the subsequent questions.
Furthermore, risk averse subjects will switch earlier than risk loving subjects. For instance,
in question set 1 a risk neutral subject is expected to choose Option A in the first five or
six questions and to choose Option B in the next five questions whereas a risk averse (risk
loving) subject would switch to Option B before (after) the sixth question. The earlier
(later) a subjects switches the more risk averse (risk loving) he is.

The row in which a subject switches determines a range for the so-called certainty
equivalent (CE), which is included in column 6 of Table 4.3. For example, if a subject
chose Option A in questions 1 to 4, and Option B in questions 5 to 11, the CE range is

15Conducting the tests for each question set separately gives p=0.17, p=0.07, and p=0.20, respectively.
So subjects’ preferences are least consistent in question set 2, which has the lowest amounts. At the same
time, this turns out to be the question set where most individuals have equal δs, namely 64 out of 129
individuals.
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Note: The dashed line is the 45 degree line, the solid line is the fitted line and the shaded

area shows the corresponding 95% confidence interval.

Figure 4.3: Inferred discount factors at the individual level (δ02 versus δ24)

(2.5, 3]. The value for the certainty equivalent is assumed to be equal to the midpoint of
the range, so 2.75 in the example. The last column of Table 4.3 shows the ratio of this
value and the expected value (EV) of Option A. The expected values of the risky options
are 3.5, 3, and 4 for question sets 1 to 3, respectively (see also the first row of Table 4.6).16
The top panel of Table 4.6 displays the average values of CE and CE/EV for each question
set separately as well as the average value over all questions. The results show that the risk
measures are in the range [0.80, 0.90] and are rather robust across question sets. Values of
CE/EV being below 1 indicate that on average subjects are somewhat risk averse.

The last row of the top panel lists risk aversion coefficients that are obtained by es-
timating a standard constant relative risk aversion (CRRA) utility function of the form
U(M) = M1−r/(1− r), where M denotes the payment and r is the risk aversion parameter
(e.g. Holt and Laury, 2002). We find an average risk aversion parameter of 0.32, which
falls in the 0.3-0.5 range reported by Holt and Laury (2002), although it is in the lower end
of it.17 Noussair et al. (2013) find an average risk aversion parameter in the range of 0.88
and 1.43, which is considerably higher than our parameters. This difference could reflect

16As indicated, rational subjects should switch only once. To account for the few instances where people
behave irrationally, we employ a method similar to the procedure used in Section 3.1. That is, for each
subject and question set we identify the first switch from Option A to Option B starting from the first
question and the first switch from Option B to Option A starting from the last question. We calculate
two CEs using these two different approaches. Finally, we compute the actual CE by taking the average
of these two values.

17This may have to do with the fact that the elicitation method used in Holt and Laury (2002) is slightly
different. In their experiment, subjects had to choose between two lotteries, a risky and a less risky one,
whereas in our experiment subjects had to choose between a lottery and a safe option.
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Table 4.6: Measures of risk attitude

Question Set 1 Question Set 2 Question Set 3 Average

EV 3.5 3 4 3.5
CE 2.88 2.67 3.23 2.93

CE/EV 0.82 0.89 0.81 0.84
r 0.32 0.44 0.20 0.32

risk averse 55.0% 31.0% 55.8% 47.3%
risk neutral 42.6% 50.4% 39.5% 44.2%
risk loving 2.3% 18.6% 4.7% 8.5%

the higher stakes in Noussair et al. (2013).18 As discussed in Holt and Laury (2002), higher
stakes could lead to seemingly lower risk aversion if the utility function has a power-expo
form rather than a CRRA form. One could also observe a positive relationship between
stake size and measured risk aversion, if subjects integrate the payments in the experiment
to their existing wealth, rather than disregarding their current wealth while making deci-
sions in the experiment. We argue that both of these factors could explain the difference
between our estimates and Noussair et al.’s estimates.

We also look briefly at differences in risk attitudes across individuals. To this end, the
lower part of Table 4.6 classifies the subjects in one of three categories: risk averse, risk
neutral, or risk loving.19 Taken over all questions the group of risk averse and risk neutral
individuals is of about equal size, roughly 45%. The percentage of risk loving subjects is
much lower, where question set 2 is associated with most risk loving behaviour.20 These
proportions are also in line with previous findings. For example, Dohmen et al. (2011)
find that about 9% of their subjects exhibit risk loving behaviour, preferring a lottery with
expected value of 150 to safe amounts above 150. Holt and Laury (2002) classify 6% of
their subjects as risk loving. So, both at the aggregate and the individual level the risk
attitudes of the subjects in our sample seem to be reasonable and in line with those found
in the literature.

3.3 Results of the future-choice task
Our main interest in this chapter is the choices in the future-choice task. Before discussing
the choices in the future-choice task, we want to repeat the most important theoretical
predictions that follow from a standard rational decision making model. First of all, we
hypothesize that in questions of type 4 the late payment in Option B, g4, should never be

18Kachelmeier and Shehata (1992) and Bosch-Domenech and Silvestre (1999) also find that risk aversion
increases with stake size.

19A subject is risk neutral if he is indifferent between a certain value and a risky option which has the
same expected value. However, by construction our CE measure cannot be exactly equal to EV. Therefore,
we label a subject’s behaviour in a question set as risk averse if CE < EV - 0.25, risk loving if CE > EV
+ 0.25 and risk neutral if EV - 0.25 < CE < EV + 0.25. Note that this procedure increases the group of
risk neutral individuals.

20In each question set, very few individuals in our sample always chose the risky option (<1%) or the
safe option (<5%).
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chosen, as it is dominated by the late payment in Option A, f4. The second hypothesis
states that Option A should be chosen with the same frequency in type-5 and (the cor-
responding) type-6 questions because the only difference between the two question types
is the presence of a dominated option in the latter one (g4). The last hypothesis is that
subjects should select the same option in all questions of a particular type. Whether se-
lecting Option B in questions of type 5 and 6 is or is not optimal for a subject depends
on the individual’s time preference but it is always optimal to choose either Option A or
Option B in all questions of type 5 and 6. In this section we discuss decision making in the
future-choice task mainly in the light of these hypotheses. In addition, we examine some
general patterns of behaviour.

A first look at the data reveals that, averaged over all questions, Option B is chosen
rather often, roughly 20.8% of the time, in questions of type 4.21 At the individual level,
it turns out that 41.9% of the subjects chose Option B at least once in these questions.
The fact that the dominated option is chosen rather frequently and by many subjects
can be considered as evidence against the first hypothesis. As expected, Option B is
chosen more frequently in type-5 and type-6 questions. The percentages are 33.9% and
42.2%, respectively, and both percentages are significantly higher than in type 4 (Wilcoxon
matched-pairs signed ranks test gives p=0.01 and p=0.01, N=129). More importantly, we
can reject the hypothesis that Option B is chosen with the same frequency in questions
of type 5 and 6 (Wilcoxon matched-pairs signed ranks test, p=0.01, N=129). Only 39.5%
of the individuals made the same (consistent) choices in both types of questions. With
regard to the second and third hypothesis, we find that 45.0% of the subjects always chose
Option A in type-5 questions whereas this percentage was only 29.5% in type-6 questions.
The fraction of subjects who chose Option B consistently was 16.3% in the case of type-5
questions and 20.2% in the case of type-6 questions. Taken together, these findings are
not completely in line with the second hypothesis which states that subject should behave
the same in both types of questions. In addition, they imply that a considerable fraction
of the subjects chose sometimes Option A and sometimes Option B in type-5 and type-6
questions (and this even happened in questions of type 4). This contradicts with the third
hypothesis which states that subjects should select the same option in all questions of a
particular type.

Across all questions we thus observe clear deviations from standard theoretical pre-
dictions. These aggregate patterns of behaviour are corroborated when we consider the
responses to the individual questions. Figure 4.4 examines the choices made in the future-
choice task in more detail. Each panel corresponds to a particular type of question. For
each type, the bars show the frequency of Option B choices on a question by question
basis. The dashed lines represent the expected frequency of Option B choices in each ques-
tion set given the discount factor δ02 derived from the choices in the time preference task.
These dashed lines also amount to the optimal behaviour of a sophisticated subject who
predicts that two months later, his choice will be based on his two-month discount factor

21Interestingly, this percentage is rather close to the percentage of choices for an option with costly
commitment in Casari (2009), which is between 17.9% and 23.1%.
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at the time of the decision (δ02). In a similar way, the dotted lines in Figure 4.4 represent
the expected frequency of Option B given the discount factor δ24 derived from the time
preference task. These dotted lines correspond to the optimal behaviour of a naive subject
who evaluates Stage 2 decision based on his current time preferences (δ24). Since Option
B is dominated in all type-4 questions, regardless of the individual’s discount factor, the
dotted line coincides with the dashed line and the x-axis in the left panel. In type-5 and 6
the dotted lines lie strictly above the dashed lines since δ24 is on average higher than δ02.
The figure suggests that the predicted behaviour of naive and sophisticated subjects are
quite different in the case of type-5 and type-6 questions, despite the fact that δ02 and δ24

are quite close (Table 4.5). This is due to the fact that the questions in the future-task
are calibrated in such a way that the choices could reveal some information about whether
the subjects are naive or sophisticated.

The vertical whiskers indicate the 95% confidence intervals for the fraction of Option
B choices in each question. The panels illustrate that the increase in the proportion of
Option B choices across question types not only applies to total behaviour, but also holds
when we compare specific questions on an individual basis. For instance, Option B is
chosen more frequently in the first question of type-6 than in the first question of type-5.
As far as the first questions in each type is concerned, Option B is chosen least frequently
in type-4. It is also clear that in every question of type 4 the frequency of the dominated
option is substantially above zero, the frequency following from standard economic theory.
The deviations from standard predictions are also apparent in the middle panel. In the
first two questions of type 5, Option B is chosen less frequently than in later questions and
also less frequently than predicted (regardless of whether the subjects are assumed to be
naive or sophisticated). In type-6, the responses appear to be more compatible with the
standard theoretical predictions since the frequency of Option B lies roughly between the
dotted and dashed line. Note, however, that there is quite a robust difference between the
frequencies in types 5 and 6, whereas standard theory predicts similar patterns. Finally
and surprisingly, in all three panels the frequency of Option B choices seems to follow an
inverse U-shape pattern.22

Discussion

Taken together, our findings indicate behavioural patterns that are not in line with standard
predictions. Instead, factors other than time preferences, the payment amount and timing
seem to influence the decisions that subjects make in the future-choice task. The first puzzle
which requires explanation is the frequency of Option B in questions of type 4. According
to our results subjects seem to believe that if they choose Option A, they could choose the
early option in the future. Given this belief about their future preferences it could indeed be
optimal for our subjects to tie their hands by choosing Option B and guarantee themselves
a higher payment later. However, their beliefs about their future preferences seem to

22As is the case in Blanco et al. (2011) the theory may successfully explain the aggregate patterns but
may fail to explain the choices at the individual level. To test whether this is true the analysis in Figure
4.4 can be carried out at the individual level. However, this is beyond the scope of the present study.
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Figure 4.4: Distribution of Option B in each question of the future-choice task
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be incompatible with their elicited time preferences. As Figure 4.4 suggests neither a
sophisticated nor a naive subject could have beliefs about their future preferences that could
justify choosing Option B in questions of type 4. Therefore, choosing Option B in type-4
questions indicates that subjects have beliefs about their future preferences which are not
compatible with standard predictions. Note that if time preferences are not accounted
for, a subject who chooses Option B in questions of type 4 could be falsely classified as a
sophisticated subject since a sophisticated subject who is sufficiently present biased could
also choose Option B in this case. It is therefore important to take the elicited time
preferences into account while classifying subjects as naive and sophisticated.

The second important puzzle is that Option B is chosen more frequently in questions
of type 6 than in questions of type 5. This could suggest that subjects have a taste for
a flexible option, which makes Option B more desirable in questions of type 6 than in
questions of type 5. It is important to note that the irrational beliefs about the future
described above would affect the present value of Option B negatively in questions of
type 6. Therefore, the presence of such beliefs cannot possibly explain the second puzzle.
Therefore, to explain the two important patterns in our data, it seems necessary to account
for both beliefs about the future and taste for flexibility. Hence, measuring naivity and
sophistication could be a more complex task than it may seem at first glance, since we
need to account for factors such as beliefs and taste for flexibility.

As a final part of this section, we consider the effect of one of the treatment variables.
The second treatment variable concerns the Stage 2 of the experiment, which is investigated
in Section 3.5. As described in Section 2 we introduced a treatment variation by asking
two groups of subjects to read two different anecdotal texts. About half of the subjects
were invited to read a story which illustrated the economic benefits of commitment in
a simple way (treatment group) whereas the other half saw a more neutral text, which
was not related to economic decisions (control group). When comparing the frequency of
Option B decisions in both groups, we find that Option B is not chosen more frequently
by the treatment group in type-4 (p=0.30, two-sample Wilcoxon rank-sum test, N=129),
type-5 (p=0.99, two-sample Wilcoxon rank-sum test, N=129) or type-6 questions (p=0.71,
two-sample Wilcoxon rank-sum test, N=129). In Figure 9 in Appendix B, we repeat the
analysis in Figure4.4 for the treatment and control groups separately. The left panel
suggests that Option B is chosen more frequently by the treatment group in every question
of type 4 although overall we do not find a significant treatment effect. It could be that
Option B in type-4 questions is regarded as a type of commitment by some subjects and
more so in the treatment group. Interestingly, a similar pattern is not observed in the case
of type-6 questions where Option B includes the Option B in type-4 questions.

3.4 The cognitive reflection test
We use a cognitive reflection measure that is based on the number of correct answers in
the cognitive reflection test. The distribution of the number of correct answers in the first
three questions, which were taken from the Cognitive Reflection Test (Frederick, 2005), is
depicted in Figure 4.5. The average number of correct answers in our sample is 2.00, which
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Figure 4.5: Fraction of correct answers in the first 3 questions of the cognitive reflection test

is considerably higher than the average of the samples of 11 universities (1.24) in Frederick
(2005).23

In addition to these three questions, the cognitive reflection test included two additional
questions which were designed to capture subjects’ ability to think iteratively. The left
panel in Figure 4.6 is based on the number of correct answers to these last two questions.
It turns out that 34.9% of the subjects could not answer either question correctly whereas
23.2% of them provided the right answer to both questions. The average number of correct
answers in these two questions is 0.88.

It is plausible that the ability to think iteratively is positively correlated with the per-
formance in the first three questions. The middle and right panel of Figure 4.6 demonstrate
the distribution of the correct responses to the fourth and fifth questions conditional on
the number of correct responses in the first three questions. We consider two subsamples
of similar size, based on a median split (median value is 2). The first subsample consists
of subjects who answer less than two questions correctly out of the first three questions
while the second subsample includes subjects who give at least two correct answers. The
average number of correct answers to the last two questions by these two subgroups are
0.51 and 1.06 respectively, which suggests that the numbers of correct answers in the first
three and last two questions are positively correlated. In fact, we find that the number
of correct answers in the last two questions is significantly higher for the first subgroup
(p<0.01, two-sample Wilcoxon rank-sum test, N=129), indicating that the ability to think
iteratively is related to the subject’s CRT score. We examine the relationship between

23This could signal that some students consulted other people or websites while they were filling out the
test.
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subjects’ score in the Cognitive Reflection Test and their choices in the future-choice task
in Section 4.2.

3.5 Decisions in Stage 2
Out of the 114 subjects who participated in Stage 2 of the experiment, 98 subjects were
requested to actually make a choice between two payment options. Before making their
choices, about half of the subjects were reminded of the choice they made in Stage 1 of the
future-choice task while the others were not reminded. According to standard predictions
this treatment variation should not influence decisions, but behaviourally it may make
a difference. In particular, one could argue that providing such a reminder increases the
likelihood of choosing the later payment option, due to some kind of ex-post rationalization.
For instance, a subject who chooses Option A in questions of type 5, could be more inclined
to choose the late payment option (f4) after being reminded that he did not choose the
sooner payment (g2) in the first stage. In this case, it is possible that not choosing g2 in
the first stage, but choosing f2 in the second stage could be regarded as an inconsistency
by the subject, since payment option f2 is dominated by g2. In other question types, it is
less clear what the effect of the reminder could be. Table 4.7 shows the average proportion
of choices for the late payment option in Stage 2 as well as the separate frequencies for
the reminder treatment and the no-reminder treatment.24 Contrary to the prediction,
individuals chose the later payment less frequently when they were reminded than when
they were not reminded, but the difference across the two treatments is not statistically
significant (Wilcoxon rank-sum test, p=0.16, N=98).

The questions which are chosen for the second stage can be categorized into 4 groups:
(i) The chosen question is of type 4 and the subject chose Option A in the first stage (ii)
The chosen question is of type 5 and the subject chose Option A in the first stage (iii)
The chosen question is of type 6 and the subject chose Option A in the first stage (iv)
The chosen question is of type 6 and the subject chose Option B in the first stage. It is
possible that the effect of the reminder is different in different cases. We examine the effect
of the reminder in each case separately and do not find a significant effect in cases (i) -
(iv) (Wilcoxon rank-sum tests give p=0.44, p=0.77, p=0.15, and p=0.31, respectively, see
Table 4.7 for summary statistics).

4 Relationship of Behaviour Across Tasks
In this section we explore the relationship between the responses given in different tasks
in more detail. We focus in turn on the possible effect of time preferences, risk attitudes
and cognitive reflection on decisions in the future-choice task.

24Since these subjects made only one choice in Stage 2, it is not possible to compute each subject’s
discount factor that corresponds to their decision in Stage 2. Instead, we calculate the frequency at which
the later option was chosen in Stage 2 as a proxy for the actual discount factor and find that this measure
is likely to be positively correlated with the actual discount factor in Stage 2.
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Table 4.7: Frequency of late payment options chosen in Stage 2

Reminder No reminder All

All observations Frequency 0.68 0.80 0.74
Number of subjects 47 51 98

Case (i): Type 4, Option A Frequency 0.76 0.87 0.81
Number of subjects 21 15 36

Case (ii): Type 5, Option A Frequency 0.85 0.88 0.87
Number of subjects 13 17 30

Case (iii): Type 6, Option A Frequency 0.83 1 0.94
Number of subjects 6 12 18

Case (iv): Type 6, Option B Frequency 0 0.14 0.07
Number of subjects 7 7 14
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Type 4 Type 5 Type 6

δ̄

Figure 4.7: Impatience and fraction of Option B in the future-choice task

4.1 Time Preference Elicitation Task and Future-choice Task

First we examine whether the choices in the future-choice task and the time preference task
are related. The decisions that individuals had to make in both tasks are similar but not
the same. In the time preference task they had to choose between receiving two different
payments at two different times, whereas in the future-choice task they had to choose
between choice sets, which consisted of one or two delayed payments. Furthermore, the
experiment is designed in such a way that the amounts in the future-choice task depend on
the elicited time preferences of the individuals. The following example clarifies how exactly
the correlation between individuals’ revealed patience/impatience and their decisions in
the future-choice task is supposed to look like. Let us consider potential responses by a
relatively patient and a relatively impatient subject to question 4 of type 5. Suppose their
average two-month discount factors are given by δ = 0.90 and δ = 0.60, respectively. For
the patient subject Option A offers the choice between an early payment f2 = 6 versus
a delayed payment f4 = 10 while the early (and only) payment offered in Option B is
g2 = 9. The corresponding amounts for the impatient subject are f2 = 6 and f4 = 15 in
Option A and g2 = 9 in Option B, respectively. On the one hand, the impatient individual
is less inclined to choose the late payment, simply because he is more impatient than the
patient individual. On the other hand, the impatient individual may be more inclined to
choose (the late payment in) Option A because the amount f4 is higher and the difference
between the amounts f4 and g2 is larger than for a patient individual. As the outcome of
this trade-off is ambiguous it basically is an empirical question what happens.25 Here our
aim is to examine whether behaviour in the future-choice task varies systematically with
impatience.

To that end, Figure 4.7 combines the distribution of responses in the time preference
elicitation task with the responses in the future-choice task. Each panel is for one type

25Recall that the questions in the future choice task are calibrated in such a way that the first stage
choice reveals some information about whether the subject is naive or sophisticated. In other words, the
optimal first-stage choice depends on whether the second-stage choice will be based on δ02 or δ24 according
to the subject. Since δ02 and δ24 turn out to be close on average, the present values of Option A and B
are also often close in questions of type 5 and 6.
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of questions in the future-choice task. The horizontal axis shows the two month discount
factor δ̄ which is computed from the subject’s choices in the time preference task. δ̄
corresponds to the average of δ02 and δ24, and therefore can be regarded as an average two-
month discount factor. The height of the bars indicates how often Option A (darker part)
and Option B (lighter part) are chosen in the future-choice task. First of all, Figure 4.7
corroborates the finding reported in Section 3.1 that individual time preferences are quite
heterogeneous. More than half of the subjects have a discount factor greater than 0.8 but
our sample also includes some very patient (impatient) individuals who (almost) always
chose the early (late) payment in the time preference task. The figure moreover verifies
that the frequency of Option B choices in the future-choice task depends on the question
type, where Option B is chosen most (least) frequently in questions of type 6 (4). More
importantly, some new insights can be derived from the patterns of the bars in the various
panels of Figure 4.7. The right panel shows a negative relationship between the proportion
of Option B choices and patience. In particular, subjects who have a discount factor higher
than 0.8 are more likely to choose Option B in type 6 questions compared to those who
have a lower discount factor. This behavioural pattern is largely absent in the left and
middle panel, indicating that the decisions made by patient and impatient individuals are
much more similar in questions of type 4 and 5. This suggests that the effect of having
flexibility may depend on people’s impatience whereas the effect of commitment is less
sensitive to individuals’ time preferences. The evidence is not strong and admittedly this
reasoning is almost purely speculation. However, we think this idea is interesting and we
will try to look at this more systematically in Chapter 4.

Next, we look at the possible relationship between the risk preferences and behaviour
in the future choice task. As a first step, we split the sample into two roughly equal groups
based on whether the CE/EV statistic is above or below the median and test whether risk
aversion has an impact on choices in the future choice task. We find that in questions of type
4 and 6 Option B is equally likely to be chosen by the two groups (two-sample Wilcoxon
rank-sum test, p=0.98 and 0.18 respectively, N=129) whereas in questions of type 5 risk
averse individuals choose Option B more frequently (two-sample Wilcoxon rank-sum test,
p=0.08, N=129). Figure10 in Appendix B depicts these differences at question level. The
fact that risk averse subjects choose Option B more frequently than risk loving subjects in
questions of type 5 supports our view that Option B is preferred partly because Option A
involves high decision risk.

Our risk preference and time preference measures may be related for at least two rea-
sons. Firstly, if in Section 3.1 our assumption of linear utility is invalid and utility is,
in fact, concave, then the discount factors δ02 and δ24 will be negatively correlated with
our measure of risk aversion (CE/EV).26 Secondly, if immediate payments are regarded
as being less risky compared to later payments as suggested by Andreoni and Sprenger
(2012), higher risk aversion could result in lower measured patience. Both of these argu-
ments suggest a negative correlation between our measures of risk aversion and patience.27

26Andersen et al. (2008) argue that time and risk preferences should be jointly estimated to avoid this
problem.

27Another factor which could lead to a correlation between the elicited time and risk preferences is
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Similarly, according to these arguments, we should observe a negative correlation between
risk aversion and the frequency of Option B in type-5 questions. Since this is not the case,
we argue that these considerations do not affect our conclusion.

Finally, we examine the possible connection between the cognitive reflection score and
the choices in the future choice task. Recently, several studies have looked at the relation
between cognitive ability, risk aversion and patience. For instance, Burks et al. (2009) and
Dohmen et al. (2010) find that lower cognitive ability is associated with more impatience
and higher risk aversion. As before, we split the sample into two roughly equal groups, this
time based on the median cognitive reflection score. Figure 11 in Appendix B depicts the
behaviour of these two groups in the future-choice task. Comparison of the top and bottom
panels suggests that subjects with relatively low cognitive reflection score select Option B
more often than subjects with relatively high cognitive reflection score, in particular in
the left and right panel. However, two-sample Wilcoxon rank-sum tests show that the
difference is not significant for all question types (N=129 p=0.83, p=0.90, p=0.54 for type
4, 5, and 6, respectively).

4.2 Future-choice task and Personal Characteristics
In this section we examine whether subject behaviour is influenced by the anecdote about
commitment which is described in Section 2.6. We also investigate whether subject be-
haviour is related to personal characteristics and health-related behaviour such as smoking
habits and exercise frequency. We begin with the definitions of the explanatory variables
that we consider:

• Story treatment: A binary variable which is 1 if the subject read the anecdote about
commitment and 0 if he read the other text which was about an unrelated topic.

• Dutch: A binary variable which is 1 if the subject is a Dutch national.

• Master: A binary variable which is 1 if the subject is a master student.

• CRT score: The number of questions answered correctly in the cognitive reflection
test. Possible values range from 0 to 5.

• Male: This binary variable is 1 if the subject is male.

• Smokes: This binary variable is 1 if the subject indicated that he smoked.

• Quit smoking: This binary variable is 1 if the subject indicated that he did not smoke,
yet he used to smoke in the past.

framing. van der Heijden et al. (2012) find that framing could affect the elicited risk preferences and the
bias could be larger for the relatively patient subjects. It could also be that the correlation between the
elicited risk and time preferences does not result from the factors that are considered but these preferences
are in fact correlated.
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Table 4.8: Behaviour in the experiment and individual characteristics

Number of B’s
in type 4

Story treatment 0.457
(0.411)

Dutch -0.424
(0.461)

Master -0.285
(0.424)

CRT score -0.093
(0.147)

Male -0.528
(0.471)

Smokes -1.091
(1.281)

Quitted smoking 0.699
(0.710)

Could not quit -0.940
smoking (1.419)
Exercises regularly 0.655

(0.545)
Exercise hours 0.888*
(median s.) (0.450)

Number of B’s
in type 5

-0.200
(0.506)
-0.460
(0.569)
0.082
(0.522)
0.164
(0.181)
-1.049*
(0.581)
1.331
(1.579)
0.940
(0.875)

-4.752***
(1.749)
0.139
(0.672)
1.396**
(0.554)

Number of B’s
in type 6

-0.278
(0.524)
-1.038*
(0.588)
-0.073
(0.540)
0.064
(0.188)
-0.829
(0.601)
4.063**
(1.633)
-0.155
(0.905)

-6.671***
(1.809)
0.141
(0.695)
0.837
(0.573)

(δ02
i + δ24

i )/2

0.066***
(0.025)
-0.017
(0.023)
0.022***
(0.008)
0.000
(0.026)
-0.083
(0.069)
0.029
(0.038)
0.034
(0.076)
-0.029
(0.029)
0.002
(0.024)

δ02
i /δ24

i

-0.021
(0.030)
0.025
(0.028)
-0.012
(0.010)
0.054*
(0.031)
-0.105
(0.083)
-0.010
(0.046)
0.068
(0.092)
-0.000
(0.035)
-0.009
(0.029)

|δ02
i − δ

24
i |

-0.013
(0.016)
0.012
(0.014)
-0.003
(0.005)
-0.000
(0.016)
0.063
(0.043)
-0.018
(0.024)
-0.025
(0.048)
0.012
(0.018)
-0.008
(0.015)

Inconsistency
across stages

-0.137**
(0.066)
0.025
(0.060)
-0.021
(0.021)
-0.005
(0.067)
0.674***
(0.180)
-0.047
(0.101)

-0.795***
(0.201)
-0.010
(0.076)
0.045
(0.064)

Sophis.

0.191
(0.347)
0.925**
(0.389)
0.835**
(0.358)
-0.101
(0.124)
0.261
(0.398)
-0.600
(1.081)
0.093
(0.599)
0.530
(1.197)
-0.836*
(0.460)
0.335
(0.379)

Note: * Statistically significant at the .10 level; ** at the .05 level; *** at the .01 level. The intercept terms are not reported. Standard errors are reported in
parentheses.
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• Could not quit smoking: This binary variable is 1 if the subject reported that he
smoked and he could not quit smoking although he had tried.

• Exercises regularly: This binary variable is 1 if the subject reported that he regularly
exercised.

• Exercise hours per week: This variable is based on the number of hours that the
subject often spends on exercise. If the number of exercise hours is larger than the
median value, the variable will take value 1 and otherwise it will be 0.

The first three dependent variables are the number of times the subject chose Option
B in question of type 4, 5 and 6. The other five dependent variables of interest are:

• (δ02
i + δ24

i )/2: The average of the two inferred discount factors, measuring the overall
patience of each subject.

• δ02
i /δ

24
i : The ratio of the first inferred discount factor to the second, which gives us

the present bias of each subject.

• |δ02
i − δ24

i |: The difference (in absolute values) between the two inferred discount
factors, which measures the consistency of the two inferred discount factors.

• Inconsistency across stages: To construct this binary dependent variable, we use
both Stage 1 and Stage 2 decisions. If the question chosen for the second stage is
of type 4 or 5 and the subject chooses the early payment in Option A in Stage 2,
the dependent variable will be 1. This behaviour is considered to be inconsistent
since the subject would benefit from choosing Option B rather than Option A in the
first stage, given that he chooses the early option in the second stage. In those cases
where the question chosen for the second stage is of type 6, if the subject chooses
Option B in the first stage and the late payment in the second stage, the dependent
variable will be 1. This behaviour constitutes an inconsistency since, given that he
will choose the late option in the second stage, he is better off choosing Option A
rather than Option B in the first stage. In all other cases the dependent variable is
0.

• Sophistication: This variable measures a subject’s level of sophistication. The defi-
nition of sophistication is similar to the definition that we use in Figure 4.4. First,
for each flexible option in each first stage question we assess whether a sophisticated
subject is expected to choose the late option in the second stage. Likewise, we con-
sider if a naive individual is expected to choose the late option in these cases. Having
calculated the predictions of naive and sophisticated subjects we determine which
option naive and sophisticated subjects would optimally chose in the first stage. In
most cases, naive and sophisticated subjects are expected to make the same choice.
However, in some cases the predicted optimal choices of the naive and sophisticated
subjects are not the same. If Option A is optimal for the naive but not for the sophis-
ticated, and the subject chooses Option A, our dependent variable will be decreased
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by 1. In a similar manner, if in this case the subject chooses Option B instead, our
dependent variable will be increased by 1. It is also possible that Option A is optimal
for the sophisticated but not for the naive. In this case, if the subject chooses Option
A, our dependent variable will be increased by 1 and otherwise it will be decreased
by 1. This way, we construct an index of sophistication for each subject, which is
positive if the subject is sophisticated and negative if he is naive.

Summary statistics are shown in Table B.1 in Appendix B. We regress each dependent
variable on the covariates and report the results in Table 4.8. We begin with the number of
Option B’s in each question type. As it is argued in the previous sections, Option B could
be selected for different reasons in different tasks. According to our results our controls are
not strongly related with the number of Option B’s in questions of type 4. However, those
who exercise less and those who could not quit smoking are less likely to choose Option B in
questions of type 5. We also find that those who smoke are more likely whereas those who
could not quit smoking are less likely to choose Option B in questions of type 6. Although
we find a relationship between health-related behaviour and choices in the experiment in
these two cases, it is not clear why they are related in this way. As shown in the fourth
column, we find that being Dutch and the CRT score are strongly related to patience.
The present bias measure in the fifth column and the absolute value of the difference
between the discount factors in the sixth column are not strongly associated with any of
our control variables. According to the results in the seventh column, those who could not
quit smoking, those who do not smoke and those who are not Dutch are less likely to give
inconsistent answers across the two stages. Finally, the results in the last column indicate
that subjects who are Dutch and master students are more sophisticated compared to
other subjects. Overall, we find some associations between individual characteristics and
behaviour in the time preference task and future-choice task, although the underlying
reason is often not straightforward.28 We also find that the commitment story has no
significant effect on choices, which suggests that our results are not sensitive to the way
questions are presented.29

28In general, the coefficients are less significant when we include smoking but exclude the other two
smoking-related variables.

29We also investigate the relationship between having future biased preferences (δ24 < δ02) and de-
mographic characteristics. We find that subjects with lower CRT score and subjects with a background
in Economics are more likely to have future biased preferences. The first result suggests that future bi-
ased preferences could reflect lack of attention. The second result is rather unexpected. Future biased
preferences might also reflect calendar effects.
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5 Conclusions
In the literature, time preferences are often elicited by asking the subjects a series of
questions where they have to choose between two payment options. Typically in each
question subjects can either choose to receive a reward soon or they can choose to receive
a higher reward later on. Using this basic, static elicitation method, which is standard in
the literature, it is possible to identify the discount factor between two time periods under
a given set of assumptions about the form of the utility function and how payments are
integrated into the utility function. In addition to these standard questions where subjects
make choices between two payment options with different due dates, we ask the subjects
to compare payments with choice sets and choice sets with other choice sets. This setting
allows us to examine subject’s beliefs about their future actions.

According to our findings subjects believe that they could behave impatiently in the
future. Presuming that they could behave impatiently in the future, some subjects prefer
options which seem to give them some protection against such impatient behaviour. We
find that their beliefs about their future behaviour are not in line with their elicited time
preferences and with standard predictions. Our findings also suggest that some subjects
attach a value to the choice sets, which indicates that they have a taste for flexibility. In
Chapter 4, we integrate choices in the time preference task, future-choice task and Stage
2 to examine some of these issues in more detail.
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A. APPENDIX: TREATMENT VARIATIONS

A Appendix: Treatment variations
Texts

The first anecdotal text tried to demonstrate the economic benefits of commitment in a
simple way:

• John is a university student and is addicted to chocolate. One day he attends to
a competition and wins a prize worth 50 Euro. He will receive his prize 2 months
from now. He can choose to receive his prize in the form of chocolate bars or cash.
According to the rules of the award committee he can declare his preference either
immediately or 2 months from now. The committee also states that, if he declares his
preferred payment option immediately, he will not be allowed to switch to the other
option later on.
John would prefer to receive his prize in the form of cash. If he declares his preference
not immediately but 2 months later, he thinks that in the future he will be tempted
to choose chocolate bars rather than cash. In order to avoid this he immediately
sends an e-mail to the award committee and declares that he would like to receive his
payment in the form of cash. John takes his future motives into account when he
makes choices.

The other anecdotal text was not directly related to economics:

• John is a university student. In his history class students receive group assignments
every week. Every Saturday John meets with the other group members and together
they work on the assignment. Since each group member has a different opinion, they
often have to discuss for hours before they reach a consensus. John is not happy with
this situation because he would like to spend more time with his family on Saturdays.
One day John shares his feelings with the other group members. After a discussion,
they decide to split each assignment into equal parts and assign each part to a group
member. They think that if each individual works on his part individually, they can
finish the assignment much more quickly since they will not have to discuss for hours.
After they switch to this new arrangement, their assignment grades fall dramatically.
It turns out that when they work separately, they spend relatively less effort. As a
result, when each member works individually the quality of their work is much poorer.

The question asked after the text

What might be the moral of this story ?

• Some people work more carefully when the weather is rainy, while others are more
productive on sunny days.

• Some people take a lot of risk when they are encouraged.
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• Some people enjoy to help others while others are inherently selfish.

• Some people take future consequences of their actions into account when they make
decisions.

• Some people are more productive when they work with other people.

B Appendix: Figures and Statistics

Type-4 Type-5

Type-6

Figure 8: Inferred discount factors in each task

114



B
.

A
PPEN

D
IX

:FIG
U

R
ES

A
N

D
STAT

IST
IC

S

Type 4 Type 5 Type 6

Question number

Figure 9: Distribution of Option B in each question of the future-choice task. Control (top row) and treatment groups (bottom row)
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Figure 10: Distribution of Option B in each question of the future-choice task and risk attitude. Top panel is risk averse, bottom panel is
risk loving
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Figure 11: Distribution of Option B in each question of the future-choice task. Low cognitive reflection (top row) and high cognitive reflection
score (bottom row).
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Table B.1: Summary statistics

Variable Mean Std. Dev. Min. Max. N
Number of Option B’s in type 4 1.46 2.16 0 7 129
Number of Option B’s in type 5 2.37 2.68 0 7 129
Number of Option B’s in type 6 3.26 2.75 0 7 129
(δ02
i + δ24

i )/2 0.81 0.12 0.55 0.98 129
δ02
i /δ

24
i 1.02 0.13 0.71 1.79 129

|δ02
i − δ24

i | 0.06 0.07 0 0.43 129
Inconsistency across stages 0.1 0.3 0 1 129
Sophistication -0.24 1.91 -7 7 129
Story treatment 0.49 0.5 0 1 129
Dutch 0.48 0.5 0 1 114
Master 0.49 0.5 0 1 114
CRT score 2.89 1.48 0 5 129
Male 0.64 0.48 0 1 114
Smokes 0.09 0.29 0 1 129
Quit smoking 0.19 0.39 0 1 129
Could not quit smoking 0.05 0.23 0 1 129
Exercises regularly 0.81 0.4 0 1 129
Exercise hours (median split) 0.37 0.49 0 1 129
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Chapter 5

Present-bias and the value of (not)
being able to choose tomorrow:
evidence from a laboratory
experiment

1 Introduction

Individuals make long-term plans but they do not always follow through them. One of
the reasons why they fail to achieve their long-term goals is the conflict between their
long-term and relatively impatient short-term preferences. For instance, an individual
may plan on saving more next year, but when the next year comes, having relatively
impatient short-term preferences, he may instead prefer spending money on immediate
consumption. In fact, such an individual may always plan on saving more next year, but he
may never actually achieve this higher savings level. Individuals who have such inconsistent
time-preferences are called present-biased. In principle, present-biased individuals can,
nevertheless, achieve their long-term targets by tying their hands. Typically, they do this
by undertaking a large long-term investment which penalizes them in case they renege on
their original investment plans. Taking up a pension or buying a mortgage are common
examples of such commitments. Foresighted individuals who anticipate that they will be
relatively more impatient in the future may use such commitment instruments, such as
mortgages and pension plans to achieve their long-term investment targets. By taking up
such an investment foresighted individuals can, in a way, force themselves to save more in
the long-run. On the other hand, present-biased individuals who do not anticipate that
they will renege on their plans in the future will not invest in commitment devices. As
a result, they may save less than they would prefer and suffer more than present-biased
individuals who anticipate their behaviour in the future. These two different types of
individuals are commonly referred to as the sophisticated and the naive.

Economists and psychologists find that individuals are indeed more impatient in the
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short-term than in the long-term. One of the first experimental studies to document this
is Thaler (1981), who measures time-preferences of subjects by asking them to compare
different payment options.1 It is argued that individuals assign a particularly high value
to the present such that their behaviour can be described using β − δ preferences (Strotz,
1955; Laibson, 1997). In the β − δ discounting framework one period ahead is discounted
by the factor βδ, two periods ahead is discounted by the factor βδ2 and so on. In other
words, the relevant discount factor is βδ when comparing today and the next period and
it is δ when comparing two consecutive periods in the future. Hence, given any β < 1 the
individual is present-biased.

Other studies suggest that individuals are not only present-biased but they also com-
monly use commitment devices to avoid impatient choices. In Angeletos et al. (2001) and
Laibson et al. (2007) the consumers are allowed to hold their wealth in liquid as well as
illiquid forms. In both settings, illiquid wealth serves as a commitment device in the way
that is described above. Angeletos et al. (2001) and Laibson et al. (2007) compare a
standard life-cycle model which is based on the exponential discounting assumption with
another life-cycle model which allows for present-biased discounting. Both papers find that
the second model explains wealth holdings and consumption decisions of individuals better
than the standard model. These findings indicate that commitment devices could play a
significant economic role in the domain of consumer behavior.

Although present-biased behavior seems to be common, little is known about the actual
fraction of the sophisticated individuals in the population or how much individuals can
benefit from commitment in general. These issues could be of interest for policy makers
and planners as well as for economists. If the potential gains from commitment are large
and if the lack of commitment devices prevents individuals from achieving their long-
term goals, then the policy makers can, in principle, improve the welfare of individuals
by making commitment devices more accessible. Some economists argue that individuals
could be even nudged into using commitment devices, which could eventually help them
achieve, for instance, higher saving levels (see Thaler and Benartzi, 2004 and Gneezy and
Potters, 1997 for experimental evidence).

We design an experiment to examine some of these issues. In our experiment, we
elicit time-preferences by confronting the subjects with two payment options with different
amounts and due dates, and asking them to choose one of these alternatives.2 Using the
elicited time-preferences it is possible to determine, as in Thaler (1981), whether subjects
are present-biased or not. However, the elicited time-preferences alone are not sufficient to
determine whether they are naive or sophisticated. For this purpose, we ask our subjects to
complete another task where they make choices between two options such as the following:

1Benzion et al. (1989), Kirby (1997) and McClure et al. (2007) report similar findings. On the other
hand, Dohmen et al. (2012) suggest that these findings could result from sub-additive preferences.

2In Chapter 3 we explain the tasks and questions in detail.
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Option A Option B
Two months later make a choice between:
6 Euros two months from now (f2) and Receive 8 Euros four months from now (g4)
10 Euros four months from now (f4)

In this example a subject may choose Option A believing that he will choose f4 when
he makes the second choice. However, if the subject is present-biased, it is possible that
he will choose f2 rather than f4 when he actually makes this choice. In case the subject
is sophisticated, he may anticipate that he will be more impatient and prefer f2 over
f4 two months later. Anticipating the reversal of his preferences two months later, the
sophisticated subject may, unlike the naive subject, choose Option B, which leads to g4.
Therefore, the subject’s first choice between Options A and B may imply whether he is
naive or sophisticated. This mechanism could be called the preference-based explanation
for choosing Option B.

There could be another factor which affects the subject’s first choice. Clearly, it is
not possible to monitor the subject during the two months between the first and second
decisions. It is possible that for reasons that are unknown to us his preferences change
during this period. Anticipating this, the subject could prefer Option A, which offers
decision flexibility, rather than Option B which does not. This second mechanism could
be referred to as the uncertainty-based explanation for choosing Option A.

The model that we develop and estimate in this chapter incorporates both the preference-
based mechanism and uncertainty-based mechanism that are described above. The time-
preferences that we elicit helps us identify the role of preferences in this example. To
account for decision uncertainty, we estimate the magnitude of the taste shock that the
subject experiences at the time of the second decision. Our model allows us to classify
subjects as naive and sophisticated while at the same time controlling for uncertainty. The
estimation results imply that, if uncertainty is not accounted for, sophisticated subjects
who choose Option A due to uncertainty could be misclassified as naive subjects. We find
that the majority of our sample is sophisticated (62.7%). We also quantify how much
value the subjects attach to the possibility of making a choice in the future between two
payments. Interestingly, we find that the subjects, on average, have an aversion towards
making such a choice due to unobserved factors. Despite this fact, the possibility of mak-
ing the second choice improves the value of an option by 9.44%, on average. Our results
suggest that both uncertainty and subjects’ aversion towards making a choice could affect
the measurement of sophistication and naivete.

There are important differences between the analysis in Chapters 3 and 4. In this
chapter we add to the analysis a fixed cost/benefit of not having to make a decision in
the future, and taste shocks, which lead to uncertainty and generate a taste for flexibility.
In Chapter 3, we show that in type-4 questions Option B is chosen quite frequently. In
this chapter we argue that this pattern can be explained by the combined effect of taste
shocks and aversion towards flexibility. In Chapter 3 we also show that Option B is chosen
more frequently in type-6 questions than in type-5 questions. In this chapter we claim
that uncertainty in the second stage could lead to a preference for flexibility in the first
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stage and this could explain why Option B is more popular in type-6 questions than in
type-5 questions. Also, unlike in Chapter 3 in this chapter we assume that all subjects are
present-biased. We are forced to make this assumption because, unfortunately, we could
not find a statistical distribution which matches the joint distribution of time-preferences
more closely.

The closest empirical study to this chapter is Casari (2009), who also classifies subjects
as naive and sophisticated using data from a two-stage experiment. According to Casari’s
definition all subjects who choose Option B in our example are sophisticated whereas others
are naive. In this chapter we argue that there could be two additional reasons for choosing
a given option: decision uncertainty in the future and aversion for flexibility. According to
our findings both factors have considerable impact on decisions. We argue that if decision
uncertainty is neglected, a sophisticated subject who chooses Option A due to decision
uncertainty could be misclassified as a naive subject. In a similar way, if the aversion
towards flexibility is ignored, a subject who chooses Option B simply to avoid making a
choice in the future could be misclassified as a sophisticated subject. In our analysis we
account for both of these confounding factors.

Another related study is Amador et al. (2006), who examine the tradeoff between
demand for decision flexibility (the uncertainty-based mechanism) and demand for com-
mitment (the preference-based mechanism) in a two-period framework. In their model the
decision in the second period, which is similar to the second decision in our example, is
made by an impatient self-1 who experiences a taste shock whereas the first decision, which
corresponds to the choice between Option A and B in our case, is made by a relatively
patient self-0. As in the example above, self-0 prefers decision flexibility since self-1’s choice
is not known a-priori while at the same time self-0 would like to avoid flexibility, because he
would like to prevent self-1 from making impatient choices. Although the general structure
of this model is similar to ours there are two important differences. First, according to the
findings presented in Chapter 3, a considerable part of our subjects are time-consistent,
which means that self-1 is not necessarily more impatient compared to self-0 in our case.
Second, Amador et al. assume that the taste shock is known by self-1 before he makes
his decision while we assume that it is unknown. Amador et al.’s assumption leads to a
typical principal-agent setup where self-1 signals his type to self-0 through his choices. We
believe that our model lends itself better to empirical investigation and is based on equally
plausible assumptions.

The rest of this chapter is organized as follows: Section 2 introduces our assumption
and the empirical model, Section 3 presents the parameter estimates and predictions of
the model and Section 4 concludes.

2 The Model
We define uikt as the utility of subject i in question k, resulting from a payment to be re-
ceived in time t. t can be either e or ` which represent early and late payments respectively.
We assume that uikt has two components: mean utility which is simply the present value
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of the payment, mikt and a taste shock, σiεikt whose importance differs across individuals.
These assumptions are quite common in studies which examine experimental binary choice
data (e.g. Hey and Orme, 1994). We assume that all taste shocks are drawn independently
from a type 1 extreme value distribution with a mean of zero (see McFadden, 2001).

The present value of a payment depends on the subject’s time-preferences. We assume
that time-preferences are represented by β − δ preferences, where β captures the present-
bias and δ is the standard discount factor (Strotz, 1955; Laibson, 1997). In this framework
the individual is indifferent between receiving 1 Euro now, βδ Euro 1 period from now,
βδ2 two periods from now and so on. The case of exponential discounting (ED) can be
regarded as a special case of our model. In the case of β = 1, time-preferences can be
represented by an exponential discount function. An exponential discounter never prefers
to change the plans he has made earlier, since he discounts payments at the same rate in
all periods. This property of ED is often referred to as time-consistency. In the case of
β < 1 sooner payments are discounted at a higher rate compared to later payments. This
particular type of discounting is often called present-biased discounting (PBD). In the case
of PBD, a subject who prefers a later payment over a sooner payment, may instead prefer
the earlier payment as the payment date draws closer. An important implication of this
discounting pattern is that individuals can be made better off by eliminating the possibility
of behaving impatiently in the future.3 4 In our experiment we infer β and δ parameters
of each subject, which allows us to examine whether there is scope for such foresighted
commitments and if so whether subjects do commit when there is an opportunity.

We examine the cases of the time-preference task and future-choice task separately. In
the time-preference task, subjects compare two payments with different delays. In the first
half of the questions they compare an immediate payment with another payment which is
to be received two months later. Given the assumptions described above, subject i chooses
the immediate payment in question k if:

mike + σiεike > βiδimik` + σiεik` (5.1)

and chooses the later payment option otherwise. σi is an individual specific parameter
that measures the importance of the shocks for the choices. In Equation (5.1), we assume
that subjects perceive the early payment as an immediate payment and therefore, do not
discount it. We also assume that future taste shocks are not discounted and, hence, treated
in the same way as immediate payments. As can be seen below, this assumption leads to
closed form expressions, which are relatively easy to analyze and estimate. We believe that
our assumption is plausible since it is not clear to what extent, if any, future taste shocks
are discounted. In the other half of the time-preference questions, subjects compare two

3Examples of such foresighted commitments can be found in different domains of life. For instance,
joining a weight loss camp or investing money in a fixed-term deposit account (e.g. Christmas account)
can both be regarded as such commitments.

4We are interested in ex-ante welfare, that is to say the welfare of self-0. See Bernheim and Rangel
(2005) for a discussion on welfare criteria.

135



CHAPTER 5. PRESENT-BIAS

payments which are to be made 2 months and 4 months later. Similar to the previous case,
subjects are expected to choose the sooner payment if:

βiδimike + σiεike > βiδ
2
imik` + σiεik` (5.2)

Since the difference between two independent type 1 extreme value random variables follow
a logistic distribution, in the case of the first question type the probability of choosing the
early option is:

Prik (yik = e|βi, δi, σi) =
(

1 + exp

(
βiδimik` −mike

σi

))−1

(5.3)

where yik denotes the choice of subject i in question k. Likewise, in the case of the second
question type it is:

Prik (yik = e|βi, δi, σi) =
(

1 + exp

(
βiδ

2
imik` − βiδimike

σi

))−1

(5.4)

Unlike in the time-preference elicitation task, in the future-choice task subjects must take
into account how they will behave in the future. In these questions, the first decision that
they make affects the set of available alternatives they can chose from when they make
a second decision. Therefore, each choice in the future-choice task has two steps: First,
the subject considers the decisions that he could make in Stage 2 and then, taking these
considerations into account, he decides if it is optimal to choose Option A or B in Stage 1.
In some studies (Amador et al., 2006), the choices in Stage 1 and 2 are viewed as the choices
of two different selves. According to this view, the first-step decision can be regarded as
the decision of self-1 whereas the second-step decision can be referred to as the decision of
self-0. We assume that decisions of both selves are determined by their time-preferences
as well as a taste shock. In this framework, the choice of self-1 is not known with certainty
by self-0, since the choice partly depends on the taste shock self-1 will experience in the
next period. Nevertheless, being forward-looking, self-0 takes into account the uncertainty
resulting from the future taste shock, which generates a preference for flexible options from
his perspective.

We begin with the decision of self-1. As can be seen from the extensive description
of the future-choice task in Chapter 3, not all options in this task involve a real decision
in Stage 2. Therefore, depending on the decision of self-0, self-1 may or may not make a
decision. In the cases where he makes a decision, the early and late payments are defined
as mije and mij` respectively. If self-0 chooses Option B in questions of type 4 and 5, self-1
will not make a decision. In other cases self-1 chooses the payment option which leads to
higher expected utility for him. The utility of self-1, if he makes a choice, is:

ψij = max{mije + σiεije, βiδimij` + σiεij`} (5.5)
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The expected utility of self-1 can be expressed as follows:

E[ψij] = E[1(mije + σiεije ≥ βiδimij` + σiεij`)(mije + σiεije)+
1(mije + σiεije < βiδimij` + σiεij`)(βiδimij` + σiεij`)]

(5.6)

In Appendix A.1 it is shown that E [ψij] from the perspective of self-1 can also be written
as:

E[ψij] = σiγ + σi log
(
exp

(
mije

σi

)
+ exp

(
βiδimij`

σi

))
(5.7)

where γ is Euler’s constant. Self-0’s utility also consists of a mean utility component and
a preference shock scaled by σi. Assuming that self-0 is sophisticated, his expectations
regarding self-1’s choice coincide with self-1’s expectations. A sophisticated self-0 correctly
predicts that self-1 will choose the early option, if the early option yields higher utility from
self-1’s perspective, that is if mije + σiεije ≥ βiδimij` + σiεij`. Although a sophisticated
self-0 has the same expectations as self-1, his preferences are not necessarily the same as
self-1’s preferences.

To demonstrate this point, we compare the preferences of self-0 and self-1 concerning the
second stage decision. From the perspective of self-1, a payment which is made immediately
is not discounted while a payment with 2 months delay is discounted by the factor βδ.
Therefore, when comparing these two payments the relevant discount factor for self-1 is
βδ. On the other hand, self-0 discounts the first and second payments with the factors βδ
and βδ2 respectively, which suggests that the relevant discount factor for self-0 is δ rather
than βδ. This suggests, for instance, that when a subject is present-biased (β < 1), self-1
enjoys later payments (mij`) relatively less than self-0 does. It can also be concluded that
the preferences of self-0 and self-1 are consistent only when β is equal to 1. Hence, in
general, the preferences of self-1 and self-0 may or may not be consistent depending on
β. A sophisticated self-0’s expected utility resulting from a choice made by self-1 can be
written as:

E[φij] = βiδiE[1(mije + σiεije ≥ βiδimij` + σiεij`)(mije + σiεije)+
1(mije + σiεije < βiδimij` + σiεij`)(δimij` + σiεij`)]

(5.8)

It is shown in Appendix A.2 that Equation (5.8) reduces to:

E[φij] = βiδi

E[ψij] + δmij`(1− βi)
exp

(
βiδimij`

σi

)
exp

(
βiδimij`

σi

)
+ exp

(
mije
σi

)
 (5.9)

Equation (5.9) suggests that the expected utility of sophisticated self-0 is the sum of the
discounted expected utility of self-1 and a second term which captures the fact that the
preferences of self-0 and self-1 could differ. As explained above, the second term disappears
when βi is equal to 1. This term is composed of two parts: the term on the right hand
side is the probability of self-1 choosing the late option and δimij`(1 − βi) captures the
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additional utility that self-0 will receive conditional on self-1 choosing the late option with
certainty.5 Equation (5.9) indicates that the expected utility of self-0 will be higher and the
difference between the expected utilities of the two selves will be greater, if the probability
of choosing the late option is higher.

A naive self-0 wrongly believes that self-1 will have the same preferences as self-0.
Hence, the expected utility of naive self-0 is:

E[κij] = βiδiE[1(mije + σiεije ≥ δimij` + σiεij`)(mije + σiεije)+
1(mije + σiεije < δimij` + σiεij`)(δimij` + σiεij`)]

(5.10)

Note that, in Equation (5.10) β enters only for discounting future utility and self-0’s beliefs
depend only on δ, not on β. The expectation term is simply the expected utility of self-1
from the perspective of naive self-0, which could be different from self-1’s true expected
utility. As in the case of E [ψij], E [κij] can be expressed in terms of the expected maximum
of two utilities:

E [κij] = βiδiE [max{mije + σiεije, δimij` + σiεij`}] (5.11)

In Appendix A.3, it is shown that Equation (5.10) can be expressed as follows:

E[κij] = βiδi

(
σiγ + σi log

(
exp

(
mije

σi

)
+ exp

(
δimij`

σi

)))
(5.12)

In the future-choice task, self-0 compares Options A and B and chooses the option with
highest expected utility. The decision of self-0 depends on Equations (5.7), (5.9), (5.12)
and also on whether he is sophisticated or naive. We also consider the possibility that
preference for a flexible option is higher or lower than what these equations suggest due to
factors that we do not account for. This additional value attached to a flexible option is
measured by ωi. In other words ωi captures the value of making a decision in the future
which is independent of payments, ε and time-preferences. We allow this parameter to
be negative so that it could capture an aversion towards flexibility as well as a taste for
flexibility.

Next, we specify the statistical distributions from which the individual parameters βi,
δi, σi and ωi are jointly drawn. We refer to these four individual parameters together
as ηi. As a starting point, it is important to note that some of our random coefficients
are most likely bounded from below and/or above. For instance, a discount factor larger
than one suggests that the subjective value of a payment increases with delay, which seems
counter-intuitive. Therefore, we restrict the discount factors, namely β and δ, to be less
than or equal to one. We also define σ as a strictly positive parameter.

The second important point is that in our sample the distribution of some individual
parameters is expected to be rather skewed. The distributions of β and δ could be highly

5Note that the probability of choosing the late option has the logistic form since the difference between
two type 1 extreme value random variables is a logistic random variable.
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concentrated below one, which is a natural upper bound for both discount factors. The
parameter which measures the scale of the errors, σ, is also probably skewed and has a mode
close to zero. This suggests that most subjects make small decision errors whereas a small
minority make sizable mistakes. We simulate this skewed and bounded distribution by first
generating random draws following a joint normal distribution, denoted by η∗i , and after
this transforming these random draws in a way that is compatible with the underlying
distribution which is described above. The correlation matrix (Cholesky factors) of the
joint normal distribution is denoted by Γ . We approximate the distribution of η∗i using
100 random Halton draws for each subject. ηi is found by transforming η∗i in the following
way. βi and δi are defined as 1− β∗i 2 and 1− δ∗i 2 respectively whereas σi is defined as σ∗i 2

and ωi is simply equal to ω∗i . The likelihood contribution of subject i can be expressed as
follows:

Li =
∫
R4

∏
k∈STi

∏
j∈SFi

lTik(·)
(
(1− π)lFij(·|ζi = 0) + πlFij(·|ζi = 1)

)
f(η)dη (5.13)

where π is the fraction of the sophisticated in our sample, ζi is an indicator variable which is
1 if subject i is sophisticated, STi and SFi are the sets of all questions in the time-preference
and future-choice tasks respectively, lTik and lFij are the likelihood contributions correspond-
ing to choices in the time-preference elicitation task and future-choice task respectively,
and f is the probability density function of η. The variation in the payments in the future
choice and time-preference elicitation tasks allow us to pin down σ as well as β and δ.
Identification of ω comes from the variation in question types. Finally, choices in the type
5 and type 6 questions determine whether a subject is naive or sophisticated.

The log-likelihood is equal to the sum of the logarithms of Li across the sample. The
maximum log-likelihood can be obtained by standard optimization techniques. Since the
integral in Equation (5.13) does not have a closed form solution, we approximate it using
standard simulation methods (Train, 2003).6

3 Results
In this section we examine the parameter estimates, the predictions of our model concerning
the choices in the future-choice task and in Stage 2. We present and discuss the parameter
estimates in Section 3.1 and the predictions in Section 3.2. Section 3.3 complements the
analysis by showing the effect of each parameter on the results. In this last section we also
calculate the average value of decision flexibility (or commitment).

3.1 Parameter estimates
In this section we examine the parameters which maximize the likelihood function shown
in Equation (5.13). We focus on two different specifications which have different strengths

6In principle the model can also be estimated using the EM algorithm (Dempster et al, 1977). In this
case the underlying model would be the same.
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and weaknesses. In the first specification we assume that the parameters of the naive and
sophisticated are drawn from the same distribution. In the second specification we instead
assume that the time-preferences of the naive and sophisticated could be from different
distributions, but σ and ω take the same value for all subjects in the sample. Therefore,
the first specification is richer in terms of individual heterogeneity whereas the second
specification allows more heterogeneity across the naive and sophisticated types.7 After
Section 3.2 we use only the first specification in our calculations, since it fits the data more
closely than the second specification.

The estimation results corresponding to these two specifications are presented in Table
5.1. The top and bottom panels of Table 5.1 display the parameters of the naive and
sophisticated, respectively. The table includes the mean values of the normally distributed
random coefficients (η∗) as well as the correlation matrix Γ whose elements are denoted by
ρ. We are mainly interested in the parameters corresponding to the transformed random
coefficients (η), which are reported in Table 5.2. In both Tables 5.1 and 5.2 the coefficient
estimates on the top left panel and the bottom left panel are the same, since we assume
that individual effects of the naive and sophisticated are drawn from the same distribution
in the first specification. In both specifications we allow time-preference parameters, β and
δ to be correlated, yet we do not allow other individual effects to be correlated with them
or with each other. Also, in the second specification the variance terms that correspond
to σ and ω are set to zero since these parameters are assumed to be the same for every
subject.

According to the estimation results in the left panel of Table 5.1, 62.7% of our subjects
are sophisticated and the rest are naive. In the second specification the fraction of the
sophisticated is 63.1%, which is not statistically different from the corresponding estimate
in the first specification. The fractions of the sophisticated in these two specifications are
remarkably close to 60.2%, which is the corresponding value found in Casari (2009).

In both specifications the average value of ω is significant and negative, suggesting that
subjects on average have an aversion towards flexibility. To interpret other parameters we
plot histograms for each random coefficient reported in Table 5.2. The random coefficients
in the first and second specifications are plotted in the left and right panels of Figure 5.1,
respectively. We approximate these distributions using the estimation results in Table 5.1
and 1000 random draws drawn from the joint distribution η.

The first specification does not allow us to distinguish the time-preferences of the naive
and sophisticated, but it accounts for heterogeneity in σ and ω. Overall, the first specifi-
cation explains the data better as indicated by its considerably lower log-likelihood value.
The findings depicted on the left panel of Figure 5.1 suggest that most subjects have a β
close to one, and therefore are not present-biased. Nevertheless, a considerable part of the
sample has a β parameter significantly lower than 1, which means there are present-biased
subjects in the sample. The other discount factor, δ is also skewed to the right and has
a mode close to 1. Yet, the distribution of δ is quite heterogeneous, even more than the

7Unfortunately, we cannot allow heterogeneity in all areas, since we do not have sufficient variation in
our data.
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Table 5.1: Estimation results

Specification 1

Estimates Std. error

Naive

µβ∗
N

0.095*** 0.013

µδ∗
N

0.371*** 0.003

µσ∗
N

0.103*** 0.014

µω∗
N

-0.236*** 0.022

ρβ∗
N
,β∗

N
0.121*** 0.006

ρβ∗
N
,δ∗

N
-0.003 0.007

ρδ∗
N
,δ∗

N
0.192*** 0.003

ρσ∗
N
,σ∗

N
0.729*** 0.019

ρω∗
N
,ω∗

N
0.617*** 0.040

Sophisticated

µβ∗
S

0.095*** 0.013

µδ∗
S

0.371*** 0.003

µσ∗
S

0.103*** 0.014

µω∗
S

-0.236*** 0.022

ρβ∗
S
,β∗

S
0.121*** 0.006

ρβ∗
S
,δ∗

S
-0.003 0.007

ρδ∗
S
,δ∗

S
0.192*** 0.003

ρσ∗
S
,σ∗

S
0.729*** 0.019

ρω∗
S
,ω∗

S
0.617*** 0.040

π 0.627*** 0.096

Log-likelihood 3062.104

N 8127

Specification 2

Estimates Std. error

-0.185*** 0.028

-0.246*** 0.009

-0.636*** 0.009

-0.682*** 0.034

0.168*** 0.017

0.126*** 0.016

0.249*** 0.004

0 -

0 -

-0.145*** 0.018

-0.440*** 0.009

-0.636*** 0.009

-0.682*** 0.034

0.110*** 0.012

-0.015 0.011

0.175*** 0.011

0 -

0 -

0.631*** 0.060

3190.198

8127

Note: As discussed in the main text, certain parameters are not estimated and are instead set to zero. The
results on the right panel correspond to the transformed random coefficients, which are plotted in Figure 5.1
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Table 5.2: Transformed parameters

Specification 1

Naive

µβN
0.975

µδN
0.822

µσN 0.568

µωN -0.243

ρβN ,βN
0.033

ρβN ,δN
-0.060

ρδN ,δN
0.145

ρσN ,σN 0.744

ρωN ,ωN 0.625

Sophisticated

µβS
0.975

µδS
0.822

µσS 0.568

µωS -0.243

ρβS ,βS
0.033

ρβS ,δS
-0.060

ρδS ,δS
0.145

ρσS ,σS 0.744

ρωS ,ωS 0.625

Specification 2

0.929

0.887

0.405

-0.682

0.090

0.455

0.141

0

0

0.966

0.787

0.405

-0.682

0.037

-0.098

0.149

0

0

Note: As discussed in the main text, certain parameters are not estimated and are instead set to zero.
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Figure 5.1: Estimation results, distribution of random coefficients (ηi)
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The solid line corresponds to the fitted line.

Figure 5.2: Estimated time-preferences

distribution of β. The left panel of Figure 5.1 also shows that most subjects have a σ close
to zero, which implies that they tend to make small, perhaps negligible decision errors. On
the other hand, a small number of subjects make large mistakes as indicated by the long
tail of the distribution. One of the important findings presented in the left panel of Figure
5.1 is that ω has a considerably wide spread. According to these findings, less than half
of the subjects have a preference for flexibility whereas the rest have an aversion towards
flexibility.

The panel on the right gives us some idea about whether naive and sophisticated indi-
viduals have different time-preferences. According to the results shown in the right panel
of Figure 5.1, δ is, on average smaller and more concentrated below one in the case of the
naive. Nevertheless, the distributions of the discount factors are rather similar in both
cases. This indicates that the individual-specific parameters of these two types may have
the same distribution, which is what we assume in specification 1.

To obtain a more complete picture, we examine the relationship between β and δ,
which are allowed to be correlated. It is conceivable that, for instance, relatively impatient
individuals are also relatively more present-biased in general. To visualize this relationship
we plot βi against δi in Figure 5.2. As in Figure 5.1, we obtain these individual specific
parameters by simulating the distribution of β and δ in the sample using the estimated
parameters in Table 5.1. For this purpose we use 1000 random draws drawn from the joint
distribution η. The areas of the circles in Figure 5.2 reflect the number of observations
associated with each circle. The left and right panels of Figure 5.2 present the distribution
of time-preferences for the naive and sophisticated, respectively. The red solid lines in
Figure 5.2 correspond to the fitted-lines. Since we are interested in the differences between
the naive and sophisticated, in this figure we use the second specification as the basis of our
calculations. In the case of naive subjects, we find a strong positive correlation between β
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Figure 5.3: Probability of choosing Option B in the future-choice task (self-0), average predictions and
choices

and δ, where a 1 unit increase in δ roughly corresponds to a 0.25 unit increase in β. In the
case of sophisticated subjects the correlation between β and δ is negative and much weaker.
Overall, Figure 5.2 suggests that the relationship between β and δ is rather different in the
cases of naive and sophisticated subjects.

3.2 Predictions of the Model and Choices
In this section we investigate the extent to which our model explains the choices made in
the future-choice task. To this end we compare the average predictions with average choices
in this task. In this subsection and in the rest of the chapter we use the first specification as
the basis of our analysis. For each question in the future-choice task we obtain the average
predictions of our model by generating 100 Halton draws for each subject, computing
the predicted probability of choosing Option B for each draw and finally averaging the
predictions over all draws. We report these average predictions together with aggregate
choices in Figure 5.3. The height of each blue bar in this figure corresponds to the average
predicted probability of choosing Option B while the height of each yellow bar indicates
the average fraction of Option B in each question. The proximity of these two measures
conveys information about how successful our model is in predicting the choices in the
experiment. The model may not fully explain the decisions in the experiment, even if the
heights of the blue and yellow bars in Figure 5.3 are exactly the same. This is because
Figure 5.3 describes the choices only on the aggregate level. It is possible that predictions
do not match choices on the individual level even though they do match on the aggregate
level. The figure, nevertheless, gives some idea about the general features of the data and
the predictions.8

8It is also possible to investigate the accuracy of the model in more detail. One can, for instance,
compare the variance of choices with the variance of predictions.
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Conditional on having chosen Option A Conditional on having chosen Option B

Figure 5.4: Probability of choosing the late payment in Stage 2 (self-1), average predictions and choices

According to Figure 5.3, on the aggregate level our model captures the differences
across question types to a large extent. For instance, our model correctly predicts that
the frequency of Option B will be higher than zero in type-4 questions. Another impor-
tant pattern which stands out is the higher frequency of Option B in questions of type
6 compared to that in questions of type 5. As shown in Figure 5.3 the model correctly
predicts such a difference across these two question types. Although our model predicts
the differences across question types rather successfully, Figure 5.3 indicates that it is less
successful in predicting the differences across questions of a given question type. In all
question sets, as we move further from the first question the frequency of Option B first
increases and then after some point it decreases. The model does not produce such a sharp
inverse U-shaped pattern. It predicts the increasing pattern but it is then followed by a
more or less stable part. Overall, the model explains most of the key features of the data
on the aggregate level.

We also examine the predictions of our model for Stage 2 and compare these predictions
with the corresponding choices. Calculation of these predictions is relatively straightfor-
ward since the optimal choice in Stage 2 depends only on the discount factors and σ. Figure
5.4 presents the predictions and choices conditional on the number of the question which
the subject is confronted with in Stage 2 and the option chosen in this particular question
in Stage 1. The height of each bar is equal to the number of times the late payment option
is chosen divided by the number of all Stage 2 choices associated with the given question
number.

As explained in Chapter 3, in Stage 2 some subjects do not make a choice between two
payments but simply confirm the choice they have made earlier in Stage 1. Namely, if a
subject chooses Option B in a question of type-4 or type-5 and if this question is picked
for Stage 2, the subject will not make a choice in Stage 2, since Option B involves only
one payment option in these cases. Accordingly the right panel of Figure 5.4 shows that
the probability of choosing late in Stage 2 is equal to 1 and 0 in questions of type 4 and
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Predictions conditional on π = 0 (naive) and π = 1 (sophisticated)

Figure 5.5: Probability of choosing Option B in the future-choice task (self-0), average predictions and
choices

type 5, respectively. As expected, the predictions of our model coincide with the choices
in these special cases where the subject confirms the choice that he made earlier in Stage
1. It is also worth noting that in some questions the average probabilities are not reported
because no subject is confronted with the given question.

The findings presented in the left panel of Figure 5.4 suggests that in the case of Option
A the subjects are predicted to choose the late payment less frequently than they actually
do. In fact, the frequency of the late payment is overestimated only in 4 questions out of 19.
On the contrary, in the case of Option B the frequency of the late payment is overestimated
in all 6 questions. In general, the predictions do not exactly match the choices in Stage 2
in every question. This could be expected since we have only 98 choices in Stage 2.

3.3 The effect of parameters on predictions
In this chapter we assume that choices are determined by a combination of factors including
sophistication, decision uncertainty and preference for flexibility. In this section we examine
the effect of each one of these three factors while keeping the other factors constant.

We begin with the effect of sophistication on the choices in the future-choice task. As
explained in Section 2 self-0 and self-1 may have different preferences concerning the Stage
2 choice. A naive self-0 does not anticipate that self-1 could have different preferences
than his current preferences while a sophisticated self-0 takes self-1’s true preferences into
account. The choices in the future-choice task (self-0) could indicate how likely it is that
a subject is sophisticated. Subjects will be more likely to be sophisticated (larger π), if
their choices are closer to the predicted choices of sophisticated subjects rather than naive
subjects. If their choices are instead closer to the predicted choices of naive subjects, they
will be more likely to be naive (smaller π).
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Table 5.3: The expected value of options for naive self-0 given σ = 0 and σ 6= 0, sample averages

Type Question Option A Option B Option A Option B

f2 f4 g2 g4 σ 6= 0 σ = 0 σ 6= 0 σ = 0

4 1 6.00 8.24 - 7.37 5.59 4.67 4.06 4.06

4 2 6.00 8.88 - 7.94 5.88 4.97 4.37 4.37

4 3 6.00 10.14 - 9.07 6.50 5.62 5.00 5.00

4 4 6.00 11.41 - 10.21 7.16 6.30 5.62 5.62

4 5 6.00 12.68 - 11.34 7.83 6.99 6.25 6.25

4 6 6.00 13.95 - 12.47 8.52 7.69 6.87 6.87

4 7 6.00 15.21 - 13.61 9.21 8.38 7.50 7.50

5 8 6.00 8.24 6.50 - 5.59 4.67 4.20 4.20

5 9 6.00 8.88 7.00 - 5.88 4.97 4.52 4.52

5 10 6.00 10.14 8.00 - 6.50 5.62 5.17 5.17

5 11 6.00 11.41 9.00 - 7.16 6.30 5.82 5.82

5 12 6.00 12.68 10.00 - 7.83 6.99 6.46 6.46

5 13 6.00 13.95 11.00 - 8.52 7.69 7.11 7.11

5 14 6.00 15.21 12.00 - 9.21 8.38 7.75 7.75

6 15 6.00 8.24 6.50 7.37 5.59 4.67 5.35 4.41

6 16 6.00 8.88 7.00 7.94 5.88 4.97 5.69 4.74

6 17 6.00 10.14 8.00 9.07 6.50 5.62 6.36 5.42

6 18 6.00 11.41 9.00 10.21 7.16 6.30 7.03 6.10

6 19 6.00 12.68 10.00 11.34 7.83 6.99 7.70 6.78

6 20 6.00 13.95 11.00 12.47 8.52 7.69 8.38 7.46

6 21 6.00 15.21 12.00 13.61 9.21 8.38 9.05 8.13

Next, we show the average predictions of our model for the naive and sophisticated
and examine how choices are related to these two predictions on the aggregate level. The
average predicted choice probabilities for the naive and sophisticated are simply equal to
the predictions in Figure 5.3 conditional on π = 0 and π = 1, respectively. The light and
dark blue bars in Figure 5.5 correspond to the average predicted probabilities of choosing
Option B for the naive and sophisticated. The distance between the light and dark blue
bars indicates how similar our predictions are for the naive and sophisticated. According
to Figure 5.5 the sophisticated is expected to choose Option B more frequently than the
naive in all questions, although the magnitude of the difference is rather small. Note that
the height of each blue bar in Figure 5.3 is simply the weighted average of the heights
of the corresponding dark and light blue bars in Figure 5.5 where the weight of the dark
blue bar is equal to the estimated value of π in the first specification (0.627). On average,
the actual choices are also closer to the predicted choices of the sophisticated than to the
predicted choices of the naive.

Another factor which could affect the choices in Stage 1 is uncertainty. It is possible
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Table 5.4: The expected value of options for sophisticated self-0 given σ = 0 and σ 6= 0, sample averages

Type Question Option A Option B Option A Option B

f2 f4 g2 g4 σ 6= 0 σ = 0 σ 6= 0 σ = 0

4 1 6.00 8.24 - 7.37 5.53 4.60 4.06 4.06

4 2 6.00 8.88 - 7.94 5.80 4.89 4.37 4.37

4 3 6.00 10.14 - 9.07 6.39 5.51 5.00 5.00

4 4 6.00 11.41 - 10.21 7.03 6.17 5.62 5.62

4 5 6.00 12.68 - 11.34 7.69 6.84 6.25 6.25

4 6 6.00 13.95 - 12.47 8.36 7.52 6.87 6.87

4 7 6.00 15.21 - 13.61 9.03 8.20 7.50 7.50

5 8 6.00 8.24 6.50 - 5.53 4.60 4.20 4.20

5 9 6.00 8.88 7.00 - 5.80 4.89 4.52 4.52

5 10 6.00 10.14 8.00 - 6.39 5.51 5.17 5.17

5 11 6.00 11.41 9.00 - 7.03 6.17 5.82 5.82

5 12 6.00 12.68 10.00 - 7.69 6.84 6.46 6.46

5 13 6.00 13.95 11.00 - 8.36 7.52 7.11 7.11

5 14 6.00 15.21 12.00 - 9.03 8.20 7.75 7.75

6 15 6.00 8.24 6.50 7.37 5.53 4.60 5.32 4.37

6 16 6.00 8.88 7.00 7.94 5.80 4.89 5.65 4.70

6 17 6.00 10.14 8.00 9.07 6.39 5.51 6.31 5.38

6 18 6.00 11.41 9.00 10.21 7.03 6.17 6.98 6.05

6 19 6.00 12.68 10.00 11.34 7.69 6.84 7.65 6.72

6 20 6.00 13.95 11.00 12.47 8.36 7.52 8.31 7.39

6 21 6.00 15.21 12.00 13.61 9.03 8.20 8.98 8.06

that in Stage 1 subjects do not know with certainty which option they will choose in Stage
2. It is also possible that the unpredictability of the Stage 2 decisions affects the choices in
the Stage 1. Due to the complexity of the model it may, however, not be obvious how the
uncertainty associated with the Stage 2 choice will affect the choices in Stage 1. Clearly,
the value of Option B in a type-4 or type-5 question is not influenced by uncertainty,
since in these cases a subject does not make a choice in Stage 2. However, in other cases
uncertainty could affect the value of the option although the sign and magnitude of this
effect may not be immediately clear.

To see whether the effect of uncertainty in the future-choice task is quantitatively
important we calculate the value of each choice set using the estimation results in Table 5.1
and the actual payment amounts. We do the same calculation given σ = 0, which means
that subjects do not make decision errors. The difference between the first and second
numbers gives us the value of uncertainty in Euros. Since the presence of uncertainty about
the Stage 2 choice creates a preference for decision flexibility in Stage 1, we expect this
difference to be positive in general. For each question we report the average values of choice
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Table 5.5: The expected value of options for naive self-0 given ω = 0 and ω 6= 0, sample averages

Type Question Option A Option B Option A Option B

f2 f4 g2 g4 ω 6= 0 ω = 0 ω 6= 0 ω = 0

4 1 6.00 8.24 - 7.37 5.59 5.78 4.06 4.06

4 2 6.00 8.88 - 7.94 5.88 6.06 4.37 4.37

4 3 6.00 10.14 - 9.07 6.50 6.68 5.00 5.00

4 4 6.00 11.41 - 10.21 7.16 7.34 5.62 5.62

4 5 6.00 12.68 - 11.34 7.83 8.02 6.25 6.25

4 6 6.00 13.95 - 12.47 8.52 8.70 6.87 6.87

4 7 6.00 15.21 - 13.61 9.21 9.39 7.50 7.50

5 8 6.00 8.24 6.50 - 5.59 5.78 4.20 4.20

5 9 6.00 8.88 7.00 - 5.88 6.06 4.52 4.52

5 10 6.00 10.14 8.00 - 6.50 6.68 5.17 5.17

5 11 6.00 11.41 9.00 - 7.16 7.34 5.82 5.82

5 12 6.00 12.68 10.00 - 7.83 8.02 6.46 6.46

5 13 6.00 13.95 11.00 - 8.52 8.70 7.11 7.11

5 14 6.00 15.21 12.00 - 9.21 9.39 7.75 7.75

6 15 6.00 8.24 6.50 7.37 5.59 5.78 5.35 5.54

6 16 6.00 8.88 7.00 7.94 5.88 6.06 5.69 5.87

6 17 6.00 10.14 8.00 9.07 6.50 6.68 6.36 6.54

6 18 6.00 11.41 9.00 10.21 7.16 7.34 7.03 7.22

6 19 6.00 12.68 10.00 11.34 7.83 8.02 7.70 7.89

6 20 6.00 13.95 11.00 12.47 8.52 8.70 8.38 8.56

6 21 6.00 15.21 12.00 13.61 9.21 9.39 9.05 9.23

sets in Tables 5.3 and 5.4, which correspond to the case of the naive and sophisticated,
respectively. Columns 3-6 of these tables provide the payment amounts that a typical
subject is confronted with in the future-choice task. In the next four columns (columns 7-
10) we report the average expected utilities of Option A and Option B from the perspective
of self-0. According to the results in columns 7-10, uncertainty has a positive impact on
the expected utility of all options which involve two payments. That is, when we remove
uncertainty while keeping others parameters constant the value of Option A decreases in
all questions and the value of Option B decreases in all questions of type 6. Interestingly,
uncertainty reduces the value of these options by a similar amount (0.8 - 0.9) in all cases.
Furthermore, on average the effect of uncertainty is almost the same for the naive and
sophisticated. The tables further show that, as expected, uncertainty has no effect on
the value of options which consist of only one payment (Option B in type-4 and type-5
questions).

The last factor whose effects we investigate is the preference for flexibility, ω. This
parameter accounts for the taste for or aversion towards flexibility on the individual level.
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Table 5.6: The expected value of options for sophisticated self-0 given ω = 0 and ω 6= 0, sample averages

Type Question Option A Option B Option A Option B

f2 f4 g2 g4 ω 6= 0 ω = 0 ω 6= 0 ω = 0

4 1 6.00 8.24 - 7.37 5.53 5.71 4.06 4.06

4 2 6.00 8.88 - 7.94 5.80 5.98 4.37 4.37

4 3 6.00 10.14 - 9.07 6.39 6.58 5.00 5.00

4 4 6.00 11.41 - 10.21 7.03 7.22 5.62 5.62

4 5 6.00 12.68 - 11.34 7.69 7.87 6.25 6.25

4 6 6.00 13.95 - 12.47 8.36 8.54 6.87 6.87

4 7 6.00 15.21 - 13.61 9.03 9.21 7.50 7.50

5 8 6.00 8.24 6.50 - 5.53 5.71 4.20 4.20

5 9 6.00 8.88 7.00 - 5.80 5.98 4.52 4.52

5 10 6.00 10.14 8.00 - 6.39 6.58 5.17 5.17

5 11 6.00 11.41 9.00 - 7.03 7.22 5.82 5.82

5 12 6.00 12.68 10.00 - 7.69 7.87 6.46 6.46

5 13 6.00 13.95 11.00 - 8.36 8.54 7.11 7.11

5 14 6.00 15.21 12.00 - 9.03 9.21 7.75 7.75

6 15 6.00 8.24 6.50 7.37 5.53 5.71 5.32 5.50

6 16 6.00 8.88 7.00 7.94 5.80 5.98 5.65 5.83

6 17 6.00 10.14 8.00 9.07 6.39 6.58 6.31 6.50

6 18 6.00 11.41 9.00 10.21 7.03 7.22 6.98 7.16

6 19 6.00 12.68 10.00 11.34 7.69 7.87 7.65 7.83

6 20 6.00 13.95 11.00 12.47 8.36 8.54 8.31 8.50

6 21 6.00 15.21 12.00 13.61 9.03 9.21 8.98 9.16

Similar to uncertainty, ω effects the value of options which involve a future choice between
two payments. According to the results in Table 5.1, some subjects prefer such options
while others avoid them. The mean value of ω in the sample is -0.236, hence negative and
close to 0. To assess the average impact of ω, we compare the average expected values of
options given ω = 0 and ω 6= 0, while keeping other parameters constant. The findings
that are displayed in Tables 5.5 and 5.6 are constructed in a similar way as those in Tables
5.3 and 5.4. That is, Table 5.5 corresponds to the case of the naive whereas Table 5.6
shows the case of the sophisticated. In Tables 5.5 and 5.6 columns 3-6 exhibit the typical
payment amounts and columns 7-11 show the average value of options given ω = 0 and
ω 6= 0 from the perspective of self-0. According to the results, the average impact of ω
is around -0.2 which is, in absolute terms, considerably lower than the average effect of σ
reported in Tables 5.3 and 5.4. Unlike the effect of uncertainty, the effect of flexibility is
independent of payments and therefore, is exactly the same in all cases where the option
involves a future choice between two payments. In other cases, namely in the case of
Option B in questions of type 4 and type-5, ω does not influence the value of the option.
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As before, the results are similar in the case of the naive and sophisticated.
The results in Tables 5.3 - 5.6 allow us to quantify the value of decision flexibility (or

commitment), that is, the value of having to choose between two options in Stage 2. The
effect of making (or not making) a choice in Stage 2 is two-fold. First, when subjects do
not make a choice, they do not face uncertainty regarding which option they will choose
in Stage 2. According to the results in Tables 5.3 and 5.4, the effect of uncertainty on
the value of options is positive on average. Second, because of other factors that we
cannot exactly identify, subjects are better off when they do not make a choice in Stage
2. These unobserved factors which affect the value of flexibility are captured by ω, which
is, on average, negative. It can, therefore, be concluded that uncertainty increases while
unobserved factors captured by ω decrease the value of flexibility. Since the impact of
uncertainty is larger than the impact of ω in absolute terms, subjects would be worse off,
on average, if they did not make a choice in Stage 2.

For the naive the value of flexibility can be calculated using the numbers reported
in Tables 5.3 and 5.5. For the sophisticated, we use Tables 5.4 and 5.6. In the case of
Option A (Option B), the value of flexibility can be found by computing the difference
between columns 7 and 8 (columns 9 and 10) in the relevant tables and adding up these
differences. We find that in the case of Option A the average value of flexibility is 0.68,
which corresponds to 9.44% (9.65%) of the average value of Option A from the perspective
of the naive (sophisticated). In the case of Option B the average value of flexibility is 0.25.
Since commitment is the opposite of flexibility, the value of commitment is simply equal
to the value of flexibility multiplied by -1.

4 Conclusions
Important choices that we make, such as whether to take up a loan or whether to sign up
on a pension plan, often affect the choices that will be available to us in the future. In such
cases a decision maker considers two opposing factors. On the one hand, he may prefer
alternatives which pay off in the long-run while preventing him from making short-sighted
choices. On the other hand, as a precaution against unforeseen events, he may prefer to
have decision flexibility. Since these two factors affect the choice simultaneously, it is not
possible to identify one of these factors without taking the other factor into account. In
this chapter we estimate a model which incorporates both factors.

We find that more than half of our subjects are sophisticated but naivity is also quite
common in our sample. Our results also indicate that the naive are slightly less patient
compared to the sophisticated. We also examine the effects of preference for flexibility
and uncertainty in the experiment. We find that subjects interestingly have an aversion
towards flexibility on average. We find that the average effect of uncertainty is much higher
than that of preference for flexibility. This suggests that uncertainty is an important factor
which should be taken into account while classifying the subjects as naive and sophisticated.
The total value of making a second choice is found to be positive, due to the large effect
of uncertainty.
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A Appendix: Derivations

A.1
Below we show that the maximal utility ψij is distributed type 1 extreme value. Note that
for a random variable X drawn from a type 1 extreme value distribution with mean µ,
Pr(X < s) = exp(−exp(−s+ µ)). The cumulative distribution function (c.d.f.) of ψij can
be written as follows:

Pr(ψij < v) = P (max{mije + σiεije, βiδimij` + σiεij`} < v)

which can be expressed as:

Pr(ψij < v) = P

(
εije <

v −mije

σi
, εij` <

v − βiδimij`

σi

)

since the error terms are independent:

Pr(ψij < v) = P
(
εije <

v −mije

σi

)
P

(
εij` <

v − βiδimij`

σi

)
(14)

Since our error terms have zero mean Equation (14) can be written as:

Pr(ψij < v) = exp
(
−exp

(
−v −mije

σi

))
exp

(
−exp

(
−v − βiδimij`

σi

))
(15)

Rearranging:

Pr(ψij < v) = exp

(
−exp

(
−v −mije

σi

)
− exp

(
−v − βiδimij`

σi

))

Pr(ψij < v) = exp

(
−exp

(
mije − v

σi

)
− exp

(
βiδimij` − v

σi

))

Pr(ψij < v) = exp

(
−exp

(−v
σi

)
exp

(
mije

σi

)
− exp

(−v
σi

)
exp

(
βiδimij`

σi

))

Pr(ψij < v) = exp

(
−exp

(−v
σi

)(
exp

(
mije

σi

)
+ exp

(
βiδimij`

σi

)))
(16)

We take the following term in Equation (16) :

exp
(
mije

σi

)
+ exp

(
βiδimij`

σi

)

Take its log and raise it to power e:

exp

(
log

(
exp

(
mije

σi

)
+ exp

(
βiδimij`

σi

)))
(17)
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Plugging equation (17) back in (16) we obtain:

Pr(ψij < v) = exp

(
−exp

(
−v
σi

+ log
(
exp

(
mije

σi

)
+ exp

(
βiδimij`

σi

))))
(18)

Therefore, Equation (18) corresponds to the cumulative distribution function of an type
1 extreme value random variable whose mean is: σiγ + σi log

(
exp

(
mije
σi

)
+ exp

(
βiδimij`

σi

))
where γ is Euler’s constant.

A.2

Here we show that Equation (5.9) follows from Equation (5.8). Equation (5.8):

E[φij] = βiδiE[1(mije + σiεije ≥ βiδimij` + σiεij`)(mije + σiεije)+
1(mije + σiεije < βiδimij` + σiεij`)(δimij` + σiεij`)]

Rewriting:

E[φij] =βiδiE[1(mije + σiεije ≥ βiδimij` + σiεij`)(mije + σiεije)+
1(mije + σiεije < βiδimij` + σiεij`)(δimij` − βiδimij` + βiδimij` + σiεij`)]

E[φij] =βiδiE[1(mije + σiεije ≥ βiδimij` + σiεij`)(mije + σiεije)+
1(mije + σiεije < βiδimij` + σiεij`)(βiδimij` + σiεij`) + (δimij` − βiδimij`)
1(mije + σiεije < βiδimij` + σiεij`)]

E[φij] =βiδi(E[1(mije + σiεije ≥ βiδimij` + σiεij`)(mije + σiεije)+
1(mije + σiεije < βiδimij` + σiεij`)(βiδimij` + σiεij`)]+
E[(δimij`(1− βi))1(mije + σiεije < βiδimij` + σiεij`)])

We plug in (5.6) and express E[φij] in terms of E[ψij] as follows:

E[φij] = βiδi (E[ψij] + δi(1− βi)mij`E[1(mije + σiεije < βiδimij` + σiεij`)])

Since εije and εij` are independent random variables following a type 1 extreme value
distribution:

E[φij] =βiδiE[ψij] + βiδi
2mij`(1− βi)

∫ ∞
−∞

f(εij`)
∫ βiδimij`−mije

σi
+εij`

−∞

f(εije) dεije dεij`.
(19)
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where f is the probability density function of the type 1 extreme value distribution. After
plugging in f(x) = exp(−x) + exp(−exp(−x)) and integrating Equation (19) reduces to:

E[φij] = βiδi

E[ψij] + δimij`(1− βi)
exp

(
βiδimij`

σi

)
exp

(
βiδimij`

σi

)
+ exp

(
mije
σi

)


A.3
In this section, we show that κij is distributed type 1 extreme value. The derivation is quite
similar to the derivation in Appendix A.1. The cumulative distribution function (c.d.f.) of
κij can be written as follows:

Pr(κij < v) = P (βiδimax{mije + σiεije, δimij` + σiεij`} < v)

which can be expressed as:

Pr(κij < v) = P

(
εije <

v − βiδimije

βiδiσi
, εij` <

v − βiδi2mij`

βiδiσi

)

since the error terms are independent:

Pr(κij < v) = P

(
εije <

v − βiδimije

βiδiσi

)
P

(
εij` <

v − βiδi2mij`

βiδiσi

)

Pr(κij < v) = exp

(
−exp

(
−v − βiδimije

βiδiσi

))
exp

(
−exp

(
−v − βiδi

2mij`

βiδiσi

))

Pr(κij < v) = exp

(
−exp

(
−v
βiδiσi

+ log
(
exp

(
mije

σi

)
+ exp

(
δimij`

σi

))))
This expression corresponds to the cumulative distribution function of an type 1 extreme
value random variable whose mean is: βiδiσiγ + βiδiσi log

(
exp

(
mije
σi

)
+ exp

(
δimij`
σi

))
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